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Abstract
Metagenomics is a growing area of bioinformatics, defined as the study of DNA
sequenced from microbial communities rather than individual microorganisms. A
particularly important part of metagenomics is to identify differences between com-
munities, or conditions. This is typically done by statistical identification of dif-
ferentially abundant features, such as genes or classes of genes, based on the num-
ber of times they have been observed in the samples. However, the data is high-
dimensional and, due to undersampling, often sparse. Furthermore, it is well-known
that metagenomic data is subjected to large technical variability, which unless taken
into account, often makes correct inference hard.

When dealing with high-dimensional data, it is common practice to apply normal-
ization methods to reduce the variance in the data. Several normalization methods
of varying complexity have been suggested. The performance and characteristics of
these methods have also been evaluated when applied to data from other fields, such
as transcriptomics. However, to this day no comprehensive evaluation of methods
have been done for metagenomic data. This, together with the fact that metage-
nomic data is characterized by large variability, makes a study of normalization
methods of great interest.

In this thesis we consider nine commonly used normalization methods and analyze
how they perform on metagenomic data in different situations. The methods are
evaluated by studying how they influence the identification of differentially abundant
features. Comparisons between methods are made by measuring how they affected
the number of detected true and false positives in partly artificial data sets created
by resampling of metagenomic data. The results presented in this thesis show that
different methods may be preferred depending on condition sample size, the size of
different abundance and how the highly abundant features are distributed between
the conditions.

We conclude that several methods proven well-performing in related fields also
perform well for metagenomic data. However, it is important to note that knowledge
about the data and its effects is necessary, as different methods perform better in
certain cases. Under extreme cases, normalization of metagenomic data can even
result in a loss of statistical power.

Keywords: normalization, metagenomics, differentially abundant features, high di-
mensional data.
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1
Introduction

Metagenomics is the study of the DNA found in environmental samples, representing
communities of microorganisms [1]. The field of metagenomics has grown immensely
in the last decade, much due to the availability of costly efficient sequencing tech-
niques [2].

In traditional sequencing, DNA is extracted from a single organism, which typi-
cally implies that it is necessary to first isolate the target organism and subsequently
clone it to obtain a sample large enough to extract the DNA from. One of the limi-
tations of sequencing microbes arises from the fact that a very small fraction of the
existing species can be isolated and clone in vitro. Metagenomics is the sequencing
of microbial communities, where instead of sequencing from a single genome, the
sequencing targets a collection of different genomes represented in a community. An
advantage with metagenomics is that each organism already exists in several copies.
Hence isolating and cloning may be omitted from the procedure of sequencing, and
this in turn provides the ability of studying many species in a new way [3, 4].

A technique for sequencing metagenomic data is what is usually referred to as
shotgun metagenomic sequencing. By randomly sequencing fragments of any of the
genomes found in a sample, a large number of reads are generated. The reads, usu-
ally containing a few hundred nucleotides, may then be further processed, either by
trying to align and reassemble the DNA, or by extracting information from each read.
Another possibility is targeted metagenomics, where the sequencing targets some bi-
ological function, and hence only a subset of the genome is considered for sequencing.
While the problem in this thesis is possibly transferable to target metagenomics, this
thesis considers reads obtained through shotgun sequencing.

One common approach of studying the reads obtained from the shotgun sequenc-
ing is through binning. This procedure quantifies the set of reads by assigning each
read to a bin, where each bin represents a feature. These features typically cor-
respond to either operational taxonomic units (OTU), e.g. species, or functional
units, e.g. genes [2, 5, 3].

By studying the relative abundance of such features across metagenomic sam-
ples, it is possible to distinguish key differences in the microbial communities, for
instance between the microbial composition in the gut of healthy and ill patients [3].
The identification of differentially abundant features (DAFs) is however a difficult
and complex problem. The data is usually very high dimensional with relatively
few samples. Furthermore, biological data is often subject to high variation, and
metagenomic data specifically is known to contain a large amount of both biological
and technical variation [6].

Biological variability is caused by a natural biological diversity in terms of species
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1. Introduction

and gene content due to several factors, such as temperature, pH value and nutri-
tive content. When studying differences between two or more conditions, we are
interested in parts of this biological variability while the remaining variability is
something we simply have to accept to exist in the data. The studied microbial
communities are also highly dynamical systems, and every sample contains by itself
high variations over time, which are not capturable by a single sequencing, thus
representing another kind of biological variation [2]. In short, some variation in the
data is expected to be there, both between conditions and between samples within
the same condition, but it may be troublesome to distinguish it from technical vari-
ations.

Technical variations include for instance bias caused by equipment and/or exper-
iment, sequencing depth, sequencing quality and databases. The sequencing depth
defines the number of random fragments generated and sequenced from a sample,
which is the cause of a large part of the technical variations. The reason is that
biological variation may arise from important, yet rare organisms that exist in only
one of the conditions, which may not be present in all samples corresponding to
the environment where it is present. Furthermore, the rarity of some organisms
implies that they simply may not be observed due to a limited sequencing depth
[7]. In other words, the sequencing depth may sometimes be insufficient to capture
the whole environment in all samples, which manifests itself as large variations in
the data. One way of reducing this variation is to increase the sequencing depth,
as this would increase the probability of the observed DNA content. However, the
sequencing depth is a trade-off, as sequencing is still an expensive procedure, and at
the same time the sequencing depth is fixed once the data is sequenced, and cannot
be increased if found insufficient, unless the sequencing is redone. In short, the
technical variability can be substantial and is subject to minimization, as it impairs
inference made about the biological variability [8].

To control variation one may use normalization methods, for which the purpose
is to bring the samples to a common scale and hence make samples comparable.
Normalization is proven to play a significant role in the differential analysis when
considering microarrays as well as RNA-seq data, both for which several methods
have been proposed and compared [9, 10]. To this day there still exists a lot of
uncertainty regarding normalization of metagenomic data. While many methods
used for RNA-seq data are also directly applicable to metagenomic data, there is
no guarantee that all methods perform equally well for both type of data. For
instance, while the earlier mentioned types of variation appear in most biological
data, the actual properties of these variations may differ between data types. Hence
a method that performs sufficiently well for one data type may in another case prove
insufficient.

What is known however is that normalization is still essential for metagenomic
data, and further the choice of normalization method has a notable effect on the
down stream analysis [11]. Also, while several normalization methods from other
related types of data are directly applicable to metagenomic data as well, such
as trimmed mean of M-values [12], there exist methods that have been suggested
specifically for metagenomic data, for instance cumulative sum scaling [7].

In this thesis we compare nine normalization methods that been used for metage-
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1. Introduction

nomic or other closely related data, and evaluate the performance of the the methods
when applied to metagenomic data.

1.1 Aim
The aim of this thesis is to

• theoretically describe and analyze the most common and important normal-
ization methods used for metagenomic data or closely related data,

• implement the normalization methods and evaluate their performance in terms
of removing systematic errors in metagenomic data,

• investigate and explain the behaviour of the normalization methods in different
experimental situations.

1.2 Delimitation
The problem of identifying differentially abundant features in metagenomic data
is vast in the sense that there exist numerous factors that contribute to the down
stream analysis. As this thesis treats normalization methods applicable to the prob-
lem, it should be noted that there are a few noteworthy limitations. For instance,
the results in this thesis are based on data from mainly one data set, which may not
be fully representative to metagenomic data in general.

Furthermore, there exist several methods for identification of differentially abun-
dant features, or closely related problems, but this thesis will only treat one such
method. While we may expect that the results should be comparable, statistical
methods might differ in what normalization is most suitable, as there are always
assumptions included that could influence results in one way or another.

Lastly, this thesis considers nine normalization methods that are considered to be
popular or otherwise interesting to include. It should be noted that there exist other
methods not included in this thesis, that have been suggested for either metagenomic
data or related data.
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2
Theory

In this thesis the problem of identifying differentially abundant features (DAFs) is
studied. More specifically, the thesis treats the implications of normalization of data
prior to the analysis. In this chapter we introduce basic notion related to differential
abundance, we describe how feature abundance is modeled and how differential
abundance can be identified from a statistical point of view. Furthermore, this
chapter describes the different normalization methods in depth.

2.1 Differentially abundant features (DAFs)

Consider multiple metagenomic samples being sequenced according to a shotgun
metagenome sequencing procedure, with each sample providing a set of reads, i.e.
random short fragments of the full genome. As each of these reads may be incomplete
in the sense that, for instance, it may not contain a full gene, the approach is to
instead use techniques for clustering reads based on similarities. This procedure is
referred to as binning. By doing so, each read is assigned to the bin it is most similar
to and each bin corresponds to a feature, which in turn are operational taxonomic
units (OTUs) (eg. species) or functional units (eg. genes), and instead of observing
raw sequence fragments we have counts of observations for each feature.

The process of binning results in the feature abundance matrix, denoted Y , where
each row corresponds to different features and each column is a sample, i.e. an
individual or an environmental sample. Hence the element Yij is the number of
observations of feature i in sample j [4]. Considering that each sample belongs
to one of two conditions, for instance healthy and diseased, a feature is said to be
differentially abundant if its abundance differs notably between two conditions.

There exist several methods and tools implemented that may be used to determine
whether the feature abundance is significantly different between conditions. Popular
tools are edgeR [13], DESeq2 [14] and MetagenomeSeq [7], to name a few. However,
for simplicity we will restrict ourselves to an overdispersed Poisson generalized linear
model (oGLM), which has been proven to perform comparable to the other methods
[15]. The model is described in detail in section 2.1.1, but in short the oGLM models
the feature abundance Yij with a Poisson distribution and the expectation of feature
abundance by a linear combination of predictor variables dependent on the condition
of each sample, and links the predictor with the expected feature abundance through
a logarithmic function. Note that this thesis treats the normalization methods rather
than methods for identifying DAFs.
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2. Theory

2.1.1 Overdispersed Poisson generalized linear model
A generalized linear model is a model that links A to B using C, and it is defined
by three components [16, 17], namely:

• Random component – the response variables Y, where Y is n × 1 and n the
number of observations, are called random components. While not identically
distributed, they are all distributed according to some exponential family, e.g.
normal, Poisson or binomial.

• Systematic component – the linear predictor η = βX is called the systematic
component, and is the model obtained by the matrix of predictor variables X,
where X is n× p and β is p× 1, where p is the number of predictor variables
in the model.

• Link function – the link function f connects the random component with the
systematic component by describing the relation f(µ) = η, where µ = E[Y|X].
Here f depends on the assumed distribution family.

In our case we will consider a generalized linear model for each feature, hence, for
each feature i and sample j we model the the mean of each feature abundance Yij

as

E[Yij|xj] = f−1(βixj)

where the link function f depends on the assumed exponential family. In the case
of Poisson regression, the link is defined by the logarithm, i.e. we have

log(E[Yij|xj]) = βixj

The predictor variables used depend on the assumptions of the model. The first
assumptions in our model is that counts may be differentially abundant between
conditions, which is translated into the systematic component defined as ηi = αi +
βixj, where xj is the indicator function dependent on the condition, i.e.

xj =

1, if sample j belongs to condition 1
0, if sample j belongs to condition 2.

Here αi is called the intercept and is functioning as a baseline, while βi is the slope
and describes the relative abundance between conditions. The Poisson model is
however not sufficient for modelling our problem, as it assumes that the counts are
on a common scale. Instead, we want to extend this count model to a rate model
where, instead of expected counts, we model the counts as a fraction of some measure
that describes the whole sample, such as the total number of counts. We can get a
rate model by adding a sample-dependent predictor log(Nj) that represents a scaling
factor that normalizes the data.

We will refer to Nj as the normalization factor and estimating this constant may
be done by applying normalization methods. It should be noted that some of the
normalization methods in this thesis may not describe the normalization by a scaling
factor, but instead relies on computing a new feature abundance matrix Ȳ . The two
types of normalization approaches are more thoroughly described in section 2.2. For
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2. Theory

now, we conclude that with the inclusion of the predictor log(Nj), we have arrived
to the full model, i.e.

log(E[Yij|xj]) = αi + βijxj + log(Nj).

The model may equivalently be written as

log
(
E[Yij|X]
Nj

)
= αi + βijxj ⇔ E[Yij|X] = Nj exp(αi + βijxj), (2.1)

which highlights how adding the normalization factor transforms the count model to
a rate model. Using our data, i.e. the known counts Yij, the conditions xj and esti-
mated normalization factors Nj, we fit the model by estimating αi and βi. As earlier
mentioned our assumption of this model is that the counts are distributed according
to a Poisson distribution with overdispersion. The reason is that the Poisson model
is rather strict as it carries the property that var(Y ) = E[Y ]. However, metagenomic
data often has larger variation than modelled by the Poisson distribution, and thus
by allowing for overdispersion, i.e. var(Y ) > E[Y ], we may expect a more reliable
fit for our model. In practice, allowing for overdispersion implies that we model
the variance through some function other than identity. The overdispersed Poisson
model used is also called the quasi-Poisson, where we have that

E[Yij] = µi, var[Yij] = φiµi, φ ≥ 1.

Here we note that φ = 1 would indeed correspond to the regular Poisson model.
Thus, for φ > 1, we have a larger variance than the one found in a regular Poisson
model, which is adequate to deal with metagenomic data that carry large varia-
tion.

The main difference caused by the overdispersion is how the model is fitted. In
a regular Poisson regression model, we fit the model, i.e. estimate αi and βi by
maximum likelihood estimates (MLE). However, when mean and variance are not
equal the MLE has generally no analytical expression [18]. Instead it is possible
to use a technique called Iteratively reweighted least squares (IRLS) to find the
MLE. IRLS computes a weighted least square expression and updates the weights,
and repeats until the change in the weights between iterations is sufficiently small
[16].

The oGLM described above is the foundation for evaluating the different nor-
malization methods described in section 2.2. As mentioned at the beginning of
this chapter, the model is a practical choice since it is easy to understand from
a mathematical point of view. This becomes obvious through equation 2.1 as it
clearly shows the role of the normalization factors Nj in modelling the abundance.
While the model describes the abundance, we will now describe what is considered
differential abundance in our model.

2.1.2 Analysis of variance and F-test
When a feature i is differentially abundant between two conditions the predictor
coefficient βi in the oGLM is different from zero. This is because of βi defining the
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2. Theory

relative abundance, and hence if the feature truly is differentially abundant, this
should be expressed by βi being non-zero. Thus, testing for differential abundance
translates into testing if βi is significantly different from zero. In other words, let
the null hypothesis be defined as H0 : β̄i = 0, where β̄i is the true value on the slope
constant, and subsequently the alternative hypothesis H1 : β̄i 6= 0. We proceed by
considering a pair M0 and M1 of nested models:

M0 : log
(
E[Yij]
Nj

)
= αi,

M1 : log
(
E[Yij]
Nj

)
= αi + βixj

where M0 is known as the reduced model and M1 as the full model. It should
be clear that the two models correspond to the null hypothesis H0 and alternative
hypothesis H1, as M0 is equivalent to βi = 0, and M1 analogously βi 6= 0. The test
is essentially which model fits best, or whether M1 is considerably more beneficial
than M0.

When comparing models with overdispersion where the variance is larger than
the expectation and therefore unknown, it is appropriate to use an F -test, instead
of a Likelihood ratio test which assumes the variance to be known [19, 20]. In the
F -test we essentially study the statistic:

F = variance between groups
variance within groups

or more formally,

Fi =
(SSEi,0−SSEi,1)

df0−df1
SSEi,1

df1

.

Here SSEi,k denotes the residual sum of squares for feature i and model k, i.e.

SSEi,k =
n∑

j=1
(fi,k(xj)− Yi,j)2,

where fi,k(x) are the regression models defined by fi,0(x) = αi,0 and fi,1(x) = αi,1 +
βi,1x, and xj is the indicator function dependent on the condition, i.e.

xj =

1, if sample j belongs to condition 1
0, if sample j belongs to condition 2.

Furthermore, dfk are the degrees of freedom for the two models, here df0 = n − 1
and df1 = n − 2. Our F -statistic Fi is said to follow the F(df0−df1,df1) distribution
under the null hypothesis H0. The p-value is then simply equal to the probability of
a F(df0−df1,df1)-distributed random variable X to be greater or equal to Fi, i.e.

pi = P(X ≥ Fi).

We lastly compare the p-values against a significance level α. As the p-values are
to be interpreted as the probability of obtaining F under H0, we consider p-values
smaller than α to be significant in the sense that it is very unlikely that the null
hypothesis H0 is true.

8



2. Theory

2.1.3 Multiple comparisons problem
The significance level, α, defines the probability of falsely rejecting the null hypoth-
esis. Due to high dimensionality in the metagenomic data, some of these unwanted
null hypothesis rejections are expected to occur just by chance, which is commonly
referred to as the multiple comparisons problem. One approach of controlling this
problem is the Bonferroni method, where H0 instead is rejected if p < α/m, where
m is the number of comparisons. This procedure is however generally too conser-
vative for large m, in the sense that α/m becomes very small which results in very
few rejections. Instead we use the Benjamini-Hochberg correction [21]. This pro-
cedure adjusts the p-values by controlling the false discovery rate (FDR). Let pi,
i = 1, . . . ,m be the obtained p-values, and p(i) be the ordered p-values. Further, let
k be the largest integer k ∈ [1,m] such that

p(k) ≤
k

m
α.

Benjamini-Hochberg then states that we reject H0 for all p-values smaller than p(k).
This is equivalent to have adjusted p-values, denoted by qi, given by:

q(i) = m

i
p(i),

and subsequently reject H0 if qi < α. The argument behind Benjamini-Hochberg
correction is to control the false discovery rate (FDR). We define the FDR as

FDR = E
[
DF

D

]
,

where D is the number of discoveries, i.e. the number of times we rejected H0, and
DF is the number of false discoveries, i.e. the times H0 was rejected when H0 was in
reality true. By using the Benjamini-Hochberg correction, the p-values are adjusted
so that the estimated FDR is equal to the signifiance level α.

2.2 Normalization methods
As earlier described, the main purpose of this thesis is to evaluate different normal-
ization methods when applied to metagenomic data. Before describing each method,
it should be noted that there are two general groups of normalization methods,
namely rate methods and count methods.

Rate methods computes the normalization factor Nj in the generalized linear
model, as described in the previous section. This approach, describing the data as
a rate relative to some sample specific constant, is the most commonly used in the
studied methods.

Meanwhile, count methods normalize by generating a new data set using informa-
tion given by the original data set, and instead perform the differential abundance
analysis on this data set. This implies that we consider the data as counts rather
than rates.

9



2. Theory

2.2.1 Rate methods
Total count (TC): Total counts is one of the methods that scales counts into
rates, as such the counts for each feature is divided by a normalization factor Nj

that in this case is library size, i.e. the sum of counts of all feature in that sample,
that is

Nj =
m∑

i=1
Yij.

In terms of the oGLM, this suggests that the model now describes the counts as
proportions of the sample. Because the library size, or total counts per sample, is
directly related to the sequencing depth, this method relies on the assumption that
the single largest noise in the data is the difference in sequencing depth, which may
differ in orders of magnitude.

A drawback of this method is that by accounting for all features when normaliz-
ing, we introduce an error caused by the differentially abundant features. That is,
since our assumption is that we actually expect to find some significant differences
between conditions, we introduce a bias by not including this assumption in the
normalization. The size of this error depends on the size and frequency of differen-
tially abundant features. It may be argued that a more viable approach is to use
quantile based normalization methods [22]. The reasoning here is that while the
proportions may be misleading, the distribution of counts should be roughly equal
across all samples.

Median (Med): Normalizing by the median is as straightforward as normalizing
by total counts, here instead, we define the normalization factor as

Nj = median
i∈G∗

Yij, G∗ = {i :
∑

j

Yij > 0},

that is the sample-wise medians of all features with at least one non-zero count [9].
While the total count method is expected to be sensitive to outliers, the median is
known to be resistant to outliers. In our data, outliers may for instance correspond
to differentially abundant features or just features that in rare cases has very high
counts. Either way, they are of little interest when normalizing, as the purpose is
to equalize those features that should be close to equal across samples.

However, it should be mentioned that an excess of zero-count or low-count fea-
tures could influence this method in a negative manner, as the median will become
less informative about the non-zero counts and is likely less representative of the
high-count features in these situations [22].

Upper quartile (UQ): The upper quartile method is another rate method, here
we divide the counts for each feature in the same sample j by the upper quartile
(75th percentile), which is our normalization factor Nj, i.e.

Nj = upper quartile
i∈G∗

Yij, G∗ = {i :
∑

j

Yij > 0}.

The motivation of using the upper quartile is similar to that of the median, i.e. that
it is a method robust to outliers, but an argument of upper quartile being superior
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to median is that the upper quartile should be less sensitive to zeros in the data,
and subsequently a more stable statistic to normalize by [22]. This is due to the
fact that even with many zero-count and low-count features, the upper quartile is
expected to better reflect the distribution as it considers higher count features, while
still not the most extreme counts. It is however important to note that this method
assumes that the underlying distribution is approximately equal for all samples, and
hence may still be inaccurate in situations where the difference in count distribution
between the samples is too large.

Trimmed mean of M-values (TMM): TMM normalization was suggested as
a robust alternative approach to normalizing by the total counts, and is included
in edgeR package. The TMM method normalizes the data by initially choosing a
reference sample r from the available samples. The idea is then to estimate one
normalization factor Nj for each sample j by an adjusted library size relative to a
reference sample r, i.e.

Nj = f
(r)
j

n∑
i=1

Yij

where the adjustment of the reference sample relative to itself is f (r)
r = 1. f (r)

j is
estimated as follows. First,given the counts Yij and Yir for feature i in sample j or
reference sample r and library size Nj and Nr of sample j or reference sample r, we
define the log-fold change Mij and the absolute expression Aij as

M r
ij = log2

(
Yij/Nj

Yir/Nr

)

Ar
ij = 1

2 log2

(
Yij

Nj

Yir

Nr

)
.

Here the indices are to be interpreted as sample j ∈ J relative the reference sample
r, for feature i ∈ G. We form the reduced set of features G∗ by trimming the set G,
i.e. removing the top and bottom extremes, based on the M -values and A-values,
by default 30% and 5% respectively. As the M -values correspond to the log-fold
change, trimming the extremes of M -values implies that we do not consider the
features with the largest relative abundance when normalizing. Similarly, trimming
by the A-values implies that we exclude the features with the most extreme absolute
abundance.

Next, we define the library scaling constant f r
j by

log2(f (r)
j ) =

∑
i∈G∗ w

r
ijM

r
ij∑

i∈G∗ w
r
ij

wr
ij = Nj − Yij

NjYij

+ Nr − Yir

NrYir

for Yij, Yir > 0. The above equations state that the log2(f (r)
j ) is defined as the

weighted average of the trimmed M-values. Here the weights used are the inverse of
the variance, computed through the delta method. The weights are used to account
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for that the log-fold changes from high count features have lower variance on a
logarithmic scale.

The assumption in this method is that only a few features are differentially abun-
dant [12, 9, 23]. This assumption is expressed in that fj ideally should be equal to 1,
or equivalently, log2(f (r)

j ) = 0. When f r
j is equal to 1, the normalization constant Nj

is equal to the library size, i.e. the same normalization constant obtained through
the TC method.

This assumption is expressed by that a data set with few DAFs should have a
f r

j close to 1 for all samples j, implying that the library size, i.e. total counts, is
an accurate normalization factor. If f r

ij deviates from 1, then adjusting each library
size by its corresponding constant should ensure that the assumption holds.

DESeq: This method is proposed by the creators of the DESeq package, and
hence referred to by package name. The idea of this method is to form a reference
sample by the geometric mean across samples, and define the normalization con-
stants as the median of the ratios between sample and reference sample. That is,
the normalization factor is in this case computed as

Nj = mediani
Yij(∏m

j′=1 Yij′

)1/m
.

As with TMM, the hypothesis of this method is that only a few features are differen-
tially abundant, and thus non-DAFs should have similar read counts across samples.
Hence, the ratio between the counts and geometric mean should ideally be equal to
1 for non-DAFs. The assumption is then that the median of the ratios should serve
as a stable estimate of the normalization factor. [24, 9].

Cumulative sum scaling (CSS): The cumulative sum scaling is a rate method
that computes the normalization factor as a sum over a subset of the features [7].
More specifically, the normalization factor is computed as

Nj =
∑

i:Yij≤ql̂
j

Yij,

where ql
j is the l̂th quantile of the jth sample, with l̂ determined through the fol-

lowing steps:
1. Define q̄l = medianjq

l
j.

2. Define dl = medianj|ql
j − q̄l|.

3. Then l̂ = min{l : dl+1 − dl ≥ cdl},
i.e. the smallest l under which the inequality holds. Here c is a constant specifying
the relative bound of when instability occurs, by default c = 0.1. The assumption of
which CSS is based upon, is that the count distributions should be approximately
equivalent up to a certain quantile. The authors of this method argue that by
estimating this quantile and normalizing by the total counts of this subset, the
samples should be brought to a common scale.
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Reversed cumulative sum scaling (RCSS): The RCSS is an alternative ap-
proach to CSS, where instead of determining the normalization constants by the
sum over all counts smaller than some quantile, the normalization constants are
determined by the sum over all counts larger than some quantile, typically in the
upper half of the counts. Unlike CSS, where the exact quantile is dependent on how
large the variations are in each quantile and may vary for different data sets, we let
the quantile in RCSS be fixed.

2.2.2 Count methods

Quantile (Q): The quantile normalization is a count method, thus, the normal-
ization will replace counts by normalized counts instead of scaling to a rate as in rate
methods. The idea of the quantile normalization is to fix the distribution of feature
counts across samples to be identical, which is done by computing the median of
quantiles across samples, and normalizing according to it. The median quantile is
then

q̄l = median
j∈S

qlj,

where qlj is the lth quantile in the jth sample. Here we include an exception for
ties occurring, be it due to an even number of samples or identically valued counts
when computing the quantiles, both of which are handled at random. The reason of
this is to ensure that the data are still considered counts after normalization. The
counts Yij is then replaced according to the quantiles, i.e. we replace Yij by Ȳij such
that qlj = q̄l.

It should be noted that the quantile normalization was argued to be one of the
best normalization methods for microarray data [10], and while some modifications
were made to handle count type data, the idea is essentially the same.

Rarefying Rarefying is a method similar to the TC method, as it assumes that the
sequencing depth is the largest source of technical variation, and like TC, rarefying
ensures that all samples have the same sequencing depth. However, rarefying is
a count method and not a rate method, as instead of scaling by the library size,
rarefying implies that each sample is reduced to the smallest library size by removing
counts at random. That is, all samples are considered as if they were all sequenced
to the same depth from the start.

While the reasoning behind rarefying may at first sound reasonable, it should be
noted that the method practically implies dismissing a lot of information given by
the raw samples. It has been shown that rarefying undermines the performance of
subsequent analysis [11], due to added noise. Further, the variance is flattened by
increasing rather than decreasing it, which generally is not a preferable property
in normalization methods. Yet, the approach exists and is used, and hence it is of
interest to be included in a study of normalization methods.
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2.2.3 A brief take on similarities
At a glance, these methods are both similar and different in several ways. Without
any deeper arguments, the similarity between Med and UQ is obvious and already
mentioned. Furthermore, TC, Med, UQ and RCSS consider all samples to be inde-
pendent, while TMM, quantile, DESeq, CSS and rarefying use, in one or another
way, information given by the collection of samples, for instance by forming a refer-
ence sample or simply by rarefying.

Similarities arise from the assumptions and ideas behind each method. For in-
stance, an important assumption is that most features are not differentially abun-
dant, which is the basis of TMM and DESeq. Another general idea is assumptions
regarding that all samples in some way share the same underlying distribution. This
assumption is used in Med, UQ, TMM, Quantile, DESeq, CSS and RCSS, but to
different extents. While Med and UQ equalizes one quantile across all samples, CSS
and RCSS assume that a subset of the counts are equally distributed, and Quantile
says that each quantile should be equal across samples.

A more specific similarity to consider is that the reference sample used in CSS
is the same as the one used in the quantile normalization method [7], with the
exception that quantile normalization ensures that the reference samples are still
counts. However, while quantile normalization uses the reference sample directly,
CSS only uses the sample as a reference when estimating how large the spread is in
each quantile.

Similarities such as these are a vital part of analysing the performance of methods,
partly in terms of understanding why some methods performs well, but also which
concepts to consider when developing and improving normalization methods in the
future.
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Methods

In this thesis we want to evaluate how different normalization methods perform un-
der the problem of identifying differentially abundant features in metagenomic data.
In this chapter the procedures for evaluating the different normalization methods
are described. Furthermore, we briefly explain problems of measuring performance
and explain the approach to circumvent some of these problems.

3.1 Data

Ideally, we want to measure performance using real metagenomic data where all
differentially abundant features (DAFs) are already known, and compare the ones
found by our model with the true DAFs, as this would best represent a real life
situation. However, as we lack real metagenomic data with known DAFs, we have
a trade-off situation where we may consider real data with unknown DAFs, or sim-
ulated data with known DAFs. Real data would imply that we cannot evaluate the
correctness, and instead we could obtain a set of DAFs without being able to verify
their correctness. On the other hand, simulating data from a probability distribu-
tion also has its limitations, as it implies that we force assumptions on the data that
may or may not be there. Furthermore, with simulated data it may be hard to fully
capture the large variation of the real data.

Instead, a compromising, viable approach is to use a non-parametric bootstrap.
The idea is to use real data so that we use its variation and inforcing less assump-
tion regarding the distribution of the data. A sufficiently large bootstrapping should
remove the DAFs present in the samples, which implies that we can add artificial
DAFs that are known to us, thus making it possible to measure performance of the
normalization methods. Non-parametric bootstrap is a basic Monte-Carlo proce-
dure where we iteratively create new data sets by randomly drawing data sets with
replacement. In our case, we choose m samples among all the samples in one of
our two conditions. Next, the m samples are then assigned to artificial conditions,
with m1 and m2 samples in each artificial condition, so that m1 + m2 = m. As we
iteratively scramble all samples from one of the initial conditions, pick m samples
randomly with replacement and assign them to one of two artificial conditions, the
null hypothesis is considered true for a sufficiently large number of iterations, i.e.
we may consider that there will be no DAFs present in the data set. We may then
subsequently add artificial DAFs to the bootstrapped data, as explained next.
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3.1.1 Artificial DAFs
Since for a large enough resampling on the same condition, we can assume the
bootstrap will remove in average DAFs that randomly occur, we then add artificial
effects, i.e. features that are more abundant in one of the conditions, to the data
sets that represent DAFs that we know and can control. The advantage of this
is that since we manually add effects, we also know which features that are truly
differentially abundant in our experiment.

If we consider the bootstrapped data set, we have n features and m samples.
We assign each sample randomly to one of two artificial conditions such that both
conditions are represented by equally many samples. To create artificial DAFs, we
add effects to a fraction of the features, for instance 10% of the n features, and only
to samples in one of the conditions, generally not the same condition for all effects.
For each affected feature i, and each sample j in the affected condition, we replace
the counts Yij by new counts taken from a binomial distribution, as follows:

Ŷij ∼ Binomial(Yij, p),

where p is the effect size, i.e. one over the abundance fold change.
We consider two ways of adding effects by downsampling. The first is what

we call balanced which is done by adding equally many effects to each condition.
That is half of the artificial DAFs are created by downsampling counts in the first
condition, and the rest created by downsampling counts in the second condition.
This represents a situation where it is reasonable to assume that a function lost in
one environment is replaced by another, in other words, the low abundance of one
feature leaves room for another feature to have high abundance. The second way
is what we call an unbalanced situation, where all downsampling is made to one
of the conditions. This situation could occur in target studies, where you aim to
sequence a set of genes related to one function, such as the abundance of antibiotic
resistant genes in pristine or polluted environments; in such cases, when only a set
of genes is studied, they are expected to be found in one condition and not in the
other, which leads to an unbalanced presence of overly abundant genes in only one
condition.

Adding effects through downsampling changes the total number of counts in the
samples. In a balanced situation we expect that this change is equal for both condi-
tions. However, for the unbalanced case we introduce a condition dependent change
to the total counts, i.e. an artificial difference in the total counts between the two
conditions. To counteract this all the features in the unchanged condition are ran-
domly downsampled in order to keep the column totals unchanged. That is, if we
downsample x% features in the first condition according to the above rule, we also
downsample all features in the second condition according to

Ŷij ∼ Binomial(Yij, p2),
p2 = 1− (1− p1)xc1,

where c1 is the fraction of effects in condition 1 out of the total number effects.
If we also add effects to condition 2, the counts in condition 1 are downsampled
analogously.
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3.2 Experimental setup
The data was run for several different values on the experimental parameters, which
are condition size, effect size, balancing and fraction of affected features, with a total
of 48 combinations. For each combination of experimental parameters 100 bootstrap
iterations were performed. In each such iteration, we

1. added effects,
2. computed the normalization constants for the current data, as explained in

section 2.2,
3. performed the identification of DAFs using the overdispersed Poisson model

described in section 2.1, with each of the normalization constants in step 2.
It should be noted that all normalization methods were run with default options
where applicable. Methods such as TMM and CSS have options that are highly
data dependent, and adjusting these options could of course alter the results for
better or worse. Any such studies was however not considered in this thesis.

3.2.1 Experimental parameters
In this simulation we considered the four experimental parameters, namely condition
size, effect size, balancing and fraction of affected features. Since a large part of the
results presented in chapter 4 focuses on how the experimental parameters affect
the different normalization methods, each parameter is here briefly defined.

Condition size The condition size determines how many samples we consider in
each of the two conditions, that is the number of samples in condition i is denoted
as mi, i = {1, 2}. In this thesis we only consider equally sized conditions, that
is m1 = m2. Generally speaking we prefer to have many samples in statistical
studies, as we have more information together and obtain better estimates. However,
since sequencing is expensive we cannot always expect to have many samples in an
experiment. Hence we have restricted ourselves to two different values on m =
m1 +m2, which is 3 + 3 and 10 + 10. This should cover both a quite restricted case
(3 + 3) and a more generous case (10 + 10), yet still reasonable situations.

Effect size The effect size defines how large the expected downsample count
should be when adding the effects in our simulations. The expected count post
downsampling, by properties of Binomial distribution, is

E[Ŷij] = pYij,

where p is one over the effect size. This implies that we may expect that an effect
size of 10 would reduce the feature count to 1/10 of the original value. Reasonable
effect sizes is of course dependent on which data set you are considering, but we
will consider effect sizes of 3 and 5. The interpretation of effect size in the model
in section 2.1 is that the logarithm of the effect size is estimated by the β in the
predictor.
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Balance The balance parameter describes how the downsampling of features is
distributed between the conditions, as described in section 3.1.1. We will denote the
balance by a percentage, describing how many effects added to one of the condition,
and assuming that the remaining effects are added to the other condition. The
percentage included in this thesis is 50%, 70% and 100%, thus describing a balanced
case, a small unbalance and a full unbalance.

Fraction of affected features The last experimental parameter is the fraction
of affected features. As the name suggests, it specifies how many features we are
adding effects to as a fraction out of the total number of features in the data set. As
previously mentioned the features with added effects are what we want to identify in
our simulations. In this thesis we include 5%, 10%, 20% and 30%, which represents
situations with small differences between conditions (5%) up to situations where the
difference between conditions are very notable (30%).

3.2.2 Performance measures
To evaluate the performance we consider the Benjamini-Hochberg adjusted p-values
obtained from the F -test applied to the overdispersed Poisson model, as explained in
section 2.1. By comparing the adjusted p-values against the significance level α, we
consider the test outcome to be positive if p < α, and otherwise negative. A positive
outcome implies that our model considers the current feature to be differentially
abundant, but we must also distinguish between true and false positives, since a
positive may correspond to either a DAF or not a DAF.

These binary relations imply that we have four possible outcomes in each test,
namely true positives (TP), true negatives (TN), false positives (FP) and false nega-
tives (FN). For comparisons we usually measure the values as rates, i.e. true postive
rate (TPR) and false positive rate (FPR) defined as

TPR = TP

TP + FN
, FPR = FP

FP + TN
.

TPR is sometimes referred to as sensitivity, and relates to the probability of a
positive classification being correct, or simply how many of the actual DAFs are
identified. The FPR estimates the probability of falsely rejecting the null hypothesis,
i.e. how many non-DAFs are reported to be DAFs by our model.

It should be noted that there are other measures that could be interesting to
study, for instance precision (fraction of positives that were true), but in this thesis
we will only consider TPR and FP.

Ideally we want a large TPR and a small FPR, which would imply a well-
performing classifier. However, the obtained results from the classifiers are of-
ten far from ideal. For instance, classifying everything as negative would yield
(TPR, FPR) = (0, 0), and similarly, everything as positive implies (TPR, FPR) =
(1, 1). Furthermore, as we are evaluating performance of methods by comparing
both TPR and FPR, we must consider under which conditions on both these quan-
tities a method should be deemed superior.

We suggest as an alternative approach to compute the TPR at a fixed FPR. That
is, instead of comparing the p-values to some significance level α, we consider all
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p-values in increasing order and consider each one to be significant (positive) until
reaching a certain FPR. The implications of this will be more thoroughly discussed
in chapter 5.
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4
Results

The results presented in this thesis focuses on how the experimental parameters
described in section 3.2.1 influence the different normalization methods. First, we
present a few general results for the purpose of assessing how the normalization
methods influence the data at a large scale. Next, we focus on the main part of
the thesis, which is understanding how the experimental parameters influence the
performance of methods, as well as evaluating situations where the methods may be
particularly well-performing or poorly performing.

The presented results were obtained using data from two data sets, in this thesis
denoted Qin [25] and TARA [26]. The data was pre-processed by removing features
with very low abundance, more specifically by only including features with more than
75% non-zero counts and a mean abundance greater than 3. After pre-processing
the Qin data set contained the abundance of 3592 features and 145 samples divided
into two conditions connected to individuals with and without stage I diabetes.
Meanwhile, TARA contained 4787 features and 76 samples divided into two con-
ditions related to the surface layer and deep chlorophyll maximum layer of ocean
water.

4.1 Performance evaluation on raw data
First, we compare the performance of the methods on raw data by measuring the
coefficients of variation cv across all samples in one condition. The coefficient of
variation is a standardized measure of the variance in the data, computed as

cv = σ

µ
,

where σ is the standard deviation and µ is the mean. The motivation behind nor-
malizing is to remove unwanted variation in the data, and hence we expect that the
variance in the data should decrease after being normalized.

Figure 4.1 shows cv for non-normalized data and for all nine normalization meth-
ods (see section 2.2). As it can be seen, all methods reduce the variance of cv.
However, while the median cv is approximately equal across all methods, we see
that the variance of cv is smallest for CSS, followed closely by normalizing by Med
and then Quantile.

Second, we evaluate pairwise agreement of DAFs identified after normalization
by different methods. Note that we do not take into consideration if the identified
DAF is truly a DAF or not. Figure 4.2 and figure 4.3 are heat maps of the number
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Figure 4.1: The coefficients of variation for each normalization method, computed
across samples in one condition for each feature in the Qin data set.

of DAFs found by the oGLM after normalization of the data using each one of the
studied methods, presented as symmetric matrices M where each entry represents
the number of features that were considered differentially abundant by two methods
separately. That is, a diagonal element Mii represents the number of DAFs found
by method i, while any other element Mij is a count of the number of features that
were DA in both method i and method j.

Considering the diagonals of the two figures, we note that CSS leads to a much
larger amount of significant features as compared to the other methods. Med also
reports a somewhat larger number of significant features, although not as extreme
as CSS. We also note that Quantile seems to be more conservative as compared
to the other methods. The remaining methods seem to be approximately equal in
terms of reported DAFs.

If we consider the remaining elements, we note that TC, UQ, TMM, DESeq and
RCSS have rather small differences in their resulting DAFs, as the number of DAFs
in their intersections usually are reasonably close to the number of DAFs reported by
either method. For instance, in figure 4.2 TC reports 1791 significant features and
TMM reports 1875 significant features, while the number of DAFs common for both
methods is 1651. Even closer connected are DESeq and TMM, where DESeq reports
1868 and their intersection is 1850. At the same time, CSS and Med seems to share
many DAFs as well. Similar results are visible in figure 4.3, but we should note that
the exceptionally high amount of DAFs reported under CSS, as compared to the
other methods, may potentially be misguiding. At the same time we may observe
that CSS is quite distant from most methods in terms of common DAFs, considering
how many DAFs the method actually reports. For instance, even though 1299 DAFs
are reported under CSS normalization, only 159 out of the 221 DAFs reported under
TC are also reported under CSS, which may indicate that CSS generates more FP
than the other methods.
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Figure 4.2: The number of features reported significantly differentially abundant
by the oGLM, when using different normalization methods. Each entry shows the
number of features identified as differently abundant by the two methods in the
corresponding row and column. The data set considered here was TARA, which
contains 4787 features and (41 + 35) samples.
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Figure 4.3: The number of features reported significant by the oGLM, when us-
ing different normalization methods. Each element shows the number of features
identified as differently abundant by the two methods in the corresponding row and
column. The data set considered here was Qin, which contains 3592 features and
(71 + 74) samples.
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4.2 Performance evaluation on data with artificial
effects

Moving on from the real data analysis, we now treat results obtained from boot-
strapping the data from one condition (see section 3.2 for details). In this thesis
we used the stage I non-diabetic samples in the Qin data set as described in the
beginning of this chapter. Furthmore, for each resampled data set we randomly
picked 3500 features to be included after excluding any feature with all counts equal
to zero.

Effects were added according to the experimental parameters: condition size,
effect size, proportion of affected features and balance presented in details in 3.2.1.
Here, we will present results obtained by varying one of these parameters at a time
while fixing the others. All results presented here are based on 100 bootstrapping
iterations, which should be a sufficiently large amount of iterations in order to
consider that any pre-existent DAFs in the data will in average not contribute to
our results, hence we may assume that there are no DAFs in the data but the
artificial DAFs intentionally added by downsampling a specific number of features
in one condition.

4.2.1 Distribution of effects between conditions
The distribution of effects between conditions determines the number of artificial
effects added to either condition, i.e. if the distribution is said to be 70%, then
70% of the effects are added to one condition and the remaining fraction to the
other condition. Since the samples for each condition are randomly chosen in each
bootstrap iteration, it is sufficient to consider adding 50% to 100% of the effects to
one condition, as the results are expected to be symmetrical. That is, adding 30%
of the effects to condition 1 should be equivalent to adding 30% of the effects to
condition 2 in terms of observed performance.

Figure 4.4 shows the true positive rate (TPR) with a fixed false positive rate
(FPR) of 0.01 for each method while altering the distribution of effects between
artificial conditions, i.e. having the distribution set to 50%, 70% and 100%, with
the remaining experimental parameters fixed to 10 + 10 for the condition size, 5
for the effect size and effects added to 10% of the features. The figure shows that
the performance decreases for all methods as the effects are added more unbalanced
between the artificial conditions. In particular, while CSS and Med performs well for
the balanced case, both methods perform poorly under unbalanced effects. Quantile
is clearly the superior method under balanced effects and small unbalance, while still
decent under full unbalance. TMM and DESeq are only marginally affected by the
unbalance.
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(a) Distribution of effects: 50%
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(b) Distribution of effects: 70%
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(c) Distribution of effects: 100%

Figure 4.4: True positive rate at fixed false positive rate FPR = 0.01. The
experiment was performed for 10+10 samples, with an effect size of 5 and with 10%
of the 3500 features affected. Each panel shows a boxplot of the TPR in each of 100
bootstrap iterations, when the affected features are added 50% in each condition
(a), 70% and 30% in each condition (b), or all at the same condition (c).
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4.2.2 Effect size
The effect size represents how large the artificial effects are. The effect size deter-
mines the probability p in our binomial downsampling, as p is equal to one over the
effect size. This implies that the effect size corresponds to how large the relative
difference in abundance is expected to be.

In figure 4.5 the TPR at fixed FPR of 0.01, with an effect size of 3 and 5,
are shown. The fraction of affected features were 10%, the distribution of affects
between conditions were 50% and the condition size were 10 + 10. The figure shows
that all methods perform better for the larger effect size 5. In both cases Quantile
outperforms all other methods. For the small effect size, all the remaining methods
perform equally or better than not normalizing, however under large effect size
we note that TC, UQ, RCSS and Rarefying have a lower median TPR than no
normalization.
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(a) Effect size of 3.
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(b) Effect size of 5.

Figure 4.5: True positive rate at fixed false positive rate FPR = 0.01. The exper-
iment was performed for 10 + 10 samples, with effects distributed equally between
conditions and with 10% of the 3500 features affected in both panels. We used ef-
fect size of 3 (a) and 5 (b). Each panel shows a boxplot of the TPR for each of 100
bootstrap iterations.
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4.2.3 Fraction of affected features
The fraction of affect features specifies the fraction of features with added effects,
i.e. artificial DAFs, as a fraction of the total number of features, here 3500.

Figure 4.6 shows the TPR at fixed FPR under a varied fraction of affected fea-
tures, namely 5%, 10%, 20% and 30%. The distribution of effects between conditions
was 50%, while the condition size was 10 + 10 and the effect size was 5. The figure
shows that despite increasing the fraction from 5% to 30%, there seems to be no
noteworthy difference in the performance, considering both comparisons between
methods and in the obtained TPR.
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(a) 5% affected features.
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(b) 10% affected features.
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(c) 20% affected features.
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(d) 30% affected features.

Figure 4.6: True positive rate at fixed false positive rate FPR = 0.01. The
experiment was performed for 10 + 10 samples, with an effect size of 5 and with
effects distributed equally between conditions. The fraction of affected features
considered were 0.05 (a), 0.1 (b), 0.2 (c) and 0.3 (d). Each panel shows a boxplot
of the TPR for each of 100 bootstrap iterations.
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4.2.4 Condition size
The condition size specifies the number of samples in each condition, which simply
speaking implies how much information we have about each condition. We consider
two options, namely 3 + 3 and 10 + 10, i.e. 3 or 10 samples in each artificial
condition.

The TPR at fixed FPR of 0.01 with varied condition size is shown in figure 4.7.
The distribution of effects between conditions was 50%, the fraction of affected fea-
tures was 10% and the effect size was 5. We note that there are large differences in
performance between condition sizes for all methods. We also note that for small
condition sizes most methods are superior to not normalizing, with the exception of
CSS that performs similarly to not normalizing. Furthermore, all of the remaining
methods except Med performs approximately equally well. However, as the condi-
tion size is increased to 10 + 10, we note that TC, UQ and RCSS are surpassed by
not normalizing, and also the Quantile is now superior to all other methods.
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(a) 3 + 3 samples.
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(b) 10 + 10 samples.

Figure 4.7: True positive rate at fixed false positive rate FPR = 0.01 for each
normalization method. The experiment was performed with an effect size of 5,
equally distributed effects between conditions and with 10% of the 3500 features
affected. Each panel shows a boxplot of the TPR for each of 100 bootstrap iterations,
and condition size 3 + 3 (a) and 10 + 10 (b).
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4.3 Simulation of biological situations
The previous section covered how each method behaved when each experimental
parameter was varied under the assumption that the remaining parameters were
fixed to a relatively easy situation. However it is possible that the performance is
affected in different ways when experimental parameters vary simultaneously, for
instance by amplifying or diluting the influence on performance of each individual
experimental parameter.

Figure 4.8 shows the obtained TPR (left panel) and FPR (right panel) when
adjusting the p-values from oGLM according to the Benjamini-Hochberg procedure
with a false discovery rate of 0.05. The figure shows the results from a situation with
balanced distribution of artificially created DAFs (50%), i.e. features where effects
are added by downsampling the counts, but with small condition size (3 + 3), large
fraction of affected features (30%) and large effect size (5). We note that under these
situations, normalization in general increases the reported number of true positives,
while still keeping a low FPR. We also see that most methods perform equally well,
with the exception of Med and CSS, for which the TPR is notably lower.
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Balanced:  0.5, Fold change:  5, Group size:  3, Effect proportion:  0.3

Figure 4.8: True positive rate and false positive rate of different normalization
methods, obtained from p-values adjusted according to Benjamini-Hochberg under
a false discovery rate of 0.05. The effect size was 5, the condition size was (3 + 3),
the fraction of affected features was 30% and the distribution of effects between
conditions was 50%.
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If we instead study larger groups, i.e. 10 + 10, together with a relatively small
effect size of 3, while keeping the same fraction of affected features to and the
distribution of effects between conditions as in the previous figure, that is 30%
and 50% respectively, we obtain the results shown in figure 4.9. The most notable
difference is that the TPR of all methods is higher in comparison to the situation
with smaller condition sizes and larger effect size, as seen in figure 4.8.

Furthermore, the relative difference between methods are clearly smaller with a
larger condition sizes. If we consider the smaller condition size, we see that not
only does CSS and Med perform worse according to the median of the TPR, but
the boxes are also notably larger suggesting that the expected performance is less
reliable than for other methods. The difference in box sizes is however reduced for
larger condition size, again suggesting that the number of samples in a condition is
very important for both normalizing, but also for the statistical test.

Quantile performs best of the methods, with the highest TPR and lower FPR.
The FPR is close to equal for all methods, and the median of the FPR is actually less
than a percentage point for all methods. Hence we may conclude that all methods
perform well under these conditions, but with Quantile being a superior choice of
method. We do however know from the results in section 4.2.1 that balance is an
important factor to consider, as we saw decreasing performance in terms of TPR at
fixed FPR for most methods when shifting the distribution of effects from balanced
to unbalanced situations. The decrease in performance was very notable even for
moderate choices of the other experimental parameters.
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Balanced:  0.5, Fold change:  3, Group size:  10, Effect proportion:  0.3

Figure 4.9: True positive rate and false positive rate of different normalization
methods, obtained from p-values adjusted according to Benjamini-Hochberg under
a false discovery rate of 0.05. The effect size was 3, the condition size was (10 + 10),
the fraction of affected features was 30% and the distribution of effects between
conditions was 50%.
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In figure 4.10 some unbalance in terms of the distribution of artificial DAFs is
introduced to the data sets, namely we added 70% of the effects to one condition,
and the remaining 30% to the other condition. The other experimental parameters
were unchanged from figure 4.9, i.e. the condition size was 10 + 10, the effect size
was 3 and the fraction of affected features was 30%. Comparing the TPR between
the two figures we note that adding a small unbalance of effects between conditions
does not affect the overall performance of the methods to any large extent, with the
exception of CSS and Med for which the TPR is decreased somewhat. However,
even with a rather small unbalance, we begin to see an increase in FPR for all
normalization methods. While all methods exceed 1 percentage point in median of
the FPR, the UQ for instance approach 4 percentage points.

In figure 4.11 we increased the effect size to 5, while maintaining condition size
as 3 + 3, the fraction of affected features as 30% and the distribution of effects
between conditions as 70%. In this figure we observe an increase in TPR, but also
an even larger increase in FPR. We also note that especially Med and UQ, and to
some extent Quantile and CSS, are sensitive to this less ideal situation, generating
more FP than the other methods. At the same time, TMM seems to be marginally
affected by the increased effect size. The performance of DESeq, RCSS, Rarefying
and TC are still decent but with a bit lower TPR than the other methods. Not
normalizing has the lowest TPR, and also a very low FPR.
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Balanced:  0.7, Fold change:  3, Group size:  10, Effect proportion:  0.3

Figure 4.10: True positive rate and false positive rate of different normalization
methods, obtained from p-values adjusted according to Benjamini-Hochberg under
a false discovery rate of 0.05. The effect size was 3, the condition size was (3 + 3),
the fraction of affected features was 30% and the distribution of effects between
conditions was 70% and 30%.
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Balanced:  0.7, Fold change:  5, Group size:  10, Effect proportion:  0.3

Figure 4.11: True positive rate and false positive rate of different normalization
methods, obtained from p-values adjusted according to Benjamini-Hochberg under
a false discovery rate of 0.05. The effect size was 5, the condition size was (3 + 3),
the fraction of affected features was 30% and the distribution of effects between
conditions was 70% and 30%.

If we make the distribution of effects between conditions even more ill-conditioned,
that is by only adding effects to one condition, we obtain the results seen in figure
4.12. The condition size was 3 + 3, the effect size 5 and the proportion of affected
features was 30%. The figure shows that the FPR is > 10% for all normalization
methods, and most notably we have that Med, UQ, Quantile and CSS are close to
40% in FPR. TMM and RCSS are the best performing normalization method under
these conditions, with a high TPR combined with the lowest FPR. While DESeq
has been well-behaving under less extreme conditions, it is clear that this method
cannot correctly handle the full unbalance.
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Balanced:  1, Fold change:  5, Group size:  10, Effect proportion:  0.3

Figure 4.12: True positive rate and false positive rate of different normalization
methods, obtained from p-values adjusted according to Benjamini-Hochberg under
a false discovery rate of 0.05. The effect size was 5, the condition size was (3 + 3),
the fraction of affected features was 30% and with all effects added to only one of
the two conditions.
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5
Discussion

This thesis considers nine different normalization methods and how well they per-
form on metagenomic data. The methods studied are total count (TC), median
(Med), upper quartile (UQ), TMM, quantile, DESeq, cumulative sum scaling (CSS),
reversed cumulative sum scaling (RCSS) and rarefying, and each one of them are
described in detail in section 2.2. Overall they normalize the data by computing
a sample-wise normalization constant that scales the counts into rates, or by ad-
justing each count by some assumption, for instance by equalizing each quantile of
the data (Quantile). Our main purpose is to understand how they affect the down-
stream analysis when identifying differentially abundant features (DAFs), that is
features for which the abundance is significantly different between conditions. The
statistical test used for identifying DAFs in this thesis is an overdispersed Poisson
model presented in section 2.1, and our results are based on how this statistical
test performs when different normalization methods are applied. Both real data as
well as semi-simulated data are considered for the results, where the latter is based
on resampling the original data set and adding artificial DAFs (see section 3.2 for
further reading on simulations).

Ultimately, we are interested in how the methods perform on real metagenomic
data. However, due to the fact that the data is noisy and we do not know beforehand
which features that are true DAFs (for a longer discussion on dealing with real data,
see chapter 3), correctness of the identified DAFs cannot be verified. Nevertheless,
for the sake of comparison between the normalization methods and their power, it
is still possible to make some small observations regarding differences between nor-
malization methods on real data. The first of these observations is that normalizing
does decrease the intra-condition variance, which was measured by observing a de-
crease in the coefficients of variation before and after normalizing the data using
each one of the nine methods studied here (figure 4.1).

However it is generally hard to determine whether all this reduction of variance
is wanted. We see that especially CSS seems to have a trend of very large reduction
of intra-condition variance. Furthermore, when considering real data the number of
DAFs reported by CSS was notably higher than for most other methods, while a
large number of DAFs reported by CSS was not found by the other methods, as was
observed when studying the reported DAFs under different normalization methods
(figure 4.2). While it is of course possible that CSS is correct and the other methods
are erroneous, it is more likely that CSS manages to reduce variance to such large
extent that valid information in the data is lost and a lot of misclassifications happen.
Similar observations hold for Med, and are strengthened by noting that most other
methods manage to identify all the DAFs found when not using any normalization
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method.
Another important observation is that we in this thesis only include one statis-

tical test for identifying DAFs. While we expect that the power of normalization
methods observed when using oGLM should be consistent when used together with
other statistical tests, we of course add assumptions to the data. This must there-
fore be taken into consideration when studying the results. For further analyses on
different statistical tests, see Jonsson 2016. Furthermore, when applying normaliza-
tion methods and oGLM on two different data sets, the number of reported DAFs
differed considerably. For instance, on the TARA data set, the absolute differences
were generally smaller between CSS and the others, while for Qin2012, the differ-
ence was very large (figure 4.2 and figure 4.3). However, in order to generalize the
data sets, we used variations of different experimental parameters, each thoroughly
explained in section 3.2, in order to simulate different situations.

5.1 Simulated situations
As previously discussed, as we lack the possibility of using real data for the full
analysis of normalization methods, we instead simulated different situations specified
by the experimental parameters, i.e. condition size, effect size, fraction of affected
features and distribution of features between conditions. The purpose of this study
was to reflect different possible real life scenarios, while still using real data to
reflect the large variability and noise present in it. In section 4.3 we presented some
situations that were interesting when considering the normalization methods, and
we will now discuss the interpretations and implications of the results.

In the first simulated situation studied we considered a situation where the added
effects, i.e. the DAFs, were equally distributed between the two conditions (50%),
and we had a large fraction of affected features (30%). The effect sizes, i.e. the
difference between the conditions, were large (5) and we considered few samples in
each condition (3 + 3) (figure 4.8). From a biological perspective, this could repre-
sent as a situation where we study two environments, considering the whole set of
features (i.e. genes or genetic functions) sequenced from the samples. The balanced
distribution of DAFs suggests that if one of the environments is missing some unique
function, it can be compensated through some other feature. Furthermore, the large
fraction of affected features and the large effect size suggest that the environments
are very different, and lastly, few samples from each environment is available for
analysis. The conclusion from the results is that identifying DAFs in this situation
is hard, even though the effect sizes suggests that the DAFs should be rather easy
to identify. The low TPR is most likely due to limitations in the statistical test,
as we have a very limited data set in terms of number of samples. We also have a
large number of DAFs in this situation, which should violate several assumptions
in several methods, for instance TMM and DESeq that assume that few features
are differentially abundant. About half of the normalization methods also use infor-
mation across samples when normalizing, which suggests that they should be less
reliable in situations with few samples. In situations like this, the suggestion would
be to avoid using Med or CSS, as they behave notably worse than the other meth-
ods, and if possible increase the number of samples in order to increase the general
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power. Normalizing is however clearly important and should not be excluded from
the chain of processing.

In the next situation considered we had a larger number of samples in each con-
dition (10 + 10), while instead a smaller effect size (3). Meanwhile, the fraction of
affected features was large (30%) and the effects were distributed equally (50%). In
other words, we have a situation similar to the previous case, but with more avail-
able data, i.e. samples, while the differences between the two conditions are a bit
smaller in terms of the effect size, but still having a relatively large number of DAFs.
In other words, we are for instance studying two environments where we have taken
several samples from each environment, there are many differences between the two
environments, although they are small in size with an effect size of 3, which makes
them hard to be identified. The results showed a large increase in power for all
methods (figure 4.9), as compared to the previously described situation (figure 4.8).
Even though the decreased effect size makes it harder to differentiate random varia-
tions from DAFs, a large number of samples does increase the guaranteed power, as
the TPR is much higher than the previous situation. Under these circumstances, the
recommendation would be to use Quantile as normalization method, which guaran-
tees a very high power as compared to all other normalization methods.

In the two previous situations we had an equal distribution of effects between
the two conditions. If we consider the same situation as the previous one, that is a
large number of samples in each condition (10 + 10), a large number of DAFs (30%)
and small effect size (3), but with an unbalanced distribution of effects between
the conditions (70%). This could represent a biological study where we compare
the gene abundance looking for some specific function, that is a target sequencing
situation where we study the ability of two quite different environments with regard
to some function. In such case we may expect one environment to have loss of this
function while the other retains it, i.e. that the function is generally less abundant
in one of the environment, translating to a shift in the distribution of effects. The
results showed a clear increase of FPR (figure 4.10) as compared to the previous
case, i.e. a similar situation with the exception of the distribution of effects instead
being balanced (figure 4.9). The difference in TPR is largely negligble. Under this
situation, normalization is still considered to be important. Note, however, that
even though the FPR is larger than in balanced situation, it is still quite small. The
high TPR of Quantile suggests that this method is superior in this situation as well,
where the effects size are small (3).

If we increase the effect size we again arrive to a situation where the samples are
very different between the two conditions. More precise, we have a situation with
large effects (5), large fraction of affected features (30%), large number of samples
(10+10), and with a small unbalance in the distribution of affected features between
conditions (70%). This situation is representative for, much like the previous situa-
tion, a biological case where we are studying a biological function that is expected
to have a higher abundance in one condition relative to the other condition, but
with the difference in abundance of this function is even larger than in the previ-
ous situation. This corresponds to biological cases where the environments are very
different in several ways, i.e. there are many features with different abundance, the
abundance of this feature is very different and the number of DAFs are quite differ-
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ent between the two environments. We found that we obtain a significantly higher
TPR in general in comparison to the similar situation but with smaller effects (figure
4.10 and figure 4.11). Since the effect size should make the the artificial DAFs more
easily identified, this behaviour is expected. However, the increase in FPR suggests
that the number of significant features, i.e. positives, reported by our statistical test
has increased quite notably. That is, the difficulty to distinguish real DAFs from
ordinary differences has increased, especially when considering normalizing in com-
parison to not normalizing. As the normalization methods ideally would reduce the
general variation between all samples, while maintaining the different abundance for
DAFs, we can conclude that this situation starts to show drawbacks of normalizing
over not normalizing. Still, the high TPR of Quantile is still very notable which
makes it a superior method if we can accept the larger FPR when comparing it to
TMM for instance.

Lastly, we considered a situation with large effects (5), few samples (3 + 3),
large number of affected features (30%) and where all effects were added to one
condition, i.e. a fully unbalanced distribution of affected features (100%). This
situation corresponds to the study of two very different environments, targeting
some function that is more or less absent in one condition. Furthermore, there are a
lot of features corresponding to this function, and the situation should be considered
hard as several methods rely on that the distribution is equal for all samples, but
when a large number of effects are added to one condition, the distribution will likely
be quite different. In short, this situation is very extreme, but interesting as it also
shows extreme behaviour of the normalization methods.

We found that normalization is in most cases increasing the TPR, with the ex-
ception of Med and CSS (figure 4.12). However, as the FPR increases to very high
levels, which for instance occurs when all effects are added to one condition, the
suggestion would be to either use TMM, which is clearly less sensitive to this type
of error, or maybe consider not normalizing at all. In fact, the TMM does increase
both TPR and FPR, and the trade-off between the two should be considered from
case to case, i.e. to what extent false positives can be ignored. It should be noted
that these results are based on semi-simulated data, and the assumptions of the
added effects do of course influence the results, especially in this case. As explained
in section 3.1.1, if we add effects to one condition, we also downsample all features in
the other condition. If, like in this situation, we have many DAFs, large effects and
all effects in the same condition, we will in our simulations increase the difference
in abundance of non-DAFs as well. Furthermore, the downsampling applies to all
features in the condition with no added effects, implying that the observed difference
in abundance decreases in this situation. In this case, adding effects to 30% of the
features in one condition with effect size 5, would downsample all features in the
second condition by an effect size of approximately 1.3. While this of course is not
a large effect compared to the effect size 5 used for actual artificial DAFs, it is likely
that the combination of extreme values of the effect size and the fraction of affected
features amplifies the FPR found in unbalanced situations.
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5.2 Similarities between methods and their as-
sumptions

The normalization methods included in this thesis are all based on some assump-
tions. In some cases these assumptions are the same for two or more methods,
and these assumptions often boil down to similarities between the normalization
methods. We briefly mentioned some similarities in section 2.2, however with the
presented results in chapter 4, we may also observe if the results behave similarly,
and possibly even argue for what makes a method good. To begin with, we note that
some methods, such as TC, CSS and RCSS, normalize by the total counts in the
whole sample or for some subset of the data. We argue that TC and RCSS should
perform similarly to each other, as RCSS considers the top 25% of the counts and the
high-count features are expected to give a large contribution to TC. Consequently,
since CSS normalization is defined as the sum of counts smaller or equal to some
quantile, and at most 50% of the counts, it is possible that these counts behave very
differently than the top 50% of the counts. We note that none of these methods are
particularly well-performing, but TC and RCSS seem to generally perform better
than CSS when considering either small condition sizes (3 + 3) as seen in figure
4.7 and figure 4.8, while CSS performs better for larger condition size (10 + 10), as
seen in figure 4.9. Even if CSS might be an overall good normalization method, the
method relies on estimating a quantile that determines the range of the sum (see
section 2.2 for details), it is possible that estimating this quantile is very sensitive
to the condition size, and hence the method becomes unreliable when we have few
samples. Also, since TC and RCSS have no assumptions on the number of samples
in each condition, their observed power is mainly determined on how the statistical
test is influenced by number of samples.

Another mentioned similarity was which assumptions on the distribution of each
sample are used by each normalization method. While TC and Rarefying essentially
assume that the total amount of information in each sample should be equal, most
of the other methods make assumptions regarding the distributions of counts. For
instance, Med assumes that if we let the median of each sample to be equal, then the
normalization is accurate. Meanwhile, Quantile is much stricter as it equalizes each
quantile across samples. DESeq, TMM, UQ and CSS also make assumptions on the
distribution to some degree. While assumptions on the distribution are most likely
reasonable, the implications of each assumption differ a lot. For instance, figure 4.4
showed the TPR at FPR 0.01 when changing the distribution of affected features
from balanced to unbalanced, with the remaining experimental parameters fixed.
The figure showed a significant decrease in power for most normalization methods,
however most notably for Med, UQ, Quantile and CSS. One explanation could be
that when the distribution of effects is equal between conditions, the distribution
of all counts may also be assumed to be close to equal. However, if all effects are
added to only one condition, then we actually expect that only parts of the counts
should be distributed equally. For instance, even if the median and upper quartile
are robust to outliers, they are expected to be sensitive to heavy downsampling in
one condition, as both the median and upper quantile of the counts will be shifted
downwards in this condition. Meanwhile, if we downsample equally often in both
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conditions, then we expect that the impact on the median and upper quartile of
counts behave similarly for both conditions. The reason why for instance TMM is
less sensitive to this kind of unbalance is likely because of the method considers a
trimmed set of features, and should suffer less when one condition contains all the
added effects.

5.3 Performance measures
In this thesis we focused on two related performance measures, TPR at fixed FPR
and TPR/FPR at a fix FDR. First, the TPR at FPR = 0.01 makes the comparison of
methods easier as it includes both the TPR and FPR in the same measure. It is very
informative when studying how changing some experimental parameter influences
the results. However, it is not informative in the sense of what the observed power
will be in applications. This is due to the fact that the figure only explains the
relative order of p-values corresponding to artificial DAFs and non-DAFs. Hence,
two normalization methods that are comparable in this measure may have resulted
in very different p-values, for instance very small (many positives) or very large
(few positives). To take the actual p-values into consideration, we used the second
measurement used is TPR and FPR obtained from p-values adjusted to an FDR of
0.05. While these results are more in line with what will be observed in applications,
it may in some cases be hard to distinguish which method is preferable. Furthermore,
the p-values are of course directly related to the statistical test, thus making them
biased and not necessarily representative to other statistical tests for identifying
DAFs. Hence, to fully determine how well methods perform both kind of figures
should be taken into consideration, and ideally other measurements not included in
this thesis as well, for instance FDR and distribution of p-values, but also studies
on other data sets.

5.4 Conclusion
In this thesis we have presented and evaluated nine normalization methods that are
applicable to metagenomic data. The results presented has shown that normaliza-
tion is a vital step when identifying differential abundant features in metagenomic
data. We simulated different situations by varying condition size, effect size, number
of affected features and the distribution of effects between conditions, and studied
how each normalization method performed in these situations. It is clear from the
results that no normalization is superior at all time, although the Quantile was
proven to be a very strong normalization method in most situations. Further, we
conclude that TMM and DESeq are reliable in general, as they performed decently
even in the more extreme situations. We also found that not normalizing may be a
viable approach when considering situations when all DAFs have higher abundance
in the same condition.

When considering further development of normalization methods, we conclude
that assumptions regarding the distribution of counts are generally well-performing.
A possibility for improvements would be to study methods for identifying features

40



5. Discussion

that are outliers to the distribution in order to exclude them, as they most likely
have a negative influence on the normalization. Several methods already consider
this problem, for instance CSS, TMM and the non-included tool RAIDA, however
there is most likely room for further improvements in how these features should be
selected.
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