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Abstract
Anterior cruciate ligament (ACL) reconstruction surgeries suffer from high relapse
rates, due to the hard problem of placing the replacement graft. 3D models of knees
could be used as training material for medical professionals to practice placing the
ligaments to reduce relapse rates. We have developed a technique that can produce
realistic renders of knees’ interiors that can further be used in this context.

Our technique is based on Neural Radiance Fields (NeRF) to create novel views
of the knee, where we compared the original NeRF implementation and two other
implementations, Self-Calibrating NeRF (SCNeRF) and Nerf in the Wild (NeRF-W)
to choose a starting point for further development. We landed on using NeRF-W as
our baseline model. We have made several extensions to NeRF-W to further improve
the application to ACL reconstruction surgeries, such as correcting ray distortions
to produce accurate renderings and using segmentation masks to help the model
remove medical tools from the renderings. We apply our system to data sets of ACL
reconstruction surgeries and demonstrate results that surpass those of the models
compared. We present an average improvement compared to NeRF-W with 5.7% in
PSNR, 0.69% in SSIM, and 23.5% in LPIPS.

Keywords: NeRF, NeRF-W, SCNeRF, novel view synthesis, computer vision, ACL
surgery
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1
Introduction

1.1 Background
Among knee injuries, anterior cruciate ligament (ACL) injuries rank among the most
prevalent. According to the Swedish national knee ligament registry, around 4000
cruciate ligament surgeries are performed in Sweden alone [21]. Around 20% of the
patients require additional surgery a few years after the initial surgery due to com-
plications with the operated cruciate ligament [21]. An ACL surgery is most often
performed by replacing the damaged cruciate ligament with a replacement graft,
this graft is inserted in the knee using a minimally invasive arthroscopic technique,
where a fiber optic camera together with small instruments are inserted into the
knee [20], this procedure is illustrated in Figure 1.1. Using these small instruments
and the fiber optic camera, surgeons determine where to optimally place the graft
as this placement is important. If the ends of the grafts are placed too far from each
other it can lead to the graft being damaged in the future. If the ends are placed
too close to each other, the graft might not have full effect, which may prevent the
patient from regaining the same range of motion they had before surgery, causing
instability in the knee.

To alleviate this problem, we intend to develop a way to easily create renderings of
the inside of a knee, which could be used in future work to assist surgeons in placing
grafts in ACL reconstruction surgery. We intend to use a technique called Neural
Radiance Fields (NeRF) that is used to synthesize realistic 3D scenes from images
using deep learning techniques [17].

1



1. Introduction

Figure 1.1: Illustration of an ACL reconstruction surgery. An arthroscope along
with small medical instruments are inserted into the knee to repair the damaged
cruciate ligament [35].

1.2 Related works
The computer vision field has many different approaches to novel view synthesis
that are good for different applications. Structure from motion: An old tech-
nique used to create a 3D scene from images. It requires a lot of pictures and a
wide view of the scene that our data sets do not contain. It lays the foundation
for the camera parameters as well and gives a sparse point cloud for the scene [23].
Neural 3D shape representation: A new technique that maps coordinates to a
signed distance function representing the geometry of the scene, however, it requires
a ground truth depth map that is not available in this application [11]. Neural ra-
diance fields (NeRF): A state-of-the-art technique in novel view synthesis, it uses
neural networks to model and render detailed 3D scenes by learning each scene’s
radiance and volumetric representation. NeRF, seeks to overcome some of the chal-
lenges present in earlier novel view synthesis techniques [17].

We chose to use NeRF in this thesis both due to its state-of-the-art performance
along its popularity. Many NeRF implementations exist, each with properties fit-
ting for this application. Beyond the original NeRF implementation, this thesis also
studies two iterations of it, NeRF in the Wild (NeRF-W) and Self-Calibrating NeRF
(SCNeRF). NeRF-W can handle variable lighting and transient objects that exist
in our dataset and are prevalent challenges in ACL surgeries. To get an accurate
rendering, we intend to test SCNeRF [10], which is a plugin that can be used with
other NeRF models to process distorted images accurately. SCNeRF learns camera
intrinsics (internal parameters) and extrinsics (camera poses) without requiring the
lengthy process of an SfM initialization.

2



1. Introduction

1.3 Aim
This thesis aims to see if it is possible to create novel views of the interiors of knees
using data from ACL surgeries. This thesis is part of a larger project in which the
end goal is to develop a tool to help medical professionals during ACL reconstruction
surgery.

Many different versions of NeRF are intended for different use cases. Firstly, we
intend to compare some of these and then further develop the model or models that
seem most promising in this case.

1.4 Limitations
There are some hurdles in using NeRF in this application since NeRF is developed
to handle rigid and non-dynamic scenes [17]. A knee is not rigid geometry, it can
deform during the operation, and it contains organic matter that does not stay in
one place and can block the field of view of the camera lens. During surgery, surgical
instruments may also obstruct the view of the knee.

Additional challenges to address include problems with the lighting in the knee,
which vary with camera movements. Furthermore, during ACL surgeries, the cam-
era predominantly moves in one dimension, posing a challenge for NeRF, which relies
on capturing diverse angles of the scene to be synthesized [17]. These problems will
be evaluated by splitting the data into different data sets of varying quality as de-
scribed in Section 3.1 and evaluating the different models on these different data sets.

The NeRF models intended to be evaluated require orientation and position of the
camera as input, and therefore a structure from motion (SfM) algorithm, such as
COLMAP [23] (2.4.1), will be used to get camera poses and parameters of the input
images. These camera parameters are vital for most NeRF models to create accu-
rate renderings and therefore a big part of this project will be devoted to adjusting
these parameters.

A limitation of the available data is that it is captured using a monocular cam-
era with lens distortion, and most NeRF models have been developed for images
captured using cameras without this distortion [17, 22, 30, 15].

1.5 Research questions
• Is it possible to use NeRF or similar models to synthesize novel views of a

knee’s interior?

3
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• Can we improve upon such a NeRF model and how much better does it perform
compared to other NeRF implementations?

1.6 Overview of the thesis
In the above sections, we have outlined the need and importance of this thesis and
the relevant background. In Chapter 2 we present the necessary theory to give the
reader an understanding of the work. This chapter includes information about com-
puter vision and the various NeRF models explained above.

In Chapter 3 we outline our chosen methodology of this thesis, which includes a
section of our data processing (3.1) and our model development (3.2). The model
development section consists of our contributions, which include ray undistortion
(3.2.1), network architectural changes (3.2.2), and the implementation of segmenta-
tion masks (3.2.3).

We present the results of the thesis in Chapter 4, where we show both qualitative
and quantitative results of the compared NeRF models and our data sets. We also
display novel views rendered by our developed model.

In Chapter 5 we outline some of the difficulties in our work, such as issues with
camera parameters, the available data set, and more. The results of an ablation
study are also presented. Finally, we present the conclusions of the thesis alongside
some interesting approaches to further work in Chapter 6.

4



2
Theory

This chapter presents relevant theory to give the reader further insight regarding the
areas involved in this thesis. The two main areas covered are cameras in computer
vision and Neural Radiance Fields.

2.1 Camera models

Cameras play a crucial role in the field of computer vision, enabling a digital repre-
sentation of the physical world. Consequently, accurately modeling camera param-
eters is of paramount importance.

2.1.1 Intrinsic parameters
One of the simplest camera models is the pinhole camera model, which can be de-
scribed by placing a barrier with a small opening, aperture, between a 3D object
and a photographic film or sensor [8]. The barrier acts as a way to allow only certain
rays of light to hit the film; without it, the film would be influenced by rays from
all visible points on the 3D object, which would lead to a blurry image.

The pinhole camera can be formally defined, with the photographic film often re-
ferred to as the image plane, the aperture as the pinhole O, or the center of the
camera. The distance between the pinhole O and the image plane is defined as
the focal length f [8]. Let P =

[
x y z

]T
be a point on some 3D object visi-

ble by the camera. P is then projected onto the image plane ∏′, giving the point
P ′ =

[
x′ y′

]T
. The pinhole can also be projected onto ∏′, producing the point C ′.

A camera coordinate system
[
i j k

]T
is centered at O with the axis k perpendic-

ular to the image plane, pointing in the opposite direction of the camera. The line
between C ′ and O is referred to as the optical axis of the camera system. A visual
representation of a pinhole camera can be seen in Figure 2.1.

The 3D world imprints itself on the image plane and can be explained using triangles.
In Figure 2.1 the triangle formed by O, C ′, P ′ and the triangle formed by O, D, P
are similar, where D = (0, 0, z). The law of similar triangles states that two similar
triangles, △ABC and △AB′C ′ share the same ratio between their adjacent and
opposite sides. This is formulated as follows

5



2. Theory

Figure 2.1: Formal representation of the pinhole camera model [8].

BC

AB
= B′C ′

AB′ . (2.1)

Using this formula, the image coordinates x′, y′ can be calculated using world coor-
dinates as follows,

DP

OD
= C ′P ′

OC ′ ⇒
DP

z
= C ′P ′

f
, (2.2)

where the distance OC ′ = f and the distance OD = z, the coordinate y′ can then
be calculated in the following way

PyD

z
=

C ′
yPy

f
⇒ y

z
= y′

f
⇒ y′ = f

y

z
, (2.3)

where Py, C ′
y and P ′

y represent the y coordinate of the points P, C ′ and P ′. The
distance from Py to D is of course just y, in the same spirit, the distance from C ′

y

to P ′
y is just y′ since C ′

y = 0. The coordinate x′ is calculated similarly and thus the
point P ′ in the image plane is defined as P ′ =

[
f x

z
f y

z

]T
.

Digital images are most often referenced in another system than those in the image
plane, digital images are split into discrete pixels while the image plane is continu-
ous [8]. Physical sensors, such as lenses, can introduce distortions to the mapping;
thus, additional transformations need to be introduced to be able to map 3D points
in the world to pixel coordinates.

The camera matrix model is a model that describes the parameters that allow us
to represent a 3D point P as image coordinates P ′. The parameters cx, cy represent
how the image plane and the digital pixel coordinates differ by some translation. As
stated before, the image coordinates have their center at C ′, the image center, while
pixel coordinates typically have their origin at the lower left corner of the image
called normalized device coordinates (NDC) [8]. To handle this, the 2D points in
the image plane and the image are translated by a vector

[
cx cy

]T
. The mapping

is now updated as follows

6
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Figure 2.2: Coordinate system conversion from screen space to NDC space to
raster space [24].

P ′ =
[
x′

y′

]
=
[
f x

z
+ cx

f y
z

+ cy

]
. (2.4)

Since digital images are expressed in pixels and not in physical measurements, two
new parameters k and l are introduced. These parameters can be described as the
changes of units on the two axes of the image plane and their units are pixels

cm
[8].

The previous mapping is adjusted to be

P ′ =
[
x′

y′

]
=
[
fk x

z
+ cx

fl y
z

+ cy

]
=
[
αx

z
+ cx

β y
z

+ cy

]
. (2.5)

In ray rendering the convention is to use the top left corner as the origin with the y
axis pointing in the negative direction, called raster space. The full transformation
from screen to raster coordinate space can be seen in Figure 2.2 and the coordinates
become

[
x −y −z

]T
.

Since the projection P → P ′ is not linear, it cannot be represented as a matrix-
vector product, which would simplify future derivations. To solve this, homogeneous
coordinates are introduced. A new coordinate is introduced, so that any point
P ′ =

[
x′ y′

]T
instead becomes P ′

h =
[
x′ y′ 1

]T
, correspondingly, any point P =[

x y z
]T

becomes Ph =
[
x y z 1

]T
. This is referred to as the homogeneous

coordinate system. Using this system, the mapping is described as

P ′
h =

αx + cxz
βy + cyz

z

 =

α 0 cx 0
0 β cy 0
0 0 1 0



x
y
z
1

 =

α 0 cx 0
0 β cy 0
0 0 1 0

Ph. (2.6)

Since all work henceforth will be done in homogeneous coordinates, the h index is
dropped. The above transformation can be broken down further

P ′ =

α 0 cx 0
0 β cy 0
0 0 1 0

P =

α 0 cx

0 β cy

0 0 1

 [I 0
]

P = K
[
I 0

]
P. (2.7)

The matrix K is called the camera matrix. There is an extension of K that includes
the camera skewness, which means that the angles of the coordinate system axes
are not exactly 90 degrees. As most cameras have zero skew, the skew is assumed
to be zero in this case. A camera’s optical zoom affects the focal length and thus
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Figure 2.3: Demonstration of how pincushion and barrel distortions affect an
image [8].

will affect K. The parameters of K are known as the intrinsic parameters and are
unique to each given camera and zoom value.

2.1.2 Lens distortion
If the aperture of a pinhole camera is too small the image becomes dark and if it
is too large the image becomes blurry. By adding a lens instead of the pinhole we
increase the aperture size and thus the amount of light rays that pass, while also
focusing the rays on the screen. A lens solves some of the issues of a pinhole camera
but also introduces new ones, such as distortion effects [8].

The most common distortion effect is called radial distortion, which causes the image
magnification to decrease or increase as a function of the distance from the optical
axis. The radial distortion is caused by certain parts of the lens having variant focal
lengths. The two most common forms of radial distortions are pincushion distor-
tion, when the magnification increases, and barrel distortion when the magnification
decreases. A demonstration of these effects can be seen in Figure 2.3.

One of the most popular models to represent distortion is the Brown-Conrady model,
which is based on the work of Brown [2] and Conrady [5]. OpenCV [1] is an open-
source software library for computer vision and machine learning, offering an exten-
sive range of tools for image and video processing. It employs a simplified version
of this model,

r =
√

x2 + y2,

θd = 1 + k1r
2 + k2r

4 + k3r
6

1 + k4r2 + k5r4 + k6r6 ,

xdistorted = xθd + 2p1xy + p2(r2 + 2x2),
ydistorted = yθd + p1(r2 + y2) + 2p2xy,

(2.8)

where x, y represent the coordinates in image space and k, p represent the camera’s
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radial and tangential distortion parameters respectively. Since this model is based
on standard lens physics, it does not handle ultra-wide lenses well [1]. A model that
does this is the Kannala-Brandt model [12]. The Kannala-Brandt model represents
distortion as a function of the angle θ, the angle between the optical axis and the
incoming ray.

Let P be a point in 3D coordinates, the coordinate vector of P in the camera
reference is Xc =

[
x y z

]T
and due to homogeneous coordinates, the projection

coordinates of P are (xp, yp) = (x
z
, y

z
) [29]. Kannala-Brandt then models the fisheye

distortion as

θd = θ(1 + k1θ
2 + k2θ

4 + k3θ
6 + k4θ

8) (2.9)

where r2 = x2
p + y2

p and θ = arctan(r). Using this, the distorted coordinates (xd, yd),
are calculated as

xd = θd

r
xp,

yd = θd

r
yp.

(2.10)

The final pixel coordinates (u, v) can then be computed as

u = fx(xd + αyd) + cx,
v = fyyd + cy

(2.11)

where fx, fy are the focal lengths of the camera along the x and y axes, and α is the
skew coefficient which is assumed to be 0. [29].

2.1.3 Extrinsic parameters
To relate points from the world reference system to a camera system we need to
perform an additional transformation of a point P . This translation is described
by a rotation matrix R and a translation vector t. Given a point Pw in a world
reference system, the camera coordinates P , can be computed as

P =
[
R t
0 1

]
Pw. (2.12)

Substituting this into Eq. 2.7, and simplifying gives

P ′ = K
[
R t

]
Pw. (2.13)

The parameters R and t are known as the extrinsic parameters, they are external and
do not depend on the camera. The extrinsic parameters, alternatively referred to as
camera poses, describe the position and orientation of a camera in space relative to
a scene.
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2.2 Alpha compositing
Alpha compositing or alpha blending is a technique used to combine an image with a
background to display partial or full transparency. Compositing involves rendering
pixels in multiple layers and then merging them into a unified image, referred to as
the composite.

If there is a situation where a foreground image should be inserted before a back-
ground, the foreground and background pixels need to be blended since each pixel
can only display a single color. In alpha composting, a parameter α determines how
much each image commits to the color in a pixel, also defined as the opacity of an
image [36]. Let α be the opacity of the foreground image and cf be the pixel color
of the foreground. The final pixel color, c, is then determined by merging cf with
the pixel color of the background, cb, using the formula c = αcf + (1− α)cb.

In the case of blending colors of several images, employing a technique that involves
breaking down the process into smaller parts is best used. At each step, handle the
object closest to the eye while treating the remaining images as a single entity [36].
This strategy can be seen in Figure 2.4, where the color and opacity of the nth
object as seen from the eye are defined as (cn, αn). The final pixel color produced
with N pictures can be calculated as follows

c = α1c1 + (1− α1)α2c2

+ (1− α1)(1− α2)α3c3

...

+ (1− α1)(1− α2) · · · (1− αN−1)cN

=
N∑

i=1

αici

i−1∏
j=1

(1− αj)


(2.14)

2.3 Masking
Masking is a technique in computer graphics that is used to conceal parts of an im-
age. It can be used to create certain effects or select certain regions of an image. A
mask uses bitwise operations to turn certain bits or pixels on or off. To hide certain
pixels in an image and show others, a multiplicative mask can be passed with 0 at
the positions of the pixels meant to be hidden and 1 at the positions intended to be
kept, this mask is then multiplied with the image to produce a masked image [33].
An example of how image masking works can be seen in Figure 2.5.

During the training of a neural network specifically tasked with rendering images
using a pixel-wise loss, a mask is useful to force the network to focus on important
parts; this is especially useful if the training images contain parts that are not of in-
terest. As depicted in Figure 3.1, images captured by an arthroscopic camera feature
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Figure 2.4: Example of alpha compositing during composting of several ob-
jects [36].

Figure 2.5: Example of image masking.

a black border (pixel values are 0) surrounding the central lens projection. To force
the network to learn the relevant parts of an image, a mask can be employed. When
the network has produced an image, it will compute a loss between the predicted
image and ground truth and then backpropagate this loss through the network to
update the network weights. The mask is used to set the values of the non-relevant
parts of the loss to zero to not impact the learning of the scene. If the mask were
not to be applied, the network would quickly realize that producing images with
these non-relevant parts yields a lower loss, and thus will try to do so.

2.4 Camera parameter estimation

If ground truth camera parameters are not known they can be estimated with the
help of the techniques detailed in this section.
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2.4.1 Structure from Motion and COLMAP
Structure from motion (SfM) is a technique for creating a 3D model from different
viewpoints in a 2D plane [23]. It is a way to extract camera poses and intrinsics for
a given scene. A popular SfM pipeline used to extract camera parameters is called
COLMAP [23].

COLMAP begins by identifying unique patterns or characteristics, referred to as
features, in each image, which can then be used to match images to each other.
These features should be detectable independently of the geometric changes of the
camera to be used between different pictures from varying angles. The algorithm
uses these features to match pictures into pairs with shared features. These pairs
are verified in the next step through geometric verification, as some of the picture
pairs might be false matches because of features that might look similar but repre-
sent different points in the scene. Geometric verification tries to map the features of
different images through geometric transformations via matrix manipulation of the
pictures. First, it estimates the fundamental matrix that maps the points between
the two images and uses that to check if at least NF features correspond between
the images. The fundamental matrix describes the relationship between the points
in two pictures and is a geometric constraint that arises from the epipolar geometry
between the images. Epipolar geometry describes how 3D points project onto the
2D plane and how these relate between two images.

RANSAC [6], a method to remove outliers in data, is used to estimate the funda-
mental matrix and test the image pairs to see that they have enough inliers since
matching is prone to noise. This is an iterative process that tries to find a fitting
matrix and then tests the number of matching points. If a sufficient number of
points of interest can be assigned to each other through these transformations, the
pairs are verified. After these matches have been completed, they are bundled into
a graph called the scene graph which consists of the images, the features, and the
geometric relationships between pictures.

COLMAP then starts the reconstruction of the scene with this graph. It starts
by choosing an image pair as the initial starting point of the reconstruction. The
starting pair is essential, as a good starting point determines the robustness of the
reconstruction. COLMAP starts by matching images to this first pair by looking
for images that share triangulated features with the incorporated images. Choosing
the next image is important because one wrong choice can cascade and cause the
whole reconstruction to become faulty.

COLMAP implements a multiresolution analysis to score each image match to select
the best candidate [23]. This analysis discretizes all images into grids and scores
each grid square with a point if there is a feature there. The scoring system is based
on both the number of features and the distribution of the features. As each cell in
the grid is only counted once, a more uniform distribution is given a higher score.
After this, the images with the highest points get incorporated with the images be-
fore them; see Figure 2.6 for an example of this.
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Figure 2.6: COLMAP’s multiresolution analysis for image matching, a more uni-
form spread of features corresponds to a higher score [23].

During the image matching, COLMAP uses the poses of the new images to be able
to track each new viewing angle. On each image, COLMAP uses triangulation to
make sure that the new image observes the existing scene points. This is decided
via the angle needed between the images to align their features; this is calculated
as follows

Xab ∼ τ(P ′
a, P ′

b, Ea, Eb). (2.15)

Where Xab is the triangulated point in 3D space calculated using τ(·), the chosen
triangulation method. The arguments of τ(·) are P̄ ′

a, P̄ ′
b the coordinates of the

feature in image a and b and Ea, Eb the world to camera projections with E =
[RT − RT t]. Xab is then used together with the translation vector of the images to
calculate the angle

cos α = ta −Xab

||ta −Xab||2
· tb −Xab

||tb −Xab||2
. (2.16)

If the triangulation angle, α, is sufficient so that the new image observes the points
and the depth is positive, the new image is registered in the model and is added
as part of the scene and its corresponding view. The reason for all the redundancy
is that features can easily be mistaken for each other. In the early stages of model
construction, whenever a new image is registered and triangulated, COLMAP runs
local bundle adjustment to make sure errors are taken care of and do not propagate
through the whole model. When the model has grown through image registration
to a sufficient percentage of all the images, it begins to perform global bundle ad-
justments over the whole set.

Bundle adjustment is an optimization technique to refine the 3D structure created.
The main task is to catch degenerate solutions before they can cascade the model to a
point of no return. Degenerate solutions are solutions that might seem viable but do
not represent the best solution and can therefore incur errors in the model. Every
time the scene is extended with a picture, it might affect the camera parameters
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calculated for the included pictures. This mostly affects the images closest to the new
picture, therefore COLMAP partitions the scene into groups of highly overlapping
images G = Gr|r = 1 . . . NG where each group shares camera parameters Gr. Bundle
adjustment calculates the re-projection loss that is defined as

L =
∑

j

ρj(||π(Gr, Ec, Xk)− xj||22), (2.17)

where π(·) is the function that projects the scene points onto the image plane.
Gr, Ec, and Xk are the extrinsics of the camera group, the pose of the camera
for a specific image, and the point parameters, respectively. The loss function, ρj,
compares π(·) to the actual point in image space, xj. Using this loss, COLMAP
updates the 3D model, and the camera poses, and computes the loss again until it
converges. After convergence, COLMAP saves the extrinsics for all images and the
intrinsics for the cameras used.

2.5 Neural Radiance Fields
Mildenhall et al. [17] describe a method that takes as input a 5D coordinate (spatial
location x =

[
x y z

]T
and a 2D viewing direction (θ, ϕ)) and outputs an emitted

color c = (r, g, b) and volume density σ. The direction is in practice represented as
a 3D Cartesian unit vector d. These 5D coordinates are sampled along camera rays
and fed into a multilayer perceptron (MLP) to produce c and σ. Volume rendering
techniques are then used to create images using these values. The depicted scenes
are then optimized by minimizing the error between the created and ground truth
images [17].

The 5D neural radiance field expresses a scene as the volume density and directional
emitted radiance of any point in space. Camera rays are marched through the scene
to create a sampled set of 3D points that are then fed into the MLP to predict a
color and volume density, a visual representation of this can be seen in Figure 2.7.
These points are sampled in a vector t, consisting of distances tk ∈ t from the
chosen scene bounds tn and tf . To further optimize the performance of NeRF, a
positional encoding γ is applied to each of the three coordinate values in x and the
three components of d. The encoding function used is

γ(p) =
[
sin(20πp), cos(20πp), . . . , sin(2L−1πp), cos(2L−1πp)

]T
(2.18)

where L is a hyperparameter. The encoding function maps the input to a higher
dimensional space to better fit data containing higher frequency variation, allowing
the NeRF model to more accurately represent high-frequency geometries and tex-
tures [17].

To render the color of any ray in a scene NeRF employs techniques from classical
volume rendering to output new 2D views. NeRF achieves this by estimating the
integral C(r) in Eq. 2.19 which computes the expected color for a camera ray r(t) =
ro + trd, where ro and rd are the ray origin and direction respectively.
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Figure 2.7: Visual representation of how 5D points on camera rays are sampled in
NeRF and then fed into an MLP network to produce a color and volume density [17].

C(r) =
∫ tf

tn

T (t, r)σ(r(t))c(r(t), rd)dt, where T (t, r) = exp
(
−
∫ t

tn

σ(r(s))ds
)

.

(2.19)
The function T (t, r) denotes the probability that a ray will travel from tn to t with-
out hitting any other particle. The volume density σ(x) is the probability that a
ray will terminate at a particle at location x.

C(r) is numerically estimated by quadrature using a stratified sampling approach,
where stratified sampling is a sampling method where the samples are divided into
subgroups or strata, based on some characteristics, and samples are then taken from
each stratum. The purpose is to ensure a proportional representation of each stratum
in the samples. Quadrature is a numerical method for approximating a definitive
integral and is based on the idea of evaluating a function at a finite number of points
and then using a weighted sum to approximate the integral. The interval [tn, tf ] is
partitioned into N evenly spaced bins, and then a sample ti is drawn uniformly at
random from each bin

ti ∼ U
[
tn + i− 1

N
(tf − tn), tn + i

N
(tf − tn)

]
. (2.20)

A stratified sampling approach results in the MLP being evaluated over a continuum
of positions during the optimization stage even though a discrete set of samples is
being used. These samples are then used to estimate C(r) using a quadrature rule
from [16] by Max,

Ĉ(r) =
N∑

i=1
Ti(1− exp(−σiδi))ci, where Ti = exp

− i−1∑
j=1

σjδj

 (2.21)

where δi = ti+1 − ti is the distance between neighbouring samples. The process of
computing Ĉ(r) from the given set of (ci, σi) values is straightforwardly differen-
tiable. It simplifies to conventional alpha compositing when utilizing alpha values
α = 1− exp(−σiδi).
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For each ray, there are N samples. The first N − 1 samples can be considered
foreground objects with opacity αi := 1 − exp(−σiδi) and color ci, where the Nth
sample is the background; the blended pixel value then is computed using Eq. 2.14,

Ĉ(r) =
N∑

i=1

αici

i−1∏
j=1

(1− αj)
 =

N∑
i=1

αiciTi. (2.22)

NeRF makes use of two networks to represent scenes, a “coarse” network and a “fine”
network. This two-network structure allows for a much more efficient rendering of
scenes, the coarse network gives a rough estimate of the density and radiance of
the scene, allowing NeRF to quickly converge to a solution, while the fine network
refines the coarse estimate and produces high-quality results. First, a sample of Nc

locations is sampled using stratified sampling and the coarse network is evaluated
at these locations using Eqs. 2.20 and 2.21. Using the output of the coarse network,
a more informed sampling of points is performed along each ray. This is done by
rewriting Eq. 2.21 as a weighted sum of all the colors sampled ci, along the ray

Ĉc(r) =
Nc∑
i=1

wici, wi = Ti(1− exp(−σiδi)). (2.23)

These weights are then normalized to ŵi = wi/
∑Nc

i=1 wj producing a piecewise-
constant probability density function (PDF) along the ray, and from this distribu-
tion, a new sampling of Nf samples is performed using inverse transform sampling.
Inverse transform sampling is a method of generating random samples from any
probability distribution given its cumulative distribution function (CDF). It works
by inverting the CDF to find the corresponding value of the random variable for a
given random number from the uniform distribution. Evaluation of the fine network
is performed at the union of sample sets, and the final rendered color of the ray
Ĉf (r) is computed using Equation 2.21 using all samples Nc + Nf . This procedure
produces more samples from regions that are expected to contain more visible con-
tent. The authors of NeRF refer to this process as hierarchical volume sampling and
in Figure 2.8 an illustration of this process can be seen.

At each training step, a batch of camera rays from all pixels in the dataset are
randomly selected, and hierarchical sampling is used to sample a set from both
the coarse and fine networks. The above-explained volume rendering procedure is
used to render the color from each ray from both the sample sets. The loss is then
calculated as the total squared error between the rendered and ground truth pixel
colors for both of the two renderings

L =
∑
r∈R

[
∥Ĉc(r)− C(r)∥2

2 + ∥Ĉf (r)− C(r)∥2
2

]
(2.24)

where R is the set of rays in each batch, C(r), being the ground truth RGB values
from ray r while Ĉc and Ĉf are the predicted RGB values from the coarse and fine
volumes respectively [17].
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Figure 2.8: Illustration of how hierarchical volume sampling is performed in
NeRF [7].

2.5.1 NeRF in the Wild
In [15] Martin-Brualla et al. present an extension of the original NeRF method,
which they call NeRF in the Wild (NeRF-W), which is capable of modeling real-
world phenomena in uncontrolled images [15]. NeRF-W is trained on a data set of
internet images of famous landmarks. NeRF-W differs from NeRF in that it does
not assume consistency in its input views, where consistency means that a point
in space has the same intensity in two images given an observation from the same
viewing direction and position. The phototourism data set used to train NeRF-W
violates this assumption by two phenomena, photometric variation, and transient
objects.

Photometric variation; time and atmospheric conditions affect the illumination
of objects in a given scene. This issue is enhanced by camera settings and post-
processing steps, such as white balance, variation in auto-exposure settings, and
tone mapping [15]. Transient objects; internet photographs of landmarks rarely
exist without moving objects or occluders such as tourists blocking the view.

To handle variable lighting and photometric post-processing, NeRF-W extends Eq. 2.21
from NeRF, here referred to as R(r, ci, σ), by replacing the image-independent radi-
ance c(t) with an image-dependent radiance, ci(t) = MLPθ2

(
z(t), γd, ℓ

(a)
i

)
. NeRF-

W is composed of three networks; a base component, MLPθ1 , a static component,
MLPθ2 and a transient component, MLPθ3 . The input of the second network
(MLPθ2) is z(t), the output of the first network (MLPθ1), along with the encoding
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function for the viewing direction, γd(d), and finally ℓ
(a)
i is an appearance embed-

ding vector of image Ii.

By using these appearance embeddings as input to the part of the network that
emits color, the NeRF-W model is given some freedom in varying the emitted ra-
diance of a scene while at the same time ensuring that the 3D geometry (predicted
by MLPθ1) stays static and the same for all images.

The transient objects phenomenon is managed by defining the MLP that emits color
in NeRF as the “static” head of the NeRF-W model, in addition, a “transient” head
is added that emits its own color and density enabling the model to compose images
with occluders without introducing artifacts into the scene. The transient head emits
a field of uncertainty, allowing the model to accommodate the reconstruction loss
to ignore pixels and 3D locations deemed unreliable since they are likely to contain
occluders. The transient head is built on top of the volume rendering formulation
in Eq. 2.21 by including transient counterparts σ

(τ)
i , c(τ)

i :

Ĉi(r) = ∑N
i=1 Ti

(
(1− exp(−σiδi))ci + (1− exp(−στ

i δi))cτ
i

)
where Ti = exp

(
−∑i−1

j=1(σj + στ
j )δj

)
.

(2.25)

The expected color of r(t) becomes the alpha composite of the static and transient
components. The uncertainty of the color Ci(r) is modeled with an isotropic nor-
mal distribution, with variance βi(r)2 and mean Ĉi(r). The variance is rendered
identically to the color via alpha compositing by using the transient density στ

i :

β̂i(r) = R(r, βi, στ
i ). (2.26)

To let the transient component of a scene vary across images, each training image
Ii is given a second embedding ℓ

(τ)
i ∈ Rn(τ) , which is then fed to the transient MLP

together with the output of the first network, z(t):

[
σ

(τ)
i (t), c(τ)

i (t), β̃i(t)
]

= MLPθ3

(
z(t), ℓ

(τ)
i

)
, (2.27)

βi(t) = βmin + log
(
1 + exp

(
β̃i(t)

))
. (2.28)

An illustration of the model architecture of NeRF-W can be seen in Figure 2.9.
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Figure 2.9: Overview of the NeRF-W model architecture. Given an appearance
embedding, viewing direction, 3D position, and transient embedding NeRF-W pro-
duces static and transient colors alongside a measure of uncertainty [15].

The loss for a ray r in image i with ground truth color Ci(r) is

Li(r) = ∥Ci(r)− Ĉi(r)∥2
2

2βi(r)2 + log βi(r)2

2 + λu

N

N∑
i=1

σ
(τ)
i . (2.29)

The first two terms of the loss are the shifted negative log-likelihood of Ci(r) given
a normal distribution with mean Ĉi(r) and variance βi(r)2. The third term is an
L1 regularization term with a multiplier λu on the transient density. This dissuades
the model from explaining away static phenomena using transient density.

As NeRF, NeRF-W optimizes two networks at the same time, a fine model as de-
scribed above and a coarse model that only uses the latent appearance embeddings.
Alongside the parameters θ, NeRF-W optimizes per-image appearance embeddings
{ℓ(a)

i }N
i=1 and transient embeddings {ℓ(τ)

i }N
i=1. The final loss function of NeRF-W is,

∑
ij

Li(rij) + 1
2∥C(rij) + Ĉ

c

i(rij)∥2
2 (2.30)

where λu, βmin and embedding dimensionalities n(a) and n(τ) are hyperparameters.

2.5.2 Self-Calibrating NeRF
Jeong et al. [10] present Self-Calibrating NeRF (SCNeRF), an online plugin for other
NeRF models that aims to solve both the positioning problem and the problem of
calibrating a camera’s parameters. The algorithm learns the geometric parameters
with the help of NeRF’s representation of rays. Since most cameras have non-linear
distortion, the camera parameters must be calibrated or estimated before training.
The SCNeRF algorithm is based on the unprojection of pixels to rays
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rd = RK−1p,

ro = t.
(2.31)

Where rd, ro and t are the projected ray direction, ray origin, and the point of that
origin in 3D space, respectively. R is the extrinsics of the camera and K is its intrin-
sics. With the help of higher-order differentials, the distortion is taken into account.
The algorithm continuously optimizes the camera parameters during run-time.

The algorithm is built on three main parts; differentiable self-calibrating cameras,
geometric and photometric consistency, and optimizing geometry and camera.

The first part of the algorithm is built on the pinhole camera model as described
in Eq. 2.7 with the K matrix being used to map pixels to rays in the image plane.
Due to the intrinsic parameters being non-convex, meaning that there exist a lot of
minima, the K matrix is decomposed into

K =
[
α0 + ∆α 0 cx0 + ∆cx 0

0 β0 + ∆β cy0 + ∆cy 0

]
. (2.32)

The zero-terms in the matrix are the initialized camera values that are provided
to SCNeRF, either from COLMAP estimations or initialized at half the height and
width of the picture, and the ∆-terms are the residuals that are used to improve
the intrinsics of the camera, the extrinsic matrix is decomposed in the same way.
Trying to directly learn these parameters will result in non-orthogonal matrices and
break the pose estimations. Therefore, the rotation matrix is extended to a 6-vector
representation proposed by Zhou et al. in [38]. The rotations and translations then
become

R = f(a0 + ∆a),
t = t0 + ∆t,

(2.33)

where f(·) is the mapping from 6-vector representation back to 3-vector representa-
tion and a0 +∆a is the extrinsic parameters represented in 6D space. The algorithm
uses the decomposed matrices to unproject the pixels to ray vectors and is rewritten
as

rd = RK−1p→ rd = f(a0 + ∆a) ∗ (K + ∆K)−1p,

ro = t→ ro = t0 + ∆t.
(2.34)

The rays are therefore a sum of the initial values and the residuals and the algorithm
can thus use the gradients of the rays to optimize the residuals. It does not optimize
the initial values. Since the camera contains a lens that distorts the edges of the
image, SCNerF extends the camera model to include radial distortions. It uses the
fourth-order radial distortion model, which is expressed as
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n = ((px − cx)/fx, (py − cy)/fy, 1), (2.35)
d = (1 + k1n

2
x + k2n

4
x, 1 + k1n

2
y + k2n

4
y), (2.36)

p′ = (pxdx, pydy, 1), (2.37)
rd = RK−1p′, (2.38)
ro = t, (2.39)

where k = [k1 + zk1, k2 + zk2] are the radial distortion parameters , p the pixel
coordinates, and d being the radial distortion.

The optical aberrations of real-world camera models are impossible to represent
mathematically. Therefore, this aberration noise is modeled with raxel parameters
that consist of the camera parameters; coordinates for the pixels, and the corre-
sponding ray’s position and directions [18]. The raxel parameters used in SCNeRF
are the ray residuals, the offset of the rays in 2D space, zd,zo and they are described
as

zd = ∆rd(p),
zo = ∆ro(p),

(2.40)

where p is the image coordinate. The rays are then formulated as

r′
d = rd + zd,

r′
o = ro + zo.

(2.41)

To extract the ray distortion parameters, bilinear interpolation is run on the images

zd =
px+1∑
x=px

py+1∑
y=py

(1− |x− px|)(1− |y − py|). (2.42)

Bilinear interpolation calculates the values for points in between given points based
on their distance to x and y. Figure 2.10 describes the generation of the rays, both
in direction and offset.

To calibrate the camera parameters, SCNeRF incorporates geometric and photo-
metric consistency, since it gives additional constraints to calibrate. Geometric con-
sistency is achieved through the projected ray distance (PRD). PRD is measured
on the difference between two rays that meet at the same 3D point in the scene;
see Figure 2.11. In theory, they should align, but with an imperfect camera model,
they can be misaligned. This difference is used as a novel loss parameter. Let there
be two pictures, image A and image B, viewing the same points in space and let a
point on the ray from image A be xA(tA) = ro,A + tArd,A and the same point for
image B, xB(tB) = ro,B + tBrd,B.
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Figure 2.10: Diagram illustrating the process by which rays are constructed from
various parameters within SCNeRF [10].

Figure 2.11: Representation of the PRD calculation. Given two images and a
point in space the distance between them can be calculated [10].

The distance between these points, d̂ = xAxB, is given by the following calculation,

d̂ = |(rA,o − rB,o) · (rA,d × rB,d)|
|rA,d × rB,d|

. (2.43)

This is the distance in space between these points but as features further away
from the camera are impacted more by distortion and non-perfect models, SCNeRF
reprojects these points down to image space to measure the distance on the 2D plane
where this impact is normalized. This is done via

dπ = ||πA(xB)− pA||+ ||πB(xA)− pB||
2 , (2.44)

where π(·) is the function that projects the features to the image plane and pA, pB

are the pixels in the image plane corresponding to the features. The distance is
represented in Figure 2.11. As this distance should be zero it is used as a new loss
function to refine the parameters that the rays are built upon.

The photometric consistency ensures that the colors align with the viewpoint, mak-
ing sure that the color and occupancy are viewable from the camera position. Using
NeRF’s radiance fields, SCNeRF reconstructs the color and occupancy in the 3D
space. This representation is differentiable for both color and position and can thus
be used to refine the parameters. During rendering, a ray is parameterized with the
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variables in Eqs. 2.32-2.34 and Eq. 2.42.

The loss of the network is computed using the volumetric rendering output Ĉ(r),
the ground truth C(p) and the images pixel coordinates I,

L =
∑
p∈I
||C(p)− Ĉ(r(p))||22. (2.45)

The gradients of the parameters can be obtained by differentiating this function.
For example, the intrinsics gradient that is used to calibrate the camera can be
represented with

∂L
∂∆K

= ∂L
∂r

(
∂r

∂rd

∂rd

∂∆K
+ ∂r

∂ro

∂ro

∂∆K
+ ∂L

∂rd

∂rd

∂∆K

)
. (2.46)

To execute the algorithm the network needs to first be at a point where the geomet-
ric representation is fine enough to do the geometric consistency checks. Therefore
SCNeRF allows the network to train to obtain a coarse geometry since it will al-
low the more complex parameters, such as distortion, to be optimized at a better
starting point to avoid degenerate solutions of the parameters. After learning the
geometry, the algorithm introduces the radial distortion parameters, nonlinear noise
of the direction rays, and origin rays. This process is represented in Algorithm 2 in
Appendix A.

2.6 Comparison metrics
In the sections below we describe the metrics used to determine how well a model
performs by comparing the rendered images to ground-truth images.

2.6.1 Peak Signal-to-Noise Ratio
Peak signal-to-noise ratio (PSNR) is a rudimentary way to determine the correlation
between two pictures [9]. It does this on a pixel-by-pixel basis and therefore does
not take into concern any features. PSNR is described in Eq 2.47

PSNR = 10 ∗ log10(
MAX2

I

MSE
), (2.47)

where MAXI is the maximum possible pixel value of the image, if the pixels are
represented by 8 bits, this value is 255. MSE is the mean squared error between two
images and is defined as follows:

MSE = 1
mn

m−1∑
i=0

n−1∑
j=0
∥f(i, j)− g(i, j)∥2 (2.48)

where f(i, j) and g(i, j) are the ground truth and modeled image pixel values, re-
spectively. The PSNR will be approaching infinity when the error is small, a perfect
picture will thus result in infinite PSNR. Therefore a larger PSNR value is better.
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2.6.2 Structural Similarity Index
Structural Similarity Index (SSIM) is a way of comparing perceptual differences
between images[9]. SSIM takes into account features, therefore providing a better
value for human perception of likeness [31]. Given two images f, g, SSIM is described
as the product of luminance l(f, g), contrast c(f, g) and structure s(f, g),

SSIM(f, g) = l(f, g)c(f, g)s(f, g). (2.49)

The luminance component, l(f, g) is defined as

l(f, g) = 2µfµg + C1

µ2
f + µ2

g + C1
, (2.50)

where µx = 1
N

∑N
i=1 xi, is the mean intensity of image x. The constant C1 = (K1L)2,

is added to prevent instability when µ2
f + µ2

g is close to zero, K1 ≪ 1 is a small
constant and L is the dynamic range of the pixel values [31]. In an 8-bit image, this
value is 255. The contrast component c(f, g) has a similar form

c(f, g) = 2σfσg + C2

σ2
f + σ2

g + C2
, (2.51)

where the standard deviation σx =
(

1
N−1

∑N
i=1(xi − µx)2

) 1
2 , is used as an estimate

of the contrast of an image, C2 = (K2L)2, and K2 ≪ 1. The final component of
SSIM, the structure s(f, g), can be described as

s(f, g) = σfg + C3

σf + σg + C3
. (2.52)

Here, a constant C3 = C2
2 is added as was done in the luminance and contrast

components. The covariance of x, y, σxy can be estimated as

σxy = 1
N − 1

N∑
i=1

(xi − µx)(yi − µy). (2.53)

This yields the following form of SSIM,

SSIM(f, g) = (2µfµg + C1)(2σfg + C2)
(µ2

f + µ2
g + C1)(σ2

f + σ2
g + C2)

. (2.54)

SSIM will always produce a number in the interval [0,1] where 0 equates to no
correlation and 1 meaning the images compared are identical, and thus a higher
SSIM score is preferred.

2.6.3 Learned Perceptual Image Patch Similarity
Zhang et al. [37] propose the Learned Perceptual Image Patch Similarity (LPIPS)
metric as a more accurate way to determine the likeness of different pictures com-
pared to SSIM and PSNR. LPIPS measures the perceptual similarity between two
images. It is based on activations from a pre-trained convolutional neural network
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(CNN), that has been trained to perform image classification.

LPIPS extracts the CNN activations for both image patches. The activations rep-
resent the CNN’s “understanding” of the images, these activations are more closely
related to human perception than traditional metrics such as SSIM. After extraction
of the activations, LPIPS computes a distance metric between them. This metric
is designed to capture the perceptual difference between the image patches, a lower
score indicates that the two patches are more similar. LPIPS is very effective at this
task [37].
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The original NeRF method [17] assumes rigid objects, which limits its ability to
handle non-rigid scenes effectively, and it also requires near-perfect conditions of
the training data, such as a well-lit scene and correct camera parameters. There-
fore, we have compared various NeRF models on the available data sets to determine
which model performs the best.

The methodology for this approach was as follows; first, the data had to be pro-
cessed to decide what should be used for training and testing. Some of the models
intended to be compared required additional preprocessing steps; this process is de-
scribed below in Section 3.1.

To be able to choose a model or models to further develop, we compared a few
models with each other. In Section 4.1 we outline which models were chosen for
comparison and why, along with how we performed the experiments.

After the experimental stage was completed, the model that showed the best results
was chosen as the starting point for further development. After this, we entered the
development stage, where we developed our model to further improve the results
achieved in the previous stage. The development was carried out in an iterative
manner, where we continuously evaluated our model and made changes depending
on the results.

3.1 Data processing
In AI-driven research and applications, the data used is of great importance. There-
fore, a big part of the task was to process the available data into usable parts. The
available data of this thesis consists of videos from ACL surgeries performed on
patients with various amounts of interfering elements. They are filmed using an
arthroscope, an inspection instrument consisting of an image sensor, optical lens,
light source, and a mechanical device [26]. The arthroscope records videos that are
spatially distorted due to the wide angle of the lens [25], creating a distorted view
of the knee’s interior. The data consisted of videos recorded in both 60 and 30 fps.
The models were trained on image frames extracted from the data. The frames were
processed to be 1080x1080 pixels; however, to speed up training, we downsampled
the images by a factor of 2 or 3 depending on the model. A mask had been placed
in the alpha channel of the images. This mask was extracted and used to mask
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predictions of the models tested, as explained in Section 2.3.

Another data processing step that was performed on the frames was that they had all
been rotated to face the same direction. The original images contained a “pointy”
part, as can be seen in Figure 3.1, this part moves around in the videos and to
combat this, all frames were rotated so that this part always pointed in the same
direction.

Figure 3.1: A frame from ACL surgery, captured using an arthroscope [4].

Although all data were from actual ACL surgeries, the videos could differ greatly
from each other. Some surgeons chose to burn away organic matter in the knee
to improve visibility while others did not, some frames had surgical instruments
blocking the view of the knee, and the knee could deform during some procedures.
Using these assumptions as a base, we split the data into different conditions, to
test the models on data of varying conditions for a greater representation of different
scenarios present in surgeries.

The data conditions depend on certain criteria, such as whether organic matter or
instruments cloud the field of view, the amount of knee deformation, and whether
the lighting affects visibility. In Table 3.1 the condition names and their correspond-
ing criteria requirements are presented. The criteria used are displayed below.

• Was there any organic matter clouding the view?
• Were there any surgical tools present?
• Was visibility bad?
• Was there any deformation of the knee?

Before the experimental stage, a manual processing step was performed where each
available video was classified by the above conditions. After this manual process-
ing was performed, we chose one video of each condition to be used in training the

28



3. Method

Condition name Criteria requirements
Ideal conditions (IC) None of the criteria fulfilled

Okay conditions (OC) 1-2 criteria fulfilled
Bad conditions (BC) 2-3 criteria fulfilled

Table 3.1: Data conditions and their corresponding criteria requirement.

models. The videos are of varying length and since most NeRF models are quite
slow to train we decided not to train on the full data sets but instead extract around
500-600 evenly spaced frames for each video.

An example view of an ACL reconstruction surgery can be seen in Figure 3.1. Due
to ethical and privacy concerns, this frame is not from the IC, OC, or BC data set,
but sourced from [4]. These ethical reasons prohibit us from showing any of the
data or renderings of these data sets. To combat this issue, we were given access to
an open source data set that did not fall under the same restrictions, which we will
refer to as the Open source data set, if we were to classify the Open source data
set using the criteria shown in Table 3.1 it would fall under the BC category. All
images and renderings of knees in the thesis will thus be sourced from this data set
if not stated otherwise.

To extract camera poses and camera parameters, the SfM pipeline COLMAP (2.4.1)
was used on the scenes chosen for training, and the estimated camera parameters
for each data set were used during the training of all models. COLMAP allows
users to choose from a predefined set of camera models to estimate the intrinsic
parameters of a camera. We used the OpenCV model, which is based on the pinhole
camera model and models radial coefficients suited for distortions of arthroscopic
cameras [27].

An important factor for the test set is that they contained novel views that the
model had not seen in the training images. The data sets have quite a narrow
camera path and view of the knee, due to how the camera moves in the knees and
the general constrained space. This meant that the camera poses of many frames
were very close to each other in world space, meaning that some frames were almost
identical. To combat this, we decided to filter images that were too close to each
other. From each data set of 500-600 frames, every 20th image was chosen as a
viable test image; for each of these test images, we checked the distance to all other
images and if the distance was below a certain threshold, we left those images out
of the training set. Given that each of the data sets had different camera paths, and
that we wanted a similar size of training and test set for all data sets, the thresholds
of the specific data sets were chosen to minimize this difference while also removing
similar images. The thresholds for the different data sets can be seen in Table 3.2.
As COLMAP did not provide any unit for the poses it was left out in the table but
we calculated the max distance between the poses for each data set and show how
the threshold corresponds to this distance in Table 3.2.
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Data set Minimum distance threshold
IC 0.01 (1% of max distance)
OC 0.2 (17% of max distance)
BC 0.1 (9% of max distance)

Open source 0.15 (8% of maximum distance)

Table 3.2: Minimum distance threshold used for the various data sets when filtering
images too close to the test images.

In Figure 3.2 we can see the camera path and image positions for the IC data set.
We see that there is a large concentration of images at the start and end of the
camera path. In the end, we were left with around 400-500 training images and
around 25 test images for each data set. Given the nature of the data, the images
were still quite close to each other but this filtering allowed us to be more confident
in evaluating views not seen before.

Figure 3.2: Plot over camera poses for the IC data set. Each node represents an
image and its position in world space.

3.2 Model development
Based on the results that are presented in 4.1 we chose to use NeRF-W as our
baseline model, due to it outperforming both NeRF and SCNeRF. In the following
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section, we detail the different modifications we added to NeRF-W in the develop-
ment of our model.

3.2.1 Ray distortion

In the original NeRF-W model, the distortion of the radial lens was not taken into
account, which would not accurately model the interior of the knees. As described
in Section 2.1.2, lens distortion can be modeled with the help of the polynomials
described in Eqs. 2.8 or 2.9. The arthroscopes used in ACL surgeries have a lens
distortion, but as discussed in [25], this distortion is pure radial distortion and there-
fore we decided to use the OpenCV model that is based on Brown-Conrady.

NeRF-W derives the ray directions rd, based on the camera’s intrinsic parameters
shown in Eq. 3.1, it does not account for radial distortion, and therefore would not
create realistic renderings of knees.

rd ← [(x− cx)/fx,−(y − cy)/fy,−1] (3.1)

To allow for more realistic renderings, we present a new approach to calculating ray
directions in Algorithm 1. Using OpenCV’s initUndistortRectifyMap function to
compute the mapping from the distorted image (x, y) to an undistorted image (x′, y′).
The calculations for the maps can be seen in Eq. 3.2. A map is a description of how
the different pixels correspond between the distorted image and the undistorted one.

The function initUndistortRectifyMap requires a new intrinsic matrix [f ′
x,f ′

y,c′
x,c′

y]
for the undistorted picture which we obtain from the OpenCV function
getOptimalNewCameraMatrix. This function estimates the set of intrinsics that
describe the camera as if the radial distortion did not exist. The arguments to
the function are the intrinsics of the camera, the radial distortion parameters, and
α, a value ranging from 0 to 1, which allows control of the pixels in the resulting
pictures since undistortion might lose information in the edges of the images as the
parameters might force the pixels out to the corners. An α value of 1 keeps all
the original pixels in the picture, and a value of 0 gives the best representation of
the undistortion. For example, looking at the barrel distortion in Figure 2.3, if you
straighten the lines the resulting image will become bigger than the original image.
We chose an α value of 0 to give the most accurate image of the knee to the model.
This is represented in Figure 3.3. The relevant calculations for these new maps are
as follows
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Figure 3.3: An example of the impact of undistortion on the images with the
distortion parameters from the IC dataset. The first picture represents the ground
truth picture, then the second an undistorted version, and the third the redistortion
of the undistorted picture resulting in the ground truth again.

x′ = (u− c′
x)/f ′

x,

y′ = (v − c′
y)/f ′

y,

r2 = x′2 + y′2,

θ = 1 + k1r
2 + k2r

4 + k3r
6

1 + k4r2 ,

x′′ = x′θ,

y′′ = y′θ,

mapx(u, v) = x′′fx + cx,

mapy(u, v) = y′′fy + cy.

(3.2)

With these new maps, the ray directions are corrected for distortion, and thus our
model could produce undistorted renderings. Our complete method for computing
undistorted rays can be seen in Algorithm 1.

To prevent the loss function from comparing a distorted ground truth with the
undistorted rendering, we compared the rendering to an undistorted ground truth.
Now the network was able to learn an undistorted representation of the knees.
Given that the other compared models did not account for distortion, during eval-
uation we remapped the rendered pictures back to the same distortion as before
and compared to the unaltered ground truths. This was done using OpenCV’s
initInverseRectificationMap. This function calculates the reverse maps needed
to redistort the picture using the old intrinsics and radial distortion parameters. As
can be seen in Figure 3.3 the radial distortion is characterized by a barrel distor-
tion as explained in Section 2.1.2 and this corresponds to a distortion typical for
arthroscopic lenses.

Algorithm 1 Calculations of ray directions in our model
Require: intrinsics (fx, fy, cy, cx), distortion (k1, k2, k3, k4)

new_intrinsics ← getOptimalNewCameraMatrix(intrinsics, distortion, α)
mapx, mapy ← initUndistortRectifyMap(intrinsics, new_instrinsics, distortion)
rd ← [(mapx − cx)/fx,−(mapy − cy)/fy,−1]
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3.2.2 Network architecture
The data available show quite narrow views where each view does not differ much
from the next. The original implementation of NeRF-W is made to handle large
static buildings using a data set of many different views. Given our data sets, we
felt the need to increase the complexity of the networks to produce greater results.

As in NeRF-W, our network is still made up of three MLPs. For the base MLP,
we use the same structure as in the original NeRF, with eight fully connected (FC)
layers with 256 hidden units with ReLU activation functions in between. As in
NeRF, we also include a skip connection in the fifth layer where we concatenate the
positional encoding of the input location to the layer’s activation [17]. The static
MLP in our model is composed of one FC layer for the input location and two FC
layers with ReLU as activation functions for the view direction input. The static
density head that outputs, σi, is composed of three fully-connected layers where the
activation functions of the first two are ReLU and a softplus for the final layer. The
static RGB head uses a single FC layer with a sigmoid activation function. The
transient MLP is made up of, six fully-connected layers for the transient encoding
input, where each of these layers has a ReLU activation function. The transient
density head, outputting σ

(τ)
i , has three FC layers, where ReLU is used for the first

two layers and a softplus function is used for the final layer. The transient RGB
head is made up of two FC layers with a ReLU and sigmoid activation function,
respectively. The transient uncertainty head, outputting βi, is just a single FC layer
combined with a softplus function. For all layers of the transient and static MLPs,
we use 128 hidden units, except for the static density head which uses 256 hidden
units.

3.2.3 Segmentation masks
One of the features of NeRF-W that was interesting for this application was the
handling of transient objects. As stated before, the data sets contained images with
medical tools in them, and to render an accurate model of a knee, these needed
to be removed in the final renderings. We had access to tool segmentation masks
of the data that displayed where the tools were located in the images. We could
use these masks to help the uncertainty field that our model produces to determine
where transient objects are located.

The first step in incorporating the segmentation masks was to correct for the distor-
tion; this was done in the same way as was done with the training images (3.2.1).
This produced a mask that matched the undistorted tools in the images. We com-
bined the segmentation mask with the lens mask presented in Section 2.3 using the
following equation

segmaski ← segmaski ∗ (1− βw) + maski ∗ βw, (3.3)

where segmaski and maski are the segmentation mask and lens mask of image i,
respectively, and βw is a hyperparameter between 0 and 1. The transient network
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Figure 3.4: Comparisons between the lens mask, a segmentation mask, and the
combined segmentation and lens mask used in masking the uncertainty fields in the
transient network of our model. The value of βw is 0.5, and the values of white
pixels are 1, grey pixels 0.5, and black pixels 0.

outputs a ray-dependent uncertainty of the observed color of a ray, denoted βi(t)
(Eq. 2.28). By masking this uncertainty, we could control how much importance
each pixel in the uncertainty field was given, this masking was only done for data
sets where segmentation masks were available. Since we knew from the segmenta-
tion masks where transient objects existed, we gave full importance to those pixels.
Using Eq. 3.3, we also assigned some importance to the pixels inside the lens mask,
that is, βw ∗ pixel_value importance. The reason for not just using the unaltered
segmentation masks is that we still wanted to be able to find transient objects inside
the lens mask such as organic matter that had not been segmented in the provided
segmentation masks and also account for non-perfect segmentations. In Figure 3.4
an example of how a segmentation mask looks after being combined with the lens
mask using Eq. 3.3 with βw = 0.5 can be seen.

3.3 Model training
To be able to compare as accurately as possible, we decided to train our model
with the same parameters as we did for NeRF-W (4.1.2). We trained for 10 epochs
with a batch size of 4096, totaling between 120000 and 150000 iterations, depending
on the data set. We sampled 64 points per ray from each of the coarse and fine
networks for a total of 128 sampled points per ray. We used an Adam optimizer,
with an initial learning rate of η0 = 5 ∗ 10−4 and a cosine annealing scheduler. The
hyperparameters λu and βmin were set to 0.01 and 0.1 respectively. The embedding
dimensionalities n(a) and n(τ) were 48 and 16. For the positional encoding function
frequencies, we used 16 for the position and 4 for the view direction. For the data
sets where segmentation masks were available, we used βw = 0.5. The number of
trainable parameters of our model was 38.4 ∗ 103 for the appearance embeddings,
12.8∗103 for the transient embeddings, 750∗103 for the coarse network, and 917∗103

for the fine network. The total number of trainable parameters for NeRF-W was
around 1.7 ∗ 106.
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In this section, we present the experimental phase of our thesis alongside the results
of our model compared to those of the other NeRF implementations.

4.1 Experiments
The experimental phase of this thesis involved an initial comparison of various NeRF
models, followed by the selection of the most suitable model as the basis for our own.
In the following sections, we outline which models we have compared and why we
deemed it reasonable to do so.

4.1.1 NeRF
Due to the nature of the data intended for use in this thesis, we believed that using
the original NeRF algorithm would produce quite poor results but we intended to
use it as a baseline comparison to the other models.

Before training, each image was downsampled by a factor of 3, resulting in images
of size 360x360 pixels. We sampled 64 points per ray from the coarse network and
64 points per ray from the fine network for a total of 128 network queries per ray.
During training, we used a batch size of 1024 and trained for 200000 iterations, and
we used the PyTorch implementation [34] where we implemented masking support
and support for our chosen COLMAP camera model. For the optimizer, we used
Adam with an initial learning rate of η0 = 5∗10−4 that exponentially decayed using
the following formula:

ηn+1 = η0 ∗
(
0.1 n

250∗1000
)

, (4.1)

where n indicates the current step of the training. The number of trainable pa-
rameters was 595.8 ∗ 103 for both the coarse and fine networks, resulting in a total
number of 1.19 ∗ 106 trainable parameters for NeRF.

4.1.2 NeRF in the Wild
In the data set we are presented with several objects that could be considered tran-
sient occluders, due to this we believed that NeRF-W could be a good foundation
for our model. Another reason is that given the position of the knee during surgery,
the lighting conditions can greatly differ and thus we believed that NeRF-W would
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be a reasonable choice.

For training, we used a PyTorch Lightning implementation of NeRF-W [13] where
we also added masking support and support for our chosen COLMAP camera model.
This implementation has some differences from the actual NeRF-W paper; it uses
8 layers of 256 units in the base MLP, while the original NeRF-W uses layers with
512 units. The static RGB head uses one layer instead of four as the original NeRF-
W does. Instead of using ReLU as an activation function for the density, it uses
a softplus function. The hyperparameter βmin (Eq.2.28) is added after the beta
composition, which is different from Eqs. 2.26-2.28. Another difference with this
implementation is that it adds 3 to the beta loss in Eq. 2.29 to make it empirically
positive [13]. The reason for choosing this implementation was that the original
authors of NeRF-W had not released their code at the time of writing this thesis.

Before training, each image was downsampled by a factor of 3, resulting in images
of size 360x360 pixels. We sampled 64 points per ray from the coarse network and
64 points per ray from the fine network for a total of 128 network queries per ray.
A batch size of 4096 was used and we trained for 10 epochs for each data set, which
resulted in between 120000 and 150000 iterations depending on the data set. The
optimizer used was Adam, with an initial learning rate of η0 = 5 ∗ 10−4 and a cosine
annealing scheduler, an optimization technique that gradually reduces the learning
rate from a high initial value to a low final value, following a cosine function. This
helps improve the generalization performance of the model. The L1 regularizer mul-
tiplier λu was set to 0.01 and a value of 0.1 was chosen for βmin. The embedding
dimensions were set to n(a) = 48 and n(τ) = 16. The positional encoding function
frequencies were chosen as 16 for position and 4 for the view direction. The number
of trainable parameters of NeRF-W was 38.4 ∗ 103 for the appearance embeddings,
12.8∗103 for the transient embeddings, 601∗103 for the coarse network, and 687∗103

for the fine network. The total number of trainable parameters for NeRF-W was
around 1.3 ∗ 106.

Given the metrics used to measure perceptual image similarity (2.6), a problem oc-
curs when comparing two images containing the same underlying 3D structure with
different lighting conditions but are otherwise perfectly aligned. This comparison
will result in a significant “perceptual” difference [15]. This poses a challenge in
evaluating NeRF-W since the image-specific appearance embeddings ℓ(a) are opti-
mized only for images in the training set. To evaluate an image from the test set,
the corresponding embedding must be learned. To prevent evaluation on trained
images, the authors of NeRF-W solve this issue by optimizing these embeddings on
the test set images by only optimizing the appearance embeddings on the left half
of the image and evaluating on the right half [15]. This approach allows the net-
work to adapt to the appearance of each scene, while not optimizing held-out pixels.
This works for the phototourism data set that NeRF-W was optimized for, where
the images consisted of static landmarks with transient objects in both the left and
right parts of the images [15]. In our data sets, and specifically in the BC and OC
sets we have medical tools in either the left or right half of the images respectively.
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If we were to split the images into left and right halves and optimize the appearance
embeddings on one of these halves, this would result in the other half not containing
any tools during evaluation, which would not be representative of the training data.
Due to this, we decided to optimize the appearance embeddings on the bottom half
of the image and evaluate on the top half, to guarantee that the tool would be seen
in both halves. This optimization was carried out for 10 epochs, resulting in around
4000 to 5000 iterations for the test set.

4.1.3 Self-Calibrating NeRF
Since one of the main contributors to the success of the NeRF network is the camera
parameters, both intrinsic and extrinsic, we chose to test SCNeRF. It refines the
camera parameters during its training, which might result in better reconstructions.

Before training, the images were downsampled by factor 2 to an image size of 540x540
pixels. For training, we used the implementation of SCNeRF on NeRF++ that the
authors used for fisheye lenses [10] and that represents the arthroscope used in our
data. We also integrated a masking component on the loss function in the same way
as we did for NeRF and NeRF-W. We sampled 64 points per ray from the coarse
network and 128 from the fine network. We trained with a batch size of 8192 rays.
The model was trained for 300000 steps with a learning rate of η0 = 5 ∗ 10−4 and
a decay factor of 0.1, decaying every 750 steps. The optimizer used was an Adam
optimizer. The intrinsics learning started after 100000 steps, the radial distortion
after 220000, and the ray learning after 160000 steps. The number of trainable
parameters for SCNeRF was 22 ∗ 103 for the camera model and 1.2 ∗ 106 for both
the coarse and fine network for a total of 2.4 ∗ 106 trainable parameters.

4.1.4 Comparisons
Comparing these different models on the same data sets allowed us to determine
which model achieved the best results, and thus was the best place to start for our
model development. Given the test sets, we evaluated the different models to de-
termine which performed the best. The metrics we compared with are described in
Section 2.6. In Table 4.1 we see the results for all data sets and models, the best
results for each data set and metric are highlighted.

4.2 Quantitative and qualitative results
In Table 4.1 we see quantitative results on all data sets tested for the compared
models; NeRF, NeRF-W, SCNeRF, and our model. We see that our model outper-
forms the other models in all data sets except the Open source set, where NeRF-W
achieves better PSNR and LPIPS scores. We present an average improvement over
all data sets compared to NeRF-W with 5.7% in PSNR, 0.69% in SSIM, and 23.5%
in LPIPS. In Figure 4.1 we present qualitative results in the form of rendered images
of the Open source data set, from the compared models. As can be seen, both NeRF
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Figure 4.1: Qualitative results from experiments on the Open source data set.
We show rendered images of the models NeRF, NeRF-W, SCNeRF, and our model
compared to a ground truth image.

and SCNeRF produce quite unfocused renderings. They cannot represent the knee
well, however looking at the scores for these models on the Open source data the
PSNR for NeRF is better but SCNeRF captures the features more correctly than
NeRF as is captured in the SSIM and LPIPS scores.

We see that neither NeRF-W nor our model manages to remove the medical tools
present in the images in rows 1 and 2. In the rendering of our model in row 2, we
can see that the lighting in the upper right corner does not correspond to the ground
truth image however it does manage to capture the stripes to the left of the tool.
The same can be seen in the rendering in row 1 where it more correctly renders the
left-hand side compared to the upper right. Our model is also able to render the
varying organic matter in the background of row 3 better than NeRF-W.

The shortcomings of our model can be seen clearer in Figure 4.2. In the first image,
our model overestimates the amount of organic matter in the top right corner and
cannot render the finer details of it and instead produces a smeared estimate. In
both the first and second images we see that the model struggles with rendering the
correct lighting and the results seem a bit blurred, this is especially visible in the
second image where the yellowness of the ground truth image is not rendered at all.
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Figure 4.2: Results of our model where it fails in producing high-quality renderings.
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IC data set OC data set BC data set Open source data set
Method PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓ PSNR ↑ SSIM ↑ LPIPS ↓
NeRF 24.54 0.901 0.0084 21.16 0.808 0.0118 22.8 0.848 0.0065 19.9 0.804 0.0147
NeRF-W 32.34 0.934 0.0021 22.32 0.847 0.0093 23.69 0.873 0.0047 23.35 0.876 0.0092
SCNeRF 26.95 0.895 0.0037 18.57 0.819 0.0108 20.06 0.843 0.0054 17.94 0.853 0.0115
Ours 35.17 0.937 0.0012 24.05 0.855 0.0071 24.71 0.878 0.0042 22.51 0.878 0.0098

Table 4.1: Quantitative results on the IC, OC, BC, and Open source data sets for
NeRF, NeRF-W, SCNeRF, and our model. The best scores for each data set are
highlighted. Our model outperforms all other tested models in all data sets except
the Open source data set, where NeRF-W performs the best.

4.3 Depth maps
In Figure 4.3 we present depth maps for some images from the Open source data
set produced by the models NeRF, NeRF-W, SCNeRF, and our model. We do not
have access to any ground truth depth maps, and can thus only compare the results
quantitatively to an RGB image. The pixel colors of the depth maps have different
meanings; a blue pixel corresponds to a deeper point, while a red one corresponds
to a closer one. We see that our model produces somewhat promising depth maps.
The model manages to estimate that the tool is close to the camera in row 1 and
that there is some sort of deeper point in the top right. In row 2 we see similar es-
timations, however, the model struggles with the depth of the knee in the left-hand
part of the image. In row 3 we see that the model has correctly managed to assess
the closeness of the lower left-hand part, however, it fails to assess the depth of the
top left and bottom right which is true for all models.
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Figure 4.3: Qualitative comparison of depth maps for images in the Open source
data sets from models NeRF, NeRF-W, SCNeRF, and our model. No ground-truth
depth maps are available so the produced depth maps are compared to a ground-
truth RGB image. Blue pixels correspond to a deeper point while red ones a closer
point in the images.
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4.4 Novel views
In Figure 4.4 we show some novel views produced by our model of the Open source
data set.

Figure 4.4: Novel views of the Open source data set produced by our model.
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The following section discusses the results of the thesis and the methodologies used.

5.1 Results
We see in Table 4.1 that our model produces high scores compared to other models
on the IC data set, which is not surprising. This data set is almost as perfect as
possible for this application, and thus the model can accurately render images. We
were quite surprised to see that the scores on the BC set were better than those
on the OC set for all models. We believed that since the camera conditions of the
OC set were superior to those of the BC set, the resulting scores would be better.
One possible reason for this is that some of the frames in the OC set show a lot
of bubbles, created by the instrument burning away organic matter; these can be
hard to model because of the reflection in the bubbles, which differs depending on
what viewing angle the bubbles are viewed from. Thus, during training a bubble
might look different than the same bubble seen during testing, due to the angle of
the camera. These bubbles can also be seen as transient because no bubble stays in
the same place for more than a couple of frames. This would explain why NeRF and
SCNeRF struggle with this data set. In NeRF-W and our model, these would not
be rendered as these models attempt to remove transient objects, and thus would
lead to worse comparison scores; this is discussed further in Section 5.6.

The BC set also contains a medical tool that is regarded as transient, but it is much
larger than the tool present in the OC set and thus occupies the majority of the
view for the duration of the video. Due to this, some parts of this tool could be
seen as rigid, which allowed the models to render it more accurately. This is espe-
cially visible in the OC and BC set renderings of NeRF-W and our model, which
are designed to remove transient objects. In the OC set renders, they perform quite
well in removing the tools, which is another reason the scores decrease, as explained
in Section 5.6, but in the BC set renders they have a harder time in removing the
tool, the Open source renderings in Figure 4.1 show similar results. Therefore, the
comparisons with the ground truth images containing this tool will be better.

In Table 5.1 we show PSNR scores of the rendered test images that contained tools
and thus were removed by NeRF-W and our model for the OC data set. As ex-
plained in Section 2.6 we can pass masks to the PSNR calculation to only compute
scores for certain pixels, in Table 5.1 we first show scores for both NeRF-W and our

43



5. Discussion

Model PSNR ↑ (Lens projection) PSNR ↑ (Lens projection w/o tool)
NeRF-W 19.05 21.47

Our model 19.35 22.58

Table 5.1: Comparison of PSNR for rendered images with removed medical tools
for the OC data set. The second column corresponds to PSNR scores where the lens
mask has been removed, third column corresponds to PSNR scores where both the
lens mask and the tool mask have been removed. The best scores in each column
are highlighted.

model computed on only the lens projection, with the lens mask removed. We also
show the scores computed when we pass both the lens mask and tool segmentation
mask, thus ignoring the pixels where the tools existed. As we can see, we achieve
higher scores for both models when we pass the segmentation masks as well. Since
both models manage to remove the tool to varying degrees, these areas would not
correspond well to the ground truth images and thus lead to a decrease in score,
which is why we achieve worse scores for both models when only removing the lens
mask. This is an indication that the models manage to remove the tools, however,
we also see that our model has greater PSNR scores when the segmentation masks
are passed, this is due to NeRF-W not quite managing to remove the tools fully
and producing artifacts in the renderings outside the segmentation masks and thus
leading to a decrease in score. Thus, we can argue that our model performs better
in removing the transient tools even though we are not able to show any qualitative
results of this due to the ethical and privacy reasons discussed in Sections 3.1 and
5.3.2. We can also argue that our model performs better on the OC data set than
the BC data set since we show that it succeeds in removing transient objects and
rendering a more accurate depiction of the knee, which was our goal.

In the renderings of the Open source data set in Figure 4.1 we see that both NeRF-
W and our model struggle greatly with removing the transient object, we believe
that this is the same issue as in the BC set. These two sets are quite similar in the
way that a large part of the lens view is occluded by a tool that does not differ much
between frames, and thus the model has a hard time distinguishing it as transient.
The tool in the Open source set does not move very much between frames and hides
what is behind it for a majority of the video, thus making it very hard for the model
to estimate the color of those parts since they are barely seen. Even though we pass
segmentation masks to “help” the model in finding where the transient object lies,
it does not help if the model does not consider that part of the render to be transient.

For the renderings of the OC data set, which we are prohibited from displaying, as
discussed in Sections 3.1 and 5.3.2, both models can remove the transient objects.
However, it seems that our model does a better job. The renderings of NeRF-W in-
clude some faint artifacts of the transient tools while these artifacts are even fainter
or non-existent in the images produced by our model. This aligns with what we
discussed above, the transient tool in the OC data set is much smaller and moves
around a lot more, allowing the model to perceive it as transient given that the
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views differ from image to image. The model observes the knee obscured by the tool
more and is thus better able to estimate the colors in that region.

In the renderings produced by NeRF-W and our model, we see that the models
struggle with the finer details, the “fuzzy” part of the knee. The colors are generally
correct, but the finer details are blurred and the models do not achieve high fidelity
on these parts. The organic matter is characterized by quickly varying colors with no
distinct transition and, therefore, our model struggles to represent these fine details.
However, it does achieve great fidelity in rendering the tool, which both shows high
detail and correct reflection of lighting. Compared to organic matter, the tools are
of a consistent color with sharp transitions between colors and are therefore easier
for the model to learn.

By examining the renderings of our model compared to those of NeRF-W, we see
that our model seems to produce sharper images and with somewhat better color
rendition than what NeRF-W does. This is especially visible in the images in rows
1 and 3 in Figure 4.1, where the images produced by NeRF-W seem to be a bit
more blurry than what our model produces. However, NeRF-W still achieves better
scores on this data set than what our model does, we believe that this is due to our
model producing incorrect artifacts of organic matter, as can be seen in Figure A.1.
These artifacts would contribute to the overall score more than what the sharpness
of our images does, thus allowing NeRF-W to outperform our model on this data
set. We believe that these artifacts are the result of our segmentation masking,
and more specifically the hyperparameter βw being too small and giving too little
importance to the parts outside the segmentation mask. The model could interpret
these parts as transient, but because βw is too low, we decrease the importance
of these pixels too much and thus trick the model into thinking these parts are
not transient or at least not as transient as the model first may believe, and will
thus render them. It is not hard to understand why the model would believe these
parts are transient since the artifacts mostly seem to be fuzzy organic matter that
moves around between frames and given different viewpoints can look very different.

Another reason NeRF-W outperforms our model on the Open source data set could
be that it seems to render the lighting conditions more correctly. This can be
seen by comparing the images in row 2 of Figure 4.1. We see that NeRF-W has
a slightly more yellow tone of the organic matter in the top right, which seems to
correspond a bit better to the ground truth, our model seems to render these parts
in a whiter color. This might indicate that our model needs further optimization of
its appearance embeddings.

5.2 Camera parameters
One fundamental part of most NeRF models is the extrinsics and intrinsics of the
cameras used. Using estimated parameters from COLMAP does induce an error
since we cannot make sure that the calculated intrinsics are the real parameters
or how far from the real parameters they are. Since we do not have access to the
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cameras used in surgeries and therefore cannot estimate the true parameters, our
only option was to use the COLMAP parameter estimation, a common choice for
this task [17, 15, 10]. If possible we would have used a camera calibration technique
on the cameras used to calculate true parameters, such as using checkerboard cal-
ibration [28]. Although our model renders undistorted images, there is no way of
knowing that the rendered image is an accurate rendition or how far we are from
the truth since we might have incorrect distortion parameters. We can only quali-
tatively assess the renderings and see if they seem reasonable. If we had access to
the true parameters, a more informed assessment would have been made.

Another aspect contributing to the challenge with camera parameters is the diverse
complexity levels exhibited by the various camera models employed by COLMAP
to estimate intrinsic parameters. When more parameters were introduced, the es-
timations did not quite align with what was expected. The arthroscope used in
surgeries has radial distortion with its radial lens but as stated in [25] there is no
tangential distortion. We tested a couple of different models with COLMAP and
through testing and discussions, we arrived at the OpenCV camera model with 4
distortion parameters. This keeps the radial distortion that is introduced with the
radial lens but forgoes the higher-order radial and tangential distortion keeping it
more stable.

For data sets where the estimated camera intrinsic parameters were qualitatively
worse we chose to use the intrinsics from another set, more specifically the distortion
parameters. We could not guarantee that the cameras used in these data sets were
the same, but we decided that since they are all arthroscopes used in the same
context the difference should be minimal. This sharing of parameters was done
for the BC and Open source data sets where we instead of using the estimated
distortion parameters of these sets used the parameters estimated for the IC set.
The inability of COLMAP to estimate these parameters might be related to the
tools being present in most of the pictures and taking up a large part of the screen.
The tools themselves are easily used as features and therefore might introduce faulty
features in the matching algorithm, as the tools are used in many parts of the knee
and, therefore, the location of these features changes from frame to frame. This
might cause COLMAP to match images that are not correlated in other ways other
than the tool. COLMAP then tries to compensate for the distortion effects to
triangulate these features between frames and therefore produces bad distortion
parameters.

5.2.1 Self-Calibrating NeRF
When doing experiments with SCNeRF the optimization of the camera parameters
did not live up to our expectations. There was a change in the estimated parameters
that it used, but in the end, the results themselves did not point to it improving
the model. This might be due to the amount of training that we performed for
SCNeRF. To keep the comparisons fair, we used a similar amount of training time
for all models, which meant that we shortened the training time and added the
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learnable parameters earlier than in the original paper. In the original SCNeRF
implementation, the authors sampled quite a bit more points per ray than what we
did; they sampled 128 points from the coarse and 256 points from the fine network.
The results in the original paper for fisheye lenses were not that impressive and
could not handle the distortion that well. This combined with the computational
concerns described below was the main reason we did not incorporate the SCNeRF
plugin into our model.

5.3 Ethical and environmental concerns
The impact of this study is hard to quantify, but it is necessary to think of the ethical
and environmental impacts of the use of patient data and the growing problem of
global power use.

5.3.1 Reliability of renderings
An important ethical factor to consider is how reliable the renderings produced by
our model are. Even though the aim of this thesis was not to create a tool to aid in
ACL surgeries, it is a possibility that this model can be used in further work toward
this goal, and if our model were to be used in the future, we must be able to ensure
that the renderings represent an accurate view of the knee. If not, this could be dis-
astrous as a faulty representation could cause medical professionals to make wrong
choices, which could cause harm to patients. To ensure reliability the renderings
would need to be examined by trained professionals to determine accuracy. Another
way to ensure reliability is to train the model using diverse data sets containing
variations of anatomical features and tools and assess how well the model performs.
Depending on how well the model performs on data containing these variations,
changes can be made to improve the model. This is important since such variations
can occur during surgery and if the model is not equipped to handle them, will not
produce reliable results.

We do not aim for our model to be used as a replacement to any existing technique
but instead provide the professionals performing the surgeries with more information
to base their decisions on. Thus, the decision always lies with the professional
performing the surgery and not the tools they use. Although, we must try to ensure
that the tool used is as accurate as possible.

5.3.2 Patient data handling
Given that our data sets contain patient data, we were not allowed to show any of
the ground truth images or even the renderings of these images in the thesis. This is
due to the ethical application that had been granted to the company that supplied
the data, Tenfifty AB, which prohibits this. This posed quite an issue since one of
the most interesting parts of a thesis on novel view synthesis is to display the ren-
dered images. Although we present quantitative scores on how the models perform
on each dataset, it is hard for a reader to understand how well these scores relate
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to the models’ performance without being able to qualitatively compare between
ground truth images and rendered ones.

To overcome this issue, we were also given access to an open source data set of ACL
surgery, which did not fall under the same restrictions as the other available data
sets. This data set differed a bit from the others, it contained a tool that the other
data sets did not contain. This presented a challenge to the segmentation model
used to provide the segmentation masks since this model had been trained on the
original data sets, as discussed in Section 5.5.

Given that our model requires data from ACL surgeries to train on, problems occur
when the data used are not publicly available. Any renderings or models created
using confidential data will not be able to be viewed by anyone outside a confidential
agreement. Thus, we believe that a larger population would benefit if all the data
we had available were publicly available, such as the Open source data set is. This
would allow us to present the results more readily and would enable us to more easily
apply our results in other contexts. An example would be to create 3D models of
knees based on the data, which could be used as training material for ACL surgeries.

5.3.3 Computational concerns

Neural radiance fields are very computationally heavy, and our model is no excep-
tion, due to this we decided to train for a maximum of 10 epochs even though the
authors of NeRF-W train for 20 in their training. They also sample a lot more sam-
ples per ray than we did, 512 points from the coarse and fine network respectively,
compared to the 64 points respectively for our training. Given this, we believe we
can achieve greater results if trained further. We made a conscious choice to limit
our training due to the amount of NeRF models to compare, and the amount of
data sets.

The escalating computational demands of computer science and AI have become
a bigger concern. A more general example is that the power consumption of all
computers increased from 1-2% of the world supply in 2018 to 4-6% in 2020. This
consumption is estimated to reach 8-21% in 2030 if the computational needs con-
tinue according to Deep Jariwala [14]. This poses some serious questions when using
AI for applications with large energy consumption, such as our model during its long
training time.

Although the computational needs for individual runs may not be unreasonably
demanding, the cumulative impacts are something to take into consideration. We
were conscious of these implications while performing our experiments. However,
our primary focus was not on optimizing our model in speed and efficiency to reduce
the needed energy, we do acknowledge the importance of this issue and it should be
kept in mind during development to create responsible and sustainable AI solutions.

48



5. Discussion

5.4 Test set filtration

During the training of the different models, we noticed that the calculations to create
test sets by filtering images within a certain distance were performed on incorrect
pose values. This meant that some of the resulting test set images were, in fact,
within the minimum distance from the training images. The calculation we used
took into account only the translation vectors t to check the distance between the
test images and the rest of the set. Accurate distance transformation is done by
also taking rotation into account with P = [R | t]. The camera path of the BC set
is presented in Figure 5.1 with the left picture being filtered with faulty poses and
the right one being done on the complete pose, including rotation. The minimum
distance for both graphs was the one used in our incorrect filtering, which can be
seen in Table 3.2. As we can see, the number of filtered images changes quite drasti-
cally between these two, as the minimum distance used filters out almost the entire
set in the right graph. Thus, when filtering correctly, we would have to decrease
the minimum distance to get a similar split of training, test, and filtered images
compared to the split used.

The mean distance of the camera poses between the test and training set images
for the test set used and the one with correct calculations is presented in Table 5.2,
the minimum distance for the accurate calculations is 0.01 for all data sets instead
of the ones used in Table 3.2. The unit is undefined, as is explained in Section 3.1,
here we also show how the distance corresponds to the max distance between points
for each data set. As we can see it is mostly the IC data set that is impacted by
these calculations.

Data set Mean distance (Used) Mean distance (Accurate)
IC 0.247 (28.7% of max distance) 0.317 (36.9% of max distance)
OC 0.328 (28.3% of max distance) 0.321 (27.7% of max distance)
BC 0.49 (43.7% of max distance) 0.48 (42.9% of max distance)

Open Source 0.48 (24.5% of max distance) 0.43 (21.9% of max distance)

Table 5.2: Mean distances between train and test set

As rerunning all the training would be computationally and time-expensive, the deci-
sion was made to retain the faulty data sets, considering their low impact in the end.

Given that the variation of view direction of the cameras in the data sets was
small, no consideration was taken to the camera direction when filtering. If this had
not been the case, we would also need to check the direction of the cameras with a
minimum angle within the minimum distance to a test camera to determine whether
we should filter it or not. Two cameras with the same position but viewing entirely
different points should both be able to exist in the data set.
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Figure 5.1: Comparison of the BC data set when filtering without rotation vector
and with rotation vector. The minimum distance used is 0.1.

5.5 Segmentation masks

The segmentation masks used are created using a trained segmentation model that
was trained on data similar to the IC, OC, and BC data sets, that is, containing
the same kind of medical tools. The model is not perfect, and thus the segmenta-
tion masks produced were not completely accurate in masking the entire tool. A
worst-case scenario can be seen in Figure 5.2, this image is taken from the Open
source dataset where tools that the segmentation model had not been trained on
were present. As we can see, barely half the tool is segmented. To solve the issue
of the segmentation model not being able to produce accurate masks for the Open
source data set, we manually annotated all tools in this data set. This allowed us
to achieve high-accuracy segmentation masks.

Even though we now had segmentation masks of high quality for the Open source
set, the quality of the other sets was not of equal quality and thus we felt it necessary
to allow the uncertainty fields to also be trained outside the segmentation masks.
As explained earlier, this also allowed the model to find transient objects outside
the segmentation masks, such as bubbles or organic matter floating around in the
knee and clouding the lens view.

As explained in Section 5.1 we believe that the value of the hyperparameter βw is one
of the contributing factors that NeRF-W outperforms our model on the Open source
data set. We used the same value of 0.5 for all data sets when this value probably
should have been specific to each data set. Some sort of cross-validation hyperpa-
rameter tuning should have been performed for each data set, in determining the
best value for βw. This was decided against due to computational and time concerns.

We believe the value of βw should be higher for data sets such as the Open source set
where the transient object is not very transient. In other words, where the object
occupies a lot of screen space and moves very little between frames. This is due
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Figure 5.2: A tool segmentation mask layered on the ground truth picture. This
segmentation mask is very poor as it barely covers half the instrument. Picture
taken from the Open source data set.

to the model encountering increased difficulty in explaining this object as transient,
and thus more importance should be given to the pixels outside of the segmentation.
As discussed earlier, the BC data set contains a tool of similar size to the one in
the Open source set. That tool occupies a large part of the screen, but it is moved
around quite a lot, and thus the model has an easier way of estimating the color
behind the tool and can model it as transient, and the value βw does not require to
be that high. This could explain why we achieve greater scores than NeRF-W on
this data set with βw = 0.5.

When using the segmentation masks to help the transient network one should ex-
amine the tools in the data. For the OC data set our implementation is working
as intended by helping the transient network to focus on the tool. As discussed,
the segmentation masks help our model in removing tools without producing any
artifacts in the renderings. On the other hand, if the tool is too static, as discussed
for the Open source data set, we could have used the mask to force the transient
network to consider those parts transient, instead of just helping it. The problem is
that the model does not know what is behind the tool and therefore we would need
to find a solution to that, either taking the coloring from close points or making it
black to represent a tool there.

5.6 Comparison metrics
The metrics used to determine how well a NeRF model performs all measure percep-
tual similarity between a ground truth image and a rendered image. These metrics
only indicate how similar the two images are, and do in no way account for objects
or other occluders that have been removed in the rendered image. A problem with
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this approach given the data sets used to evaluate our model is that some of the
images contain occluders, such as medical tools and other objects that our model
classifies as transient. As NeRF-W, upon which our model is based, is designed to
generate images without transient occluders, the perceptual similarity between the
modeled image and a ground truth image containing such occluders will be low.
The authors of NeRF-W hand-select a test set without occluders during evaluation,
however, given that the whole BC set and Open source sets contain medical instru-
ments, we decided to not filter any images based on occluders, to still be able to
test on these sets. The IC set does not contain any occluders, so no choice had to
be made there. To be consistent with the other data sets, we decided to not remove
the few images with occluders in the OC test set.

Another issue with the comparison metrics used is that the ground truth images con-
tain a black border around the actual lens projection, as can be seen in Figure 3.1.
The rendered images do not contain this border. Thus to perform a fair comparison
of perceptual image similarity, we decided to apply a mask to the rendered images
before evaluating. Without this application of the mask, the scores would be signif-
icantly lower, since a large part of the rendered image would not correspond to the
black border of the ground truth images. Even though the rendered image would be
a completely accurate rendering of the knee, the scores would have been low, since
the similarities to the ground-truth images would be small. During the creation of
novel views, we, of course, use the rendered images without any alteration to be
able to generate truthful views of knees.

There is however an issue with this mask application as well, since it effectively
boosts the similarity scores. Giving us “free” points when comparing. Large parts
of the rendered image and ground truth are now exactly alike, i.e. the black border
surrounding the mask. Since PSNR is a pixel-by-pixel comparison, we can pass the
mask to the calculations and thus only compute similarity for the pixels that are
inside of the mask. However, given how SSIM and LPIPS are designed, this is not
possible, so we decided to present the scores where we compare the rendered images
with mask re-application and no further changes, for all metrics including PSNR in
all results, except for Table 5.3 where the unmasked PSNR scores for the different
data sets and models can be seen.

This issue is most noticeable in the results produced by NeRF on the different data
sets, given the scores in Table 4.1 one would assume that NeRF performs only
slightly worse than NeRF-W on the BC data set. However when comparing these
models qualitatively one would see that this is not the case, this would be easy to
see when looking at the renders but as explained in Section 5.3 we unfortunately
can not show these renderings. NeRF-W produces renderings that are a lot better
than those of NeRF; however, due to the application of the mask, the scores are
boosted. One reason we believe that the scores of NeRF-W are not boosted as much
is due to the problems explained above, with NeRF-W not rendering the transient
objects, thus leading to a lower comparison score.
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IC data set OC data set BC data set Open source data set
Method PSNR ↑ PSNR ↑ PSNR ↑ PSNR ↑
NeRF 23.46 20.07 21.64 18.82
NeRF-W 31.26 21.23 22.53 22.26
SCNeRF 25.85 17.46 18.88 16.84
Ours 34.09 22.97 23.55 21.42

Table 5.3: Unmasked PSNR scores on the different data sets for NeRF, NeRF-W,
SCNeRF, and our model. Only pixels within the lens mask have been evaluated.

A problem with using PSNR as a comparison metric is that the values can be
misleading. By examining only the results in Table 4.1 one would see that the PSNR
value of our model and NeRF differ by quite a small margin for the Open source
data set. Thus, one could think that they perform somewhat similarly, however,
when examining the renders in Figure 4.1 one sees that our model performs a lot
better. PSNR is very sensitive to small changes in pixel values; changes that would
otherwise be indistinguishable from the human eye can lead to a significant drop
in PSNR score. Since PSNR is based on MSE, the score can significantly increase
given that the difference between two pixel colors is small. This is the case if the
overall color of an area is correct but the image is blurry, for example. This is an
example that PSNR does not correlate well with human perception of image quality.
Another reason is that all errors are assumed to be of equal importance, disregarding
spatial location. Due to this, both SSIM and LPIPS are better tools for determining
perceptual differences between images.

5.7 Size of data set

The amount of images needed to train a NeRF model varies greatly, depending on
how much of the scene is captured in each image. These images should optimally
show the scene from several different angles so that the model is exposed to several
viewpoints of the intended scene. Due to our data sets and application, we decided
to use a large set of images during training since the videos available show a very
narrow scene with minimal difference from frame to frame. Therefore, by using a
smaller set of images we were afraid that the models would not see enough of the
knees to render truthful images. We believe that this is the main contributor to our
model taking so long to train, and it would be interesting to compare the results
using a smaller data set. This was something we discussed doing during the planning
of the thesis but had to forego due to time reasons.

Another reason for using more images was to estimate better camera parameters
using COLMAP, the complexity of the scene did not pair well with COLMAP’s
parameter estimation, the parameters seemed to become better the more images we
supplied to COLMAP.
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5.8 View-direction and Network architecture
One of the model extensions that we studied was to remove the view direction from
the network inputs. The basis for this was the narrow viewing angle in the data sets
given the very limited space inside the knee. Doing this would also assume that a
point has the same color independently of the viewing direction, an assumption we
were fine with making since we were more interested in correct geometry than color
rendition.

Without the view direction input, we noticed a significant increase in the values of
the L1 regularization term, λu

N

∑N
i=1 σ

(τ)
i (Eq.2.29), also called the sigma loss, com-

pared to the original implementation of NeRF-W. Since we removed an input to the
static part of the model, we believed that the model incorrectly used the transient
part of the network to compensate for this removal. To make up for the lack of view
direction input, we decided to add an extra linear layer along with a ReLU function
to the part of the static network that earlier handled the view direction as input.
We also added additional layers to both the part of the transient network that out-
puts the transient density σ

(τ)
i and the part in the static network that outputs the

static density σi. These network changes allowed our model to better handle static
phenomena and now produce a sigma loss lower than what the original NeRF-W
implementation did.

Despite these network changes, our model was still producing a higher loss from
the fine model (Eq. 2.29), compared to the standard NeRF-W implementation. We
observed that the beta loss, log βi(r)2

2 , was converging to the same value in both im-
plementations after just a few thousand iterations. Thus, we hypothesized that the
loss between the rendered image and the ground truth image, ||Ci(r)−Ĉ(r)||22, must
be the main reason for producing a higher total loss since the sigma loss was now
lower for our model. This could also be explained by losing the viewing direction
as input; the transient part of the network is only active for the fine model. When
supplied to the network, the viewing direction is encoded by the positional encoding
function in Eq. 2.18, which, as stated before, is used to more accurately repre-
sent high-frequency geometries and textures. This would explain why our model
would produce images with less detail. To solve this issue, we added extra layers
to the part of the transient network that outputs the RGB color. In the end, how-
ever, we decided to not pursue this approach further but instead reintroduced the
viewing direction to the network but decided to keep the network changes, which
now contributed to making our model perform better than the other compared ones.

5.9 Ablation studies
We confirm our design choices by conducting an ablation study; in Table 5.4 we
present the results of the OC data set. As our baseline model, we have NeRF-W,
since it is the basis of our model, which we see in row 1. In row 2 we show the
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results of a model where we only add the network changes explained in Section 3.2.2
to the NeRF-W base (NC). The next ablation we tested was to add support for
segmentation masks (SM); these results are shown in row 3. Finally, we also added
the undistortion of rays (UR), resulting in our full model, shown in row 4. Due to
computational and time reasons, we evaluated each ablation after 5 epochs. The
hyperparameters used for all ablations are described in Section 3.3.

Ablation PSNR ↑ SSIM ↑ LPIPS ↓
1. NeRF-W 22.1 0.842 0.0098
2. NeRF-W + NC 22.69 0.836 0.009
3. NeRF-W + NC + SM 23.04 0.837 0.0077
4. Full model (NeRF-W + NC + SM + UR) 23.22 0.851 0.0083

Table 5.4: An ablation study of our model. Ablations are evaluated on the OC
data set. The best scores of each metric are highlighted

We see in row 2 that we achieved an increase in PSNR compared to NeRF-W when
applying the network changes, our model also achieves greater LPIPS, however,
NeRF-W does achieve a better SSIM score. In row 3 we see an improvement of all
metrics when supplying the segmentation masks to the network. In row 4 the scores
of our full model are shown, and here we show improvement in PSNR and SSIM,
however, we achieve somewhat worse LPIPS scores compared to the model in row
3, however, we still beat the LPIPS scores of NeRF-W. With this ablation study,
we validate our contributions and show that our model produces greater scores than
that of the baseline.
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6
Conclusion

This thesis aimed to be able to render novel views of the interior of a knee using
a NeRF model and also to compare this model with other NeRF implementations.
The model we developed achieves a higher score than the compared NeRF models.
We also present that we can remove some medical tools from the renderings, a nec-
essary step in creating accurate renderings of the knees. Using our ray undistortion,
we can accurately render the knee, compared to the compared models, which ren-
der a distorted image. However, the accuracy of undistortion largely depends on
the parameters estimated by COLMAP as discussed in Section 5.2. With the help
of segmentation masks, we can help the transient part of our model in producing
images without tools.

We have shown that our model can produce realistic renderings of the interior of
knees, these renderings can be used in further context to help create training mate-
rial for medical professionals to help reduce the relapse rates of ACL surgeries.

We have shown that it is possible to use a NeRF model to synthesize novel views of
the interior of a knee, and we have also shown that our model achieves better scores
compared to other NeRF implementations. However, a disadvantage our model has
is its long training and rendering time. This disadvantage must be addressed if de-
ciding to proceed with creating a tool that aids surgeons during ACL reconstruction
surgery. Another disadvantage is its requirement for segmentation masks, which
need to be obtained before training.

6.1 Future work
One big issue with neural radiance fields is that they are slow, the training of our
model for a single scene took around 2 days, and rendering a single image took
around 30-45 seconds. If the goal is to be able to accurately render a knee’s inte-
rior to aid medical professionals on where to place grafts, these models need to be
faster. There are NeRF models specifically designed for speed and efficiency, such
as InstantNGP [19] or Adaptive Shells [32], which could act as a great starting point
in further development. This would be an interesting avenue to explore, given more
time.

In [32] they construct a varying mesh from which to sample, where they can effi-
ciently handle fuzzy geometry via varying sampling. Given that some parts of the
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knees contain fuzzy geometry, such as organic matter, we believe that Adaptive
Shells could handle these areas well compared to our model which seems to render
these parts as blurry.

Another approach that would be interesting to analyze is if it is possible to reduce
training time by making the NeRF models more generalizable. Currently, the NeRF
models we have compared are all scene-specific, meaning that each scene needs to
be trained completely from scratch on a dense set of images. If we were able to train
a general NeRF model with the specific function of rendering images of a knee’s
interior, we would perhaps then just be able to fine-tune that model given a new
data set. Given that most knees are quite similar in structure, we believe this would
be an interesting approach to explore given more time. There exist some NeRF
models that do just this, such as MVSNeRF [3], which could serve as a base if one
decides to pursue this approach.

As discussed in Section 5.2 about the camera parameters, an experiment in the
calibration of these combined with radial undistortion from our model would produce
even more realistic renderings. Since we have used a simpler camera model for our
parameter estimation, it would also be interesting to test out radial undistortion
using true camera parameters while using a more complex camera model.
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A
Appendix 1

Algorithm 2 Joint Optimization of Color Consistency Loss in Self Calibration
NeRF and Ray Distance Loss using Curriculum Learning

1: Initialize NeRF parameter Θ
2: Initialize camera parameter zK , zR|t, zrayo, zrayd, zk

3: Learnable Parameters S = Θ
4: for iter = 1, 2, . . . do
5: S’ = get_params(iter)
6: rd, ro ← camera model(K,z)
7: L ← volumetric rendering(rd, ro, Θ)
8: if iter%n == 0 and iter ≥ nprd then
9: I ′ ←random(RI , tI , I)

10: C ← Correspondance(I, I ′)
11: Lprd ← Projected ray distance(C)
12: L ← L+ λLprd

13: end if
14: for s ∈ S ′ do
15: s← s +∇sL
16: end for
17: end for
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A. Appendix 1

Figure A.1: Comparison of ground truth images and renders produced by NeRF-
W and our model. We see that our model has rendered some artifacts that resemble
organic matter on the right-hand side, which is not present in the renderings of
NeRF-W or the ground truths.
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