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Abstract

Introduction: Modern day automotive vehicles often contain complex embedded
systems that handle behavior of vehicles. These systems often comprise more than
a hundred electronic control units (ECUs) that are responsible for different vehicle
functionality, each requiring various degrees of computational power, and thus hard-
ware requirements.

Objectives: This thesis presents the development and application of prediction
models that are able to predict baseline hardware requirements for ECUs in terms
of CPU, RAM and ROM metrics for vehicular embedded systems. These models
are based on what common high-level features that ECUs have with the features
largely being realized by standardized base software modules from the AUTOSAR
Classic standard. The created models aim to introduce another way of validating
hardware characteristics on ECUs or propose suitable hardware baselines for new
ECU projects.

Methods: From the base software modules standardized by AUTOSAR, a grouping
of said modules was presented to be able to characterize common ECU high-level
features in Volvo Cars Corporation embedded systems. This characterization was
then used as input to create regression neural networks that, given a set of features,
are able to predict an estimation on what CPU, RAM and ROM size is required for
a proposed ECU.

Results: The developed models are currently able to predict an estimation on
resource utilization for 32-bit CPUs, RAM, and ROM at runtime for an ECU. This
estimation is rounded up to a suitable baseline (total available measure on an ECU)
based on identified Volvo Cars Corporation ECU baselines. The models are able to
predict suitable hardware requirements for ECUs in 60-78% of cases.

Keywords: AUTOSAR, Hardware Prediction, Machine learning, Neural Networks,
Base Software, Embedded
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1

Introduction

Software has become an integral part of modern day automotive vehicles and is of-
ten housed in the embedded systems on the Electronic Control Units(ECUs) that
exists in vehicles. These types of embedded systems are rapidly growing in size and
may now comprise over 100 ECUs per system, each with large amounts of compiled
code performing the different functionality of the cars (Purisi¢, 2017). With this
increasing complexity, car manufacturers (OEMs) and subcontractors have begone
collaborating to reach an industrial standard to standardize commodity functions
and aspects surrounding the vehicle embedded systems. This standardization in-
cludes artifacts such as the development methodology for creating embedded sys-
tems and other process-related artifacts, while still promoting competitiveness in
different areas such as customer offered functionality. The resulting standard, called
AUTOSAR (AUTomotive Open System ARchitecture), is generally accepted as the
de-facto standard for both the structure and behavior of the base software that han-
dles the basic behavior of the ECUs, such as communication to other ECUs, as well
as the development methodology for creating these embedded systems. (Durisic et
al., 2016). The standard further promotes competitiveness by abstracting the top-
level of the ECU to contain "software components” that is the functionality that
is essentially marketed to the consumers and thus not standardized in AUTOSAR.
Moreover, the methodology identifies different levels of developing parties, called
tiers, for these systems, thus supporting the manufacturer-subcontractor relation-
ship that is prevalent in modern day vehicle manufacturing.

The implementation of the base software and sourcing of the actual hardware for
the different ECUs are generally done by subcontractors (identified as tier 2s by
AUTOSAR). This hardware can both include peripherals on the ECUs such as dif-
ferent sensors and actuators on the unit, as well as the computational hardware, i.e.
the central processing unit of the ECU. Given this, the decision on what a suitable
amount of computational resources available on an ECU should be, such as CPU
and memory specifications is not always performed by the OEM. As such, the OEM
may not be involved in the selection of hardware requirements, nor in the validation
of the hardware selection. Given this, the methodology creates a "chain of trust” in
that the supplier delivers hardware that is apt and does not have an overhead that is
too high in terms of computational resources, thus potentially yielding a large extra
cost for the OEM. Finally, while the OEM validates the delivered system and its
behavior, the validation is often in a "black-box” manner such that the validation
ensures that the functionality of the system is as specified while leaving the hard-
ware validation on the amount of available computational resources unchecked.



1. Introduction

This thesis aims to address this potential threat by the introduction of models that
can propose reasonable hardware requirements for an ECU, based on what AU-
TOSAR base software standardized functionality exists on an ECU. Reasonable
hardware requirements is an amount of available resources that allow an ECU to
perform its functionality even in the most load heavy of situations, while still having
a low computational overhead thus allowing the OEM to save money on a per-ECU
basis. As such, this thesis aims to introduce an addition to the current methodol-
ogy of developing embedded systems by providing artifacts that allow for validating
hardware resources of an ECU. Moreover, these artifacts may also aid in selecting a
suitable hardware baseline for new ECU projects.

The models created during this thesis are based on what high-level functionality
an ECU provides. The functionality is in itself mostly realized by the standardized
software modules AUTOSAR describes in the BSW(Base Software) standardiza-
tion. These modules are derived and split into logical clusters for different vehicle
functionality that are common in vehicles following the AUTOSAR standardization,
and then used to characterize ECUs by denoting which of these functionalities the
ECUs have. The resulting characterizations are then used as input to the created
models that are based on underlying machine learning models that are created from
previous measures on CPU, RAM and ROM utilization for ECUs as well as the
what formerly mentioned characteristic these ECUs fulfill. These models can then
be used to propose an estimation on resource utilization at runtime for an ECU and
thus give an indication on a suitable hardware baseline.

The findings of our study indicate that by regrouping the base software modules into
logical clusters that are used to distinguish high-level functionality for ECUs we can
effectively characterize ECUs and use these characteristics as a foundation for cre-
ating prediction models. These prediction models are built using neural networks
and can be used to predict both the resource utilization at runtime for the CPU
utilization in 32-bit single core CPU, RAM and ROM parameters, and in extension
serve as the foundation to propose a hardware baseline, indicating what hardware
requirements an ECU should have.

We have tested many configurations of these underlying neural network and are
able to predict resource utilization at runtime for the 32-bit CPU, RAM and ROM
parameters for ECUs. Moreover, these predictions can then be used to propose a
suitable hardware baseline for these three parameters by rounding the number up
to the nearest identified hardware baseline available in an ECU defined by what
hardware baselines have been found in ECUs in use at Volvo Cars Corporation.
The models created are able to predict such hardware baselines that in 60-70% of
cases propose an ECU that is at par or better than what is actually used for a
set of ECUs. These results thus indicate that the models created can be used to
validate delivered ECUs from subcontractors to see whether the selected hardware
baseline is feasible, or to propose a suitable hardware baseline for new ECU projects..



1. Introduction

The thesis begins by introducing the theoretical foundation for understanding the
concepts of the thesis and the techniques used for the created models. After this, the
research methodology and research questions are addressed. This eventually leads
to the results of our study where we present our findings. After this, we discuss the
findings and address what validity threats exist. Finally, we conclude and generalize
our findings, answer the research questions, and pave the way for future work based
on the findings of this study.
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Theory

This section aims to explain the theoretical foundation on which this thesis is built.
As such, this section provides the necessary knowledge in order to comprehend the
different tools and techniques used in this thesis.

2.1 AUTOSAR

The AUTomotive Open System ARchitecture(AUTOSAR) is the de-facto stan-
dard for building embedded software systems in modern-day personal vehicles. The
standard is a collaboration comprising of over 150 partners in order to standardize
both the architecture in the embedded systems of the vehicles, as well as the method-
ology surrounding these (Bo et al., 2010; Purisic, 2015). This collaboration comes
as an effect of the sheer size of these embedded systems in modern day vehicles,
today often comprising of more than 100 ECUs per vehicle (Durisic et al., 2016). In
order to standardize the architecture of these systems as well as the methodology
for creating them, AUTOSAR proposes a reference architecture (see section 2.1.1)
and a methodology for creating said systems. The AUTOSAR standard was ini-
tially introduced in 2003, with the first platform, now known as AUTOSAR Classic,
launching in 2005 (AUTOSAR consortium, 2017b). Since then, the standard has
been under continuous development and growth.

In order to facilitate new requirements from the next generation of smart vehicles,
AUTOSAR also introduced a parallel standard to the Classic platform in 2017. This
standard, called the Adaptive platform, aims to facilitate easy integration of new
requirements such as autonomous drive and connected vehicles etc. with the existing
embedded system functionality (Fiirst and Bechter, 2016). Moreover, AUTOSAR
defines a meta-model that facilitates how different people in the architectural chain
should communicate in order to accommodate for different tooling and software
used. This thesis will focus on features from the AUTOSAR Classic standard, as
this is what is the most widely used at Volvo Cars Corporation.

2.1.1 AUTOSAR Reference Architecture

AUTOSAR Classic defines a reference architecture on how the ECU software in
vehicles should be structured by splitting the software into 3 layers; the Applica-
tion Software, Runtime environment and the Basic software-layers (Durisi¢,
2017). These three layers each contain one abstraction level of the embedded soft-

5



2. Theory

ware. This structure facilitates the possibility of sourcing the different layers from
subcontractors as each layer is defined by their "black-box” behavior. Thus develop-
ers of a specific layer need not worry about the implementation of other layers but
only fulfill the black-box behavior of their own layer and rely on the documented
behavior of the other layers which the implemented layer will communicate with.

For an illustration of this architecture, see figure 2.1.

Application
Software
Component

Actuator
Software
Component

Sensor
Software
Component

AUTOSAR
Interface

L

AUTOSAR
Interface

AUTOSAR
Interface

AUTOSAR
Software

AUTOSAR Runtime Environment (RTE)

15

T

Application
Software
Component

AUTOSAR
Interface

Standardized s‘:{,‘g;’gfk?d Standardized AUTOSAR AUTOSAR
Interface Sl Interface Interface Interface
ECU
Services Communication e o
B Standardized Standardized Standardized
S5 Interface Interface Interface
=
Operating _-a;:% Complex
System (2 g Drivers
L] Standardized
= Interface
Microcontroller
Abstraction

ECU-Hardware

Figure 2.1: The AUTOSAR ECU architecture with the three abstraction layers;
the Application Layer, Runtime environment and Base software layer. Derived from

(AUTOSAR consortium, 2017a)

The layer with the highest abstraction level is the Application layer. This consists
of a number of software components that each contains runnable software entities.
These software components realize requested vehicle functionality and communicate
with one another via the defined interfaces/ports (Purisié, 2017; Bo et al., 2010).
This layer can as such be seen as the one comprising the behavior that will be mar-
keted to the consumers.

The second layer is called the Runtime Environment layer and handles the commu-
nication between the software components. This layer as such serves as a broker of
information between the components as these may be located on different ECUs. By
utilizing this runtime environment the location of the software components becomes
irrelevant (Purisi¢, 2017). The layer in itself is generated from the configuration
and implementation of the base software layer at compile time.



2. Theory

Finally, the most "basic” layer in terms of abstraction level is the base software
layer (BSW) that consists of modules that will handle the basic ECU behavior
and thus provides ECU-specific services to the software components (Durisi¢, 2017).
These modules are split into three different abstraction levels (figure 2.2), the Ser-
vices, ECU Abstraction, Complexr Drivers and Microcontroller Abstraction-layers,
that each consist of modules that are related to that abstraction levels’ correspond-
ing ECU behaviour. For example, the Microcontroller Abstraction Layer consists of

drivers and similar that are required to access some physical channels and behavior
of the ECU.

As such, the modules standardized by AUTOSAR are split into functional abstrac-
tion levels and packages. In figure 2.3, a subset of the available BSW modules
standardized by AUTOSAR are shown. In order to facilitate some ECU function-
ality, for example, communication via a CAN-interface (Controller Area Network),
drivers from the Microcontroller Abstraction Layer, abstraction modules from the
ECU Abstraction Layer and services from the Services Layer are required.

Application Layer

Runtime Environment

I

Microcontroller

Figure 2.2: AUTOSAR BSW Abstraction layers. Derived from: (Layered Software
Architecture n.d.)

~J
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Application Layer

AUTOSAR Runtime Environment (RTE)

LA M R R L R B K R B

Figure 2.3: AUTOSAR functional clusters with a subset of the corresponding
BSW modules. Derived from: (Layered Software Architecture n.d.)

Microcontroller

The behavior of the different modules in these clusters is very well defined via
extensive documentation provided by AUTOSAR. Moreover, these modules can be
seen as realizations of different ECU characteristics that exist in ECUs. These
characteristics include artifacts such as Diagnostic Functionality, Communication
on different mediums such as Ethernet, CAN, LIN, FlexRay, etc. and various other
characteristics that the base software instantiates via its different software modules.
As such, ECUs can also be characterized based on what characteristics it has, i.e.
what modules from the different functional clusters the ECU has in its base software
layer.

2.2 Machine Learning and Neural Networks

With the increasing amount of information and data that various software system
handles, approaches to compute and manage this data while still being able to
identify important aspects and patterns from the data have made machine learning
increasingly present in said systems. Machine learning, often based on dynamic
statistical analysis on large amounts of data, comprises a large array of different ap-
proaches in predicting future behavior or patterns of a system based on previously
collected data, one of which is Artificial Neural Networks.

Artificial Neural Networks(ANN) is a machine learning technique that mimics
the intricate workings of a brain by introducing "neurons” that works in a similar
fashion to the neurons in a mammalian brain, i.e. takes inputs and computes some
function on the input that yields an output. These neurons are then connected to
one another in various ways to yield a network that given some input, computes
an output for something we wish to predict (Dreyfus, 2005; Mehlig, 2019). The

8



2. Theory

network is then "trained” in some fashion to become tailored to whatever problem
domain we wish to make predictions in.

There are many usages for neural networks, often these are used when the relation-
ship and patterns that exist in some data is so complex that they cannot easily be
distinguished by humans or standard algorithms, but instead needs to be "learned”
utilizing an ANN. Two of the more common usages for ANN includes:

e Regression: We wish to be able to estimate an output given some input,
for example estimating a function output for some input where the function
itself is not known in advance. As such an ANN can be used for function
approximation when the function itself is not known. Moreover, it can also be
used for linear regression. (Radonja, 2012).

o Classification: We wish to classify data into some specific classes based on
the characteristics of the data. One example of which is the possibility of
clustering points together to identify cliques, or being able to identify and
label data, for example identifying spam email (K. and Kumar, 2010).

As such, neural networks are a suitable approach when one either wishes to approx-
imate some function, based on previous function inputs/outputs or when one wishes
to be able to distinguish similar data characteristics and split the data into classes
of some type. Moreover, as ANNs are widely used there exist an array of different
types of network architectures that influence how the network behaves.

2.2.1 Neurons

The neurons are the fundamental building blocks of an artificial neural network.
Similar to the functionality of a biological neuron, the artificial neuron takes several
inputs and computes an output. For an illustration of the neuron and it’s artificial
equivalence, refer to figure 2.4.

Inputs  Weights Net input Activation
function function

Axon
terminals

- 7:;\7; "\:\\ Myelin sheath /\

\ / ( /) —

Input - =~ \)\‘L ) ) o / Output
Signals _, Dendrites \g%/_) signals

Axon

O—@— o

—

—y Cell nucleus

1 ’
Schematic of a biological neuron. Schematic of Rosenblatt’s perceptron.

(a) Biological Neuron (b) Artificial neuron in ANN

Figure 2.4: An illustration of a biological neuron and an artificial neuron. Derived
from (Raschka, 2015)
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Thus, a neuron in a ANN is a nonlinear bounded function, that takes in a input
vector X = [x1,Za, ..., T,|, and also a parameter vector w = [wy, wy, ..., w,], and via
a so called activation function yields a output by multiplying each input param-
eter x; with the corresponding weight w;, feeding the sum of all of these products
into the activation function (Dreyfus, 2005). These parameters(weights) are then
changed to fit the problem instance, such that the network produces what we want,
the activity of changing these weights is called "training” and is explained more in
section 2.2.3.

The activation function describes what kind of output the neuron should produce
given its inputs and parameters. There are many different such functions, common
functions include the linear function, sigmoid function and the step function. Select-
ing what activation function is needed is also dependent on the problem instance
and what is the requested behavior for the network. Additionally, a neuron can
have an additional term, called a bias, that slightly influence the behavior of the
network. This can be used to accommodate factors that do not depend on the input
such that the output of the neuron is as expected. The bias is often introduced as
an extra input parameter to the problem.

Thus, the output y of a neuron can be explained by the following formula;
y=fO_wa;+b)
i=1

Where f is the activation function, w = (wg,wi,..,w,) the parameter vector, x
(z0,21,..52,) the input vector and b the bias.

2.2.2 Types of Artificial Neural Networks

There are many different types of neural networks that all share fundamental at-
tributes such as interconnected neurons that are used to create some output from an
input. How these connections between neurons are constructed and how layers and
neuron structures are set is called a configuration or architecture of a network and
is often what differs networks from one another. Below follows three different types
of network architectures that exist (Cirkovs, 2017). These are further illustrated in
figure 2.5.

« Single Layer Perception: The simplest kind of "network”, this is essentially
a stand-alone neuron that takes an input-vector and weight-vector, combines
these and via an activation function computes a linear output. One example
of this type of network is called Rosenblatts’ Perceptron (Raschka, 2015). As
these outputs a linear value, these can be used for linear regression.

o Feed Forward Neural Network: Also called multilayer perceptron. Con-
tains several "layers” that are fully connected, and input "flows’ from one layer
to the next, and does as such not contain backward-edges nor cycles. As this
is what is intended to be used in this thesis, a more detailed description can
be found in 2.2.4. Additionally, as these contain several neurons that form to-
gether with a complex function, these can be used to estimate more complex
functions than the single layer perceptron.

10
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o Convolutional Neural Networks: These kinds of networks are often used
for image classification and processing in order to understand the characteris-
tics of images. Often this type of networks contains many layers with different
kinds of neurons that produce some classification. For example, classifying an
image of a parrot and output "parrot” (Cirkovs, 2017).

X
p
X
X
(a) Single Layer (b) Feed Forward Neural (c) Convolutional Neural
Perceptron Network Network

Figure 2.5: Three different kinds of neural networks. Derived from (Veen, 2017)

As one can see, there are different kinds of networks that serves different purposes,
as such, determining which one is suitable for a task often consists of recognizing
the aspects of the task the intention of the network is.

2.2.3 Network Training

In order to make a neural network behave as expected, the network needs to be
trained to "tune” the weights of the neurons in the ANN. This is often done using
observed data from whatever it is we want to make predictions on. There exist two
types of training approaches, supervised and unsupervised training.

Supervised Training

In some cases, what function the neurons should compute analytically may not be
known in advance. Instead, a set of data points that forms a sample of the function
behavior may be available. In this case, one would like to approximate the function
that yields the correct output given the input. This kind of training is called "super-
vised training” as in this one provides the network with examples of input/output
pairs that the network learns from. Supervised learning often comprises splitting
the data into two sets, the training set and the wvalidation set, where the training
set is often bigger than the validation set. Using these two we train the network
on our training set by using the network to compute an estimation of the output
given the input. Once this estimation is computed we compare it against the correct
output and slightly change the weights for all the neurons in the network to make
sure that the network performs as intended. Once the training is completed, we
validate the behavior on the validation set to ensure that the network also behaves
correctly on data external to the training set. One example of supervised training
for a feed-forward neural network is described in section 2.2.4.

11
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Unsupervised Training

In unsupervised training, the network is not given any correct examples that it can
use to fine-tune its inner working, but instead, it is provided with a large data-set
that it uses to discover similarities, for example, clustering points. Unsupervised
training for a neural network is thus about detecting familiarity.

Thus, depending on what data is available and what the intention of the network
is, the choice of training becomes increasingly important.

2.2.4 Feed-Forward Neural Network

One of the most fundamental type of a neural networks is the so-called ”Feed-
Forward Neural Network” that consists of fully connected layers of neurons that
send the output of one layer into layers that are further ahead in the network (see
figure 2.6). This network type computes a nonlinear function on its inputs to yield a
number of outputs (the number of output neurons). A feed-forward neural network
is, in its’ graphical representation, acyclic, i.e. there exist no cycles in the graph.

k outputs

i)

¢ hidden

17
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Figure 2.6: Feed Forward Nerual Network with one hidden layer

In the figure above, the neurons in the hidden layer computes ¢ functions on the
inputs where each output becomes a nonlinear output to the next layer of neurons.
The final neurons in the last layer are called the output nodes.

The feedforward neural networks have been widely used in several fields and are
very good for function approximation for complex functions. Other fields these have
been used in includes curve fitting, pattern classifications and system identification
(Tang, Tan, and Yi, 2007). In order to reach a satisfactory output from this net-
work, the weights for every neuron needs to be approximated using some learning
approach.
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2.2.5 Estimating the Efficiency of a Neural Network

Once a neural network has been trained using some training approach and validated
against some validation data, an analysis of the efficiency of the network will often
be conducted. This estimation aims to answer whether the network can effectively
be used to estimate or classify data in its problem domain. Often this analysis will
revolve around what accuracy of correct predictions the network has once evaluated
against the validation data. A common error function to evaluate the accuracy of a
network is the mean squared error function, that works as the following:

1 & A

Where ©; is the actual value for a sample 7 in the validation data, and ©, is the
predicted value. I.e. this value aims to sum up the squared distance between the
predicted value and the actual value, and then compute the mean squared distance
for the entire validation dataset. Another example of such an error function is the
MAE(Mean Absolute Error) measure, which is the average absolute value of the
distance between the actual value and the predicted value in the validation dataset.

What error measure is acceptable for a neural network is closely related to what
the neural network is supposed to be used for. For some networks that are used to
predict a rough estimate for some parameter, a larger error is generally acceptable,
whereas a network for precise approximations, for example for some safety-related
parameter, a smaller error measure is required. As such, what error is accepted is
often decided based on the problem context, for example in an industrial project,
the accepted error may be included in the project description.
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Related Works

The undertaking of predicting hardware requirements for ECUs using machine learn-
ing approaches can be seen as supervised machine learning given that we wish to
learn the combined factors on resource utilization for different groupings of running
AUTOSAR BSW modules (characteristics). Increasing the number of character-
istics does not necessarily cause a linear increase in used resources as these may
have intricate relationships between them. The machine learning prediction models
created during this thesis must as such "learn” the different relationships between
these high-level characteristics and how they influence the resulting CPU, RAM
and ROM utilization for ECUs. Additionally, since the models created during this
thesis aims to introduce machine-learning tools to an already existing methodology,
there may exist some difficulties of the adaptation of these new tools to the existing,
non-machine learning approaches.

In order to determine what similar studies had been conducted in the area of hard-
ware utilization prediction, hardware requirements selection in AUTOSAR com-
pliant systems, hardware selection based on machine learning or machine learning
adaptation in similar areas, a literature review was conducted by searching the IEEE
and Google Scholar databases with the following phrases:

o AUTOSAR Hardware Selection

o ECU Hardware Estimation

o Hardware Estimation

e Machine Learning Hardware Estimation

e Machine Learning in Software Engineering

o Machine Learning AUTOSAR

Additionally, the keyword “automotive” was included in some of the keywords, and
variations of these phrases were used to get wide coverage of studies in these fields.
From this, it was determined that while machine learning for resource requirements
prediction has seen little work in the automotive field, similar work has been con-
ducted in predicting hardware utilization for large scale data-centers. Moreover,
there exist several other studies of machine learning adaptation and usage in other
fields of software engineering.

Machine learning has been used to predict hardware utilization for large scale data

centers given that queries to said data-center grids can have various run-times and
thus in order to balance the load on the servers, machine learning was introduced.
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Ganapathi et al. (2009) showed that by accurately characterizing queries based on
their features, accurate predictions of execution times and thus hardware require-
ments can be derived. This was achieved by constructing feature vectors for the
queries and utilizing kernel canonical correlation analysis on the vectors to compute
predictions on the runtime for the different queries. Doing this, accurate predictions
were achieved, pointing to the fact that accurate characteristics are a valid founda-
tion for machine learning prediction.

Moreover, Duan et al. (2009) showed that conducting machine learning prediction
on activities in these high computational grids is possible by the introduction of
a hybrid Bayesian-neural network that produced accurate predictions on execution
time, and thus computational requirements based on the tasks and arguments for
said activities. As such, this further points to the fact that accurate classification
of activity aspects can be utilized to create accurate prediction models for compu-
tational resource requirements.

Additionally, machine learning has been used in several other areas of software en-
gineering such as fault and defect prediction. In a study performed by R. Rana
et al. (2014b), a framework aimed at making the adoption of machine learning ap-
proaches for organizations easier was proposed with fault prediction in mind. This
study indicates that while adoption of machine learning has several advantages from
a business standpoint such as increased prediction accuracy, the adaptation of ma-
chine learning tools for organizations is often not straightforward, a problem that
the structured framework aimed to mitigate. Moreover, in a similar study by R.
Rana et al. (2014a), it was shown that while companies perceive benefits of intro-
ducing machine learning as an addition to increase the accuracy defect predictions
for products, the decision for adoption of the approaches often needs to include fac-
tors such as cost, generalizability and existing competence in machine learning to
determine whether the adaptation is feasible. As such, while machine learning has
several potential usages in the field of software engineering, the adaptation of these
tools and approaches are often not straight-forward.

Given these studies, machine learning has advantages of uses in various areas of
software engineering. Moreover, as machine learning has been used for hardware
requirements prediction for cloud-computing centers, it also seems applicable to
use as a prediction model for this thesis. More specifically, neural networks are
intended to be used as these can create accurate regression models that can predict
an outcome when the characteristic relationships are not known. Finally, while the
machine learning models created in this thesis can mitigate validation and selection
of hardware requirements for ECUs, the potential adoption of the models themselves
can be difficult.

16



4

Research Design

This chapter describes the research questions this thesis wishes to answer as well
as describing the methodological foundation on which this research method was
conducted. Moreover, the specific variation of this methodology followed in this
thesis is presented.

4.1 Research Questions

The following research questions and sub-questions are what this thesis aims to
answer.

« RQ1: How can hardware resource utilization be modeled given stan-
dardized software modules running on ECUs in the automotive do-
main?

— RQ1.1: Is standardized AUTOSAR BSW modules a suitable base for
creating a prediction model to estimate hardware resource utilization of
ECUs in the automotive domain?

— RQ1.2: Can CPU, RAM and ROM utilization of an ECU be accu-
rately estimated based on what AUTOSAR standardized characteristics
an ECU has?

x RQ1.2.1 Are neural networks a more suitable model candidate than
a simple multiple regression model?

The intended outcome of RQ1 is to investigate whether the BSW modules standard-
ized by AUTOSAR can be used as a foundation for hardware resource estimation.
If a positive result is yielded here it would imply that resource utilization for ECUs

can be derived based on what AUTOSAR-compliant base an ECU has.

« RQ2: Is prediction models based on standardized AUTOSAR char-
acteristics a suitable validation technique for hardware resources on
an ECUs?

— RQ2.1: Can the prediction models propose an ECU that is at par or
better in terms of hardware resource requirements than what have been
selected?

RQ2 aims to investigate whether the models created answering RQ1 can be suc-
cessfully be used as a foundation to predict hardware requirements for an ECU,
thus allowing for selection and validation of ECU hardware characteristics. As such,
should a positive result be yielded here it would imply that suitable hardware for
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ECUs can be derived based on what standard AUTOSAR functionality an ECU
has, thus allowing for deriving ECU hardware requirements in early stages of devel-
oping ECUs or allowing to validate already delivered ECU on the feasibility of their
hardware baselines.

4.2 Design Research Methodology

One of many research methodologies that exist is the Design Research Method-
ology. This methodology revolves around investigating some artifact in a context
(Wieringa, 2014). In the methodology the following three parties are concerned.

e Problem: A problem is something that is wished to be improved upon in
some environment. Examples of problems may be lacking operational or man-
agement processes, incomplete software or something else that is generally
problematic or inefficient to a company.

o Artifact: An artifact is some entity that is created to aid in solving or im-
proving upon the problem that may exist in an environment. Artifacts can be
software or hardware, a new process or methods.

o Environment/Context: The context is in which the problem aimed to be
improved by an artifact exists. This may be operational processes such as
methods or areas such as software or hardware systems.

Design research is about introducing or investigating artifacts that are intended to
solve a problem in some context. Further, as there often may exist a gap between
what is developed and invented in academia to what is in practice in industry, de-
sign research becomes a suitable research methodology to introduce artifacts to solve
problems by utilizing advancements in academia. This methodology has seen an in-
creasing utilization in the later years, in fields ranging from education to software
engineering and information systems (Dresch, Lacerda, and Valle, 2015). Branching
from this methodology, the so-called Design Science Research operationalizes
the concepts of design science and provides a workflow when the outcome of a study
is intended to be an artifact solving some problem or improving upon an already
existing solution. Moreover, the outcomes of design science research are contextual
knowledge about the artifact/-s that have been created during the research (Jo-
hannesson, 2014). As we in this thesis want to introduce an artifact that aids in
architectural design and validation of AUTOSAR-compliant systems, we utilize this
research methodology.
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4.3 Design Science Research Approach

As mentioned in the previous section, Design Science Research operationalizes
the concepts of design science and provides a workflow when the outcome of a study
is intended to be an artifact solving some problem or improving upon an already
existing solution. As we in this thesis wish to improve upon an already existing
methodology by introducing a tool that allows OEMs to validate sections of the
hardware aspects of a delivered subsystem or propose a suitable hardware baseline
for a new project, this becomes a suitable research approach. In our domain we have
the following definitions:

1. Problem: Validating hardware requirements and overhead for ECUs in em-
bedded system, or provide a suitable hardware baseline for a new ECU project.

2. Artifact: A tool that given AUTOSAR characteristics of the ECU can give
a baseline recommendation for hardware characteristics.

3. Context: Validation of a delivered embedded system to an automotive OEM
or proposing suitable hardware baselines for new ECU projects.

Following the proposed design workflow presented in (Dresch, Lacerda, and Valle,
2015), the steps necessary for conducting design science research and their respective
outcomes are presented in the following figure.

— Awareness of the problem |:‘,> Proposal
Sugg estio:ior solution I:> ngat;gi:e
v
Development |::> Artifact
Ew:mion > | Pomance
v
— Conclusion I:> Results

Figure 4.1: Steps for conducting design science research

Initially, design science research is about understanding the problem and gather
knowledge about the domain such that the study can be conducted to yield a satis-
factory artifact. Once this is done and the area is understood, the researcher moves
on to an iterative approach for creating the artifact, evaluating it and makes adjust-
ments until a satisfactory outcome is reached. As such, the different steps essentially

19



4. Research Design

boils down to the following

1.

Awareness of the problem: Understand the problem domain and the en-
tities surrounding and influencing the problem domain, in order to yield a
proposal for undertaking the research and what could be improved by intro-
ducing a new artifact. This could be reached by a case study in the area or
other knowledge acquiring approaches such as a literature review.
Suggestions for solution: In this step a solution must be proposed to solve
said problem, often by bridging academic, theoretical knowledge and the prob-
lem. This will yield a proposed design for an artifact. Examples of activities
in this step include literature reviews on similar studies.

. Development: Actually producing said artifact to solve the problem, using

the design proposed in the previous step. Will yield the artifact.

. Evaluation: Evaluating the artifact against some success criteria to see if the

developed artifact solved or mitigated the problem. If not, the artifact could
be developed further. This will yield performance measures on how usable the
artifact is in regards to the problem. These performance measures could be
yielded from a case study or experiments on the artifacts feasibility.
Conclusion: The final step is the concluding remarks on the research that
yields the results. This can also yield more contextual problem knowledge that
leads to a new research undertaking to create an alternative artifact should
the created artifact prove to be inept. The results here can also be generalized
to be used in a wider scope than what is presented in the study.

Applying this research methodology in our study can be boiled down to the same
approach with the same steps. The resulting workflow can be seen in figure 4.2.
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Figure 4.2: The general design science research-workflow followed in this thesis.
The arrows indicate a transition from one activity to the next.
indicate a split into several activities that are performed in parallel or the joining of
parallel activities.
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Understanding the problem we have been faced with for this study was reached by
industrial information and wishes from Volvo Cars Corporation. Moreover, in order
to further understand the problem domain, literature studies on different aspects of
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AUTOSAR, such as the methodology and the standardized modules as well as on
machine learning was conducted. This yielded the first conceptual understanding
and proposed an approach to solving the problem presented by the company.

4.3.2 Suggestions for Solution

In order to reach a more detailed understanding of the problem in its’ context and
to be able to quantify the necessary steps for reaching the intended outcome, an
additional literature review was conducted on the areas related to the study such as
AUTOSAR and machine learning. The resulting knowledge formed the initial idea
for the models that were to be used in order to reach the intended outcome.

Moreover, in order to quantify how to best determine what software modules existed
in a given ECU, such that ECUs could be characterized, as well as what AUTOSAR
BSW modules are commonly found in Volvo Cars Corporation ECUs, an interview
with a Volvo Cars employee was conducted. This interview allowed for the knowl-
edge required to answer RQ1.1.

Furthermore, knowledge gathering on how ECUs and hardware characteristics are
validated at Volvo Cars, as well as how suitable hardware baselines for new projects
are chosen was conducted. This consisted of informal chats with employees at the
company as well as a semi-structured interview with a system expert.

The outcomes of this step were as such the approach for creating the estimation-
model as well as the theoretical foundation on which the models were built and
information about the current methodology for selecting and validating hardware.
In essence a formalization of the problem and potential solution.

4.3.2.1 Data Collection

Additionally, data on CPU and memory utilization from different ECUs at Volvo
Cars was collected in this step. The data in itself was also analyzed to get the same
foundation on the prediction model, i.e. that all ECUs had the same basis.

The data were collected from Software Version Descriptions (SWVD) that are cre-
ated for any release of an ECU at VCC. These documents contain information on
the hardware resources for the specific ECU, often comprising the following:

« ROM (Flash Memory) utilization and total ROM [kilobytes]
o RAM utilization and total RAM [kilobytes]

« EPROM utilization [kilobytes]

« CPU Load (% of total)

From these documents the requested data for different ECUs (CPU load, RAM
and ROM utilization) was collected, data for various versions of said ECU was also
collected as the resource utilization may change between releases (updated configu-
rations and software implementations). Additionally, the total CPU clock frequency
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of the different CPUs in the ECUs was collected by contacting the responsible teams
for the ECUs and from this, the CPU frequency utilization at runtime was computed.

4.3.3 Development

Neural networks were selected as a viable candidate for the prediction model. This
approach was chosen at it is not evident how the relationship between high-level
features of ECUs and the resource utilization is defined. As such, the function that,
given a set of high-level features for an ECU, can predict an estimation on CPU,
RAM and ROM utilization is not known. Since we collect sample data of resource
utilization for ECUs and can identify the high-level features of these ECUs we have
examples from our problem domain and thus neural networks become suitable given
that neural networks ”learn” by example from problem domains by iteratively uti-
lizing sample data to approximate the relations between the input and output.

Following the decision of utilizing neural networks, these prediction models were
created utilizing the machine learning library Tensorflow™ (Martin Abadi et al.,
2015b). This library was chosen as it is widely used in industry, is widely docu-
mented and contains a lot of prebuilt assets that assist in building the neural net-
works. Using this library reduced the time for building and configuring the networks.

The models consist of three separate neural networks, one for CPU utilization, one
for RAM utilization and one for ROM utilization. These networks were trained on
the data collected by splitting the data in a training and a validation set, training the
models on the training set and validating on the validation set. The error function

used to train the networks and tune the weights was chosen to be the Mean Squared
Error function (MSE), which is defined as:

MSE = -3 (Y, ~ V)

=1

Where Y; is the predicted value for a point 7 in the training set, and Y; is the actual
value. As such, the goal during this phase was to reach an MSE as low as possible
on the training set, for different configurations of the network. This function was
selected as it is commonly used in industry and yields large errors when there is a
large difference between the predicted value and the actual value, thus by minimiz-
ing this error the networks predict measures that are close to the actual, and thus
yields accurate predictions on resource utilization.

In order to find the most accurate configuration for the network, various parameters
in the network were changed. However, as there exist a wide array of different
network configurations and architectures, the approach of yielding the most efficient
one followed a systematic experimentation approach where the expected outcome
was a feed-forward neural network with a number of dense layers, as this type of
network is generally applicable for regression. Moreover, in order to determine what
characteristics should be tested, the number of different configurations were limited
by selecting the following configurable parameters.
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Number of hidden layers
Number of neurons per layer
Activation function per layer

W

Number of epochs (times the training data will be used to compute the neuron
weights)

These parameters were selected to be the configurable ones as by changing any of
these, we considerably influence the behavior of the network. Thus by testing dif-
ferent configurations for these parameters, we have covered a large array of different
network behaviors. More than one of these parameters was not changed at a time.
Furthermore, in order to limit the amount of different configurable parameters even
further, the maximum number of tested hidden layers were limited to 5, as this
would still yield a deep network able to identify hidden relationships between the
features in its upper limit, while reducing the risk of overfitting the data should
the dataset be small, which would potentially give an inaccurate validation result.
Moreover, in relation to common aspects of software development, it was further
decided to work in bases of 2 for the number of neurons. Finally, the activation
functions selected was based on what was available in the Tensorflow library and
further selected by creating a simple feed-forward neural network with a single hid-
den layer of 64 neurons and testing out every available activation function, selecting
the ones that yielded smaller MSE measures. Moreover, the number of epochs (num-
ber of times the training data is used to train the network), was selected to be 50,
as this would reduce the time for testing every configuration in comparison to using
a larger number of epochs. Finally, the output neurons were selected to use the relu
activation function, as this would always yield non-negative continuous outputs. As
such, the following parameters to be tested were the following:

e Number of hidden layers: 1-5

o Number of neurons in a layer: [16, 32, 64, 128, 256]
o Different Activation functions

e Output neuron using relu activation function

The followed workflow for computing the best configurations for the 3 networks con-
sisted of optimizing each hidden layer before adding on another one. By optimizing
each layer before adding on another one can expect to send qualitative data to the
next layer. More formally, each layer would be tested with each of the different can-
didates for the number of neurons, with each activation function. The most optimal
configuration, determined by the evaluated prediction accuracy on the validation
data described in section 4.3.4 would serve as the final configuration for that layer.
Each layer would be configured in this way and would be done until the exhaustive
search was completed and each layer had been optimized. Every configurations ac-
curacy would be saved in order to be able to select the most accurate configuration.
Once the most accurate configuration was found, the epochs would be selected by
visualizing the training loss during the training of the optimal model and selected
to a number where the loss would converge or before the loss would increase again.
At this point, we can assume that by retraining the network again for the same
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configuration and number of epochs, we would get a very similar network behavior,
and thus provide a result that could be reached again.

Optimization

Epochs

Select optimal canfig

Yes

Add Layer

Set neuron
count [16...256]

h 4

Set activation function

-;. X =50

l

Visualize

Loss for epoch
count x

Decrease Increase

I

h 4

Evaluate

Yes

Al act.

tested

MNo

058 Increasing or
dacraasing at xv

Increasing Decreasing

-
.@.

Final config for network found

Figure 4.3: Workflow when creating the neural networks for predicting the hard-

ware measures

Once the parameters had been selected in such a way that the highest accuracy had
been found, it was concluded that the best possible result had been found. The

resulting models answers RQ1.2 and the accuracy of these answers RQ2.1
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4.3.4 Evaluation

During the configuration testing of the different networks, these were evaluated
against the validation data. More formally, this validation consisted of using the
networks to estimate a measure for the respective parameter that was tested, for
example estimating a measure of RAM utilization for the ECUs in the validation
set. Once this estimation was completed it was rounded up to the nearest baseline
available for the metric. This was done as hardware resources usually comes in
predefined bases, for example, 2kb, 4kb and so forth. These baselines would be
based on what baselines exists for hardware resources in ECUs at VCC. i.e. every
estimation would be rounded up to the nearest metric available in VCC vehicles, up
to the highest identified ECU.

Once this baseline was selected, it was compared against the actual baselines for the
ECUs in the validation step. Should the predicted baseline for an ECU be the same
as what was actually the baseline for the ECU, or the predicted baseline be lower
than the actual while still being above the runtime utilization for the metric (CPU,
RAM or ROM) thus giving some overhead, we would have a successful prediction.
However, should the predicted baseline be above what the actual baseline was, or
that the predicted baseline was lower than the runtime utilization for the respective
metric, we would have an unsuccessful prediction. The accuracy of the different
configurations was then defined as

Numb L predicti
umber of success ful predictions * 100%

Accuracy =
Y Size of wvalidation set

As such, the configuration that would have the highest such accuracy would be se-
lected as the final network configuration.

Finally, in order to ensure that neural networks are a suitable approach for creating
the models solving this specific problem, an alternative in the form of a simple
multiple regression model would be created. This alternative would also utilize
the identified characteristics as input and be created using the training data and
validated against the validation data. The resulting accuracy of this model would
then be compared against the neural network to see whether the neural network
approach is apt. As such, the accuracy for the CPU, RAM and ROM-models for
the optimal configurations of the neural networks would answer RQ2.1, and the
comparison against the multiple regression approach would answer RQ1.2.1.

4.3.5 Conclusion

From the assessment of the tool, the results from the study were analyzed. This
yielded a general assessment of the feasibility and usability of the artifact. Moreover,
this concluded what impact this study has on the industrial field of embedded system
design and whether or not the proposed artifact successfully solved the problem that
was identified in the first step. Further, the study was generalized and extensions to
the research field and new research undertakings was identified, such that the field
could be further extended.
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Results

This chapter presents the results yielded during this study. Moreover, the resulting
models and their accuracy is presented.

5.1 AUTOSAR BSW Logical Grouping

The literature review on the AUTOSAR Classic base software modules allowed for
the identification that the clustering AUTOSAR proposes for the grouping of BSW
modules are not a suitable baseline for describing an ECU in a way that would
allow for the creation of a prediction model. This fact became apparent given that
AUTOSAR by default groups the BSW modules in functional clusters, such that,
for example, all the communication drivers exist in one group. Consequently, there
exist strong dependencies between these groups such that they cannot be isolated on
their own. For example, in order to facilitate communication via a CAN-network,
an ECU would require modules from several of the functional groupings.

Initially, the idea was to use the functional groups proposed by AUTOSAR as a fea-
ture vector to serve as input to the different prediction models, but as these group-
ings thus overlap for various high-level features (for example for different types of
communication), the resulting feature vectors would be very similar for many ECU
nodes. Given this, it was identified that regrouping the BSW-modules into logical
clusters would allow for the separation of different high-level features and allow for
easier identification of the different features for a given ECU. Moreover, data on
what specific BSW-modules exists in a given ECU is currently not readily avail-
able at Volvo Cars Corporation. This lack of data is due to the fact that the base
software is often delivered by subcontractors, that were reluctant to give away this
information as this may infringe on their business interests. As there also exist over
100 stand-alone BSW modules standardized by AUTOSAR, these are not a realistic
feature vector baseline either as each input vector would become very long. As such,
restructuring the modules into logical clusters realizing high-level features became
a more feasible approach as this would allow for easily distinguishing different fea-
tures. As such, by a literature review on the different AUTOSAR BSW modules, a
proposal for a logical grouping was created.

In order to validate the resulting understanding of the modules, and get the con-

textual knowledge required to assume that the proposed clustering was apt, an
interview with a Volvo Cars engineer that works closely with the base systems of
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ECUs and the AUTOSAR standard was conducted. Given that the engineer was
considered to have such an advanced level of knowledge about the AUTOSAR stan-
dard and the context in which the standard is used at VCC, as well as the fact that
the proposed clustering of modules was based on AUTOSAR documentation, the
results of this single interview were deemed sufficient to ensure that the resulting
clustering was realistic. Details of the interview can be found in Appendix A. The
interview conducted with the Volvo Cars employee aimed to validate the proposed
logical grouping of the base software modules and get contextual knowledge on what
version of the AUTOSAR standard such that the potentially available BSW modules
could be distinguished. Moreover, the interview aimed to yield knowledge of what
standardized AUTOSAR functionality was used in Volvo Cars developed systems.
During the interview, it was identified that most ECU teams at Volvo Cars use ver-
sion 4.3.1 of the standard for the BSW in the ECUs. Following this, the engineer
also shared the understanding that the functional clusters proposed by AUTOSAR
are not a suitable baseline for a feature vector. Additionally, after the interview,
the engineer was shown the resulting logical clustering and believed it was apt for
explaining ECUs at VCC.

From the interview, six different types of ECUs (nodes) that exist in Volvo cars
embedded systems were identified. These are:

e CAN Nodes: CAN-based communication, these have all of the default iden-
tified modules plus memory and diagnostics.

o Flexray Nodes: FlexRay-based communication, these have all of the default
identified modules plus memory and diagnostics.

o Ethernet Nodes: Ethernet-based communication, these have all of the de-
fault identified modules plus memory and diagnostics.

o LIN Nodes: LIN based communication.

o LIN Slaves: Very simple LIN-nodes with limited computational power, such
as actuators and sensors. only runs LIN communication.

e MOST-Nodes: Nodes that are connected to other nodes via a MOST-
connection, an optical sound connection (mostly the infotainment nodes that
handles sound).

e Central Nodes: These are high-computational central nodes that handle
different clustered behaviors of other ECUs, i.e. other ECUs are connected to
these types of nodes. These are often also nodes that fulfill the characteristics
of the other types of nodes presented in this list.

A node can also be a mix of these types, for example, a node that fulfills the
requirements for both CAN and Flexray.

The resulting logical grouping that was yielded from the interview and literature
review can be seen in figure 5.1. The characteristics of these different groups reflect
what is present in Volvo systems.
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Figure 5.1: The resulting logical groupings of common BSW modules in ECUs
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The logical groupings can be split into three distinct types:

1. Standard Groupings: These are groupings and characteristics that most of
the nodes have, as they all require the base behavior of embedded systems,
utilizes memory, communication and save diagnostic data.

2. ECU Specific Groupings: Generally these groups identify what type of
communication and thus what type the node is, with the special LIN-slave
characteristic to accommodate low computational units and the Central char-
acteristic to distinguish potential high computational units that other nodes
are connected to.

3. Auxiliary Groupings: These groups contain behavior that is often not stan-
dard in Volvo Cars ECUs but may nevertheless exist. The groupings here
includes

o Crypto: Possibility to encrypt sections of a system

« COM_ Optional: Possibility of reading and storing data in external
memory

« DIAG_ Optional: Possibility of controlling running software compo-
nents

e XCP: Synchronous communication between nodes

These groupings all have an identifier that allows for creating a feature vector by
denoting what groupings an ECU has. Finally, this logical grouping makes it easy
to deduce what kind of characteristics a given ECU has.
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5.2 Data Collection

The data used to create the models were collected as described in section 4.3.2.1
and was then characterized into the different logical clusters described in section
5.1. In order to characterize the ECUs, system typologies were consulted to get the
communication details for the nodes and the SWVD-documents were consulted to
get additional details. The information requested to grant an ECU the different
features presented in figure 5.1 are described below.

0. COM__Base: Generally, being a standard CAN/FlexRay/Lin/Ethernet node,

not being an infotainment node or a lin slave. l.e. have some sort of standard

communication.

Base: Not being a LIN Slave, or infotainment node.

DIAG_ Base: Not being a LIN Slave.

MEMORY: Not being a LIN Slave, or infotainment node.

CAN: Being connected to a CAN-bus (details of the system topology)

ETH: Being connected to an Ethernet-bus (details of the system topology)

FlexRay: Being connected to a FlexRay-bus (details of the system topology)

LIN: Being connected to a LIN-bus (details of the system topology)

LIN Slave: Being connected via a LIN-connection and having a very low

level of computational resources (low RAM and ROM).

9. Central: Having several nodes connected to this node on the system topology,

i.e. this node facilitates communication to other nodes.

10. Crypto: Specified in the SWVD that sections of the system are encrypted

11. COM_ Optional: Specified in the SWVD that the SPI-driver is active or
that the ECU uses SPI.

12. DIAG_ Optional: Specified in the SWVD that the node uses FIM.

13. XCP: Specified in the SWVD that the node uses XCP.

X NSO W

These features were then used to create a binary feature vector where x; = 1 means
that the ECU is identified to have the 7;, feature. For example the feature vector

r=[1,1,1,1,1,0,0,0,0,0,0,0,1,0]"

is a specification of a standard CAN-node with XCP functionality. Moreover, during
this phase, the ECUs that were deemed unfit for our prediction model was removed.
These nodes was essentially only nodes that did not have any AUTOSAR modules
(as determined in the interview described in section 5.1.
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5.2.1 Collected data

The data used for the model contains several different ECU types, the count for
each of the categories can be found in table 5.1, and a visualization of the module
count in figure 5.2.

Characteristic Count
COM Base 101
Base 101
DIAG Base 106
MEMORY 101
CAN 91
ETH 9
FlexRay 18
LIN 72
LIN Slave 15
CRYPTO 1
COM _ Optional 25
DIAG_ Optional 1
XCP 28
Central 5
Total datapoints | 121

Table 5.1: Count of the different characteristics the collected data

Nodes

u COM_Base
Base
DIAG_Base
Memory

m CAN

m ETH

H FlexRay

m LIN

H Lin Slave

m Crypto

Figure 5.2: Visualizations of the occurrence of the different ECU characteristics
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5.2.2 Training and Validation Data Split

In order to be able to accurately validate the created models, the CPU and RAM/ROM
datasets were split into two sets, training datasets that were used to create the
prediction models for CPU, RAM and ROM estimation, and validation sets to de-
termine whether the created models could successfully predict reasonable hardware
requirements.

The validation sets consists of 14 measurements for the RAM and ROM predictions
and 10 measurements for the CPU predictions, all from the same Volvo release (one
of several projects for vehicles the company is undertaking). Moreover, all data
points in the validation sets are from different ECUs within three major releases.
As such, the training set consists of the remainder of the full dataset.

The amount of RAM and ROM used for the different ECUs in the training and
validation dataset for the RAM and ROM parameters can be seen in figure 5.3 and
figure 5.4. Moreover, the CPU measures for the training and validation dataset can
be seen in figure 5.5.
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Figure 5.3: RAM utilization boxplot for the training and validation set for our
data, the measures are in Kilobytes
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Figure 5.4: ROM utilization boxplot for the training and validation set for our
data, the measures are in Kilobytes
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Figure 5.5: CPU utilization boxplot for the CPU training and validation set for
our data, the measures are in Mega-hertz

In order to firstly determine whether a standard linear regression model would be
able to serve as foundation for a prediction model, we created a scatter-plot that
visualizes the number of identified characteristics in correlation to the ROM, RAM
and 32-bit CPU usage with a line of best fit, giving an indication whether a simple
linear regression model could be used. From this we get the following figures:
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Training set Ram measures and the number of identified features Training set Rom measures and the number of identified features
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Figure 5.6: Scatter diagram for the training datasets on the CPU, RAM and ROM
measures with the corresponding best-fit regression line.
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5.3 Hardware Validation and Selection at Volvo
Cars Corporation

In order to be able to compare the prediction models created in this thesis to what is
currently the methodology for validating and selecting hardware at VCC, contextual
knowledge was required. In order to collect this knowledge, a semi-structured inter-
view was held with a system specialist at Volvo Cars which had recently partaken
in selecting a hardware baseline for a new ECU project. Moreover, this engineer has
a lot of experience in building embedded systems at Volvo Cars Corporation. Addi-
tionally, once this interview was completed, another unstructured talk was conducted
with another engineer which had also recently been involved in selecting hardware for
a new ECU project. The formerly mentioned interview can be found in Appendix C.

Both of these knowledge gathering sessions indicated that in order to validate a given
ECU, functional tests are run to validate the behavior of the ECU. Moreover, on
selecting new hardware, the interviewee in the semi-structured interview explained
that they based the selection of a suitable hardware baseline on a previous similar
ECU, on which they added some extra overhead for the BSW layer and included a
rough estimate on the estimated size and resource utilization for the top-level soft-
ware components. Even so, these individuals failed to find suitable hardware with
enough resources, causing them to have to rewrite the underlying algorithms for the
software. As such, the selection of suitable hardware required tacit knowledge and
a similar previous example from which an initial idea on a suitable baseline could
be inferred.

From the informal chat with the other engineer, another approach was discussed in
which they started with the ECU with the absolute highest amount of computational
resources available to have a high overhead. As such, this approach required no
former knowledge of similar ECU projects, but would instead cause a potential
large extra initial cost per ECU should every project follow this model. Moreover,
the engineer that partook in the informal chat also mentioned that subcontractors
usually proposes a suitable ECU baseline which as such makes the hardware selection
rely on subcontractor knowledge.
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5.4 Neural Network Construction

The neural networks models were constructed using Tensorflow, and are feed-forward
networks for regression. Three such networks have been created, one for each metric.
These existing networks take an instance of the identified feature vector described
in the previous section as input and output an estimation of the utilization for that
metric.

In order to train these networks, the training datasets were split into two segments
each, one for training the networks using supervised learning, and one segment
for internally validating the networks during the training to set the weights of the
neurons. The splits that have been used are 80% training size and 20% internal
validation size for both the RAM/ROM dataset and the CPU dataset. During the
development of the networks, different configurations have been tested in order to
reach the lowest possible error, determined by the mean squared error function.
To reduce the number of different configurations that were tested, three parameters
were selected that changes for different configurations while any other parameter
is fixed. The parameters that change for the configurations are; the the number of
hidden layers, activation functions and the number of neurons per layer. In order
to streamline the configuration search, a script was created that automatically com-
putes the best network architecture by testing different configuration.

The activation functions that was chosen to be included in the possibilities were
based on what activation functions are supported by the Tensorflow library. Sec-
ondly, every such activation function was tested in a simple feedforward network on
the testing data to determine which ones were suitable candidates. After these had
been tested in the simple network, the functions that gave a large MSE error after
training in comparison to the others were discarded (several times larger than the
others). The resulting activation functions that were chosen to be included in the
tried configurations are listed below (Martin Abadi et al., 2015a).

o Ezponential Linear Unit

o Linear Activation Function

o Rectified linear unit

o Scaled Exponential Linear Units
o Sigmoid

o Softmax

o Softplus

o TanH

The automation script for finding the best network configuration aimed to model the
configuration search described in section 4.3.3 and as such aimed to optimize each
layer in terms of prediction accuracy on the validation data before adding on another
one. Each configuration consisted of trying out a combination of the selected neuron
count and activation function, training and validating this network on the training
and internal validation data. From this, the configuration was used on the validation
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dataset to propose a suitable ECU baseline for the metric by using the trained
configuration to estimate the resource utilization at runtime for the metric (CPU /
RAM / ROM) and rounding up to the nearest identified ECU baseline. Every such
configuration was tested 5 times in order to compute the average prediction accuracy
(this is due to the fact that Tensorflow initializes networks with randomized weights
and as such the accuracy may change slightly between training sessions). All of
these configurations, their accuracy and their average error (MAE and MSE) were
saved. The entire such set of tested configurations can be seen in Appendix B. The
prediction accuracy for the different configurations can be seen in Figures 5.7 - 5.9.
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Figure 5.7: Prediction accuracy on the validation dataset for the different tested
configurations for the CPU network
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Figure 5.8: Prediction accuracy on the validation dataset for the different tested
configurations for the RAM network
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Figure 5.9: Prediction accuracy on the validation dataset for the different tested
configurations for the ROM network

All of these top prediction was used in the validation step to finding the configuration
with the highest percentage of successful prediction.
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5.4.1 Epochs Selection

Selection of the number of epochs for the networks consisted of taking the top
network for each parameter in terms of the prediction accuracy and visualizing the
loss per number of epochs. Initially, the epoch count was set to 50 for each of the
configurations. Should the losses decrease at this point the epochs was increased by
50 each time until the loss could be seen increasing or that the loss converged. The
resulting loss visualizations for the top candidates in terms of validation accuracy
(see section 5.5) are shown below.

Training and validation loss for CPU

Training loss
= Validation loss

- M
1000

0 20 0 &0 20 100
Epochs

Figure 5.10: The loss per number of epochs for the top CPU configuration in
terms of validation accuracy (CPU1)

Training and validation loss for RAM

Training loss

8000
— Validation loss

7000
6000
5000

55

3 4000
3000
2000

1000

D 10 E) 0 40 50
Epochs

Figure 5.11: The loss per number of epochs for the top RAM configuration in
terms of validation accuracy (RAM1)
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Training and validation loss for ROM
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Figure 5.12: The loss per number of epochs for the top ROM configuration in
terms of validation accuracy (ROM1)

5.4.2 Model Accuracy

Below, visualizations on the resource utilization predictions are shown. The shown

networks belong to the top configurations in terms of validation accuracy (see section
5.5).
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Figure 5.13: The predicted values and actual values of CPU resource utilization
at runtime for the data in the validation dataset. The orange line signifies a line of
best fit, i.e. correct predictions. The model visualized is the top configuration in
terms of validation accuracy (CPU1)
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Figure 5.14: The predicted values and actual values of RAM resource utilization
at runtime for the data in the validation dataset. The orange line signifies a line of
best fit, i.e. correct predictions. The model visualized is the top configuration in
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Figure 5.15: The predicted values and actual values of ROM resource utilization
at runtime for the data in the validation dataset. The orange line signifies a line of
best fit, i.e. correct predictions. The model visualized is the top configuration in
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5.5 Prediction Validation

As previously mentioned, every configuration tested were used to propose an es-
timation of the CPU, RAM and ROM utilization for the ECUs in the validation
sets, after this was completed, it was rounded up to the nearest suitable baseline
for the respective metric. These baselines are determined from what types of ECU
metrics have been identified in Volvo Cars Corporation ECUs. The identified ECU
baselines, as well as the accuracy and error of the top configuration candidates for
the three metrics, are described in the following subsections.

5.5.1 Identified Hardware Baselines

Often total available hardware resources are defined in bases of 2, such that for
example the RAM can have a size of 2kb, 4kb, 8kb, and so forth. However, this is
not what has been identified in the SWVD for the ECUs used in VCC subsystems.
By contacting the ECU teams and looking over what microcontrollers they have
used in their projects we identified that some ECUs combines different storage chips
such that the amount of total available RAM or ROM does not follow the standard
convention of bases-of-2 measures. As such, we utilize the identified measures in
VCC ECUs as suitable baseline hardware available for which the predicted measures
will be rounded up. The identified ECU metrics follows in table 5.2

Id CPU Frequency (MHz) | RAM Available (Kb) | ROM Available (Kb)
ECU1 | 32 8 127
ECU2 |48 32 512
ECU3 | 48 32 512
ECU4 | 64 36 448
ECU5 | 64 40 576
ECU6 | 64 80 1024
ECU7 |64 96 1500
ECU8 |80 64 512
ECU9 | 80 64 768
ECU10 | 80 64 1024
ECUI11 | 80 256 3000
ECU12 | 120 208 2112
ECUI13 | 120 256 3072
ECU14 | 160 768 1792
ECU15 | 180 128 1024
ECU16 | 180 256 2048
ECUI17 | 200 184 2048
ECUIS8 | 300 600 6872
ECU19 | 400 64 480
ECU20 | 451 208 2112
ECU21 | 1200 116 898

Table 5.2: All the identified ECUs present in Volvo Cars Systems, on 32-bit single
core processors

Additionally, there also exist some non-32-bit ECUs that also have been used as
suitable baselines for the RAM and ROM validation. These are shown below.
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Id RAM Available(kb) | ROM Available(kb)
BECU22 | 0.512 16
BECU23 | 1.024 16

Table 5.3: The non 32-bit ECUs identified

These will as such be used as our baseline for the validation of the models.

5.5.2 CPU Validation

Id Num. hidden layers | Config Accuracy | MSE MAE
CPU1 | 5 ’[;IIZEIR7176)(Tlg(rfllgéi;7133),6)7’(t(z?211161))"j (sigmoid, 32)’ 60% 5705.18 | 47.61
ik I e N
cPU3 | 4 [(Iﬁg)et;tr’, 2’(5s,61§7171[110(irde,hi6i’),’]’(tanh7 16)’, ’(sigmoid, 32)’, 50% 613151 | 49.56
CPU4 | 5 [(£2fg‘tl6)(blg(fgillgg) : (t(i‘g}; 11?)} (sigmoid, 32)’, | 550/ 6179.94 | 47.76

Table 5.4: The top 4 candidates for the CPU neural network in terms of prediction
accuracy for the validation data

5.5.3 RAM Validation

Id Num. hidden layers | Config Accuracy | MSE MAE
RAM1 | 2 ‘Input’, ’(relu, 16)’, ’(linear, 256)" ,’(relu, 1)’] 68.57% 1010.50 | 22.44
RAM2 | 2 ‘Input’, ’(relu, 16)’,’(softplus, 256)", (relu, 1)’] 67.14% | 867.48 | 20.07
RAM3 | 3 ‘Input’, ’(relu, 16),"(relu, 16)’,(relu, 32)’, *(relu, 1)] | 67.14% 704.19 | 18.95
RAM4 | 2 Tnput’, "(relu, 16)’,(relu, 256)’, (relu, 1)’] 65.71% 831.29 | 20.18

Table 5.5: The top 4 neural networks configurations for the RAM predictions in
terms of prediction accuracy on the validation dataset.

5.5.4 ROM Validation

1d Num. hidden layers | Config Accuracy | MSE MAE
ROM1 | 2 ‘Input’, (linear, 16)’, ’(softplus, 32), '(relu, 1)’] | 78.57% 302862.8 | 219.79
ROM2 | 2 ‘Input’, ’(linear, 16)’, ’(relu, 32), ’(relu, 1)’] 74.29% 315975.3 | 222.08
ROM3 | 1 ‘TInput’, ’(tanh, 256)’, "(relu, 1)’] 74.29% 251704.9 | 229.49
ROM4 | 1 Tnput’, ’(relu, 256)’, "(relu, 1)’] 72.86% 266890.4 | 226.93

Table 5.6: The top 4 candidates for the ROM neural network in terms of prediction
accuracy for the validation data
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5.6 Additional Model Candidates

In addition to the neural classification network, one alternative has been created to
study whether some additional prediction approach could be used. This approach
consists of utilizing the statistics program R to compute a multiple regression model
based on the training data to see what accuracy we can get from this on the valida-
tion data.

5.6.1 Multiple Regression Approach

The multiple regression alternative to the problem was created by utilization of the
built in tools of R Studio to create a model based on the training data to predict
CPU, RAM and ROM measures for the validation data. The results of predicting
on the test data and rounding up to the nearest suitable baseline can be seen in the

following table:

Td Pred./Used CPU | Pred./Used RAM | Pred./Used ROM | Proposed/Actual CPU | Proposed/Actual RAM | Proposed/Actual ROM | Corr. CPU | Corr. RAM | Corr. ROM
ECUvI_| 276.00 / 376 15.25 ] 63 722.75 ] 467 300 / 400 61/ 61 768 / 480 No Yes No
ECUv2 | 46.25 ] 31.36 3140/ 22 35110 / 278 18/ 061 32 /36 118 /438 Yes Yes Yes
ECUv3 | 131.88 /1498 | 123.03 / 135 1053.68 / 1208|160 / 200 128 /184 1536 / 2013 Yes No Ves
ECUvE | 4625 / 149 3140 / 68.6 350,19 / 5224 | 48 1200 32/ 116 118 / 898 No No No
ECUvS |- 3140 / 51 351.19 / 250 B 32 /64 18 /768 B No Yes
ECUv6 | 77.80 / 40 338.50 / 276 1024.38 / 790 80 /160 600 / 768 1048 / 1792 Yes Yes Yes
ECUvT |- 3140 ] 32 354.19 / 418 - 32/ 768 18 ] 768 B Yes Yes
BECUVS | 4625 / 184 3140 ] 354 354,19 /2946 |48/ 80 32 /64 148 /1024 Yes No Yes
BECUV) | 126.05 / 136.134 | 15148 / 194 828.14 / 638 160 / 180 1817256 898 / 2048 Yes No Yes
BECUVIO | - 0.55 / 0.301 1146/ 11956 |- 1.024 / 0512 16/ 16 B No Yes
BECUVIT | 85.64 / 2944 11993 /895 131580 / 1175 | 120 / 64 181796 1536 / 1536 No No Yes
ECUVI2 | 126.06 / 2280 | 15148 / 227 828.11 ] 2661 160 / 300 181 /600 398 / 6912 No No No
ECUVI3 | 16.95 ] 224 1039/ 64 2512/ 93.6 32732 3273 256 / 127 Yes No No
ECUVIA | - 37.66 / 37 333.99 / 317 B 10 /67 118 /512 B Yes Yes
e =
Results 6/10 = 60% géi/( - ;‘11{734’

Table 5.7: Multiple regression model predicted on the training data and computed
accuracy for this model

From these results, it is shown that using the built-in multiple regression functional-
ity of R-Studio allows for a 60% accuracy for the CPU predictions, a 36% accuracy
for the RAM predictions and a 71% prediction accuracy for the ROM parameter.
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Discussion

In this chapter, we present an analysis of our results presented in the previous
chapter and discuss potential threats to the validity of the study.

6.1 Data Analysis

From the data we have collected, we can distinguish that the most common type
of identified ECUs at Volvo Cars Corporation is the CAN-based ECU. Moreover,
the standard characteristics are present in most of the CPU with the DIAG _Base
characteristic being the most prevalent, which is also in line with that most of
the ECUs in VCC vehicles should have diagnostic functionality. Moreover, the
Crypto, DIAG _Optional and COM__Optional characteristics are very uncommon in
our data. This rarity can also be an effect of that we failed to identify these metrics
for some of the ECUs.

Unfortunately, only a smaller amount of data was able to be collected for build-
ing the models, this lack was caused by the fact that there currently exists few
structured repositories of diagnostic data at the company. The absence of such a
repository required us to manually having to deduct the data from PDF-documents
which was a time-exhaustive process. Given this small dataset, there exists a chance
of overfitting the data in our models which would mean a worse prediction accuracy
for ECUs that is not similar to the ones on which the models are based.

Looking at the training and validation split presented in section 5.2.2 we can deduct
that the training and validation datasets have a similar median and that the RAM
and ROM measures have around the same inter-quartile range. We can also see that
all validation sets have one outlier that has a higher measure than the rest of the
data, this outlier will be an indication whether the model can handle data that is
not similar to the one that has been used to build the models. Moreover, we can
further see a smaller inter-quartile range in the training set than the validation set
for the CPU measures, that may indicate that the validation dataset may be harder
to predict accurately for the CPU parameter.

Additionally, when looking at the details for the collected data, some ECUs that
have similarly identified features may have different resource utilization at runtime.
This variation is most likely due to aspects of the running software components that
exist in the top layer of the different ECUs. As these top-level software components
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are not taken into account in our prediction models, the effect of these on the re-
sulting resource utilization is not addressed. However, as these software components
require ECU functionality realized by BSW modules in order to perform their be-
havior, the software component impact on the resulting resource utilization should
also be correlated to the high-level features realized by the BSW modules. Given
this, the resulting accuracy of the created models may as such be influenced by
details of the top-level software components, and the effect of this may as such have
had an impact on the points in the validation data that were unable to be correctly
predicted using the created models. However, since we believe that the hardware
utilization of the top-level software components and the identified features are cor-
related, we believe that by collecting a larger dataset and potentially identifying
even more high-level features, one can successfully reduce the impact of the top-
level software components on the accuracy of the models. Moreover, since the data
that the created prediction models are built upon all include these high-level soft-
ware components, an “extra” amount of resources is included in the predictions to
accommodate for these.

Finally, we can see that generally all of the metrics increases as an ECU has more
features identified. Looking at the CPU measures however, we can see a high CPU
measure for ECUs that only have one identified feature. These high-computational
units are the MOST-nodes that handle the infotainment systems and as such only
utilizes the diagnostic functionality of AUTOSAR while still requiring large amounts
of CPU power to be able to perform its features. As such, these nodes may threat the
prediction models potential accuracy for the CPU parameter. As these nodes thus
utilize very little of the standardized functionality of AUTOSAR, one could argue
that these are not representational of AUTOSAR-compliant ECUs and should be
removed from the dataset. However, as these do in fact use some standardized
AUTOSAR functionality and given the small size of the dataset, we have decided
on leaving them in the dataset.

6.2 Resulting Models

From the results presented in section 5.4 and 5.5 we can see that for the CPU metric,
the accuracy increases as we add more layers with the most accurate configurations
having 4-5 layers. This rather deep network required to accurately model the CPU
parameter indicates that the relationship between the identified high-level features
and the metric is complicated. The necessity for the deep network may further in-
dicate that a larger, more diverse dataset should be used to be able to accurately
predict accurate measures using a more shallow network. As such, there may exist
a big risk of overfitting to our specific data given the depth of the most optimal
network.

Moving on to the RAM and ROM predictions we can instead see that as more layers
are added to the model, the accuracy becomes much worse for the RAM network
and seems to be a local minimum for the ROM prediction around 3-4 layers. As the
accuracy becomes worse as the network becomes deeper, we can conclude that the
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deeper networks are most likely overfitting to the training data and as such do not
give a good prediction accuracy on the validation data.

Looking at the most optimal RAM and ROM configurations presented in sections
5.5.3 and 5.5.4, we can see that for the RAM parameter, 2-3 layers are the most
optimal, and for the ROM configurations, 1-2 is the most optimal. These rather
shallow networks lead us to the conclusion that the network might have a better
prediction accuracy should our dataset become more diverse, i.e. that the network
configuration does not suffer from the same potential overfitting-threats as the CPU
counterpart.

Referring to the number of epochs for the three models presented in figures 5.10
- 5.12, we can see that the epochs converge at around 80 for the CPU, 25 for the
RAM and 20 for the ROM parameters. As such these three measures are a good
number of epochs for our most optimal models. Looking at the CPU loss, however,
we can see that the loss varies a lot over the number of epochs and takes a long
time to converge. Similarly, the ROM loss also varies a lot around what seems to be
the converged value. From this we can conclude that the CPU parameter is more
difficult for the network to accurately predict, thus requiring more times to learn
from the data in order to make accurate predictions whereas the ROM and RAM
parameters require less data usages to learn the correlation between the features
and the measure. Additionally, the converged value is not as stable for the ROM
parameter as for the RAM parameter.

Looking at the prediction accuracy presented in figures 5.13 - 5.15 for the three
models we can see that the points are very close to the line of best fit for the RAM
and ROM parameter, but not for the CPU parameter. Further, we can identify
two clear outliers; one for the RAM configuration (brown point), and one for the
ROM configuration (orange point). These two outliers correspond to two different
ECUs where we predict the former to require more RAM than necessary and pre-
dict the latter to require much less than necessary. Both of these outliers have been
identified to utilize 7 of the high-level features, and thus we believe that the small
amount of data gathered is the reason that these points are mispredicted, as there
are very few other similar points in our dataset. Moreover, the CPU predictions are
not as closely spread around the line of best fit, thus leading us to the conclusion
that the CPU utilization at runtime cannot be estimated with the same accuracy
as the RAM and ROM parameter. The biggest outlier for the CPU predictions is
the red point which corresponds to a high-computational ECU that does not fulfill
the criteria to be branded as a Central-node. As such, this data point is an outlier
in comparison to the other similar node given its high CPU utilization at runtime.
From this misprediction, we draw the conclusion that there may exist a need to
identify another feature that can explain these kinds of nodes further.

Even though there exist some outliers in our predictions for resource utilization at
runtime, we manage to propose a suitable hardware baseline for the three parameters
for most of our validation set. As such our results indicate that we can predict the
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CPU, RAM and ROM utilization for ECUs by identifying their high-level feature
largely realized by modules from the AUTOSAR base-software layer. Moreover, the
accuracy of said predictions lies between 60-78% for all the three metrics. This leads
us to the conclusion that neural networks are a suitable candidate for predicting a
suitable baseline for ECUs based on what high-level characteristics said ECU has.

6.2.1 Comparison to Alternatives

As described in section 5.6, an alternative have been created to further give an indi-
cation to the feasibility of using neural networks as the base for building prediction
models for estimating hardware requirements for ECUs. Our findings indicate that
using a multiple regression approach is not as suitable as the neural network ap-
proach for predicting the RAM metric, where the model only has an accuracy of
35%. However, the multiple regression approach reaches an accuracy of 71% for the
ROM parameter and 60% accuracy for the CPU parameter and as such gives similar
or the same result as our neural network model. Although the multiple regression
model is able to accurately predict baselines for the ROM and CPU parameters, we
conclude that is is not apt as a foundation for a prediction model in predicting ECU
resources in full, as the accuracy for the other parameter is lower in comparison to
the neural network approach. As such, in our problem domain, with our current
dataset, neural networks are a better approach for predicting accurate hardware
baselines than a multiple regression model.

6.3 Usability of the Created Models for Volvo
Cars Corporation

As described in section 5.3, the selection of new hardware is often based on previ-
ous tacit knowledge or subcontractor knowledge, as such a tool or methodology for
validation and selection of hardware may be usable for Volvo Cars Corporation to
get more control over hardware characteristics of ECUs. We as such believe that
the models created in this thesis could be of large value to Volvo Cars Corporation
allowing them to get an early indication of what hardware requirements are suitable
for a new ECU that has a set of predefined high-level features. As the models created
in this thesis are essentially based on previous similar examples of ECUs, the result-
ing models are similar to the selection of new hardware approach identified in the
interview with the system expert. As such, the created models reduces the need for
tacit knowledge, allowing people without advanced system design knowledge to get
a proposed suitable baseline for an ECU. Moreover, utilizing the models proposed
in this thesis would allow ECU teams to select an initial ECU hardware baseline,
thus reducing the need to select the ECU with the highest overhead as identified in
the informal chat with the engineer described in section 5.3. Additionally, by being
able to accurately propose a suitable baseline for a new ECU project, there may be
no need for an unnecessarily high initial baseline for new ECU projects to assure
enough computational resources. By potentially reducing the amount of such initial
overhead the company may save money on a per-ECU basis, and also reducing the
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amount of unnecessary hardware which is good from an environmental standpoint
on large scale manufacturing.

However, it is worth mentioning that while our models are 60-78% accurate, these
are based on a small amount of data and may as such not be able to be generalized.
While we believe these models can serve as an extension to the already existing
methodology, allowing for validation and selection of hardware, we also believe that
these models should be extended with a bigger, more diverse dataset in order to
be able to solely focus on a machine-learning-based approach for hardware selection
and validation.

6.4 Threats to Validity

The validity of a study expresses the level of integrity the study has, i.e. how rigid
the results of the study are, thus removing any potential bias the researcher may
have. The validity threats to this study were investigated and identified in the first
and second step of the methodology followed in this study (see section 4.3). There
are commonly four types of validity threats a researcher needs to address in a study:
conclusion, internal, external and construct (Feldt and Magazinius, 2010).

6.4.1 Threats to conclusion validity

Threats to conclusion validity are often related to whether or not we can effectively
state that our approach to the study and the outcome is related (Wohlin et al.,
2012). In our case, these threats relate to whether there is a correlation between
the AUTOSAR characteristics an ECU has and the processor and memory load at
runtime on said ECU. As the identified characteristics describe high-level features
of ECUs, the addition of a characteristic would as such often introduce new running
artifacts, thus increasing the number of tasks and the resulting resource utilization.

Given that we are able to predict hardware baselines for the CPU, RAM and ROM
parameters that are 60-78% accurate we can conclude that there is an apparent
correlation between the features and the metrics. Additionally, identifying more
similar features to the ones identified in this theses would potentially make the
predictions even more accurate and thus minimize the chance for conclusion threats
even more. However, since the running top-level software components of an ECU can
vary a lot in size and performance, for example by sending and receiving different
numbers of signals, an ECU having similar features could vary a lot in resource
utilization. In order to combat this, the idea was to collect many different points for
similar feature sets such that the details of the top-level software could be discarded,
but as the number of collected points is rather low this may threaten the accuracy
of the models. However, as we have a large variation in the resource utilization
for our collected data and we are still able to reach an accuracy of 60-78%, the
characteristics and the resulting hardware requirements seem to be correlated, and
thus, the varying size and requirements of different running software components do
not seem to damage the correlation between the features and the resource utilization,
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and as such these threats do not impact our findings in such a way that it would
nullify our results.

6.4.2 Threats to internal validity

The internal validity is about threats in the relationship between the approach and
the outcome such that no internal workings of the approach could have influenced
the outcome, i.e. there is a causal relationship between the input and output. In
our study, this is about the inner workings of our neural networks such that they
do not show a correlation that does not exist (i.e. there is any clear correlation
between AUTOSAR characteristics and the resource utilization), for example, if
the neural networks should produce a prediction that is seemingly random or very
inaccurate in the evaluation. In that case, we could have an internal problem with
the network configuration. In order to combat this, several configurations have been
tested for each network. Moreover, as several of the tested configurations have a
similar prediction accuracy to the most optimal one for each parameter, and that
every such configuration has been tested 5 times in order to compute the average
accuracy, we have effectively minimized the risk for the threat. As such, we can
state that there exist very few threats to the internal validity of this study.

6.4.3 Threats to external validity

Threats to the external validity of a study concern the ability to generalize the study,
i.e. can the findings in the study be generalized to cover more than the scope of the
study or are the findings extremely specific. In our study these kinds of threats re-
volves around whether the correlation found in the resource utilization is specific to
the implementations used for the modules in these logical clusters or the data used
to train the network or if the network configuration should suffer from overfitting
such that predictions that have different feature sets than what is identified in our
data would yield an inaccurate prediction. In order to combat this, the idea was
to collect a diverse dataset covering many different subsets of features for different
ECUs. However, as unfortunately, we were able to only collect a rather small set
of points these threats are present in our results. Moreover, as we have only been
working with Volvo-specific systems we cannot make any claims about other systems

from other OEMs.

Even though these threats persist, we do believe that since our findings seem success-
ful and that since similar functionality can be found in any AUTOSAR-compliant
system we can generalize our findings to other problem domains. Mainly our posi-
tivity to these threats relies on the fact that all AUTOSAR systems share the same
foundation, regardless of implementer or specifics, given the highly standardized
nature of AUTOSAR. Moreover, we do believe that the features identified can be
extended to cover other systems or even be made more detailed to yield even more
accurate predictions. As such, we believe that the foundation of the thesis is still
rigid and that we can generalize our findings to similar systems, even though the
threats persist.
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6.4.4 Threats to construct validity

The final type of validity threat is threats to construct validity. These threats
concerns whether or not the experiment setting accurately reflect what is intended
to be studied. In our study, these threats concern whether the data that our tool is
based on is reflective of the real life equivalence. As the measurements are collected
from actual ECUs, and not simulations or hypothetical calculations of loads we have
based our models or realistic data and have thus minimized the risk for these kinds
of threats.
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Conclusion

This chapter aims to draw conclusions from the findings presented in the previous
chapter. Moreover, the future work that this thesis enables is discussed.

7.1 Results of the study

This study set out to develop and analyze prediction models for estimating hard-
ware requirements for ECUs in embedded AUTOSAR-compliant systems. In the
approach of this, different AUTOSAR features that are present in Volvo Cars Cor-
poration developed cars were identified via a literature study and an interview. The
results of these activities yielded a logical clustering of a subset of the AUTOSAR
BSW modules realizing high-level features that are commonly found in Volvo Cars
Corporation ECUs. Additionally, two other features were identified that account for
different types of ECUs; LIN-slaves that are essentially sensors and actuators, and
central ECUs that facilitates communication to several other ECUs. These features
were then used to categorize data that had been collected on CPU, ROM and RAM
utilization for different ECUs. After this was completed, three neural networks were
created to predict CPU, RAM and ROM requirements based on the features of an
ECU.

Based on the results from the previous chapter we can conclude that the identi-
fied features can effectively be used to create neural network models that are able
to predict resource utilization at runtime for single core 32-bit CPUs, the RAM,
and the ROM parameters. We have further concluded that these predictions are
more accurate for the RAM and ROM predictions whereas the predictions for CPU
utilization are more inaccurate. Moreover, we have identified that in order to pre-
dict accurately for these three parameters, the CPU parameter generally requires
a deeper neural network in terms of hidden layers and number of epochs than the
RAM and ROM counterpart.

We have identified that predicting suitable hardware requirements for ECUs are
possible with an accuracy of 60-78%. This prediction consists of estimating the
resource utilization at runtime for the three parameters and rounding up to the
nearest baseline of total resources available for an ECU, based on what hardware
baselines have been found in Volvo Cars Corporation ECUs. We have thus reached
prediction models capable of predicting hardware requirements for ECUs and can
address the research questions.
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For RQ)1.1 we can conclude that AUTOSAR standardized BSW modules are a suit-
able base for predicting hardware resource utilization by restructuring these into
logical clusters that identify high-level features of ECUs. These features can then
be used to characterize ECUs and predict resource utilization at runtime for the
CPU, RAM and ROM metrics and further be used to propose a suitable hardware
baseline.

For RQ1.2 we conclude that the resource utilization at runtime can be accurately
modeled for an ECU given the identified characteristics of said ECU, based on the
features identified in this thesis. We further conclude that the CPU predictions are
not as accurate as of the RAM and ROM predictions.

For RQ1.2.1 we conclude that neural networks can accurately model the resource
utilization and serve as a foundation for prediction models capable of predicting
suitable hardware requirements. Moreover, the neural networks are more accurate
in predicting resource utilization than the multiple regression counterpart.

For R()2.1 we conclude that the models created are in the majority of cases able
to predict a hardware baseline that is at par or better than what has actually been
selected for the ECU. These models are in 60-78% of cases able to predict such a
hardware baseline for the validation dataset selected for this study.

7.2 Future Work

While we have managed to get successful results on our thesis our results are based
on a rather small dataset. As such we believe that this thesis may serve as a foun-
dation for extending the work to both include more features that can characterize
ECUs in more detail as well as extending the foundation that the created models
are built on, namely the dataset. As our dataset only comprises some 121 points,
it is in the lower regions of where neural networks can be applicable, and as such
to be able to get better results that can cover a wider array of different ECUs, the
dataset should be extended and the models retrained.

As this thesis only focuses on predictions on single core 32-bit CPUs, the dataset
could further be extended with data for other ECU architectures such that a wider
array of ECUs can be predicted. Currently, LIN-slaves cannot often be predicted
in terms of CPU given that these often run 8bit CPUs. As such, in order to cover
other types of CPUs, additional models need to be created and trained to cover
more than one architecture.

Further, the created models could be extended with additional parameters to more
accurately describe features of ECUs, for example by including the number of signals
the ECU sends and receives as this influences what level of computational resources
that are used to handle the signaling in between ECUs. Additionally, the sizes of the
different signals, as well as the number and size of variables for the top-level soft-
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ware components or additional details from the ECUs, could be included to make
the models even more detailed. However, one big advantage of the created models
is that they can be used early in the development of ECUs to propose a suitable
hardware baseline before all the parts of the ECU have been created, for example,
the software components. As such, the addition of detailed data from the software
components to the model may render the possibility of using the models to propose
initial hardware requirements impossible, but instead, introduce more detailed ways
of validating finished ECUs. There as such exist some variations to the created mod-
els that can be used, for example, the addition of more high-level features to the
characterization to be able to more accurately propose an initial hardware baseline,
or by introducing aspects from the top-level software to use the models as a more
detailed validation technique.

Finally, we believe that this thesis proves that machine-learning approaches can
be a suitable addition to the already existing methodology to create and validate
embedded systems in the automotive domain and can us such pave the way for
additional research in the area, bringing a data-based future for the creation and
validation of embedded vehicle systems.
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Appendix A - Interview Template
for deducting Volvo Cars
contextual knowledge and logical
clustering

Interview template for deducting the soundness of a proposed logical grouping of the
AUTOSAR BSW modules and get contextual knowledge of module usage at Volvo
Cars Corporation

Interview about deducting AUTOSAR modules on
ECUs

Length: 45-60 minutes

Interviewee:

AUTOSAR Employed / Volvo Employee / Both

Introduction

This semi-structured interview is about gathering data on the different BSW mod-
ules that exist in the AUTOSAR classic standard, and how the dependencies
between these are structured. Further, the specifics of which that are prevalent in
Volvo Cars Corporation will be discussed.

The results of this interview will be used to construct a logical grouping of the BSW
modules in order to be able to better characterize ECUs from their features. This
will, in turn, be used to generate a prediction model that can predict ECU hardware
requirements based on said characteristics. Participation in this interview will be
completely anonymous.



A. Appendix A - Interview Template for deducting Volvo Cars contextual
knowledge and logical clustering

Verbal Consent

Would you like to participate in this interview? And are I allowed to
record your answers in order to derive results that I might have missed
to document?

e Verbal Consent WAS obtained from the study participant

o Verbal consent was NOT obtained from the study participant

Background Information

What are your background in relation to AUTOSAR?
The interviewee is an employee at Volvo Cars Corporation that specifically works
with AUTOSAR and is a stakeholder in the development in the standard

AUTOSAR usage at Volvo Cars Corporation.

These questions aim to get the contextual information required on AUTOSAR usage
at Volvo Cars.

What versions of the AUTOSAR Classic standard is mostly
used at Volvo Cars Corporation?

The baseline AUTOSAR version at Volvo Cars Corporation is 4.0.3. The idea is
to update this to 4.3 for all ECU teams. However, most of the ECU teams still
run 4.0.3, where most teams that run 4.3 are ethernet based nodes that require
time-synchronization.

Moreover, some teams may run a version of AUTOSAR that is between 4.0.3 and

4.3, but no one uses a version lower than 4.0.3. Thus this version becomes a good
foundation to base the logical clusters on.
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A. Appendix A - Interview Template for deducting Volvo Cars contextual
knowledge and logical clustering

(Referring to Figure A.1 & Figure A.2) Are there some mod-
ules/ functional groups that are standardized in AUTOSAR
that are not used at Volvo Cars Corporation?

Application Layer

AUTOSAR Runtime Environment (RTE)

x0x Interface

Trev. ext. Drv

Microcontroller

Figure A.1: Subset of AUTOSAR Modules mapped to the different AUTOSAR
layers. Derived from (https://www.autosar.org)

[E2E Protection
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ECUM CAN FR
) J1939TP VLINXCP FRXCP ETHXCP. VDNS
1933N LINTP FRTP UDPNM =4 | vox |
J1939RM LINNM FRARTP SD VHTTP V2XBTP
CANXCP LINSM FRNM DOIP vSCC WV2XFAC
CANTP LINIF FRSM SOAD VXMLSecurity] | V2XGN
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CANSM FRIF
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CORTST ETHSWTDRVY | GPTDRV MCUDRV RAMTST WETH ETHTRCV vPSIS DRV
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"Includes EXTADC, EEPEXT, FLSEXT, ETHSWTDRVEXT, ETHDRVEXT
-and WDGEXT
*Functionality represented in ETHTSYN and STBM

Vector Standard Software 3rd Party Software

Figure A.2: AUTOSAR Modules in their respective packages in the
Vector Microsar implementation of the AUTOSAR Classic BSW stack.
Derived from (https://www.vector.com/int/en/products/products-a-z/embedded-
components/microsar/)
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A. Appendix A - Interview Template for deducting Volvo Cars contextual
knowledge and logical clustering

At Volvo Cars Corporation, the following modules/ functional groupings are not
used:
e J1393: Variation of CAN communication, more for trucks and thus not used
at VCC
e V2X: Used for communication between vehicles and external entities, not used
Currently at VCC, will however potentially be used in future cars
e V2G: Used for battery charging and communication with internet to be able
to measure the cost for charing, generally not used at VCC, except perhaps in
battery management nodes.
e CANTT: Not used at VCC

Using AUTOSAR BSW modules as a predictive
base

This part of the interview aims to get knowledge about how one can group the BSW
modules into more logical clusters.

Would you say that the way AUTOSAR structures the dif-
ferent BSW modules in functional groups. Or the way, for
example, vector structures the modules in “packages” are a
suitable base for explaining characteristics of an ECU. I.e.
can the different packages be isolated on their own in differ-
ent ECUs. For example, are the modules in the Communi-
cation Services (image A.1) or COM (image A.2) enough to
introduce communication on an ECU?

Usually, an ECU behavior requires modules from all the different abstraction levels
in order to function. For example, communication requires service modules from
the service layer and drivers from the ECU abstraction level. As such, the func-
tional grouping of AUTOSAR is not a valid foundation for characterizing ECUs,

as, for example, all nodes that use communication will use very similar functional
groupings.

IV



A. Appendix A - Interview Template for deducting Volvo Cars contextual
knowledge and logical clustering

From the AUTOSAR documentation, I have created the fol-
lowing logical grouping. Would you consider this a more
suitable base for deducting what AUTOSAR modules are
present on an ECU, and does it cover the required modules
for the specific behaviors? (Figure 5.1)

Generally he believes that this is a very good way of conducting the deductive char-
acterizing of ECUs, however, some parts of my proposed diagram should be changed.
These follow:

Large COM:

1. DLT is for development testing, should not be in production vehicles unless
the developers have forgotten to remove it/turn it off. Remove from model.

2. LDCOM is not used for all large communication ECUS (CAN, FlexRay,
Ethernet), very low frequency. Remove from model.

3. SPIDRYV is only used if the ECU communicates with some external entity,
like a external flash-memory. Should be made optional.

4. SECOC Remove.

5. IPDUM Not Common, Remove.

J1939: Remove
TTCAN: Remove

ETH All the modules that exist here in the proposed base are used in Ethernet ECUs.
But as VCC rarely uses Ethernet nodes, all of the Ethernet-related modules can be
included in this package, as there will be very little variations in these nodes.

CRYPTO: Optional behavior, all CRYPTO-modules can be included here.
10 Remowve

Lin There exist specific lin nodes that only functions as a sensor or actuator and con-
tain very little, if any AUTOSAR features, thus an additional characteristic should
be introduced for these. These are generally identified by a very low amount of RAM
and ROM.

Diagnostics All AUTOSAR nodes at VCC uses DEM and DCM. Mowve these into
their own package in Mandatory.

1. DI is not used in production, only during development. Remove.
2. FIM Move to an optional package.

MEMORY All AUTOSAR nodes run NVM as they collect diagnostics, and as such
run FEE or EA, most should run FEE. But as these usually have about the same
performance, they will not be a valid foundation for characteristics. Thus all the
memory modules can be grouped together and moved to the mandatory layer.



A. Appendix A - Interview Template for deducting Volvo Cars contextual
knowledge and logical clustering

XCP Move to optional, add ETHXCP

The other modules from Figure A.3 not covered in the pro-
posed base, what should be added?

1. The AVB cluster is an Ethernet protocol to send time-synchronized audio.
Potentially Infotainment uses these. Use as a separate module in the ECU
Specific layer.

2. The AMD cluster contains some diagnostics and vector-specific modules,
these are not a viable foundation as these are potentially not used at VCC.

What kinds of nodes exist in Volvo produced Vehicles?

There exist 6 base types of modules:

1. CAN: CAN-based communication. Will have all Standard modules
Flexray: FlexRay-based communication. Will have all Standard modules.
Ethernet: Ethernet-based communication. Will have all Standard modules.
Lin: Lin based Communication. Will have all Standard modules.
Lin-Slaves: Simple nodes that are essentially actuators or sensors. Will not
have the standard modules
6. MOST-Nodes: Nodes that are connected to other nodes via a MOST-

connection, an optical sound connection (mostly the infotainment nodes that

handles sound). Will only have the DIAG_BASE standard module

AR
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A. Appendix A - Interview Template for deducting Volvo Cars contextual
knowledge and logical clustering

Mandatory Modules

00 01
Communication BASE
COoM BSWM
PDUR ECUM
COMM
NM
DCM os
\
02 08
ECU Specifics La%%.@ﬂ Lin
LDCOM Lnf
LinDrv
SECOC
LnTrcv
DIODRV s
SPIDRV DN
IPDUM
03 Extends 1‘ 09
06 | 07
vax
AN ETH FlexRay V2XM
Canlf ETHIPF Frif VZXFAC
CanSm ETHSM FrTrcv VaxsTp
CanTrcv UDPNM FrNm VIXGN
CanDrv SOAD FrSm WETHTRCV
CanNm ETHDRV FrDrv WETH
ETHTRCV DIODR
5 TCPIP
10
04 Extends | 05
1
J1939
J1939TP CRYPTO
S TTCAN ICRYPTOHW
TTCan csMm XCP
J1939DCM xce
J1939RM CRYIF XCP
13 ICRYPTOSW|
12
10 14
DIAGNOSTICS 10
DEM ToDO MEMORY
FIM NVM
Dit MEMIF

Figure A.3: Proposed grouping of AUTOSAR modules in logical clusters.
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Appendix B - The Tested
Configurations for the networks

These are all the configurations tested for the three types of networks, sorted on
prediction accuracy.

Tested configurations for the CPU parameter

Layer Count | Layer Structure Accuracy (%) MAE MSE

5 ‘Input’, *(sigmoid, 16)’, *(tanh, 16)’, *(sigmoid, 32)’, *(relu, 16)’](linear, 256)(relu, 1) 60 47.6153350830078 | 5705.1775390625
5 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’, *(sigmoid, 32)’, ’(relu, 16)’|(softplus, 256)(relu, 1) | 58.1818181818182 | 48.1369506835938 | 5869.5783203125
4 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’, *(sigmoid, 32)’|(linear, 256)(relu, 1) 56.3636363636364 | 49.5633094787598 | 6131.509765625

5 "Input’, *(sigmoid, 16)’, '(tanh, 16)’, (sigmoid, 32)’, *(relu, 16)’](linear, 32)(relu, 1) 56.3636363636364 | 47.7620445251465 | 6179.938671875

5 ‘Input’, *(sigmoid, 16)’, *(tanh, 16)’, *(sigmoid, 32), *(relu, 16)’](linear, 64)(relu, 1) 56.3636363 64 | 47.2441703796387 | 6271.75693359375
5 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’, *(sigmoid, 32)’, ’(relu, 16)’](clu, 256)(relu, 1) 56.3636363636364 | 47.4862548828125 | 6050.47529296875
3 Taput’, *(sigmoid, 16)°, *(tanh, 16))(clu, 16)(relu, 1) 54.5454545454545 | 46.9350631713367 | 6769.525

3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](linear, 16)(relu, 1) 54.5454545454545 | 48.4045806884766 | 6683.91572265625
3 "Input’, *(sigmoid, 16)’, *(tanh, 16)](relu, 16)(relu, 1) 51.313240814209 | 6975.87998046875
3 "Input’, *(sigmoid, 16)’, *(tanh, 16)](selu, 16)(relu, 1) 52.4974914550781 | 7189.496484375

3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](softplus, 16)(relu, 1) ! 50.5003921508789 | 6957.28935546875
3 “Input’, *(sigmoid, 16)’, ’(tanh, 16)’](relu, 32)(relu, 1) 54. 04045-1540-1045 51.5259315490723 | 7108.773828125

3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](elu, 64)(relu, 1) 54.5454545454545 | 50.0399032592773 | 6782.6306640625
3 "Input’, *(sigmoid, 16)’, '(tanh, 16)’](sigmoid, 64)(relu, 1) 53.214762878418 | 7440.62080078125
3 "Input’, *(sigmoid, 16)’, )] (linear, 256)(relu, 1) 51.4243766784668 | 6657.42646484375

4 Tnput’, ’( 5)’, 3)’, "(sigmoid, 32)’](elu, 16)(relu, 1) 50.2120666503906 | 6964.9947265625
4 "Tnput’, ’( 5)’, 3)’, "(sigmoid, 32)](linear, 16)(relu, 1) 49.9534339904785 | 6984.11591796875
4 "Input’, *(sig ), )", "(sigmoid, 32)](selu, 16)(relu, 1) 50.0738265991211 | 6993.7662109375
4 "Input’, '(sig )’, (tanh, 16)’, *(sigmoid, 32)’](softplus, 16)(relu, 1) 50.1611770629883 | 6927.0142578125
4 "Input’, (s )’, *(tanh, 16)’, "(sigmoid, 32)"](elu, 32)(relu, 1) 50.1177040100098 | 6920.79052734375
4 Tnput’, ’( 5)’, ’(tanh, 16)’, *(sigmoid, 32)’|(linear, 32)(relu, 1) 49.9422424316406 | 6868.005078125
4 “Tnput’, ’( 5)’, ’(tanh, 16)’, *(sigmoid, 32)’|(relu, 32)(relu, 1) 49.9924346923828 | 6885.99091796875
4 "Input’, *(sig )’, ’(tanh, 16)’, *(sigmoid, 32)’|(selu, 32)(relu, 1) 50.5000617980957 | 7031.49794921875
4 "Input’, '(sig )’, (tanh, 16)’, *(sigmoid, 32)’](elu, 64)(relu, 1) 48.858780670166 | 6714.57890625

4 "Input’, ’( )’, *(tanh, 16)’, ’(sigmoid, 32)"](linear, 64)(relu, 1) 48.3829162597656 | 6548.660546875

4 Tnput’, ’( 5)’, ’(tanh, 16)’, *(sigmoid, 32)|(relu, 64)(relu, 1) 48.9275619506836 | 6731.95732421875
4 “Tnput’, ’( 5)’, ’(tanh, 16)’, *(sigmoid, 32)|(selu, 64)(relu, 1) 49.257300567627 | 6762.66611328125
4 “Input’, ( )’, ’(tanh, 16)’, *(sigmoid, 32)’](softplus, 64)(relu, 1) 48.703466796875 | 6639.76494140625
4 "Input’, ( )’, "(tanh, 16)’, *(sigmoid, 32)’](tanh, 64)(relu, 1) 51.7739814758301 | 7483.78603515625
4 "Input’, '(si )’, *(tanh, 16)’, "(sigmoid, 32)"](elu, 256)(relu, 1) 49.3411804199219 | 6287.9337890625
4 Tnput’, *(si )", *(tanh, 16)’, ’(sigmoid, 32)’|(relu, 256)(relu, 1) 49.2036880493164 | 6262.8666015625
1 Taput’, ), 5)7, (sigmoid, 32)"|(selu, 256)(relu, 1) 10.0780853271484 | 6307.17333984375
1 Tnput’, *(sig Y. )", " (sigmoid, 32)') (softplus, 256) (relu, 1) 19.5082496643066 | 6263.17412109375
4 "Input’, '(sig ), )’, (sigmoid, 32)’](tanh, 256)(relu, 1) 50.4960006713867 | 7047.12890625

5 "Input’, (s ), )", "(sigmoid, 32)’, *(relu, 16)’](elu, 16)(relu, 1) 50.3416542053223 | 6769.57451171875
5 Tnput’, ’( )", 5)’, "(sigmoid, 32)’, *(relu, 16)’](relu, 16)(relu, 1) 49.7905799865723 | 6785.66396484375
5 Tuput’, ( 5y, 5)’, *(sigmoid, 32", *(relu, 16)7|(selu, 16)(relu, 1) 10.4058220064941 | 6628.70751953125
5 Toput’, '(sig Y, )" Gigmoid, 32", (relu, 10) (softplus, 16)(relu, 1 47.6070571899414 | 6283.55087800625
5 "Input’, '(sig ), ), ’, (relu, 16)’](elu, 32)(relu, 1) 47.3381675720215 | 6322.24609375

5 "Input’, (s ), ), (sig,m()id 32)", '(relu, 16)’](relu, 32)(relu, 1) 47.8931335449219 | 6533.80224609375
5 Tnput’, ’( j) 3)’, "(sigmoid, 32), *(re 5)’] (selu, 32)(relu, 1) 47.7562805175781 | 6356.64501953125
5 Taput’, ), 5)', (sigmoid, 32)’, "(relu, 16)] (softplus, 32)(relu, 1) 16.927308380127 | 6233.92880859375
5 "Input’, *(sig ), )", "(sigmoid, 32)’, ’(relu, 16)’|(relu, 64)(relu, 1) 47.3103126525879 | 6256.5427734375
5 "Input’, '(sig ), )’, (sigmoid, 32), "(relu, 16)7](selu, 64)(relu, 1) 47.4560188293457 | 6302.0916015625
5 "Input’, '(si ), )’, "(sigmoid, 32)", *(relu, 16)’](sigmoid, 64)(relu, 1) 51.5648445129395 | 7343.03232421875
5 Tnput’, ’( )", 3)’, "(sigmoid, 32), *(re 3)’] (softplus, 64)(relu, 1) 47.3471664428711 | 6453.06923828125
5 Taput’, '(si ), 5)7, (sigmoid, 32)°, "(relu, 16)] (tanh, 64)(rel, 1) 51.0843338012695 | 7152676171875

Table B.1: Tested configurations for the CPU parameter
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B. Appendix B - The Tested Configurations for the networks

Layer Count

Layer Structure

Accuracy (%)

MAE

MSE

5 Input’, *(sigmoid, 16)’, ’(tanh, 16)’, (51g11101d 32)", *(relu, 16)’](tanh, 256)(relu, 1) 54.5454545454545 | 47.7026870727539 30771484375
3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](linear, 32)(relu, 1) 52.7272727272727 | 51.773078918457 446484375

3 "Input’, “(sigmoid, 16)’, ’(tanh, 16)’](velu, 256)(relu, 1) 52.7272727272727 | 50.4784614562988 | 6775.41533203125
4 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’, ’(sigmoid, 32)’|(tanh, 16)(relu, 1) 52.7272727272727 | 66.1424652099609 | 11045.7387695312
4 "Input’, *(sigmoid, 16)’, (tanh, 16)’, ’(sigmoid, 32)’](tanh, 32)(relu, 1) 52.7272727272727 | 57.1553520202637 | 8639.17646484375
5 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’, ’(sigmoid, 32)’, ’(relu, 16)’](tanh, 32)(relu, 1) 52.7272727272727 | 55.5852996826172 | 8418.38544921875
3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](tanh, 16)(relu, 1) 50.9090909090909 | 67.6750648498535 | 11033.1737304688
4 "Tnput’, *(sigmoid, 16)’, (tanh, 16)’, ’(sigmoid, 32)’](sigmoid, 16)(relu, 1) 50.9090909090909 | 66.1284362792969 | 11181.86015625

5 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’, '(sigmoid, 32)’, '(relu, 16)’](sigmoid, 16)(relu, 1) | 50.9090909090909 | 67.6417739868164 | 11682.5119140625
3 "Input’, "(sigmoid, 16), ’(tanh, 16)’|(selu, 32)(relu, 1) 49.0909090909091 | 52.8402694702148 | 7228.46259765625
3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](relu, 64)(relu, 1) 49.0909090909091 | 51.8483383178711 | 7233.0896484375
3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](selu, 64)(relu, 1) 49.0909090909091 | 51.0544708251953 | 7068.6228515625
3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](softplus, 64)(relu, 1) 49.0909090909091 | 51.6324310302734 | 7122.09658203125
3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](clu, 256)(relu, 1) 49.0909090909091 | 52.0633460998535 | 7081.89541015625
3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](selu, 256)(relu, 1) 49.0909090909091 | 53.3679962158203 | 7203.96943359375
3 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’](elu, 32)(relu, 1) 47.2727272727273 | 53.2965675354004 | 7271.12509765625
3 "Input’, "(sigmoid, 16)’, '(tanh, 16)’|(linear, 64)(relu, 1) A47.2727272727273 | 51.5671768188477 | 7055.180078125

1 "Input’](elu, 16)(relu, 1) 45.4545454545455 | 68.692350769043 8989.881738?8125
1 "Input’](selu, 16)(relu, 1) 45.4545454545455 | 118.091697692871 | 28066.986328125
1 "Input’] (softmax, 16)(relu, 1) 45.4545454545455 | 99.6991012573242 | 22249.821875

1 "Input’](softplus, 16)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
1 "Input’](tanh, 16)(relu, 1) 45.4545454545 55 118.155815124512 | 28067.361328125
1 "Input’](elu, 32) (ldu 1) 63.6468437194824 | 8253.68291015625
1 "Input’](linear, 32)(relu, 1) 4 404 4o4a4o4oa 65.0038864135742 | 7615.81376953125
1 "Input’] (softmax, 32)(relu, 1) 45.4545454545455 | 99.7254776000977 | 22261.7296875

1 "Input’](tanh, 32)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
1 ‘Input’](elu, 61)(1e1u 1) 45.4545454545455 | 61.8823463439941 | 8097.8013671875
1 "Input’](linear, 64)(relu, 1) 45.4545454545455 | 65.656005859375 | 7834.2998046875
1 Input’] (selu, 64)( relu 1) 45.4545454545455 | 64.3919235229492 | 7963.3029296875
1 "Input’] (softmax, 64)(relu, 1) 99.7062545776367 | 22253.206640625
1 Input’](softplus, 64)(relu, 1) 45.4545 -10-10-104 60.94365234375 8168.1689453125
1 "Input’](tanh, 64)(relu, 1) 45.4545454545455 | 65.0041412353516 | 10018.1705078125
1 "Input’](elu, 206)(rr‘1|1 1) 45.4545454545455 | 59.8535720825195 | 8201.828515625
1 "Input’](linear, 256)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
1 "Input’](relu, 256)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
1 "Input’] (selu, 256)(relu, 1) 60.8849967956543 | 8387.1849609375
1 "Input’](sigmoid, 256)(relu, 1) 118.155815124512 | 28067.361328125
1 "Input’] (softmax, 256)(relu, 1) . 118.155815124512 | 28067.361328125
1 "Input’] (softplus, 256)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
1 "Input’](tanh, 256)(relu, 1) 45.4545454545455 | 64.1261779785156 | 9606.1455078125
2 "Input’, *(sigmoid, 16)’](elu, 16)(relu, 1) 45.4545454545455 | 61.4627830505371 | 9379.0060546875
2 "Input’, *(sigmoid, 16)’](linear, 16)(relu, 1) 45.4545454545455 | 61.1204368591309 | 9359.8359375

2 "Input’, *(sigmoid, 16)’](relu, 16)(relu, 1) 45.454545454 60.7793907165527 | 9289.3689453125
2 "Input’, *(sigmoid, 16)’](selu, lG)(rdu 1) 45.454545454¢ 118.155815124512 | 28067.361328125
2 "Input’, *(sigmoid, 16)’](sigmoid, 16)(relu, 1) 45.45454545 118.155815124512 | 28067.361328125
2 "Input’, *(sigmoid, 16)’](softmax, 16)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
2 "Input’, *(sigmoid, 16)](softplus, 16)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
2 "Input’, *(sigmoid, 16)’](elu, 32)(relu, 1) 45.4545454545455 | 61.2983039855957 | 9509.7755859375
2 "Input’, *(sigmoid, 16)’](linear, 32)(relu, 1) 45.4545454545455 | 60.9376319885254 | 9371.6208984375
2 "Input’, *(sigmoid, 16)’](relu, 32)(relu, 1) 45.4545454545455 | 61.3888786315918 | 9510.8990234375
2 "Input’, *(sigmoid, 16)’](selu, 32)(relu, 1) 45.4545454545455 | 62.8201583862305 | 9941.0736328125
2 "Input’, *(sigmoid, 16)’](sigmoid, 32)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
2 "Input’, *(sigmoid, 16)’](softmax, 32)(relu, 1) 45.4545454545455 | 99.8348022460937 | 22309.64921875

2 "Input’, *(sigmoid, 16)](softplus, 32)(relu, 1) 45.4545454545455 | 61.6677505493164 | 9665.3638671875
2 "Input’, *(sigmoid, 16)’](elu, 64)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
2 "Input’, "(sigmoid, 16)’](linear, 64)(relu, 1) 45.4545454545455 | 60.9977897644043 | 9544.5123046875
2 Input’, *(sigmoid, 16)’](relu, 64)(relu, 1) 45.4545454545455 | 61.0348808288574 | 9539.6939453125
2 "Input’, *(sigmoid, 16)"](selu, 64)(relu, 1) 45.4545454545455 | 61.785962677002 | 9737.6466796875
2 "Input’, *(sigmoid, 16)’](sigmoid, 64)(relu, 1) 45.4545454545455 | 69.819221496582 | 12592.291015625
2 "Input’, *(sigmoid, 16)’](softmax, 64)(relu, 1) 45.4545454F 55 | 99.8644546508789 | 22322.786328125
2 "Input’, *(sigmoid, 16)](softplus, 64)(relu, 1) 45.4545454545455 | 55.3957077026367 | 7865.4025390625

Table B.2: (Cont): Tested configurations for the CPU parameter




B. Appendix B - The Tested Configurations for the networks

Layer Count

Layer Structure

MAE

MSE

2 Input’, (s 16)](tanh, 64)(relu, 1) 66.9102020263672 | 11442.2990234375
2 Tnput’, (s 16)’] (elu, 256)(relu, 1) 55.6921051025391 | 7877.55966796875
2 "Input’, ’(sig 16)’](linear, 256)(relu, 1) 54.6916702270508 | 7426.15556640625
2 "Input’, (sig 16)’](relu, 256)(relu, 1) 54.2372032165527 | 7546.55361328125
2 "Input’, (blg[!lold 6)"](selu, 256)(relu, 1) 57.2469772338867 | 8307.541796875
2 "Input’, "(sigmoid, 16)’](sigmoid, 256)(relu, 1) 57.8768356323242 | 8334.67734375

2 "Input’, (sigmoid, 16)’](softmax, 256)(relu, 1) 99.7995697021484 | 22294.055078125
2 "Tnput’, ’(sigmoid, 16)’](softplus, 256)(relu, 1) 118.155815124512 | 28067.361328125
2 “Input’, ’(sigmoid, 16)’](tanh, 256)(relu, 1) 60.0825012207031 | 9218.45732421875
3 "Input’, ’(sigmoid, 16)’, ’(tanh, 16)’](sigmoid, 16)(relu, 1) 45. 45404045-1045 118.155815124512 | 28067.361328125
3 "Input’, *(sigmoid, 16)’, *(tanh, 16)’|(softmax, 16)(relu, 1) 45. 4545434540455 99.7554580688477 | 22274.5578125

3 "Input’, "(sigmoid, 16)’, *(tanh, 16)’](softmax, 32)(relu, 1) 99.7929595947266 | 22291.13515625

3 "Input’, ’(sigmoid, 16) , '(tanh, 16)’](softplus, 32)(relu, 1) 118.155815124512 | 28067.361328125
3 ‘Input’, ’(si 16)’, *(tanh, 16)’](tanh, 32)(relu, 1) 118.155815124512 | 28067.361328125
3 "Tnput’, ’(sig 16)’, *(tanh, 16)’|(softmax, 64)(relu, 1) 99.7921661376953 | 22290.78203125
3 Tnput’, ’(sig 16)’, ’(tanh, 16)’](tanh, 64)(relu, 1) 118.155815124512 | 28067.361328125
3 Tnput’, (mgmold 6)’, ’(tanh, 16)’|(sigmoid, 256)(relu, 1) 118.155815124512 | 28067.361328125
3 ‘Input’, "(sigmoid, 16)’, *(tanh, 16)’](softmax, 256)(relu, 1) 99.835221862793 | 22309.8359375

3 ‘Input’, "(sigmoid, 16)’, ’(tanh, 16)’](softplus, 256)(relu, 1) 118.155815124512 | 28067.361328125
3 "Input’, ’(sigmoid, 16)’, (tanh, 16)’](tanh, 256)(relu, 1) 56.0274269104004 | 7622.29111328125
4 ‘Tnput’, (s 16)’, *(tanh, 16)’, ’(sigmoid, 32)’](relu, 16)(relu, 1) 118.155815124512 | 28067.361328125
4 Tnput’, ’(sigmoid, 16), (Lan}y 16)’, *(sigmoid, 32)’|(softmax, 16)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
4 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’, ’(sigmoid, 32)’](sigmoid, 32)(relu, 1) 45. 151513/15'15155 118.155815124512 | 28067.361328125
4 "Input’, "(sigmoid, 16)’, ’(tanh, 16), *(sigmoid, 32)’](softmax, 32)(relu, 1) 118.155815124512 | 28067.361328125
4 "Input’, ’(slgmold 16) , '(tanh, 16)’, ’(slgmold 32)7](softplus, 32)(relu, 1) 118.155815124512 | 28067.361328125
4 "Input’, (s 16)’, ’(tanh, 16)’, (s id, 32)"](sigmoid, 64)(relu, 1) 118.155815124512 | 28067.361328125
4 "Input’, ’(sigmoid, 16)’, *(tanh, 16)’, ’(sig , 32)’|(softmax, 64)(relu, 1) 118.155815124512 | 28067.361328125
4 "Input’, ’(sigmoid, 16)’, *(tanh, 16)’, (slgmold 32)’|(sigmoid, 256)(relu, 1) 118.155815124512 | 28067.361328125
4 "Input’, *(sigmoid, 16)’, ’(tanh, 16)’, *(sigmoid, 32)’](softmax, 256)(relu, 1) 45. 151510/151015& 99.3675567626953 | 22320.770703125
5 "Input’, "(sigmoid, 16)’, ’(tanh, 16)’, *(sigmoid, 32)’, ’(relu, 16)’](linear, 16)(relu, 1) 45. 43454a4545-1aa 118.155815124512 | 28067.361328125
5 "Input’, '(sigmoid, 16)’, ’(tanh, 16)’, *(sigmoid, 32)’, ’(relu, 16)’](softmax, 16)(relu, 1) 99.7727630615234 | 22282.20078125

5 ‘Input’, *(sigmoid, 16)’, ’(tanh, 16)’, *(sigmoid, 32)’, ’(relu, 16)’](sigmoid, 32)(relu, 1) 118.155815124512 | 28067.361328125
5 "Input’, ’(sigmoid, 16)’, *(tanh, 16)’, ’(sigmoid, 32)’, ’(relu, 16)’|(softmax, 32)(relu, 1) 99.0850509643555 | 22285.376953125
5 "Input’, ’(sigmoid, 16)’, ’(tanh, 16), *(sigmoid, 32)’, ’(relu, 16)’](elu, 64)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
5 "Input’, ’(sigmoid, 16)’, *(tanh, 16)’, *(sigmoid, 32)’, ’(relu, 16)’](softmax, 64)(relu, 1) | 45.4545454545455 | 99.8541763305664 | 22318.228125

5 "Input’, *(sigmoid, 16)’, ’(tanh, 16)", *(sigmoid, 32)’, ’(relu, 16)’](relu, 256)(relu, 1) 45.4545454545455 | 118.155815124512 | 28067.361328125
5 ‘Input’, *(sigmoid, 16)’, ’(tanh, 16)’, ’(slgmold 32)’, (relu, 16)"](selu, 256)(relu, 1) 45. 118.155815124512 | 28067.361328125
5 ‘Input’, *(sigmoid, 16)’, ’(tanh, 16)’, (re )’ (sigmoid, 256)(relu, 1) | 45. 118.155815124512 | 28067.361328125
5 "Input’, ’(sigmoid, 16)’, ’(tanh, 16)’ (relu, 16)’](softmax, 256)(relu, 1) | 45.4 99.9032257080078 | 22339.9828125

1 "Tnput’](linear, 16)(relu, 1) 43.6363 67.6072174072266 | 8324.77578125

1 "Input’](relu, 32)(relu, 1) 43. 6363636363636 65.5690643310547 | 8511.271875

1 "Input’](selu, 32)(relu, 1) 43.6363636363636 4: 8163.50068359375
1 "Input’](sigmoid, 32)(relu, 1) 43.6363636363636 11209.2404296875
1 "Input’] (softplus, 32)(relu, 1) 43.6363 ()'1.63()76300(]-1883 8134.6615234375
1 "Input’](relu, 64)(relu, 1) 60.095849609375 | 7903.766015

1 "Tnput’](sigmoid, 64)(relu, 1) 43.6363636363636 | 70.7892196655273 | 10867.1677734375
2 "Input’, ’(sigmoid, 16)’](tanh, 16)(relu, 1) 43.6363636363636 | 74.0744537353516 | 13111.2841796875
2 "Input’, *(sigmoid, 16)’](tanh, 32)(relu, 1) 43.6363636363636 | 71.3382934570313 | 13064.139453125
3 "Input’, "(sigmoid, 16)’, ’(tanh, 16)’](sigmoid, 32)(relu, 1) 43.6363636363636 | 60.3389350891113 | 8990.78125

5 ‘Input’, *(sigmoid, 16)’, ’(tanh, 16)’, *(sigmoid, 32)’, ’(relu, 16)’](tanh, 16)(relu, 1) 43.6363636363636 | 68.0092895507812 | 10840.4038085938
1 ‘Input’](relu, 16)(relu, 1) 41.8181818181818 | 68.9990859985352 | 9012.05302734375
1 “Input’] (sigmoid, 16)(relu, 1) 40 78.7878005981445 | 12488.4560546875

Table B.3: Cont: Tested configurations for the CPU parameter
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B. Appendix B - The Tested Configurations for the networks

Tested configurations for the RAM parameter

Layer Count | Layer Structure Accuracy (%) MAE MSE

‘Input’, ’(relu, 16)’](linear, 256)(relu, 1) 68.5714285714286 | 22.4371849060059 | 1010.50150146484
‘Input’, ’(relu, 16)’](softplus, 256)(relu, 1) 67.1428571428571 | 20.0688812255859 | 867.478796386719
Taput’, *(relu, 16)’, (relu, 16)7](relu, 32)(relu, 1) 67.1428571428571 | 18.9525400608486 | 704.193786621004
‘Input’, ’(relu, 1 )7](1elu 256)(relu, 1) 65.7142857142857 | 20.1788879394531 | 831.291772460938
‘Input’, ’(relu, 16)’, ’(relu, 16)’](relu, 64)(relu, 1) 65.7142857142857 | 23.1338119506836 | 1443.92736816406
‘Input’, ’(relu, 16)’, *(relu, 16)’](linear, 256)(relu, 1) 65.7142857142857 | 18.8083831787109 | 885.855688476562
"Tnput’](relu, 32)(relu, 1) 64.2857142857143 | 26.6040645599365 | 1530.29951171875
‘Input’](selu, 32)(relu, 1) 64.2857142857143 | 27.4051498413086 | 1727.62426757812
‘Input’](linear, 64)(relu, 1) 64.2857142857143 | 27.3481338500977 | 1683.1966796875

‘Tnput’](relu, 64)(relu, 1) 64.2857142857143 | 26.487618637085 | 1417.24685058594
‘Input’](softplus, 256)(relu, 1) 64.2857142857143 | 25.8792678833008 | 1268.4873046875

Taput’, *(relu, 16)7](relu, 64)(relu, 1) 61.0857142857143 | 21.6676734924316 | 893.00615234375

‘Input’, ’(relu, 16)’, *(relu, 16)’](relu, 16)(relu, 1) 64.2857142857143 | 20.3586711883545 | 778.516613769531
‘Input’](selu, 64)(relu, 1) 62.8571428571429 | 27.8353439331055 | 1618.63413085938

Input’

(elu, 16)(r

elu, 1)

62.8571428571429

27.7223510742188

1730.930859375

"Tnput’](elu, 64)(relu, 1) 62.8571428571429 | 27.3215950012207 | 1561.07924804687
‘Input’, ’(relu, 16)’, ’(relu, 16)’](softplus, 16)(relu, 1) 62.8571428571429 | 20.902974319458 | 825.46572265625
‘Input’, ’(relu, 16)’](softplus, 64)(relu, 1) 61.4285714285714 | 20.286088180542 | 777.506384277344

‘Input’](tanh, 256)(relu, 1)

61.4285714285714

21.2893444061279

945.316577148438

‘Input’](sigmoid,

256)(relu, 1)

45.7142857142857

24.0732566833496

2

2

3

2

3

3

1

1

1

1

1

2

3

1

1

1

3

2

1

3 ‘Input’, ’(relu, 16)’, ’(relu, 16)’](selu, 32)(relu, 1) 61.4285714285714 | 18.678303527832 | 725.8224609375
3 ‘Input’, ’(relu, 16)’, *(relu, 16)’](elu, 64)(relu, 1) 61.4285714285714 | 20.2400131225586 | 1227.9341796875
3 ‘Input’, ’(relu, 16)’, ’(relu, 16)’](softplus, 64)(relu, 1) 61.4285714285714 | 21.4167694091797 | 1531.32241210937
2 ‘Input’, ’(relu, 16)’]( 11Il€:oLI 32)(relu, 1) 60 22.5148155212402 | 926.273474121094
2 Tnput, *(relu, 16)’ (belu 256) (relw, 1) 60 20.5771636962891 | 798.08201015625
2 ‘Input’, ’(relu, 16)’](sigmoid, 256)(relu, 1) 60 19.3456161499023 | 951.468859863281
3 ‘Input’, ’(relu, 16)’, *(relu, 16)’](elu, 32)(relu, 1) 60 19.4380199432373 | 879.955261230469
3 ‘Input’, ’(relu, 16)’, *(relu, 16)’](linear, 64)(relu, 1) 60 24.824955368042 | 1568.75463867188
2 ‘Input’, ’(relu, 16)’](softplus, 16)(relu, 1) 58.5714285714286 | 21.5783130645752 | 881.956848144531
2 ‘Input’, ’(relu, 16)’](selu, 32)(relu, 1) 58.5714285714286 | 21.6203590393066 | 897.072399902344
3 ‘Input’, ’(relu, 16)’, *(relu, 16)’](linear, 16)(relu, 1) 58.5714285714286 | 22.2053607940674 | 837.504284667969
3 ‘Input’, ’(relu, 16)’, *(relu, 16)’](tanh, 256)(relu, 1) 58.5714285714286 | 24.6351409912109 | 1270.30791015625
1 "Input’](relu, 256)(relu, 1) 58.5714285714286 | 25.3152851104736 | 1156.33582763672
2 ‘Input’, ’(relu, 16)’](softplus, 32)(relu, 1) 58.5714285714286 | 20.6050605773926 | 843.734765625

2 ‘Input’, ’(relu, 16)’](elu, 256)(relu, 1) 58.5714285714286 | 21.849772644043 | 969.058801269531
2 ‘Input’, ’(relu, 16)’](tanh, 256)(relu, 1) 57.1428571428571 | 18.8986194610596 | 773.790002441406
3 ‘Input’, ’(relu, 16)’, *(relu, 16)’](softplus, 256)(relu, 1) 57.1428571428571 | 22.3238636016846 | 1484.20043945312
1 ‘Input’](linear, 16)(relu, 1) 57.1428571428571 | 27.022257232666 | 1664.46726074219
1 ‘Input’](selu, 16)(relu, 1) 57.1428571428571 | 27.4562992095947 | 1714.6224609375
1 ‘Input’](elu, 256)(relu, 1) 57.1428571428571 | 26.1353446960449 | 1350.75734863281
1 "Input’|(linear, 256)(relu, 1) 57.1428571428571 | 27.9000370025635 | 1596.53933105469
1 "Tnput’](selu, 256)(relu, 1) 57.1428571428571 | 26.1895881652832 | 1294.92717285156
2 ‘Input’, ’(relu, 16)’](elu, 16)(relu, 1) 57.1428571428571 | 23.6859233856201 | 1002.41156005859
2 ‘Input’, ’(relu, 16)’](linear, 16)(relu, 1) 57.1428571428571 | 22.952513885498 | 962.734631347656
2 ‘Input’, ’(relu, 16)’](elu, 32)(relu, 1) 57.1428571428571 | 21.888060760498 | 897.553076171875
2 ‘Input’, ’(relu, 16)’](linear, 64)(relu, 1) 57.1428571428571 | 21.5563823699951 | 836.737060546875
2 ‘Input’, ’(relu, 16)’](tanh, 64)(relu, 1) 55.7142857142857 | 12.7254266738892 | 363.028314208984
3 ‘Input’, ’(relu, 16)’, *(relu, 16)’](relu, 256)(relu, 1) 55.7142857142857 | 22.1954128265381 | 1095.26579589844
3 ‘Input’, ’(relu, 16)’ (relu 16)"](selu, 256)(relu, 1) 55.7142857142857 | 23.6795162200928 | 1585.57282714844
1 Tnput, (relu, 16), ’(velu, 16)’, "(elu, 16)’](selu, 16)(relu, 1) | 55.7142857142857 | 41.0246658325195 | 3332.612800625
1 ‘Input’](tanh, 32)(relu, 1) 54.2857142857143 | 18.1349153518677 | 742.602697753906
2 ‘Input’, ’(relu, 16)’](selu, 16)(relu, 1) 54.2857142857143 | 27.498454284668 | 1292.32583007812
3 ‘Input’, ’(r(‘lu 16)’, ’(relu, 16)’](sigmoid, 256)(relu, 1) 54.2857142857143 | 19.2536277770996 | 900.440026855469
2 ‘Input’, ’(relu, 16)’](tanh, 16)(relu, 1) 52.8571428571429 | 16.270408821106 | 582.041546630859
4 ‘Input’, ’(relu, 16)’, ’(relu, 16)’, ’(elu, 16)’](relu, 32)(relu, 1) | 52.8571428571429 | 25.3293952941895 | 1245.94764404297
4 ‘Input’, ’(relu, 16)’, *(relu, 16)’, ’(elu, 16)’](selu, 32)(relu, 1) | 52.8571428571429 | 26.8932655334473 | 1434.13366699219
2 ‘Input’, ’(relu, 16)’ ](51g1nold 64)(relu, 1) 50 17.1350021362305 | 689.900836181641
1 Toput’, '(relu, 16) "(relu, 16), ’(elu, 16)](relu, 16)(relw, 1) | 50 44.3661483764648 | 3447.74116210038
1 ‘Tnput’](tanh, 16)(r lu 1) 48.5714285714286 | 16.4190021514893 | 622.259893798828
1 ‘Input’](softplus, 32)(relu, 1) 48.5714285714286 | 26.4976051330566 | 1562.33000488281
2 ‘Input’, ’(relu, 16)’](sigmoid, 32)(relu, 1) 48.5714285714286 | 14.0964958190918 | 460.852703857422
3 ‘Input’, ’(relu, 16)’, ’(relu, 16) ]( tanh, 64)(relu, 1) 47.1428571428571 | 28.8277202606201 | 1850.67819824219
4 ‘Input’, (r(‘lu 16)’, *(relu, 16)’, *(elu, 16)’](clu, 32)(relu, 1) | 47.1428571428571 | 39.910404586792 | 3149.11687011719
1

1280.48531494141

Table B.4: Tested configurations for the RAM parameter
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B. Appendix B - The Tested Configurations for the networks

Layer Count | Layer Structure Accuracy (%) MAE MSE

Input’, *(relu, 16)’, *(relu, 16)", ’(elu, 16)’](elu, 16)(relu, 1) 45.7142857142857 | 53.5837738037109 | 6429.20029296875
"Input’, *(relu, 16)’, ’(relu, 16)’, ’(elu, 16)’](linear, 16)(relu, 1) 45.7142857142857 | 49.9926872253418 | 3803.16240234375
"Input’, *(relu, 16)’, (relu, 16)’, ’(elu, 16)’](linear, 32)(relu, 1) 44.2857142857143 | 24.6469581604004 | 1139.41812744141
"Tnput’, '(relu, 16)’, *(relu, 16)](tanh, 16)(relu, 1) 42.8571428571429 | 21.0366840362549 | 846.323266601563
"Input’] (sigmoid, 32)(relu, 1) 41.4285714285714 | 23.9367340087891 | 1279.10812988281
‘Input’, *(relu, 16)’, (relu, 16)’](sigmoid, 16)(relu, 1) 41.4285714285714 | 20.1763469696045 | 880.313433837891
Input’, *(relu, 16)’, *(relu, 16)’](sigmoid, 64)(relu, 1) 40 23.058081817627 | 1721.51470947266
‘Input’, *(relu, 16)7](softmax, 256)(relu, 1) 37.1428571428571 | 41.0675048828125 | 4323.875390625

‘Tnput’, '(relu, 16)’, *(relu, 16)’](sigmoid, 32)(relu, 1) 37.1428571428571 | 16.6300270080566 | 517.465258789063
‘Input’, *(relu, 16)’](softmax, 32)(relu, 1) 35.7142857142857 | 39.8673400878906 | 4154.95717773438
"Input’, *(relu, 16)’, *(relu, 16)’](softmax, 16)(relu, 1) 35.7142857142857 | 39.2523948669434 | 4147.36657714844

"Input’](softmax, 32)(relu,

]

34.2857142857143

39.4227863311768

4167.7181640625

Input’,

*(relu, 16)’](softmax, 64)(relu, 1)

34.2857142857143

42.2330394744873

4388.02092285156

TInput’, ’(relu, 16)’, ’(relu,

16)"](tanh, 32)(relu, 1)

34.2857142857143

28.9200885772705

1579.15971679688

"Input’, *(relu, 16)’, ’(relu,

16)’,

(elu, 16)](sigmoid, 32)(relu, 1)

34.2857142857143

37.306615447998

2711.53388061523

"Input’](softmax, 256)(relu,

D

34.2857142857143

38.6612678527832

4123.48552246094

[ | cof ] o | = rof =] | o 1| =] co| ho| ol | wof wo| | ol | | e

‘Tnput’, *(relu, 16)](softmax, 16)(relu, 1) 34.2857142857143 | 40.6428840637207 | 4327.66945800781
"Input’](softmax, 16)(relu, 1) 32.8571428571429 | 38.8617206573486 | 4092.88757324219
Input’](softmax, 64)(relu, 1) 32.8571428571429 | 38.7530979156494 | 4126.82353515625
"Input’, *(relu, 16)’, *(relu, 16)’](softmax, 64)(relu, 1) 32.8571428571429 | 40.2661521911621 | 4243.10627441406
‘Tnput’, *(relu, 16)’, *(relu, 16)’, "(elu, 16)’](softplus, 16)(relu, 1) 30 49.5115055084229 | 4515.64162597656
‘Input’, *(relu, 16)’, ’(relu, 16)"](softmax, 256)(relu, 1) 27.1428571428571 | 45.3680030822754 | 4867.02453613281
Tnput’, (velu, 16)', (relu, 16)’, "(elu, 16)’](s«>ftm¢\ 32) (relu, 1) 21.2857142857143 | 59.4351722717285 | 7654.32744140625
"Input’, *(relu, 16)’, *(relu, 16)’, '(elu, 16)’](softplus, 32)(relu, 1) 21.4285714285714 | 62.9648452758789 | 6371.03427734375
5 "Tnput’, *(relu, 16)’, *(relu, 16)’, '(elu, 16)’, *(sigmoid, 16)’](elu, 32)(relu, 1) 21.4285714285714 | 62.1296684265137 | 6413.2013671875
5 "Tnput’, '(relu, 16)’, *(relu, 16)’, *(elu, 16), *(sigmoid, 16)’](selu, 32)(relu, 1) 21.4285714285714 | 61.7426940917969 | 6425.133984375
5 Tnput’, (velu, 16)', (relw, 16)', (elu, 16)’, *(sigmoid, 16)’](elu, 64)(relw, 1) 21.4285714285714 | 63.3681259155273 | 637181796875
5 "Input’, *(re )’, "(relu, 16)", "(elu, 16)’, '(sigmoid, 16)’](linear, 64)(relu, 1) 21.4285714285714 | 62.0812698364258 | 6399.54306640625
5 ‘Input’, '(re )’, "(relu, 16), "(elu, 16)’, (sigmoid, 16)"](relu, 64)(relu, 1) 21.4285714285714 | 62.3026557922363 | 6396.41767578125
5 ‘Tnput’, '(relu, 16)’, *(relu, 16)’, *(elu, 16), *(sigmoid, 16)’](selu, 64)(relu, 1) 21.4285714285714 | 61.9159820556641 | 6410.9837890625
5 Input’, *(relu, 16)’, *(relu, 16)", ’(elu, 16)’, *(sigmoid, 16)’](elu, 256)(relu, 1) 21.4285714285714 | 62.3297271728516 | 6387.1904296875
5 ‘Input’, *(relu, 16)’, (relu, 16)’, ’(elu, 16)’, *(sigmoid, 16)’](linear, 256)(relu, 1) 21.4285714285714 | 62.3240798950195 | 6387.433203125
5 . "(relu, 16)’, "(relu, 16)", "(elu, 16)’, ’(sigmoid, 16)’](selu, 256)(relu, 1) 21.4285714285714 | 62.2524353027344 | 6390.0150390625
1 (velu, 16)", *(velu, 16)°, *(elu, 16)7](selu, 64)(relu, 1) 20 64.3753875732422 | 6342.18056640625
1 (velu, 16)", *(relu, 16), (clu, 16)")(softmax, 256)(relu, 1) 20 60.7413429260254 | 7151.1082421875
5 "Input’, *(relu, 16)’, (relu, 16)’, ’(elu, 16)’, *(sigmoid, 16)’](softplus, 32)(relu, 1) | 20 62.2182159423828 | 6402.73173828125
5 Tnput’, *(relu, 16)", (relu, 16)", *(clu, 16)’, "(sigmoid, 16)’](relu, 256)(relu, 1) 20 63.9850540161133 | 6360.0083984375
5 " 5)", " (telu, 16)", (elu, 16)’, *(sigmoid, 16)](sigmoid, 256)(relu, 1) | 18.5714285714286 | 61.4228927612305 | 6446.5111328125
5 ( ), "(relu, 16)", "(elu, 16)’, *(sigmoid, 16)’](tanh, 256)(relu, 1) 18.5714285714286 | 61.3794303894043 | 6485.68642578125
5 ( 3)’, "(relu, 16)", "(elu, 16)’, ’(sigmoid, 16)’](softmax, 16)(relu, 1) | 17.1428571428571 | 62.1854415893555 | 6921.671875
5 ( )’, "(relu, 16), "(elu, 16)’, ’(sigmoid, 16)’](softmax, 32)(relu, 1) | 17.1428571428571 | 61.5490798950195 | 6940.65439453125
5 ( )’, "(relu, 16)", "(elu, 16)’, '(sigmoid, 16)’](softmax, 64)(relu, 1) | 17.1428571428571 | 62.1368087768555 | 6924.9255859375
5 ( 5)’, "(relu, 16)", "(elu, 16)’, *(sigmoid, 16)’](softmax, 256)(relu, 1) | 17.1428571428571 | 62.0962554931641 | 6928.64013671875
5 ( 5)", *(relu, 16)7, *(elu, 16)’, ' (sigmoid, 16)"|(selu, 16)(relw, 1) 17.1428571428571 | 61.0574165314238 | 6483.11015625
5 (re )’, "(relu, 16), "(elu, 16)’, ’(sigmoid, 16)’](relu, 32)(relu, 1) 15.7142857142857 | 61.0851753234863 | 6479.133203125
3 (re )’, "(relu 6)](softmdx 32)(relu, 1) 15.7142857142857 | 67.0958969116211 | 8039.14189453125
5 ‘Tnput’, *(relu, 16)’, *(relu, 16)’, '(elu, 16)’, (s1gmold 16)7](tanh, 32)(relu, 1) 15.7142857142857 | 60.3236419677734 | 6653.98876953125
5 Tnput’, *(relu, 16)’, *(relu, 16)’, '(elu, 16)’, "(sigmoid, 16)’](tanh, 64)(relu, 1) 15.7142857142857 | 59.9715553283691 | 6634.58466796875
4 ‘Tnput’, *(relu, 16)’, (relu, 16)’, ’(elu, 16)’](softmax, 16)(relu, 1) 14.2857142857143 | 64.7871482849121 | 6941.62783203125
4 "Input’, *(relu, 16)’, *(relu, 16)’, *(elu, 16) ](s()ftma\ 64)(relu, 1) 14.2857142857143 | 60.7869117736816 | 7135.0166015625
5 ‘Tnput’, *(relu, 16)’, *(relu, 16)’, "(elu, 16), *(sigmoid, 16)’](relu, 16)(relu, 1) 12.8571428571429 | 60.4784553527832 | 6549.4212890625
5 Tnput’, *(relu, 16)’, *(relu, 16)", ’(elu, 16)’, *(sigmoid, 16)’|(softplus, 16)(relu, 1) | 12.8571428571429 | 60.9588584899902 | 6493.40048828125
5 "Input’, *(relu, 16)’, (relu, 16)’, ’(elu, 16)’, *(sigmoid, 16)’](sigmoid, 64)(relu, 1) | 10 60.5727638244629 | 6545.8826171875
5 Tnput’, *(relu, 16)", (relu, 16)', *(clu, 16)’, *(sigmoid, 16)] (sigmoid, 16)(relu, 1) | 8.57142857142857 | 60.7275970458084 | 6585.6020206875
1 "Input’](relu, 16)(rely, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
1 "Input’] (sigmoid, 16)(relu 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
1 "Input’|(softplus, 16)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
1 "Input’](elu, 32)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
1 "Input’](linear, 32)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
1 "Input’] (sigmoid, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
1 "Input’|(softplus, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
1 "Input’](tanh, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
2 "Input’, *(relu, 16)’](relu, 16)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
2 "Tnput’, *(relu, 16)7](sigmoid, 16)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
2 Tnput’, *(relu, 16)](relu, 32)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
2 ‘Input’, *(relu, 16)’](tanh, 32)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
2 “Input’, *(relu, 16)](elu, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
2 ‘Tnput’, *(relu, 16)’](selu, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
3 TInput’, *(relu, 16)’, ’(relu, 16)’]|(elu, 16)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
3 "Input’, *(relu, 16)’, (relu, 16)’](selu, 16)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
3 "Input’, *(relu, 16)’, ’(relu, 16)’](linear, 32)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
3 ‘Tnput’, '(relu, 16)’, *(relu, 16)’](softplus, 32)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
3 ( 5)7, (velu, 16)"|(sel, 64)(relu, 1) 7.14285714285714 | 88.5857925115030 | 14803.2021484375
3 (re! 3), ’(relu, 16)’](elu, 256)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 (re )’, "(relu, 16)", "(elu, 16)’](sigmoid, 16)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
1 “Tnput”, *(relu, 16)’, *(velu, 16)", *(elu, 16)'](tanh, 16)(rely, 1) 7.14285714285714 | 83.5857925415030 | 14803 2021484375

Table B.5:

(Cont): Tested configurations for the RAM parameter

XIIT



B. Appendix B - The Tested Configurations for the

networks

Layer Structure

Accuracy (%)

MAE

MSE

Layer Count

4 Input’, *(relu, ’|(tanh, 32)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 Input’, "(relu, |(elu, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 Input’, "(relu, |(linear, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 ‘Tnput’, "(r ’|(relu, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 "Input’, *(rel | (sigmoid, 64)(relu, 1) 7.14285714285714 | 58.8310134887695 | 6803.03896484375
4 Tnput’, "(re | (softplus, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 "Tnput’, ’( |(tanh, 64)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 Input’, ’(r | (elu, 256)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 "Input’, *(rel | (linear, 256)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 Tnput’, *(re ’|(relu, 256)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 Tnput’, ’( ’|(selu, 256)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 Input’, ’(r | (sigmoid, 256)(relu, 1) 7.14285714285714 | 59.5741554260254 | 6675.1984375

4 "Input’, *(rel | (softplus, 256)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
4 Tnput’, "(re ’|(tanh, 256)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
5 ‘Input’, ’( (sigmoid, 16)7](elu, 16)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
5 "Input’, *(rel ’(sigmoid, 16)’](linear, 16)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
5 Tnput’, "(re ’, "(sigmoid, 16)’](tanh, 16)(relu, 1) 7.14285714285714 | 72.4281372070313 | 6828.09765625

5 "Input’, ’( ', "(sigmoid, 16)’](linear, 32)(relu, 1) 7.14285714285714 | 88.5857925415039 | 14803.2021484375
5 Input’, ’(r *(sigmoid, 16)’](sigmoid, 32)(relu, 1) | 7.14285714285714 | 88.5857925415039 | 14803.2021484375
5 "Input’, ’(rel ’(sigmoid, 16)’](softplus, 64)(relu, 1) | 7.14285714285714 | 88.5857925415039 | 14803.2021484375
5 Input’, "(re ', "(sigmoid, 16)’](softplus, 256)(relu, 1) | 7.14285714285714 | 88.5857925415039 | 14803.2021484375

Table B.6: (Cont): Tested

configurations for the RAM parameter

Tested configurations for the ROM parameter

Layer Count

Layer Structure

Accuracy (%)

MAE

MSE

2 ‘Input’, ’(linear, 16)’](softplus, 32)(relu, 1) 78.5714285714286 | 219.797821044922 | 302862.8125

2 "Input’, ’(linear, 16)’](relu, 32)(relu, 1) 74.2857142857143 | 222.082034301758 | 315975.35

1 "Input’](tanh, 256)(relu, 1) 74.2857142857143 | 229.487869262695 | 251704.890625
1 "Input’](relu, 256)(relu, 1) 72.8571428571429 | 226.926083374023 | 266890.375

2 ‘Tnput’, *(linear, 16)’](softplus, 16)(relu, 1) 72.8571428571429 | 237.820852661133 | 297688.46875
2 ‘Input’, *(linear, 16)’](selu, 32)(relu, 1) 72.8571428571429 | 228.49582824707 | 307614

1 "Input’](sigmoid, 256)(relu, 1) 72.8571428571428 | 226.403927612305 | 237745.728125
1 "Input’](elu, 32)(relu, 1) 71.4285714285714 | 223.776629638672 | 247434.821875
1 "Input’](selu, 64)(relu, 1) 71.4285714285714 | 220.689810180664 | 253162.953125
1 "Input’](elu, 256)(relu, 1) 71.4285714285714 | 221.545419311523 | 264569.459375
1 "Tnput’|(selu, 256)(relu, 1) 71.4285714285714 | 223.654052734375 | 266029.896875
2 ‘Input’, *(linear, 16)’](relu, 16)(relu, 1) 71.4285714285714 | 240.313565063477 | 288903.0875

2 ‘Input’, *(linear, 16)](tanh, 64)(relu, 1) 71.4285714285714 | 238.403494262695 | 244638.834375
1 "Tnput’](selu, 16)(relu, 1) 70 225.549249267578 | 240920.94375
1 "Input’](selu, 32)(relu, 1) 70 225.328265380859 | 250060.49375
1 "Input’](elu, 64)(relu, 1) 70 221.142437744141 | 253199.025

1 ‘Input’](linear, 256)(relu, 1) 70 239.903677368164 | 280770.246875
2 Tnput’, “(linear, 16)'](el, 32)(relu, 1) 70 233.393334960037 | 314667.275

2 ‘Input’, *(linear, 16)’](linear, 32)(relu, 1) 70 241.064077758789 | 294798.54375
3 ‘Input’, *(linear, 16)’, *(linear, 16)’](sigmoid, 256)(relu, 1) 70 232.342431640625 | 235497.028125
1 "Input’](relu, 64)(relu, 1) 70 233.383538818359 | 255291.4

1 "Input’](elu, 16)(relu, 1) 68.5714285714286 | 228.196057128906 | 238700.45625
1 "Input’](relu, 32)(relu, 1) 68.5714285714286 | 233.576138305664 | 249632.65625
2 "Input’, *(linear, 16)](elu, 16)(relu, 1) 68.5714285714286 | 238.667105102539 | 278596.340625
1 ‘Input’](tanh, 64)(relu, 1) 68.5714285714286 | 237.49235534668 | 251478.871875
1 "Input’|(linear, 64)(relu, 1) 67.1428571428572 | 238.347174072266 | 266229.36875
1 "Input’](softplus, 64)(relu, 1) 67.1428571428572 | 240.236361694336 | 267608.9375

1 "Input’](linear, 32)(relu, 1) 67.1428571428571 | 238.646716308594 | 260418.3125

3 "Input’, *(linear, 16)’, ’(linear, 16)’](tanh, 256)(relu, 1) 67.1428571428571 | 242.727200317383 | 233701.725

2

2

‘Input’, *(linear, 16)’](linear, 64)(relu, 1) 65.7142857142857 | 241.694564819336 | 296895.55
‘Input’, *(linear, 16)’](relu, 64)(relu, 1) 65.7142857142857 | 233.303628540039 | 329855.7625
1 "Input’](sigmoid, 64)(relu, 1) 64.2857142857143 | 244.57458190918 | 263343.125
2 ‘Input’, *(linear, 16)’](sigmoid, 64)(relu, 1) 64.2857142857143 | 246.784432983398 | 233185.946875
2 ‘Input’, ’(linear, 16)](linear, 256)(relu, 1) 64.2857142857143 | 242.468096923828 | 298276.1625
4 ‘Input’, *(linear, 16)’, ’(linear, 16)’, ’(linear, 16)’](sigmoid, 256)(relu, 1) | 64.2857142857143 | 256.616464233398 | 279308.6125
4 "Input’, *(linear, 16)’, ’(linear, 16)’, ’(linear, 16)’](tanh, 256)(relu, 1) 64.2857142857143 | 258.178601074219 | 268349.58125
1 "Input’](relu, 16)(relu, 1) 62.8571428571429 | 243.242810058594 | 251330.890625
2 ‘Tnput’, *(linear, 16)’](tanh, 32)(relu, 1) 62.8571428571429 | 251.698071289063 | 274543.009375
2 ‘Input’, *(linear, 16)’](selu, 64)(relu, 1) 62.8571428571429 | 226.213070678711 | 333376.49375
3 "Input’, *(linear, 16)’, *(linear, 16)’](linear, 64)(relu, 1) 62.8571428571429 | 241.361389160156 | 316599.6875
1 "Input’](tanh, 16)(relu, 1) 60 275.176885986328 | 292675.290625

Table B.7: Tested configurations for the ROM parameter
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B. Appendix B - The Tested Configurations for the networks

Layer Count

Layer Structure

Accuracy (%)

MAE

MSE

Tnput’,

’(linear, 16)’,

’(linear, 16)’,

’(linear, 16)’](selu, 256)(relu, 1)

60

250.258349609375

351324.775

"Input’](softmax, 64)(relu, 1)

15.7142857142857

505.627166748047

664668.9875

4

3 ‘Input’, "(linear, 16)’, *(linear, 16)’](elu, 16)(relu, 1) 58.5714285714286 | 260.562301635742 | 382198.94375
1 ‘Input’](tanh, 32)(relu, 1) 58.5714285714286 | 253.146691894531 | 258778.225

2 "Input’, *(linear, 16)’|(sigmoid, 32)(relu, 1) 58.5714285714286 | 275.910934448242 | 304580.33125
4 ‘Input’, "(linear, 16)’, "(linear, 16)’, *(linear, 16)’](linear, 16)(relu, 1) 58.5714285714286 | 233.917324829102 | 327906.4125
3 "Input’, "(linear, 16)’, *(linear, 16)’](softplus, 16)(relu, 1) 57.1428571428571 | 254.3509765625 390000.78125
2 "Input’, *(linear, 16)’](selu, 256)(1‘0111. 1) 55.7142857142857 | 304.467059326172 | 488499.8125
3 "Input’, *(linear, 16)’, (lmeal 6)7](selu, 16)(relu, 1) 55.7142857142857 | 274.066751098633 | 431755.625

4 ‘Input’, *(linear, 16)’, car, 16)’, "(linear, 16)’](selu, 64)(relu, 1) 55.7142857142857 | 306.329827880859 | 436294.33125
5 "Input’, *(linear, 16)’, , 16)’, (linear, 16), ’(softmax, 32)’](elu, 256)(relu, 1) 55.7142857142857 | 360.745147705078 | 352769.14375
5 ‘Input’, "(linear, 16)’, r, 16), *(linear, 16)’, ’(softmax, 32)’](relu, 256)(relu, 1) 55.7142857142857 | 359.524237060547 | 352707.2875
5 "Input’, "(linear, 16)’, . 16)", *(linear, 16)’, *(softmax, 32)’](selu, 256)(relu, 1) 55.7142857142857 | 359.763989257813 | 352467.1125
5 "Input’, *(linear, 16)’, , 16)’, ’(linear, 16)’, ’(softmax, 32)](softplus, 256)(1L1u. 1) | 55.7142857142857 | 355.894421386719 | 352364.8

1 "Input’](sigmoid, 32)(relu, 54.2857142857143 | 269.092385864258 | 269067.8625
4 ‘Input’, *(linear, 16)’, *(linear, 16)’, *(linear, 16)"](selu, 16)(relu, 1) 54.2857142857143 | 239.949487304687 | 356606.75625
5 "Input’, *(linear, 16)’, (i , 16)’, *(linear, 16) (softmax, 32)’](elu, 64)(relu, 1) 54.2857142857143 | 371.764910888672 | 357288.175

5 ‘Input’, *(linear, 16)’, ar, 16)’, 16)’, ’(softmax, 32)](linear, 64)(relu, 1) 54.2857142857143 5.841912841797 | 355212.9625
5 ‘Input’, *(linear, 16)’, *(li B 16)’, (softmax, 32)’](relu, 64)(relu, 1) 54.2857142857143 | 368.711932373047 | 356849.6875
5 "Input’, *(linear, 16)’, *(li ’, ’(linear, 16)’, (aoftmax 32)’|(softplus, 64)(relu, 1) | 54.2857142857143 | 365.683343505859 | 355578.48125
3 "Input’, *(linear, 16)’, 16)](selu, 32)(relu, 1) 52.8571428571429 | 312.224694824219 | 495589.975

3 ‘Input’, *(linear, 16)’, )'](selu, 64)(relu, 1) 52.8571428571429 | 267.184927368164 | 388142.06875
5 "Input’, *(linear, 16)’, ! '(linedl 16)’, ’(softmax, 32)](linear, 32)(relu, 1) 52.8571428571429 | 372.316204833984 | 358452.88125
5 ‘Input’, "(linear, 16)’, , ’(linear, 16)’, ’(softmax, 32)’](relu, 32)(relu, 1) 52.8571428571429 | 375.033160400391 | 360172.4875
5 "Input’, *(linear, 16)’, 7 . "(linear, 16)’, *(softmax, 32)"](selu, 32)(relu, 1) 52.8571428571429 | 377.758837890625 | 360218.50625
2 "Input’, *(linear, 16)’](elu, 256)(1‘91\1. 1) 51.4285714285714 | 319.127124023437 | 495509.14375
2 "Input’, *(linear, 16)’](relu, 256)(relu, 1) 51.4285714285714 | 291.897509765625 | 445041.86875
3 ‘Input’, "(linear, 16)’, *(linear, 16)’](softplus, 32)(relu, 1) 51.4285714285714 | 308.991619873047 | 506355.0625
3 Tnput’, *(linear, 16)’, *(linear, 16)'](elu, 64)(relu, 1) 51.1285714285714 | 325.189612333081 | 527801.8375
4 ‘Input’, *(linear, 16)’, (li )", "(linear, 16)’](selu, 32)(relu, 1) 51.4285714285714 | 258.998355102539 | 385606.35

4 ‘Input’, *(linear, 16)’, *(li )’, "(linear, 16)"](elu, 64)(relu, 1) 51.4285714285714 | 271.648779296875 | 388908.9625
5 ‘Input’, *(linear, 16)’, )’, (linear, 16)’, ’(softmax, 32)’|(linear, 16)(relu, 1) 51.4285714285714 | 380.194799804687 | 362714.18125
5 "Input’, *(linear, 16)’, 3)’, ’(linear, 16)’, *(softmax, 32)’|(softplus, 16)(relu, 1) | 51.4285714285714 | 381.691967773438 | 363897.81875
5 "Input’, *(linear, 16)’, )’, "(linear, 16)’, ’(softmax, 32)"](elu, 32)(relu, 1) 51.4285714285714 | 382.657000732422 | 362733.525

1 "Input’ ](blg!!l()ld 16) (x 50 294.154162597656 | 311334.703125
3 "Input’, *(linear, 16)’, |(relu, 32)(relu, 1) 50 282.51123046875 | 446813.00625
3 ‘Input’, *(linear, 16)’, |(selu, 256)(relu, 1) 50 314.125830078125 | 490648.4

3 "Input’, *(linear, 16)’, ’(softplub 256)(19111 1) 50 290.909826660156 | 417108.475
5 "Input’, *(linear, 16)’, . ’(linear, 16)’, 32)’|(elu, 16)(relu, 1) 50 387.77607421875 | 366419.29375
5 ‘Input’, "(linear, 16)", *(li (linear, 16)’, , 32)"(relu, 16)(relu, 1) 50 387.247528076172 | 367087.28125
5 Tuput’, *(linear, 16)’, ", *(linear, 16),, 32)")(selu, 16)(relu, 1) 50 386.020986572266 | 365203.5625
5 "Input’, *(linear, 16)’, )", ’(linear, 16) . 32)’|(tanh, 16)(relu, 1) 50 382.705975341797 | 385402

5 "Input’, "(linear, 16)’, "(linear, 16)’, ’(softmax, 32)"](tanh, 32)(relu, 1) 50 388.6544921875 367989.9375
5 ‘Input’, *(linear, 16)’, ’, ’(linear, 16)’, ’(softmax, 32)’|(tanh, 64)(relu, 1) 50 391.521160888672 | 365550.34375
3 "Input’, *(linear, 16)’ |(relu, 16)(relu, 1) 47.1428571428571 | 262.689910888672 | 388468.15625
3 "Input’, ’(line ), |(tanh, 32)(relu, 1) 47.1428571428571 | 298.640447998047 533.01875
3 ‘Input’, *(linear, 16)’, | (softplus, 64)(relu, 1) 47.1428571428571 | 295.434149169922 4422'30 1875
4 "Input’, *(linear, 16)’, )", "(linear, 16)’](softplus, 32)(relu, 1) 47.1428571428571 | 283.257598876953 | 433039.35625
2 ‘Input’, "(linear, 16)"](s )ftplus 4)(relu, 1) 47.1428571428571 | 262.217391967773 | 394551.8875
3 Tnput’, *(linear, 16)’, "(linear, 16)](relu, 64) (Ielu, ) 15.7149857142857 | 316.928546142578 | 484318.46375
4 ‘Input’, (linear, 16)’, *(linear, 16)’, *(linear, 16)’](softplus, 16)(relu, 1) 45.7142857142857 | 287.275689697266 | 430579.31875
4 ‘Input’, *(linear, 16)’, *(linear, 16)’, *(lincar, 16)’](relu, 16)(relu, 1) 45.7142857142857 | 288.392517089844 | 415820.8375
5 Tnput’, *(linear, 16)’, *(linear, 16)7, *(linear, 16)’, ‘(softmax, 32)(tank, 256)(relu, 1) | 44.2857142857143 | 387.516271072656 | 362758.68125
2 ‘Input’, "(linear, 16)’](tanh, 16)(relu, 1) 42.8571428571429 | 411.027996826172 | 411213.66875
4 "Input’, *(lincar, 16)’, (linmr, 16)’, *(linear, 16)’](tanh, 32)(relu, 1) 42.8571428571429 | 379.061370849609 | 383889.46875
1 Tnput’, *(linear, 16)’, "(linear, 16)7, *(linear, 16)'](tanh, 64)(relu, 1) 12.8571498571429 | 350.483641357422 | 320268.4375
3 ‘Input’, (linear, 16)’, *(linear, 16)’](sigmoid, 64)(relu, 1) 40 417.819091796875 | 387329.0125
4 ‘Input’, "(linear, 16)", *(li . 16)", *(linear, 16)’](elu, 16)(relu, 1) 40 294.83459777832 | 395521.45625
1 Tnput’, *(linear, 16)’, "(linear, 16)7, *(linear, 16)'](tanh, 16)(relu, 1) 10 1060205078125 | 448183.83125
4 ‘Input’, (linear, 16)’, "(linear, 16), *(linear, 16)’](sigmoid, 64)(relu, 1) 40 371.855670166016 | 339942.26875
4 ‘Input’, "(linear, 16)’, *(linear, 16)’, *(linear, 16)’](sigmoid, 32)(relu, 1) 38.5714285714286 | 390.287664794922 | 403898.16875
1 Tnput’, *(linear, 16)’, (linear, 16)7, *(linear, 16)'](elu, 32)(relu, 1) 37.1428571428571 | 272.708880615234 | 404535.4125
3 ‘Input’, *(linear, 16)’, (li 16)’](tanh, 64)(relu, 1) 35.7142857142857 | 422.120715332031 | 395671.7125
4 ‘Input’, *(linear, 16)’, *(li 16)’, *(linear, 16)’](sigmoid, 16)(relu, 1) 34.2857142857143 | 408.860729980469 | 432516.275

3 ‘Input’, *(linear, 16)’, *(li 16)’](tanh, 16)(relu, 1) 32.8571428571429 | 432.432641601563 | 459618.35625
3 ‘Input’, (linear, 16)’, *(linear, 16)’](sigmoid, 32)(relu, 1) 30 426.602661132812 | 459016.175

1

2

1

1

2

2

"Input’, *(linear, 16)’](softmax, 32)(relu, 1) 15.7142857142857 | 506.079437255859 | 664913.6875
"Input’](softmax, 16)(relu, 1) 14.2857142857143 | 506.583630371094 | 664643.0375
"Input’](softmax, 256)(relu, 1) 14.2857142857143 | 506.813836669922 | 664874.8125
"Input’, (lmeal 16)’](softmax, 64)(relu, 1) 14.2857142857143 | 507.099188232422 | 665000.225
‘Input’, "(linear, 16)’](softmax, 256)(relu, 1) 14.2857142857143 | 507.070825195313 | 664918.4125

Table B.8: (Cont): Tested configurations for the ROM parameter
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B. Appendix B - The Tested Configurations for the networks

Layer Count | Layer Structure Accuracy (%) MAE MSE

3 "Tnput’, *(linear, ’(hnear 16)] (softmax, 256)(relu, 1) 14.2857142857143 | 507.345153808594 66)038 6

4 "Input’, *(linear, , "(linear, 16)’, *(linear, 16)’](softmax, 256)(relu, 1) 14.2857142857143 | 508.2921875

5 "Input’, ’(linear, ’(linear, 16)’, ’(linear, 16)’, ’(softmax, 32)’|(softmax, 16)(relu, 1) | 14.2857142857143 | 507.486401367188

5 "Input’, ’(linear, (linear, 16), "(linear, 16)’, ’(softmax, 32)’](softmax, 64)(relu, 1) | 14.2857142857143 | 506.978594970703 | 664890.1375
5 Tnput’, *(lincar, 16)’, *(linear, 16)°, "(lincar, 16)", (softmax, 32)’] (softmax, 256)(relu, 1) | 14.2857142857143 | 507.053765869141 | 664957.6875
2 "Input’, ’(linear, 1 )](%«)ftludx, 6)(relu, 1) 12.8571428571429 | 507.708868408203 | 665280.9125
4 "Input’, ’(linear, 16)’, *(li 16)’, *(linear, 16)’](softmax, 16)(relu, 1) 12.8571428571429 | 530.741485595703 | 692837.2625
3 "Input’, *(linear, 16)’, *(li 16)’] (softmax, 16)(relu, 1) 11.4285714285714 | 522.609130859375 | 672262.8375
3 "Input’, *(linear, 16)’, (hn(‘ 16)’] (softmax, 32)(relu, 1) 11.4285714285714 | 513.796038818359 | 667581.225
3 "Input’, *(linear, 16)’, ’(linecar, 16) (softmax 64)(relu, 1) 11.4285714285714 | 522.551416015625 | 672183.6125
4 "Input’, *(linear, 16)’, ’(linear, 16)’, *(linear, 16)’](softmax, 64)(relu, 1) 11.4285714285714 | 511.811383056641 | 666277.65

1 "Input’](linear, 16)(re u, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
1 "Input’](softplus, 16)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
1 "Input’](softmax, 32)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252. 812o
1 "Input’|(softplus, 32)(relu, 1) 7.14285714285714 | 653.846801757812

1 "Input’|(softplus, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
2 "Input’, ’(linear, 16)’](linear, 16)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
2 "Input’, ’(linear, 16)’](selu, 16)(191\1 1) 7.14285714285714 | 653.846801757812 | 855252.8125
2 "Input’, ’(linear, 16)’](sigmoid, 16)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
2 "Input’, ’(linear, 16)’](elu, 64)(relu, 1) 714283714280714 653.846801757812 | 855252.8125
2 "Input’, ’(linear, 16)’](sigmoid, 256)(relu, 1) 4 4 653.846801757812 | 855252.8125
2 "Input’, *(linear, 16)’](softplus, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
2 "Input’, *(linear, 16)’](tanh, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
3 "Input’, *(linear, 16)’, (linear, 16)’](linear, 16)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
3 "Tnput’, *(linear, 16)’, ’(linear, 16)’](sigmoid, 16)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
3 "Tnput’, *(linear, 1 )’ (linear, 16)7](elu, 32)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
3 Tnput’, (li ’(linear, 16)’](linear, 32)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
3 Tnput’, (li (li )] (elu, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
3 Tnput’, (li ), (1 3)’|(linear, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
3 Tnput’, (I ), (i 5)7)(xelu, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 Tnput’, (li )", "(li )", (linear, 16)’](linear, 32)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 "Input’, (linear, 16)’, "(li )", (li )’ (relu, 32)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 "Input’, *(linear, 16)’, "(li )", (li )’](linear, 64)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 "Input’, *(linear, 16)", "(li )", (li )’|(relu, 64)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 "Input’, *(linear, 16)", "(li )’, "(linear, 16) (boftplus 64)(r(1u 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 "Tnput’, *(linear, 16)", "(li )’, "(linear, 16)7](elu, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 ‘Input’, *(linear, 16)", ’(li 5)’, "(linear, 16)](linear, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 ‘Tnput’, *(linear, 16)", "(li 5)’, "(linear, 16)](relu, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
4 Tnput’, "(li 5)’, (i )", "(linear, 16)’](softplus, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
5 Tnput’, (li )", (1 3), ’(linear, 16)’, *(softmax, 32)’](sigmoid, 16)(relu, 1) | 7.14285714285714 | 653.846801757812 | 855252.8125
5 Tnput’, ’(li (li 3), ’(linear, 16)’, ’(softmax, 32)’](sigmoid, 32)(relu, 1) | 7.14285714285714 | 653.846801757812 | 855252.8125
5 Toput’, *(linear, 16)", (1 ), "(hne(u )) "(softmax, 32)’] (softmax, 32)(relu, 1) | 7.14285714285714 | 653.846801757812 | 855252.8125
5 Tnput’, (li 16)’, *(li )", '(li , 16)’, ’(softmax, 32)’](softplus, 32)(relu, 1) | 7.14285714285714 | 653.846801757812 | 855252.8125
5 Input’, (li 16)’, *(li )", (li 16)’, *(softmax, 32)’|(selu, 64)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
5 "Input’, (li 16)’, (li )", (li 16)’, *(softmax, 32)’|(sigmoid, 64)(relu, 1) | 7.14285714285714 | 653.846801757812 | 855252.8125
5 "Input’, ’(lm(dr, 6)", "(li )", (I 16)’, *(softmax, 32)’|(linear, 256)(relu, 1) 7.14285714285714 | 653.846801757812 | 855252.8125
5 "Input’, *(linear, 16)’, "(linear, 16)’, "(li 6)’, '(softmax, 32)’ (slﬂmold Zoﬁ)(r(,lu, 1) | 7.14285714285714 | 653.846801757812 | 855252.8125
4 "Input’, *(linear, 16)’, ’(linear, 16)’, ‘(]mcdr 16)] (softmax, 32)(relu, 1) 5.71428571428571 | 535.852270507812 | 698949.7375

Table B.9:
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Appendix C - Informal interview
for determining hardware
validation and selection
approaches at Volvo Cars
Corporation

Interview about deducting strategies for deciding
hardware

Length: 45-60 minutes

Introduction

This semi-structured interview is about gathering data on how a suitable hardware
baseline (microcontroller) is chosen for an ECU. As well as what validation tech-
niques exist for determining the efficiency of an ECU.

The results of this interview will be used as a foundation to validate a tool created
that given a set of high-level features, can propose a suitable hardware baseline.
This validation will consist of comparing the current approach for hardware approx-
imation to the tool. All information gathered here will be completely anonymous.

Verbal Consent

Would you like to participate in this interview? And are I allowed to
record your answers in order to derive results that I might have missed
to document?

1. Verbal Consent WAS obtained from the study participant
2. Verbal consent was NOT obtained from the study participant
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C. Appendix C - Informal interview for determining hardware validation and
selection approaches at Volvo Cars Corporation

Background Information

What is your relation to the ECUs created at Volvo, and the hardware
selection? Have worked many years with Volvo systems, leads the technical devel-
opment at the respective ECU team.

Hardware Validation at Volvo

These questions aim to get an understanding of how hardware delivered from sub-
contractors are validated.

How are the ECUs delivered from subcontractors validated?
I.e. how do you determine whether these ECUs behave as

they should?

This team develops some of the software in-house, and the BSW is developed by
subcontractors. By sharing a testing suite with the subcontractor, the team can
determine whether the BSW functions as it should. As the main responsibility for
the hardware lies on this team for their ECU, they ensure that the software takes up
fewer resources than what is present on the ECU.

Deciding on hardware for a new ECU

These questions aim to get an understanding of how a suitable baseline is selected
for a new ECU project.

How do you decide on a suitable microcontroller for a new
ECU? I.e. how do you know what hardware baselines are
necessary?

When the interviewee’s team determined an ECU; they looked back on previous sim-
ilar ECUs as a baseline for determining a suitable hardware baseline, from this they
did an estimation on the applications that should run on the ECU.

The application needed to have 2-4 different variants of the same behavior to cover
all the use cases of the ECU. As such, a large amount of ROM and RAM was
required. From their estimation on their own software component size, they realized
that there was no sufficient ECU that could handle these requirements and as such,
they decided on rewriting the algorithms for the SWC.

From these activities, they got an estimation on the ECU HW requirements, which
they used to choose a suitable microcontroller. From this, they also talked to the
hardware subcontractors that delivers the peripherals of the ECU (i.e. the functional
parts of the ECU that is not the processor, for example, all the ports) to come to an
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C. Appendix C - Informal interview for determining hardware validation and
selection approaches at Volvo Cars Corporation

agreement if the chosen micro-controller was apt.

As such, choosing an ECU is largely dependent on knowledge and data
from previously delivered ECUs that are similar to what is developed.
Should this knowledge be unavailable, finding suitable hardware becomes
difficult.

Do you think that a tool that can propose a suitable hardware
baseline could assist in this decision?

Yes. Especially if one could further extend the tool and get even more precise mea-
sures.

XIX
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