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Mutation Testing in Industry CI: A Value-Centric Approach
A case study about the intersection of software quality and developer experience.
STEFAN ALEXANDER VAN HEIJNINGEN, THEO WIIK
Department of Computer Science and Engineering
Chalmers University of Technology and University of Gothenburg

Abstract
Context: Mutation testing is a robust testing technique to assess the sufficiency of
test suites. The industry is still struggling to adopt mutation testing and maximize
its benefits despite recent research suggesting it is becoming more mature.
Objectives: This study aims to share insights and recommendations to:

1. Assist developers during the integration process of mutation testing tools.
2. Present mutation testing results to maximize their benefit and minimize the

cost of using them.
Methods: We perform a case study in an industry setting. We create an experi-
ence report that reflects on the integration process of a mutation testing tool at the
partner company. We then focus on developer experience by using ten think-aloud
sessions and semi-structured interviews to explore what information developers per-
ceive as useful and how the information should be presented.
Results: A CI pipeline was developed to run mutation testing nightly and up-
load results to a developed dashboard. Integrating mutation testing tools is still a
challenging process. When interacting with results, developers valued interactivity,
getting an overview, and wanted to associate mutation testing results with other
contextual information of the codebase, such as code coverage and complexity. A
set of recommendations was created to facilitate integrating and using mutation
testing in industry settings.
Conclusion: As-is, mutation testing is a standalone tool that should be easier to
integrate and interact with other aspects of the codebase to become more adopted
and successful.

Keywords: software engineering, quality assurance, test sufficiency criteria, mutation
testing, continuous integration, developer experience, case study, thesis
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1
Introduction

Ensuring software works as intended is crucial, especially in safety-critical systems
where faults can lead to severe consequences. Test suites systematically assess that a
software system behaves as expected, enabling the detection of faults and preventing
adding new faults. To measure the sufficiency of a test suite, test-adequacy criteria
— such as line coverage — can be used to verify that the test suite tests the system
appropriately. Software developers use said criteria to check if their test suites are
sufficient and improve those not [3].

Mutation coverage, obtained by Mutation Testing (MT), is considered one of the
most robust test-adequacy criteria [4]. Mutation testing is a technique to evaluate
test suites by purposely modifying the code’s behavior and checking whether the
test suite detects said modification by failing. All tests passing even though the
code’s behavior was modified is considered a flaw in the test suite.

However, MT is not widely adopted in the industry due to the computational costs
and the lack of maturity of MT tools [5]. Recently, there has been a significant
effort to reduce the computational costs of MT. At the same time, the availability of
open-source and industrial tools has surged, which suggests that MT is reaching a
mature state [4, 6]. The same is implied by recent research [7, 8, 9, 10, 11], which is
more commonly being done in industry settings, suggesting that industry is willing
to start adopting MT.

Another test-adequacy criterion is Code Coverage (CC), which measures how much
source code is executed when running the test suite. Code coverage measures have
shortcomings [12]; for instance, code coverage does not reflect whether the tests
validate the intended behavior of the System Under Test (SUT), nor whether the
tests consider edge cases or boundary values. Nevertheless, industrial settings often
only use CC as a criterion [13] and could benefit from more robust test-adequacy
criteria such as MT, which could be complementary to CC [5].

As argued in Section 1.1, cost and lack of maturity are not the only factors holding
back MT from being integrated into the industry: there is also a lack of guidelines
and best practices to successfully adopt and utilize MT in a way that minimizes
its integration and usage costs while maximizing its benefits. To address this lack
of best practices, guidelines, and industry adoption, we performed a case study at
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1. Introduction

Zenseact1, a company within the automotive industry that uses C++ in a safety-
critical setting. The case study had two focuses: the technical hurdles typically
encountered when adopting MT and the format in which MT results are presented
to developers.

In the case study, we first integrated the MT tool Mull2 into the company’s build
system and Continuous Integration (CI) pipelines to run MT nightly on the com-
pany’s codebase and then present results in a Kibana dashboard3. Observations
were collected during the integration, which were then used to synthesize an expe-
rience report and a set of recommendations regarding the integration process of an
MT tool. We then conducted think-aloud sessions and interviews with 10 developers
from the partner company. During these activities, we presented the Kibana dash-
board and an HTML report to developers to explore various methods of presenting
the MT results to the developers. The aim was to convey the MT results in a way
developers perceive as useful for improving their test suite without causing issues
such as information overload.

Overall, the study aims to provide recommendations for utilizing MT in an industry
setting and evaluate what and how to convey the data to the developers. This effort
aims to support the industry in adopting MT and fill the relatively little-researched
area of utilizing the generated mutants in a way developers find beneficial.

1.1 Problem Statement
The vast majority of research related to MT still focuses on reducing the computa-
tional cost. Nevertheless, some research includes qualitative analysis of developers’
experiences in industry settings when they attempted to introduce MT. Despite
its potential, the current literature reveals a trend: a struggle to adopt MT into
developers’ workflow when using the traditional way to work with MT results.

For instance, Petrovic et al. [14] argue that adopting MT is challenging with the
traditional workflow of MT. Beller et al. [15] reflect that most developers in their
study were too unfamiliar with MT to use it effectively. Vercacmmen et al. [16]
performed a study with two different companies, where one company struggled to
use MT effectively, while the other reflected on issues they had to address to make
MT successful for them. The common pattern that can be observed reveals the
following problem:

The computational cost is no longer the only factor holding back the deployment
of mutation testing in the industry. The lack of best practices and guidelines
on integrating and using mutation testing is also a significant factor that deters
developers from embracing mutation testing in the industry.

1https://zenseact.com/
2https://github.com/mull-project/mull
3https://www.elastic.co/kibana/kibana-dashboard
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1. Introduction

The problem above has been relatively unexplored within MT research, leading
to a lack of empirically validated best practices and guidelines that development
teams could use to integrate MT into their workflow as seamlessly as possible to
facilitate getting additional test-adequacy criteria in the form of mutation coverage
and increase the developer’s perceived usefulness and use of MT.

There is research that focuses on presenting the most useful mutants to the developer
through techniques such as filtering and classification. Although this enables easier
adoption of MT in the industry, the techniques presented are not easily adaptable
by other companies that wish to start using MT for several reasons. For instance,
the techniques presented tend to be implemented for a specific tool, meaning they
are unusable if other companies aren’t using the same tools. Regardless, the im-
plementations of the methods are typically not accessible and are instead privately
used by the companies that developed them. Techniques also tend to depend on
specific programming languages [4] and typically involve training a machine learning
model that decides what a helpful mutant is. The amount of effort a company would
have to put in to develop a similar system is excessive and unrealistic, especially for
companies only looking to try out MT.

Due to the previously described issues, most techniques that facilitate adoption are
not easily transferrable to companies that only wish to experiment with applying
MT to their code base for the first time to see whether they want to adopt it.
More applicable recommendations can aid those who might otherwise struggle when
attempting to adopt MT, by improving the developer experience and providing
value early on. To make the recommendations developed during this research more
applicable to different settings, they aim to be agnostic to the specific language,
tool, or training data used.

1.2 Research Objective
This study aims to make MT a viable option in the industry by providing developers
with insights, information, and recommendations. To do so, we first share insights
when integrating MT at the partner company, reflecting on the process and the chal-
lenges faced. Based on our experience, we provide recommendations for integrating
MT into a codebase, which can aid those wishing to integrate MT into their own
development workflow.

We then evaluate information from MT results with developers at the partner com-
pany to explore what they perceive as useful. We further evaluate how to present
the information effectively so that it can be used to improve a test suite without
issues such as information overload. By sharing what is perceived as the most useful
information from MT in an interpretable way, we assist those wishing to maximize
the amount of benefit they obtain from MT.

Our insights also aim to assist MT tool developers by guiding their design decisions,
facilitating the integration of their tools, and generating information valued by tool

3



1. Introduction

users.

The study’s initial focus was on the challenges of applying MT in CI and then inves-
tigating how to present MT results. However, during the integration of MT tools,
we realized that adopting MT requires a more holistic viewpoint, not just focusing
on CI but also factors such as the build system, environment, maintainability, and
ease of use for developers. We considered that we could provide more insightful in-
formation by not limiting ourselves to reflecting on CI and thus adjusted the scope
of our study accordingly.

1.3 Significance of the Study
The practical contributions of this study are insights from an experience report and
a set of recommendations for integrating MT in an industry setting. We furthermore
indicate what MT information was perceived most as useful to developers, and how
said information should be presented. Additionally, we present a developed dash-
board for visualizing MT results in a novel way. These contributions aid developers
in adopting MT by guiding the integration of MT tools, and how to provide value
by using the MT tools.

Our scientific contributions include providing insights into the current state-of-the-
practice usage of MT in industry settings. We share our experience of integrating
MT, which shows what improvements MT tool creators should focus on. We fur-
thermore highlight the need to focus on a new area in MT research: the developer
experience. We evaluate the perceived usefulness of MT results presented using vi-
sualization techniques and share the shortcomings that could be addressed by future
research. Future research directions are also proposed which other researchers can
consider exploring.

1.4 Scope Delimitation
This study does not include a quantitative study measuring whether specific in-
formation or a visualization technique increases the test suite’s quality. Instead,
it focuses on the developers’ experience when presenting the results of MT, focus-
ing on information and visualization. A longitudinal study would be required to
perform a quantitative analysis where actual benefits are measured, which is out
of the scope of this study. Furthermore, our study does not focus on evaluating
cost-reduction techniques or applying them. Some cost-reduction techniques were
applied to make MT feasible at our host company; however, our research addresses
the practical usefulness of MT results, so the cost of obtaining said results is not
the main concern.

4



2
Background

This chapter explains the concepts relevant to the study. First, the concept of CI
is introduced, along with why it is relevant for MT. The concept of Code Coverage
Criteria is then described, exposing some of its flaws to highlight the need for MT.
Mutation Testing is then explained in more depth, discussing how MT can be used in
CI, the MT tool used during this project, and how MT results are typically presented.
Last, we briefly cover how visualization techniques can convey information.

2.1 Continuous Integration
Continuous integration incorporates practices coined by Fowler and Foemmel [17] to
minimize the amount of work required to integrate new changes into a codebase. The
code is continuously built and tested once a change is added to the Version Control
System (VCS) in a remote environment. With CI, developers are encouraged to
commit often, minimizing the cost of merging their commits into the repository.
Continuous integration has several benefits, such as continuous feedback or allowing
errors to be caught early. As a disadvantage, however, CI requires maintaining more
infrastructure and dependencies.

It also replaces manual ad-hoc procedures, automating processes and thus enabling
developers to dedicate their time elsewhere. The procedures can include calculating
the line coverage or performing static code analysis with tools such as SonarQube1

and then uploading the results. These results are then stored in an accessible location
to developers. Most modern DevOps platforms offer solutions for running automated
scripts in pipelines, with tools such as GitHub Actions2 or Azure Pipelines3.

Since CI reduces the time developers dedicate to processes, it’s fitting to MT, some-
thing already being done as mentioned in Section 3.1. By automating MT in CI,
the amount of time a developer has to dedicate to MT diminishes, as they only have
to look at the results instead of obtaining them.

1https://www.sonarsource.com/products/sonarqube/
2https://github.com/features/actions
3https://azure.microsoft.com/en-us/products/devops/pipelines/

5

https://www.sonarsource.com/products/sonarqube/
https://github.com/features/actions
https://azure.microsoft.com/en-us/products/devops/pipelines/


2. Background

2.2 Code Coverage Criteria
Code coverage is a group of measurements used to determine the amount of code
executed when running a test suite’s tests. The goal is to obtain a quantitative
measure of the test suite’s source code coverage, which can be interpreted. Different
CC measures can be used, such as line, branch, condition, path, and MC/DC cover-
age. The various options differ in the amount of tool support, computational cost,
and comprehensiveness. A commonly used metric from CC is line coverage (the
percentage of lines of code executed). Usually, context-dependent thresholds are
set as goals for teams, and once said threshold is reached, the test suite is deemed
sufficient.

However, reaching a certain threshold does not necessarily mean that edge cases are
being tested, and a test suite can have a high CC percentage while only testing a
limited amount of scenarios that the software system could encounter. Furthermore,
CC does not reflect whether the tests verify the behavior of the source code, only
whether it is executed or not. A pseudocode example can be seen in Listing 2.1. The
source code is a simple function tested by two unit tests. The two tests together
obtain 100% line coverage, misleadingly informing developers that the tests are
sufficient, even though the tests do not cover values that are prone to faulty behavior,
such as boundary values. As a consequence, future changes that break the intended
behavior of the code could be undetected by the tests.

1 def can_drive (age: int) -> bool:
2 return age >= 18
3

4 # Test 1: age < 18
5 def test_kids_cant_drive ():
6 assert_false ( can_drive (17))
7

8 # Test 2: age == 18
9 # missing

10

11 # Test 3: age > 18
12 def test_adults_can_drive ():
13 assert_true ( can_drive (19))

Listing 2.1: Pseudocode code missing a test for a boundary case whilst still having
100% line coverage.

2.3 Mutation Testing
Mutation testing is a white-box test-sufficiency technique that evaluates test suites.
To do so, code changes are introduced into the source code, modifying its original
behavior. Then, the test suite is executed to see whether the modified behavior is
detected.

Each source code modification is known as a mutant. There are two possibilities
when a test suite is executed for a mutant:

6



2. Background

• The test suite does not detect the mutant because all tests still pass. In this
case, the mutant is considered a surviving mutant.

• At least one test fails, effectively detecting the changed behavior caused by
the mutant. In this case, the mutant is considered a killed mutant.

Mutation operators determine which source code to modify and how, for example,
by replacing an arithmetic expression (e.g., a + to −, see Table A.1). Normally,
developers can configure which mutation operators to enable when using MT.

To perform MT, automated tools are used. The tools use the mutation operators
enabled by the developer to scan for possible mutants in the source code. Then, the
test suite is executed for each mutant, and the outcome of the tests is checked to
determine whether the mutant survived or was killed. It should be noted that the
exact behavior of different MT tools can vary and can frequently be configured.

Once the tool has finished, it traditionally shows two types of results. The first result
is the surviving mutants, mentioning which modification was made in the source code
for each one. The second result is the mutation score, which is computed as killed⁄total

mutants. The mutation score is comparable to CC scores; the higher, the better.
Like CC, context is used to interpret the resulting value, and frequently, a context-
dependent threshold is set to determine whether tests are sufficiently tested. A
system operating in a safety-critical environment will likely have a higher mutation
score threshold than a system with less severe consequences in the case of a failure.

Mutation testing is considered very advantageous in addition to CC, as it verifies
whether tests validate the behavior of source code instead of just indicating how
much code the tests execute, as CC does. This makes it harder to increase the
metric artificially by only testing the happy paths to cover as many lines of code as
possible.

However, MT also has its issues. Traditionally, the most significant issue holding
back MT in the industry has been its computational cost. First, the code has to be
scanned for places that can be mutated. Then, the code must be compiled (when
applicable), and the test suite runs once per mutant.

There are also issues related to the results generated by MT. Equivalent mutants
are mutants that do not modify the behavior of the source code. Since the behavior
isn’t modified, it is considered that the mutant survived, which negatively impacts
the mutation score misleadingly. Detecting equivalent mutants is challenging since
it requires knowledge about the source code, the tests, and an interpretation of
what occurs during execution when the mutant is inserted. Undefined behavior
mutants is an issue related to MT in programming languages such as C++, where
the modification in the source code makes it break the language rules [18]. This
causes unpredictable and flaky behavior. However, the issues mentioned above are
not the focus of this research.
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2. Background

2.3.1 Using MT in CI
When it comes to using MT, different techniques can be used, each with its own
advantages and disadvantages. We see the following ways in which MT can be used
(similar to the findings by Örgård et al. [19]):

Manual This strategy consists of the developer running MT in a manual and ad-
hoc fashion, without setting it up in the CI. Once the developer has finished
interpreting MT results, they might modify or add the unit tests. To see the
impact of their changes, they would need to start the whole process over again,
which is repetitive.

Per change In this strategy, MT is applied to a modified piece of code. This
technique is useful for code reviewing, as it allows observing how the modified
code impacts the test sufficiency. However, it is computationally heavy due
to the frequency of commits being added and thus has a long feedback loop.
Furthermore, support from the MT tool is required to enable this strategy.

Periodically Mutation testing can be applied periodically when computational re-
sources are available, such as nightly or during the weekend. This technique
circumvents problems related to the computational cost of MT and provides
a more holistic view of the code sufficiency of a codebase. A disadvantage,
however, is that new results are only available after each CI run, increasing
the feedback loop.

Mull4 is an MT tool for C and C++ validated as a viable MT option for CI in
previous work by Örgård et al. [19]. Their findings highlight that, compared to
other tools, Mull was easy to install, had the required features needed for CI, had the
essential mutation operators, and was relatively fast. However, it does not support
applying MT to multiple test suites simultaneously. Their study also created a proof
of concept where they used Mull in a CI pipeline.

The tool performs MT in two steps. The first step consists of compilation, during
which the tool scans for opportunities to inject mutants. Each mutant is activated
and deactivated with execution flags. Due to the execution flags, only one compi-
lation is required for all mutants, making the tool faster than similar tools. The
second step consists of execution, where each mutant is activated, and the complete
test suite is executed. The tool checks whether any test failed or not. Once all mu-
tants have been checked, a report is generated. Mull offers different report formats,
such as HTML, JSON, and SQL.

2.3.2 Mutation Testing Reports
Traditionally, MT tools present their results by generating reports in different for-
mats, such as JSON, XML, or HTML. These reports generally contain information
such as what mutation operator was applied, where in the code (column and row),

4https://github.com/mull-project/mull

8

https://github.com/mull-project/mull


2. Background

and whether the mutant was killed or survived.

An example of a report with a corresponding open-source schema for MT results
is from the Stryker Mutator project5. Stryker Mutator is a project with MT tools
for JavaScript, C#, and Scala, which all share the same HTML reporter enabled
by the schema (Mutation Testing Elements6). This reporter is also used by Mull,
thus producing the same type of HTML reports. In Figure 2.1a, an example of
an HTML report used by Stryker Mutator and Mull can be seen. The example
shows MT concepts such as survived mutants, killed mutants, and mutation score.
Directories can be navigated in the report, and individual files can be opened to see
the surviving mutants in the source code. For an example, see Figure 2.1b.

(a) Example HTML report viewing file overview. (b) Example HTML report
viewing surviving mutants in a
file.

Figure 2.1: Example of HTML reports generated by Stryker Mutator.

HTML reports from popular MT tools such as Mull (C++), mutmut (Python),
Pitest (Java), and Stryker Mutator (C#) all report similarly. They have an overview
showing the mutation score per file and directory. Users can click on files and observe
surviving mutants in the source code.

2.4 Visualization of Data
Visualization is a technique for displaying information graphically to facilitate its
interpretation, analysis, and actionability. We argue that using efficient visualization
techniques is important for presenting data from tools conveniently, as otherwise,
developers are less inclined to use the tool. Information visualization is common

5https://stryker-mutator.io/
6https://github.com/stryker-mutator/mutation-testing-elements
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in software development and can show results related to CC, code complexity, test
execution, requirement traceability, performance testing, MT, etc.

However, visualization of large amounts of complex data is challenging. Tufte [20]
shares many principles to achieve clarity, precision, and efficiency when visualizing
information. He argues that all clutter should be removed from visualizations, thus
presenting as much information as possible using a minimum amount of visual ele-
ments, which he calls maximizing the Data-ink ratio. He furthermore argues about
data density, stating that there are limits to the amount of information that can be
displayed before a visualization becomes overwhelming.

Kibana is a dashboard tool developed by Elastic7 and is used to present mutation
testing results in this study. Elastic offers services such as real-time and infrastruc-
ture log monitoring and profiling. Kibanas dashboard allows visualizations of said
logs, which are useful for monitoring system health over time and in real-time. For
an example, see Figure 2.2, which shows a dashboard of network logs. This dash-
board presents metrics such as the peak hours of traffic with the bar chart at the
top right or the number of visited pages in the table at the bottom left.

Figure 2.2: Example Kibana dashboard [1].

7https://www.elastic.co/
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3
Related Work

There is a limited amount of literature in the field of MT strongly related to the
challenges encountered when incorporating MT in an industry setting and about
developer experience when using MT results. However, there is MT research that
highlights other aspects yet provides useful insights, which is covered in the first
section. Relevant research also exists in other fields whose insights and techniques
can be adapted and evaluated for their potential when applied to MT. Therefore,
this section will cover related research on MT, CC, and CI pipelines.

3.1 Mutation Testing
In the related literature, the research most pertinent is by Örgård et al. [19], which
this research builds upon. It includes assessing existing C++ MT tools and their
feasibility in CI/CD. The choice of MT tool used in this study is based on said
assessment. Furthermore, developers were interviewed on how they would like to
use MT in CI/CD. However, the results of both activities were not validated in an
industry setting. Moreover, no reflection is made on the challenges faced when a
company intends to adopt MT.

Much of MT research focuses on other aspects but shares insights into the adoption
challenges encountered. Vercacmmen et al. [16], Petrovic et al. [14] and Beller et al.
[15] all suggest that addressing every mutant in large projects is not feasible because
of the time needed to analyze the surviving mutants and to create corresponding
tests. However, to solve the issue, they employed techniques such as reducing the
number of mutation operators used and mutants to analyze instead of experimenting
with what information to present and how to present it.

Petrovic et al. [14] argue that the traditional usage of MT (i.e., observing generated
reports and creating tests based on them) does not scale sufficiently when integrat-
ing MT into already existing large codebases, as there are too many mutants to
analyze one by one in a reasonable timeframe. To make MT viable in their large
codebase, they reduce the number of mutation operators used, hiding surviving mu-
tants automatically flagged as unproductive and only creating mutants related to
the changes in commits.
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Beller et al. [15] reflect that most developers were too unfamiliar with MT to use it
effectively. Furthermore, even though running MT on their software revealed deficits
in their testing suite, only half of the developers were inclined to create new tests
to improve the test suite.

Vercacmmen et al. [16] performed a study at two companies, one without experi-
ence in MT while the other had five years of experience. The company, without
experience, struggled to use MT effectively, referring to issues such as information
overload and the cost of maintaining the tool in their environment. On the other
hand, the company with more experience shared reflections on what they had to
do to make MT worthwhile, such as providing simple, interpretable, and valuable
feedback since developers wouldn’t use the tool otherwise. They had to design a
workflow to use MT and improve the information conveyed to the developers.

There is also some related research that relates MT to CI. Ma et al. [8] perform
a study where they apply commit-aware MT techniques in CI, although CI is not
the main focus of the study. On the other hand, Parsai et al. [5] perform a study
about the viability of MT in CI. Another contribution Parsai et al. make is the
examples of visualizations of mutation scores aggregated per class, which helped
reduce the information overload from MT results. Although the way the information
is presented is not the main focus of their research, it already shows that some
practices are being followed to reduce information overload when using MT. They
do not explain why they performed the aggregation or present developer experiences
with the aggregated data.

3.2 Code Coverage
Similarly to MT, CC quickly ends in information overload on large codebases [21].
However, in contrast to MT, CC has more research on techniques dedicated to
preventing this issue. Various research has been performed on how to present CC
comprehensibly to enable the developer to understand what parts of the code to
improve the testing on, as otherwise, the developer is likely faced with information
overload. Adler et al. [21] mention some of the problems in presenting CC data to
the users, akin to those prevalent in MT. The authors cover two aspects that make
CC challenging in large codebases: first, the technical aspects of introducing line
coverage into a software suite and presenting the information meaningfully; secondly,
comparing it to the ‘needle in a haystack’ problem. The researchers validated the
applicability of a specific technique (substring hole analysis), which proved viable
by grouping parts with low coverage together. These sections represent areas that
need improvement and aggregate data to give an overview.

A study by Ivanković et al. [22] covers Google’s internal CC techniques. This study
provides insights into how CC can be implemented in large code bases. At Google,
CC is completely automated, without requiring any effort from the developer to
obtain the results. Furthermore, it is also integrated into their code reviewing tool
(Critique) and their repository navigation tool (CodeSearch). While Critique is used
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to see how a given commit affects the CC, CodeSearch provides more of an overview.

The study at Google also includes surveys of the perceived usefulness of the CC tools
when doing certain tasks, such as authoring, reviewing, or browsing code changes.
It should be noted, however, that the survey also included people in non-engineering
roles and that at Google, CC is used voluntarily, where teams set their own thresh-
olds or can opt out altogether. The survey indicated that 16% of participants viewed
CC negatively; however, the reasons for this are not discussed.

3.3 Continuous Integration Pipelines
Continuous integration is widely adopted in the industry, and extensive research
has been conducted about its implementation and benefits [23]. Elazhary et al. [23]
explored the industry’s usage of CI and its benefits and challenges. They high-
light several benefits, such as catching errors early by self-testing the build, keeping
everyone updated with the latest source code, and avoiding context switching by
providing automatic project builds [23].

Furthermore, the findings indicate that the practices of CI defined by Fowler and
Foemmel [17] are adapted and prioritized according to one’s needs and values [23].
The authors present an example of this adaptability; the value of a specific test
strategy is assessed based on its added values: “... if integration testing did not
provide actionable and informative results—the three organizations did not prioritize
it” [23]. This highlights the importance of perceived benefits for a tool to be used;
even though a tool might be useful in theory (e.g., validated by research), in the
end, a developer has to perceive it as being useful for it to be utilized.

Berner et al. [24] document lessons learned when integrating CC analysis and vi-
sualization tools in a project. These lessons include what results to expect, how to
motivate developers, and developer behavior to avoid (such as avoiding competition
by reaching high coverage rates). Although aimed at CC tools, these lessons also
apply to MT and were considered during our study.

When it comes to conducting MT in CI specifically, it should be noted that it is
something that has been explored in multiple studies already [4, 9, 14, 16, 19],
focusing on aspects such as feasibility and using it for code reviews. As such, per-
commit MT is commonly used in CI, and related studies usually focus on filtering
out unproductive surviving mutants using techniques involving Machine Learning
(ML).
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4
Methods

The following chapter presents the research questions, the case, and the methods
used during the study to answer the research questions. The research methods and
procedures for the study adhere to an exploratory and interpretivist case study,
following the terminology defined by Runeson et al. [25] and Baltes et al. [26]. An
experience report, think-aloud sessions, interviews, and thematic analysis were used
to address the research questions.

4.1 Research Questions
The research questions can be categorized into two main parts: one focusing on the
process of integrating MT in a development workflow (RQ1) and two focusing on
how MT can best be used in a CI setting to maximize its perceived benefit (RQ2-3).

RQ1: What challenges arise when integrating and automating the usage of
mutation testing tools, and how can they be addressed?

RQ2: What information from mutation testing in continuous integration should
be conveyed to developers to be perceived as useful and why?

RQ3: How should information from mutation testing in continuous integration
be presented to developers to be perceived as useful, and why?

Regarding RQ1, mutation testing typically relies on multiple tools (package man-
agers, compilers, unit testing frameworks, . . . ). As such, introducing an MT
tool can lead to friction, including dependency conflicts, maintenance efforts,
or user dissatisfaction. This is furthermore aggravated when adding MT to
CI pipelines. After identifying the barriers that hinder such integration, we
aim to share our experience addressing these issues to aid future integrations
at other companies. This RQ aims to assist developers in integrating MT at
their companies.

For RQ2, the most important information presented in MT results is, typically, the
mutation score and surviving mutants shown in the source code. We investi-
gated whether other aspects, such as mutation operators and the quantity of
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surviving mutants, are information that developers perceive as useful. Provid-
ing information with too much granularity also leads to information overload.
On the other hand, excessive data aggregation leads to the loss of valuable in-
formation. We collected developer’s experiences and opinions and performed
a qualitative analysis of the results to look for an ideal balance between pro-
viding information usable by developers to improve their test suite without
information overload. This RQ aims to find which information originating
from mutation testing results is considered the most valuable and useful by
developers.

For RQ3, interpreting the results must be effective and efficient to seamlessly in-
tegrate MT into a developer’s workflow. Presenting MT results effectively and
efficiently enables a positive developer experience. We aim to collect devel-
oper experiences and opinions, perform a qualitative analysis on presenting
MT results, and explore which aspects are important of the visual elements
used to display information. This RQ aims to find the best way to convey
MT information to developers by focusing on presenting complex information
from MT.

Note that RQ2 focuses on what information should be conveyed, answering ques-
tions such as “Are mutation scores aggregated by mutation operators useful for
developers?”. In contrast, RQ3 focuses on how to present the information, answer-
ing questions such as “Is a line plot that shows the evolution of mutation scores easy
to understand and utilize for developers?”.

4.2 The Case
The case study is performed at the partner company Zenseact1, which develops
safety-critical software for the automotive industry. The company is owned by
Volvo Cars and develops both Advanced Driver Assistance Systems (ADAS) and
Autonomous Driving (AD) software products, mainly written in C++. When writ-
ing, the company had 580 employees, who mainly worked at an office in Gothenburg,
Sweden [27]. Safety-critical development in the automotive industry necessitates
adherence to various safety standards, such as ISO 26262 [28], as part of a compre-
hensive approach to ensuring user safety and the safety of the environment in which
the software operates.

With a software stack containing many safety-critical components, validation is
paramount to Zenseact’s development process. As such, they pursue extensive test-
ing of the software they develop to validate changes in the code, with manual re-
viewing, exploratory testing, and automatic testing in CI pipelines. Investing in
various criteria for measuring test sufficiency is thus a high-value activity for them
to determine whether code needs improved tests and as part of a larger argument
for validation sufficiency. Due to this, some developers at the company are already
familiar with MT, even though it has not been adopted company-wide.

1https://zenseact.com/
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One aspect relevant to the study is that Zenseact utilizes guardianship, where a team
is the main owner of a part of the code. This concept is also known as code ownership
[29], where the owner is responsible for maintaining the code that it guards. During
this study, guardianship was contextual information added to MT results to improve
the developer experience.

The collection of data and in-depth analysis is done exclusively at said partner
company. The conclusions offer an in-depth analysis and understanding of the in-
tegration and perception of MT results, specifically within the context of C++
safety-critical code in the automotive industry. The findings are designed to be
applicable to similar settings. Table 4.1 provides an overview of the case study plan.

Table 4.1: Case study protocol.

Objective: Facilitate the adoption of MT in industry settings
The case: Integrating MT and presenting its results at Zenseact
Theory: Mutation Testing

Continuous Integration
Data visualization

Research questions: RQ1, RQ2, RQ3
Methods: Observations (RQ1)

Think-aloud sessions (RQ2, RQ3)
Interviews (RQ2, RQ3)

Selection strategy: Experiences from integrating MT at Zenseact (RQ1)
Participating Zenseact Developers (RQ2, RQ3)

4.3 Research Method
In the following section and in Figure 4.1, the various activities and research methods
are briefly summarized to give a general overview of the study. Afterward, each
activity and method used is described in more detail.

(1) Integration of MT tools into the codebase at the partner company. We made
observations during this process regarding the issues encountered and how
they were handled. This step included integrating Mull, an MT tool, into the
partner company’s build system and developing code to parse, format, and
upload results from MT to make them conveniently accessible from outside
CI. We included the developed code in a CI pipeline that was executed daily.
The MT results are presented using two tools: an HTML report generated by
the MT tool and a Kibana dashboard developed during this phase.

(2) Analysis of observations generated in the previous step. We converted the
observations into an experience report and created recommendations that ad-
dress RQ1 based on the experience report.

17



4. Methods

(3) Interactive sessions in the form of think-aloud sessions with developers at
Zenseact. Given the information and visual elements provided by the dash-
board and report previously mentioned, the participants were tasked with as-
sessing the quality of the test suite at Zenseact. While the participants carried
out the tasks, they were repeatedly questioned about their thought process to
collect data. The data consists of the developer’s interactions and opinions on
the dashboard and report.

(4) Interviews with the developers who participated in the think-aloud sessions.
We used semi-structured interviews for the developers to reflect on their expe-
rience using the dashboard and report, focusing on the perceived benefits and
issues.

(5) Thematic analysis of the interactive session and interview results. We then
used the thematic analysis results to find patterns between the participants,
which were grouped into themes and subthemes that address RQ2 and RQ3.

(1) Integration of
Mutation Tools in CI

RQ1

(3) Think-aloud
Sessions

(4) Semi-structured
Interviews

Reflections

(2) Experience
Report

Developer
Statements

(5) Thematic
Analysis

RQ2 RQ3

Activity Method Applied
to DataCollected Data Research Question

Figure 4.1: Overview of the work packages forming the case study.

4.3.1 Mutation Testing Integration (RQ1)
As mentioned, an experience report was created based on the observations made
while integrating MT. The observations were made during various stages when
adopting MT. The integration process was deemed finished once MT was integrated
so developers could use the results to check for testing sufficiency without running
MT themselves. This included merging all code required into the main Version
Control System (VCS) branch and running the tool daily in CI on Zenseact’s C++
codebase without errors related to the MT tool or code developed specifically for
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MT. The code also had to be resilient to errors unrelated to MT occurring, such as
the build system failing. Finally, once MT had run, the results had to be uploaded
so developers could examine them.

Our observations focus on the challenges (or lack thereof) of the steps previously
mentioned. A protocol was defined to collect the observations, which made the
collection and format systematic. A set of events during which observations had to
be made was also created to ensure that the observations remained on topic and
that no valuable information was missed. The complete protocol is observable in
Appendix B. Some key events documented during the observations were Decisions,
Issues, Sentiments, and Discoveries.

To synthesize the experience report, the observations were sequentially analyzed
and discussed with the partner company’s developers for discussion, validation, and
reflection. Together with their input, conclusions were formed and presented in the
experience report.

4.3.1.1 Tools Used

Both Dextool2 and Mull 3 were identified as viable options to use as MT tools, based
on the previous research performed by Örgård et al. [19]. Early into the integration,
various issues arose when using Dextool, even with simple projects. Due to the
suitability for CI, ease of installment, features provided, maturity, computational
cost, and compatibility with the Zenseact codebase, Mull was chosen as the primary
tool to integrate at the partner company.

Two tools are used to visualize the results. The first tool is directly supported by
Mull and consists of an HTML report. This can be considered the traditional way
to present MT results and is covered in Section 2.3.2. The other tool used is Kibana
[30], covered in Section 2.4. Kibana was chosen since it is already commonly used
at the partner company, meaning that the developers have experience using the
tool and would require less effort to become familiar with it. As a disadvantage, the
types of visualizations used and experimented with are limited to those supported by
Kibana. The data to be displayed was considerably hierarchical, something Kibana
lacked visualizations for. For instance, nested treemaps and tables that allowed the
exploration of hierarchical data were missing. Some simpler graphs, such as radar
charts, were also unsupported. The said graph could have been implemented using
Vega [31], a Kibana tool to create custom visualizations, but this was considered
out of the scope of this research.

4.3.2 Evaluation of Mutation Testing Information and Vi-
sualization (RQ2, RQ3)

Think-aloud activities and semi-structured interviews with developers from the part-
ner company were conducted to determine what information developers perceived as

2https://github.com/joakim-brannstrom/dextool
3https://github.com/mull-project/mull
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useful from MT results and how it should be presented. Each participant first par-
ticipated in a think-aloud and was interviewed after a short break. Together, they
formed a single session, which took roughly 1 hour and 20 minutes per participant.

Before starting a session, the participants were asked for consent to record their
voice and screen interactions. Furthermore, they were informed that they could
opt out of the study by contacting the researchers at any time. Before publication,
the draft was also sent to all participants so that they could provide feedback and
corrections.

A session consisted of an initial introduction to MT so the participant was familiar
with the essential concepts required for the subsequent activities. Some MT-related
concepts (such as equivalent mutants) were not explained since they were not the
focus of our research. Before continuing to the think-aloud session, the participants
had the opportunity to ask for clarifications and to be asked if they fully understood
all the concepts. This was done to guarantee they fully understood the concepts.

Then, the interactive think-aloud session was performed, where each participant
interacted with the results from MT whilst sharing their thoughts. Finally, after
a break, the interview was performed, where the participants shared their final
reflections on the solution they interacted with in the think-aloud activity.

Only a subset of the mutation operators provided by Mull was used to carry out these
activities. This was deemed sufficient since MT should be deployed incrementally
as reflected in the experience report. Furthermore, three mutant operators were
discarded since they caused Mull to crash unexpectedly during execution. The used
mutation operators are listed in Appendix A.

4.3.2.1 Sampling

The following section follows the terminology defined by Baltes et al. [26]. The pop-
ulation of interest consists of software developers in the automotive industry. The
sampling frame is the developers from the partner company, Zenseact. The sam-
pling strategy followed was mainly convenience sampling, with elements of purposive
sampling.

Convenience sampling, which consists of taking samples based on availability, was
used to obtain samples for the sessions since the samples consisted of developers
at our disposal; no developers from other companies were contacted or considered.
However, elements of purposive sampling — sampling following a logic or strategy
— were also used: a criterion was used to select the study participants to invite
and improve the diversity of the samples. The criteria used consisted of the role,
time at the partner company, seniority, and how often they interact with tests. This
was used as the information and visualizations should not just be catered to those
interested in MT but rather those who should be using it. This allowed evaluation
from developers with different needs and perspectives. We expand upon this in
Section 6.4.2.
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The complete list of participants can be found in Table 4.2.

Table 4.2: Study participants.

ID Role Time at
Zenseact

Overall
User Experi-
ence

Test Interac-
tion
Frequency

Kibana
Experience

1 AI support tool developer 1.5 years 3-4 years Not often Minimal
2 C++ computer vision engineer 7 years 7 years Daily basis None
3 C++ toolchain maintainer 3.5 years 12 years Daily basis Experienced
4 C++ and Java developer 7 years 8 years Few times a

week
Experienced

5 C++ developer and system architect 2 years 10 years Few times a
week

None

6 C++ feature developer 2.5 years 7 years Daily basis Experienced
7 C++ and Python developer 1 month 10 years Weekly None
8 C++ feature developer 1 year 6 years Daily basis Minimal
9 C++ feature developer 2.5 years 5 years Weekly basis Minimal
10 C++ feature developer 2.5 months 10 months Not often Minimal

4.3.2.2 Think-aloud Procedure

Before starting the interactive activity, we asked the participant some initial ques-
tions to learn more about their role at Zenseact and their professional experience.
The participants were then informed that MT was run on the partner company’s
C++ codebase and were given a list of tasks where they had to interact with the
results of the MT runs. During the tasks, the participants had to assess the test
sufficiency of different teams, directories, and files. All participants were assigned
the same team, directory, and file to make their experiences comparable. However,
once the participants had finished their given tasks, they were free to look at the
MT results of their own interest, such as those of their own team.

Before they started the tasks, they were given a short tour of the dashboard and
the report. The tour aimed to demonstrate navigation through the dashboard and
report without providing specific instructions on their usage.

While carrying out the tasks, they were instructed to actively share their thoughts,
such as their impressions, what information they were interpreting, and what they
thought of the visual aspects. If the participant didn’t speak for an extended time,
questions were asked to get them to speak again. For instance, “What are you
trying to do right now?”, “What are you looking for?” or “What are you thinking
right now?”. While carrying out the tasks, the participant had a summary of MT
concepts and the list of tasks at their disposal and could also ask for clarification or
guidance at any time.

To mitigate potential issues caused by the tools used to display results, the re-
searchers defined a list of situations in which they would intervene. For instance,
if the participant accidentally navigated out of the dashboard, we would re-open it.
The full procedure for the think-aloud session can be found in Appendix C.
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4.3.2.3 Interview Instrument

Before starting the interview, participants were again asked for consent to record
their screen and audio. During the interview, the participant could still interact
with the dashboard and report, making it easier to refer to specific elements.

Since RQ2 and RQ3 focus on information and visualizations, respectively, before
any question was made, the distinction between the two was made. Furthermore,
the participants were informed that they could ask for clarification on the questions
they were given.

The semi-structured interviews allowed us to pursue additional information when
the participants gave interesting answers for which we wanted additional reflection.
The questions were divided into three main sections: the information presented, the
visualizations used, and the final reflections. The questions mainly focused on the
perceived usefulness and interpretability of the MT results. Once the interview had
finished, the participants were given more details about the study and were informed
about which parts of the solution they interacted with were developed by us.

The full interview instrument design can be found in Appendix D.

4.3.2.4 Think-aloud and Interview Reliability

Two different activities were carried out to validate the think-aloud session and
interviews. Firstly, expert reviews were carried out by the academic supervisors,
who are experienced in research and familiar with MT. Their feedback ensured
that the data we obtained would help answer the research question, preventing bias
originating from leading questions and avoiding vagueness.

Afterward, pilot studies were performed, during which both the think-aloud and
interviews were carried out three times. Two of the pilot sessions were conducted
with the study’s industry supervisors, who were both familiar with MT. Their feed-
back focused on the structure of the think-aloud and interviews. Lastly, one trial
run was conducted with a developer from the partner company unfamiliar with MT.
Their feedback mainly concerned aspects they found vague or difficult to understand
related to MT.

4.3.2.5 Reflexive Thematic Analysis

The thematic analysis was performed using reflexive thematic analysis, as described
by Braun et al. [2]. Following their suggested process, the specific variation is
described in Table 4.3.
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Table 4.3: Variation used within reflexive thematic analysis as described by Braun
et al. [2].

Aspect Variation Used
Orientation to data Inductive, the codes were created and refined during the

coding process.
Focus on meaning A semantic approach was initially and gradually moved

towards a latent approach when a greater understanding
was formed.

Qualitative framework Experimental, exploring people’s perspectives and what
they believe.

Theoretical framework Relativist end of the spectrum to investigate what people
think and express, which might not reflect how they would
actually use the results.

To aid the reflexive TA, a reflexive research journal was used to reflect on the coding
process and examine assumptions held. The noted-down assumptions were: “people
often don’t want to learn new tools”, “people might be more positive towards the
developed solution as they try to be nice”, “I’m a developer, so I assume people
know about code”, and “I assume they understood what mutation testing is”.

Following the author’s definitions, the following terminology is used:

Coding is the process of highlighting relevant parts of the transcriptions and as-
signing code labels to them.

Code labels are short identifiers attached to a highlighted part of the text. A code
label always has a code.

Codes are in-depth descriptions of each code label.

The voice recordings were transcribed using Whisper4, a speech recognition AI.
Each automatically transcribed text document was manually checked to correct
transcription errors. The screen recordings were used to clarify what participants
referred to in the voice recordings.

Once the transcriptions were finalized, Taguette [32] was used for the coding pro-
cess, a free and open-source tool for qualitative analysis research. The inter-rater
reliability was evaluated before starting the coding process. Multiple passes were
performed with multiple discussions and iterations of the codes and code labels.

Once the coding process was deemed sufficient, we created a thematic map using
Miro5 (a collaborative digital whiteboard tool) to group the codes into themes. All

4https://openai.com/research/whisper
5https://miro.com/
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highlights were exported to sticky notes along with their corresponding code labels,
and each note was colored by the interviewee ID. The color indicated how a code
was distributed; is it a consensus or an outlier? Clear outliers were disregarded.
The themes were created and iterated upon in multiple phases until a final set was
created and presented in the results.

Inter-rater reliability had to be ensured, meaning that both coders had to agree on
which parts of the transcriptions were relevant and agree about the code labels given
to the highlighted parts. For the agreement on relevant parts of the transcriptions,
Krippendorff’s Alpha (α) [33] was employed, which allows measuring the amount of
agreement between coders. Krippendorff’s Alpha is a flexible metric, as it allows a
variable amount of coders, different types of input data (nominal, ordinal...), missing
values, and considers the agreement that might happen by chance instead of actual
agreement.

To obtain the measurement, both researchers independently coded the same session.
A table was created where each column pertained to a researcher, and each row
represented a highlight that either a single or both researchers highlighted. When
only one researcher highlighted the text, the values differed. Encoding the results
using this format allowed us to compute the measurement.

When Krippendorff’s Alpha was computed, it resulted in α = 0.45, with a 95%
confidence interval of [0.25, 0.61]. This was deemed insufficient, following the guide-
lines for interpreting the value suggested by Krippendorff [33]. We then discussed
the disagreements that we had to reach a common ground. Afterward, both coders
independently coded the second session, and Krippendorff’s Alpha was again com-
puted, which resulted in α = 0.72, with a 95% confidence interval of [0.54, 0.86],
which was considered sufficient.

For the agreement of the code label assigned to each highlight, discussions were
carried out when different code labels were assigned. Most conflicts were related to
different formatting or code labels, which meant the same thing. Discussions were
held about disagreements related to the meaning of the text until a common under-
standing of the text was reached. Since each coder passed each transcription at least
once, they also checked the labels assigned to highlights to look for disagreements,
thus improving and validating the other’s annotations.
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Results

This chapter covers the study’s results. First, we present the solution developed to
integrate MT into CI and the Kibana dashboard that displays the results. Afterward,
we present the experience report related to RQ1. Finally, we present our findings
from the think-aloud sessions and interviews that we performed related to RQ2,
RQ3.

5.1 Tool Integration into CI Pipeline
The following section describes the sequence of operations executed in the created CI
pipeline. Refer to Section 5.3 for the experience report that reflects on the pipeline
creation described here and the rationale behind the design decisions.

In this case study, MT is applied in a nightly build. Periodic MT was chosen due
to contextual factors: the codebase includes safety-critical code, which must comply
with safety standards that impose a minimum degree of testing. Periodic MT runs
all test targets periodically during times when most CI resources are idle, which is
less computationally heavy than commit-aware MT. With commit-aware MT, tests
must be run each time a commit is pushed to the remote VCS.

The sequence in the pipeline, observable in Figure 5.1 is as follows:

(1) Find all C++ testing targets buildable in Zenseact’s codebase using Bazel,
the build system used at the partner company. Each target is individually
compiled using Clang to convert the C++ code to LLVM IR. This produces
a separate executable for each target. Mull’s default behavior causes it to
mutate the code under test and its dependencies, something described in more
detail later on in Section 5.3.2.2. The tool’s behavior was changed so as not
to mutate the dependencies. For each test executable, the tests are run per
mutant, and a report is generated. A file, mull_metadata.json, references all
reports generated with some additional metadata, such as a timestamp.

(2) As every testing executable generates its separate report, the reports are
merged into a single file merged_report.json. This file is then displayable
using the HTML report. This report was one of the two ways the host com-
pany developers had to interact with the results, the other being a Kibana
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dashboard.

(3) The merged report is transformed into a more suitable format to be uploaded to
Kibana. The report is also enhanced with additional information that enriches
the MT results during this step. For instance, each surviving mutant has its
guardian team associated with it. Analyzing the report with this information
allows teams to find mutants related to the code they are responsible for.

(4) Upload the analyzed report to Kibana, allowing access to the results.

(1) Run Mull (3) Analyze Report

(4) Upload Report

References

mull_metadata.json

Set or reports, one for each test target

(2) Merge Reports

analyzed_report.json

merged_report.json

Elasticsearch/
Kibana Dashboard

HTML Report

CI Step

Intermediary Files

Presentation of Results

Figure 5.1: Sequence of operations in the CI pipeline and by-products.

In summary, the pipeline runs MT on the host company’s C++ codebase. The
results are combined into a format compatible with Mutation Testing Elements.
Then, they are analyzed and reformatted into a format suitable for Kibana. Finally,
they are uploaded to Kibana, all without human intervention.

5.2 Developed Kibana Dashboards
RQ2, RQ3 aim to evaluate what information from MT results to display and how
they should be visualized. The following section presents the data visualizations
created in a Kibana dashboard and the information included within them. It should
be noted that the information from the HTML report is also evaluated for RQ2,
RQ3, although the report was not created during this project. The information and
visualizations used for the HTML report can be found in Section 2.3.2.

The developed dashboards are interactive, allowing users to navigate between them
and filter data. This allows the scope to be narrowed to an area of interest/level of
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detail, such as a team, directory, or file. This scoping can be performed by either
selecting a certain value, such as a team, file, or mutation operator. This will narrow
the scope in Kibana to values matching said filter. Furthermore, there are dropdown
lists that allow users to filter in a similar manner, which is used to, for example,
select a team.

As terms such as information and widgets can be ambiguous, the following definitions
are used:

Information: A certain value/metric. An example is the mutation score or lines
of code for a file. Said value can be visualized in multiple ways, such as with
a bar or line chart.

Data visualization: The generic technique used to display certain data. For ex-
ample, a line chart visualizes a value over time.

Widget: This refers to the specific combination of information displayed using a
specific data visualization technique. For example, a line chart can be used to
visualize the mutation score of a file over time.

5.2.1 Information, Data Visualizations and Widgets
The information items in Table 5.1 are gathered per run and can thus be tracked
over time. As previously explained, we utilize guardianship. This means that all the
information below is connected to a team, allowing it to be scoped. Furthermore,
everything below has a path, allowing the data to be filtered, which is utilized in
the developed dashboard.

Table 5.1: Information from MT.

Category Information

Metadata Date when the analysis was run
The commit of when the analysis was run

Mutation Score Mutation score

Mutant Whether it survived or was killed
Path to the file
Location in file (row and column)
Mutation operator
Replacement value
Number of surviving mutants

The used data visualization techniques are presented in Table 5.2, with examples.
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Table 5.2: Data visualizations.

Visualization Explanation Example

Line chart Used for visualizing values over time. Figure 5.2a
Stacked area chart Used for visualizing values over time that, in addition to the

line chart, also display proportions.
Figure 5.2b

Tree map Used for visualizing areas of interest with proportional boxes.
This gives an overview of multiple areas, which can aid in spot-
ting the “greatest” area in some context.

Figure 5.2c

Table Used for visualizing grouped data. Figure 5.2d
Pie chart Used for visualizing proportions. Figure 5.3a
Single value Used for visualizing a specific single value, for example, a date. Figure 5.3b
Gauge Used for visualizing a value between a range. Similar to the

single value visualization, it gives a ratio of where the value is
within an upper and lower bound.

Figure 5.3c

Dropdown Arguably not a visualization but rather an input. Is used for
displaying a set of options and allows a selection.

Figure 5.3d
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Figure 5.2: Examples of a line chart, stacked area chart, tree map, and a table.
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DV5 - Pie Chart

57%

A
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B

33%
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(a) Pie chart

DV6 - Single Value

123
description

(b) Single value

DV7 - Gauge

66%

(c) Gauge.

DV8 - Dropdown

A

A

B

C

(d) Dropdown.

Figure 5.3: Examples of a pie chart, single value, gauge, and a dropdown.

The specific widgets used within the dashboards are presented in Table 5.3, including
the data visualization technique and what information is provided.
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Table 5.3: Widgets.

ID Name Visualization Description

Team and Directory Dashboard

W1 Filter Dropdown Filter values by team (in the team dashboard) or
file (in the directory dashboard).

W2 Mutation Score Gauge The mutation score. Aggregated by team, directory,
or file depending on filters.

W3 Date Single value Date of the results.
W4 Commit Single value The specific commit the analysis was run on.

Team Dashboard

W5 Overall Team Mutation Score Line chart Mutation score per team over time.
W6 Mutation Score per Directory Line chart Directories and their mutation score over time.
W7 Surviving Mutants per Direc-

tory
Stacked area chart Number of surviving mutants per directory over

time.
W8 Mutation Score per Directory Line chart Directories and their mutation score.
W9 Surviving Mutation Operators Stacked area chart Number of mutation operators over time.
W10 Number of Surviving Mutants Single value Number of surviving mutants.
W11 Proportions of Surviving Mu-

tators
Pie chart The proportions of surviving mutation operators.

W12 Directories and Files with the
Most Surviving Mutants

Tree map Hierarchical view of files with the most surviving
mutants.

W13 Surviving Mutants Table The surviving mutants, including their location and
mutation operator.

Directory Dashboard

W14 Overall Directory Mutation
Score

Line chart Mutation score scoped by a directory over time.

W15 Mutation Score per File Line chart Mutation score per file over time for a directory.
W16 Surviving Mutants per File Stacked area chart Number of surviving mutants per directory over

time.
W17 Surviving Mutation Operators Stacked area chart Number of mutation operators over time for a direc-

tory.
W18 Mutation Score per File Table Mutation score per file for a directory.
W19 Number of Surviving Mutants Single value Number of surviving mutants for a directory.
W20 Proportions of Surviving Mu-

tation Operators
Pie chart The proportions of surviving mutation operators for

a directory.
W21 Files and Operators with the

Most Surviving Mutants
Tree map Hierarchical view of files with the most surviving

mutants for a directory.
W22 Surviving Mutants Table The surviving mutants, including their location and

mutation operator for a directory.

5.2.2 Dashboards
Two dashboards were created in Kibana to visualize the MT results, one for teams
and one for directories. The team dashboard was used to narrow down the scope
of the vast number of mutants generated from running Mull on the codebase to
display only relevant information to a developer. The team dashboard is presented
in Figure 5.4.

The directory dashboard is one granular step below the team dashboard. This
dashboard was developed to show more specific MT data for a directory to aid
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the process of evaluating the test quality of a specific part of the code and aid in
improving the test quality. More granular data, such as mutation score per file, is
displayed, and data is limited to the specified directory. The dashboard can be seen
in Figure 5.5.

Developers can navigate from the team dashboard to the directory dashboard. To
do so, users can use widgets in the directory dashboard. As such, a developer can
first see the mutation score of all their team’s directories in the team dashboard and
then navigate to the directory dashboard for a directory of interest.

It should be noted that the dashboards presented in this study are not the Kibana
dashboards used by the participants during the study, but instead illustrations used
to exemplify what was created. Furthermore, the line plots and stacked area charts
shown do not include any values (dates, mutation scores. . . ) on either axis for the
sake of simplicity.
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Figure 5.4: Team dashboard with synthetic data.
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W22 - Surviving Mutants
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Figure 5.5: Directory dashboard with synthetic data.

In summary, two different but related Kibana dashboards were developed with in-
teractive elements such as filtering and navigability. The dashboard contains visu-
alizations that display information on MT results and was designed to provide an
overview of the MT results without overwhelming the developer.
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5.3 Experience Report: Integrating Mutation Test-
ing Tools Into Build Systems (RQ1)

The following section covers the experience report related to RQ1, which reflects
on the pipeline creation described in Section 5.1, including integrating MT into
a codebase and a CI pipeline. We made 34 observations during the engineering
process, which were used to create the report. We, the researchers, primarily made
the observations, with some contributions made by two developers from the host
company.

5.3.1 Project Kickoff
We began by evaluating the MT tools Dextool and Mull, which had shown promising
results in previous work [19]. We considered both tools as starting points and created
a minimal proof-of-concept for each one to experiment with using simple C++ code.
Mull was used with minimal issues.

On the other hand, we had problems getting Dextool running, possibly caused by a
mismatch between the bindings and the library. Running Dextool started the MT
process but failed with an error message of error: exiting... without stating the er-
ror, making it hard to debug and progress. The exit left the files in an intermediary
step with flags to disable or enable specific mutations, as shown below in Listing 5.1.
This was likely a user error during the installation or with clashing dependencies.
However, resolving the issue without a helpful error message was hard. The instal-
lation was also attempted on multiple Linux distributions: EndeavourOS (Arch),
Pop!_OS (Ubuntu-based), and Ubuntu.

1 static bool greater_or_equal (const double a, const double b) {
2 if ( unlikely ( dextool_get_mutid () == 1250712460 u)) {
3 return true;
4 } else {
5 return a >= b;
6 }
7 }

Listing 5.1: Example of a Dextool flag left when exiting.

We then started attempting to apply the MT tools to the partner company’s code-
base, where we tried to get Mull to work on a subset of the source code as a proof
of concept. Again, the usage was straightforward, and we could apply MT using
Mull on the first day. We also attempted to use Dextool despite the issues we had
previously encountered, but we again encountered the same problem that we could
not fix. Due to the blocking factor and the fact that Mull was already showing signs
that it could be an appropriate tool, we decided to focus only on the integration of
Mull.

One observation we made was that to get Mull working, most of the knowledge
required was related to the build system, not the tool itself. The tool’s installation
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guide mentioned any information needed regarding the tool itself. As such, the
biggest challenge related to making the build system use Mull was due to the build
system itself instead of Mull, which is expanded upon further in Section 5.3.4. We
therefore recommend that the integration should be done by developers familiar
with the build system rather than MT experts, as we found that minimal knowledge
of MT is required to integrate the tools.

5.3.2 Friction Between the Build System and Tool
Due to Mull’s initial success, the next step was applying MT to the entire codebase
instead of just one testing target. To detect and solve issues early, we wanted to
follow an incremental strategy by starting with a very small subset of mutation
operators and testing targets and expanding gradually. This strategy reduced the
feedback loop and the computational cost during the integration process, enabling
us to see more quickly whether our code could successfully run from start to finish.

Due to this strategy, we detected a minor number of specific test targets early on,
which caused Mull to crash. This was because of technical reasons, such as the use
of hardware-specific code, which we then excluded by specifying a list of targets to
exclude. Mull also had problematic behavior when applied to CUDA code, which is
used to program using NVIDIA GPUs.

However, a disadvantage of using this strategy was that we were unaware of how
long it would take to perform MT on the entire codebase initially. Another concern
related to manual exclusion was that it is not a scalable solution: new testing
targets could appear at any time, which causes the MT tool to crash. As such, a
more scalable solution was implemented that dealt with the tool’s crash for specific
targets by programmatically detecting errors in the generated logs.

We found all test targets using a Python script by querying the build system and
then applying MT to each test target found. However, we encountered two issues
related to Mull that had to be addressed.

5.3.2.1 Multiple Reports, One Result

Mull can only apply MT to a single test target and generate a corresponding report
instead of applying MT to multiple test targets and generating a single report for
all of them. Since our goal is to provide useful and convenient results to developers,
we had to address this by merging multiple reports into a single one. To do so,
we still run Mull on every test target individually and then use a Python script we
developed to merge the reports into a single, centralized report, still following the
Mutation Testing Elements schema format.

This issue was considered an unexpected limitation to Mull. It is unknown why
Mull doesn’t support generating a report out of multiple testing binaries. Still, it
negatively impacts the tool’s usability by making it more difficult to use in certain
workflows.
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5.3.2.2 Redundant Mutants

While developing the merging Python script, we noticed that the same mutant1 was
run in different testing executables. After some investigating, we discovered that
Mull mutates source code directly invoked by the testing executable as well as its
dependencies. This is demonstrated in Figure 5.6: although the purpose of test
_lane_assist.cpp is to validate lane_assist.cpp, Mull will still mutate sensor
.cpp too during compilation. This leads to additional computational costs and a
dilemma: should the mutant be considered killed or surviving if a mutant survives
in one test executable but not in another?

Uses lane_assist.cpp

Tests

Source Code Test File

/system/sensors

sensor.cpp

test_sensor.cpp

Tests

/system/lane_assist

test_lane_assist.cpp

Figure 5.6: Example scenario where mutations are tested multiple times with
default Mull settings.

One possible solution would have been to accept this behavior and implement mech-
anisms in the merger script to deal with this situation. For example, if the same
mutant appears in different reports and is killed in even a single one, it is considered
killed. Another solution is to only mutate direct dependencies, also reducing the
number of mutants and thus the computational cost.

We chose the latter approach using one of Mull’s features to address this: whitelist-
ing. A new whitelist is generated for each test target compiled, making Mull only
mutate the source code on which the testing target directly depends. This prevented
mutants from appearing multiple times, making the MT pipeline run roughly 40%
faster. However, this required more engineering effort to automatically update the
whitelist for each testing target by detecting which source code it tests.

1We consider “same mutant” to be a mutant reported in the same file, line, column, mutation
operator, and replacement value.
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5.3.3 Presentation of Results
We chose to use Kibana as the visualization tool to create the dashboard. Kibana
was chosen since developers at the partner company were already familiar with it,
and used to track other aspects of the codebase, such as technical debt. Extra steps
were required to get the information from the merged report into Kibana, as the re-
port format was unsuitable for directly uploading to Kibana. Furthermore, changing
the format was also advantageous: the report follows a format specifically designed
for MT results, which we wanted to enhance with additional information incompat-
ible with the format. We accomplished this by breaking away from said format to
one more suitable to Kibana. By enhancing the MT results with information such
as the guardian of each source code file, the dashboard presenting the information
became more interactive and dynamic as developers could filter the information.
For instance, they could filter to only see the MT results of code maintained by a
specific guardian.

Another observation was that the Kibana dashboard was independent of the MT
tool. Given a generic frontend to present results, the backend MT tool becomes
interchangeable. As such, choosing the MT tool to use becomes more flexible. How-
ever, this does imply a conversion from the format of the MT tool to the format
usable to the frontend.

5.3.4 Integration Into CI
We attempted to run the developed pipeline in CI only after its development was
complete. This led to issues as we encountered CI pipeline divergence: we had
different behavior when running locally and in the CI pipeline. We then had to
investigate and solve the issue, which took significant time.

We attribute this to us following different strategies for the development and inte-
gration (into CI) parts. During development, an incremental strategy was followed
while, on the other hand, everything was integrated at the same time into CI. Find-
ing the cause of issues became challenging, as it could be anywhere in the developed
pipeline. Furthermore, there was a long feedback loop since commits had to be
merged into the main branch before they would affect CI pipelines.

The issue was caused by a combination of details related to both the build system
(Bazel) and Mull:

• Mull performs MT in two separate steps: compilation and execution. In the
compilation, Mull also references the source code location of each mutant
generated. This includes the file path, line, and column. The second step
executes the tests and checks whether each mutant survives. For each mutant,
it also performs a sanity check, checking that the source code file of the mutant
exists and that the line for the mutant exists.

• Bazel is a build system where a target, its dependencies, and the steps to
obtain the target are defined. To build a target, Bazel moves all the defined
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dependencies into a sandbox to guarantee that no implicit dependencies could
accidentally be used.

When building locally using Bazel, the filesystem inside the sandbox remains un-
changed. However, in CI, the filesystem inside the sandbox is different. In CI,
targets were compiled inside the sandbox and then executed outside the sandbox.
Since the target was built inside the sandbox, it saved references to source code
files using file paths that were no longer valid. Mull attempted to open source code
files using invalid file paths, which caused it to fail. To solve this issue, both the
compilation and execution of test targets were performed inside the sandbox.

While fixing the CI pipeline, we manually ran our developed code locally daily to
update Kibana’s results. This was necessary as we required data to be used during
the think-aloud sessions for RQ2, RQ3. Having to run the code manually highlighted
the value of CI in this context to us; even though starting the MT process was
effortless, it was still cumbersome due to daily repetition and the time of running
MT.

5.3.5 Retrospective
Most of the time dedicated to integrating Mull into the CI pipeline was related
to writing Python scripts to circumvent unexpected issues caused by the unique
combination of codebase, build system, and MT tool. Although we got Mull working
on the code on the first day, all of the issues encountered were related to making
the tool behave as intended. Consequently, much work had to be dedicated to
successfully running the MT tool and handling the results, significantly more than
integrating a code coverage tool. Although Mull was considered suitable for CI,
we do not consider the tool mature enough to be easily inserted into a complex
codebase with little effort. This is something we deem problematic: MT tools are
not a central tool of a codebase, and developers should not have to spend excessive
time to get them working.

We also reflected on how feasible it would be for the integration to keep working
after a period of time. The main reason the integration could break would be
upgrading the version of any of the tools used at Zenseact, such as Bazel, Clang, and
LLVM. Mutation testing will likely (and understandably) not be considered when
said upgrade is performed. For the integration to be fixed, it will need to provide
value. Without value, no developer would notice that it broke and would inevitably
be removed. On the other hand, if the integration is actively used and provides value,
people will investigate it when it breaks since they are missing valuable information
from their workflow. As such, we conclude that for MT to survive in the long run,
the initial integration should focus on providing value, as without it, it is doomed
to break and be forgotten.
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5.4 Think-aloud and Interviews Thematic Analy-
sis (RQ2, RQ3)

In the following section we present the themes and subthemes that emerged from
thematic analysis, given the results from ten think-aloud and interview sessions. The
objective of the think-aloud and interview sessions was to discover what information
developers consider valuable when using MT and how it should be presented. We
also focused on why they considered the given information or visualizations valuable.
An overview of all themes, subthemes, and how they are related to each other can
be found in Figure 5.7, while the description of the final themes can be observed in
Table 5.4 and the description of the subthemes can be found in Table 5.5. It should
be noted that the solution refers to the combination of the previously described
HTML report and the Kibana dashboard.
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Figure 5.7: Overview of identified themes and subthemes.
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Table 5.4: Description of themes.

Theme Description

Capabilities What the provided information of the solution enables users to do
End Users To whom in a software development environment could the solution provide

value to
Valued Information What information from the solution was perceived as useful, and what was

missing
Visual Elements Which factors were important when visualizing information
User experience Which factors were important when using the solution

Table 5.5: Description of subthemes.

Theme Subtheme Description

Capabilities Overview and Summarize Ability to see the overall status of the test suite
Improving Test Suites Ability to improve the quality of the test suite
Indication of Source Code Quality Ability to estimate the quality of source code

End
Users

Support for Teams and Team Managers Value of MT for teams and team managers

Support for Developers Value of MT for developers
Complementary Components The relation between the report and dashboard

Valued
Information

Score and Surviving Mutants Perceived usefulness of mutation score and specific sur-
viving mutants

Source Code Context The want of more context related to the source code
Surviving Mutant Context The want of more context regarding the surviving mutants

Visual
Elements

Scalability How developers perceived the scalability of the solution

Preference for Simplicity Preference of the developers regarding visualization com-
plexity

Evolution and Trends Thoughts on showing MT results over time

User
Experience

Filtering by Data Ability to filter information in the dashboard

Navigability Interconnectedness of the solution
Learning Curve The learning curve associated with both the solution and

MT
Usability Ease of use of the solution
Cognitive Workload Mental effort required to use the solution

5.4.1 Capabilities
This section discusses the ways in which the solution is considered beneficial.

Overview and Summarize In software development environments, developers
aim to keep their test suite up to a certain quality standard that they consider
sufficient. With modifications in the source code and tests, tracking whether all
tests are still sufficient can become challenging. Participants found the dashboard
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particularly useful for getting an overview of the entire codebase, seeing in which
direction the quality of the tests is evolving, and it allowed them to locate regions
that needed improved testing the most.

With the dashboard, it was quite easy to see how it’s improving over time.

- Participant 1

I would probably monitor the dashboard more often, sometimes, just to see trends and changes
and stuff.

- Participant 5

Improving the Test Suite Eight developers stated that the provided report
enabled them to improve the tests, given the surviving mutants shown. They mainly
argue in favor of this since the report allows them to see the specific surviving
mutants in the source code, giving them sufficient guidance to make or modify tests.

The report I would use to address, to improve the code that has been flagged, to have less
survived and more killed. So increase the ratio.

- Participant 3

. . . but [I prefer] the other [report] when working on improvements. Like now we will make
sure to get 100% I guess I would use this one to check where we have these missing tests in
detail.

- Participant 2

I think the use case for the report is that you will get very detailed information on which
mutants that were not killed. And that is what I’m interested in, since I would like to improve
the tests so that the mutations get killed, if possible.

- Participant 7

Indication of Source Code Quality Although mentioned by fewer developers,
another functionality brought up by the more experienced developers was that MT
gave an indication of the source code quality. They speculated that regions or
specific lines of code with dense mutants (whether surviving or not) are code smells
and indicated technical debt. They argued that with dense regions of mutants,
they could identify problem areas in the code, such as complex expressions in if
statements, which, when refactored, would improve both readability and testability.
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I think this framework is also quite good to give hints that you have some poor logic. Espe-
cially for instance if you do a lot of comparisons in one statement, then it’s very error-prone.
So, it could help with refactoring the source code.

- Participant 3

So, since this is like a multi-multi-Boolean expression, I can suspect that you’ve tried some
conditions, but it’s harder to test all combinations [in this code]. . . . Yeah, that’s good
information.

- Participant 6

I would probably also look into this file if I can already, maybe just reduce the mutation
surviving by refactoring as well.

- Participant 9

5.4.2 End Users
The following section reports on which professionals in a software development en-
vironment could use the solution to aid them in their tasks.

Supports Teams and Team Managers Nine developers thought the dashboard
could be useful for more than just developers. Repeatedly, they mentioned that no
in-depth knowledge of the code was required to interpret the dashboard. Conse-
quently, it could benefit individuals in more managerial positions, such as Product
Owners (PO) and team managers, to get insights into the state of testing over the
teams they oversaw. Furthermore, they considered that teams could use the dash-
board during standups to plan the next tasks they would focus on.

I think the left one [dashboard] is also a bit more a PO thing, because they’re more interested
in status.

- Participant 2

But as a team, it would be good to look at the dashboards and assess if we need to prioritize
working on this.

- Participant 4

To give an overview for people that does not work with the specific functions, maybe the
dashboard is better, I guess.

- Participant 7
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Supports Developers Regarding developers, they considered that they would
likely use the report more often than the dashboard. Their main focus was on the
code and the tests they were responsible for rather than getting an overview. They
also considered that specific knowledge about the code is required to use the report
effectively.

I would probably mainly be using the report, actually, because I would be interested in my
own code, and I know where that is, . . . because I know where to look.

- Participant 4

Probably the developer knows which components they guard and so on, so it’s easy to navigate
into that [report] and then, I mean, here you get most of what you need . . .

- Participant 6

Complementary Components Although most developers preferred the report,
many also pointed out that they consider the dashboard and report to be comple-
mentary. They consider the dashboard an entry point where they can easily locate
weak points in their test suite. Afterward, they can go to the report to observe
specific surviving mutants in the source code and address them by modifying the
test suite.

I think I would be able to do everything with only the report here. But it would be much
more difficult for me to navigate because the visualization [in the dashboard] makes it easier
to pinpoint where you want to look.

- Participant 1

Like, you’d use them at different times and sometimes use both.

- Participant 5

So I would look at the dashboard to get an overview there, but then I would probably use
this interface [report] to actually look at where the code . . .

- Participant 8

5.4.3 Valued Information
This section covers what information developers valued the most from the developed
solution and what they felt should have been added to make the solution more
valuable.

Score and Surviving Mutants The majority of developers indicated that they
mainly used the mutation score and surviving mutants in the source code to assess
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the quality of their test suite with the information available from the solution. Less
focus was given to the number of surviving mutants, the mutation operators used,
or metadata that enables replicability, such as the commit used to generate the MT
results.

And then yeah, it’s, of course, interesting to see which kind of mutant survived.

- Participant 9

Mutation score is, for me, it feels like the most important.

- Participant 10

Source Code Context Nine out of ten participants frequently mentioned ad-
ditional context unrelated to MT when asked which additional information could
have assisted them in their tasks. This included relating MT results to the results
of Code Coverage (CC), the size of source code files, the criticality of the code, the
complexity of the code, and the coding safety standard the code had to adhere to.

Five is considered quite a lot here, but I mean, it depends how critical this is.

- Participant 1

If you could somehow include the GCOV report into this, then you could have like all testing
in one place which would be nice maybe. At least double check that there is a test that covers
it or not. . . . Then you could quickly know if the mutant survives because I didn’t have a
test or my test was too bad. But maybe that could help me investigate more quickly “what
should I do?”

- Participant 6

Maybe I’ve missed it, but like some other measurements to show more context in the number
of lines or something. . . . If you have very little code it’s very like it’s very easy and probably
a little effort to fix . . . while if you have a team that has like million lines of code then the
amount of work to improve is quite significant.

- Participant 8

Surviving Mutant Context Participants also mentioned that they wished for
more information on each surviving mutant, mainly to prioritize which to address
first. They wanted to quickly know how problematic each surviving mutant was and
how much effort it would take to fix it. With the current information, they showed
uncertainty with regard to what the best course of action would be.
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So, if you want to improve your old code you would want the tool to show: here are the ones
that you should focus on first. . . . You want to remove the most dangerous ones first and
maybe eventually go down to zero.

- Participant 5

It is quite interesting to me to see like “How much effort I would need to put in a specific
directory” for example, to add coverage.

- Participant 8

It’s easy for us to get better percentage here, I guess, but I’m not sure.

- Participant 7

5.4.4 Visual Elements
This section reports on which visual aspects were important for developers when
interpreting MT results from the solution.

Scalability Eight developers reflected that the dashboard’s visualizations still ful-
filled their purpose despite the large scale of the partner company’s codebase. They
mainly attribute this to the filtering functionality, which allows them to see only
relevant information in the visualizations.

I think since it’s possible to go to particular directories and system parts, I don’t think it
[scalability] is a big problem, at least in our code base. . . . So I think it’s possible to navigate.

- Participant 3

I think it would would be scalable. I mean, you can search for your team, so as long as
everyone has unique teams . . . So, I think it would scale.

- Participant 8

Preference for Simplicity When asked to evaluate the visual elements, devel-
opers frequently preferred simplistic visualizations over more detailed but complex
ones. The solution conveys a lot of information in a hierarchical way: directories
have files with surviving mutants. Most developers preferred a separate visualiza-
tion for each level in the hierarchy over one that supports hierarchical data and can
show information related to multiple levels, such as the treemap.

The gauge is very intuitive, I guess it changes color to yellow and red the further down you
come.

- Participant 4
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I mean, this one is a bit hard to read for me, the Treemap. So maybe one can do something
else there.

- Participant 7

I guess it [treemap] was a bit confusing then.

- Participant 10

Evolution and Trends Developers frequently praised visualizations that sup-
ported showing information over time, as they considered them to enable them to
see the evolution of MT results and contextualize the results more. They also valued
visualizations that enabled them to see the impact of their changes.

I mean, this one is quite good [lineplot], the surviving mutants per directory over time. You’re
seeing how the directory is getting affected.

- Participant 1

I mean, I like having it over time like this [lineplot].

- Participant 2

Let me think, but I think this graph [lineplot] is absolutely important to see which way your
trend goes.

- Participant 6

5.4.5 User Experience
In the following section, we highlight the factors developers mentioned when reflect-
ing on the interactability of the developed solution.

Filtering by Data A feature considered important was the possibility to filter
by data, something they utilized in the dashboard but lacked in the report. An
example of data a user could filter was guardianship, a directory, or a specific file.
This allowed developers to find the specific information they were looking for more
easily and argued that it would be more overwhelming without filtering data.

I think since we have quite a huge code base, I don’t know how useful these are without
filtering.

- Participant 3
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However, in the report, I cannot filter by team, right? I can only go by directory.

- Participant 9

Like for all teams, yeah, it’s a bit overwhelming. But I think when you got into your specific
team or [team at Zenseact]. I think it was a good amount [of information].

- Participant 10

Navigability While using the developed solution, participants frequently switched
between the dashboard and the report. A common point brought up was that they
lacked a way to switch between the two conveniently: they would find a point of in-
terest using the dashboard and manually navigate the report to see it in more detail.
They considered that a button that would have taken them from the dashboard to
the same point in the report would have made the experience less cumbersome. Some
also argued in favor of combining the solutions somehow into a single component.

If I could press on the link and get it [the report] open to see it directly. So that’s some kind
of link from this page to this board or something. But yes, that would be nice just to click
here . . .

- Participant 2

But if you could create a dashboard where you include this [the report] as a part of the
dashboard? . . . I Navigated there [to the report], which wasn’t a big issue, but it would be
nice if they could combine.

- Participant 8

I mean, since they’re not connected right now, I wouldn’t maybe use them in combination.

- Participant 10

Learning Curve Seven participants reflected that even with the initial presenta-
tion about MT at the start, it was still hard for them to use it. They attributed this
both to the developed solution and MT itself. Regarding MT, they did not find the
mutation score intuitive to interpret, unlike a CC score. Many mentioned wanting
to see the results of more teams to get a notion of what a “good” mutation score
could be. Regarding the solution, they attributed most of their issues to interac-
tive elements not being straightforward and requiring more usage to know what is
possible and what isn’t.

There’s definitely a learning curve. That’s with everything that we do, you need to work with
it to know the flaws and so on, I think.

- Participant 2
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It’s hard to assess the quality without comparing it to others.

- Participant 4

I mean, it was quite clear. I mean, once you get that you will add filters by clicking a lot of
things, it makes more sense. Because I don’t really know in the beginning what will happen if
I click this . . . But as soon as you understand that you will work with filters in this dashboard,
I think it’s clear.

- Participant 7

But I feel like it is a bit hard to know what is a good value, or percentage. I guess there
would be guidelines for the repo, like code coverage.

- Participant 10

Usability Many participants reflected positively on the developed solution after
using it, explaining that it was easy to use after some guidance and becoming more
familiarized.

It’s quite easy to track it down, I mean, the navigation to get to this point was quite easy.

- Participant 1

It was actually great getting some hands-on experience and it was easier than I expected to
use it. . . . Like when you first hear about it seems like a complex concept, but it’s really
like quite simple actually, so it’s easy to talk about. . . . with the help of the tools, I mean.
Otherwise, if you just get some kind of console output right, then that would be much harder.
But it was a treat to use it.

- Participant 6

But I think after familiarizing myself with the dashboard for just a couple of minutes, it
became really, really clear to me.

- Participant 9

Cognitive Workload The participants did not consider the amount of informa-
tion displayed overwhelming. They also considered that the ability to filter and drill
down2 the data aided this.

I think this is fine. I mean, it’s not too much, which it sometimes could be. I think this is a
good level at least.

- Participant 2

2The ability to filter the data to a desired level of detail/area of interest.
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I think it [the amount of information] was enough, yeah.

- Participant 3

It was not overwhelming. Coming in, I expected to be overwhelmed, but it was not over-
whelming and it felt like a good amount, actually. Usually, it takes a while for you to learn
how to use these efficiently and what to look for. But, it felt pretty good initially. . . . I thought
this was easier to grab right away, actually. . . . It’s not just dense information everywhere.

- Participant 5
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Discussion

In this study, we set out to integrate MT into the codebase of the partner company
that works in a safety-critical domain. We documented the process using observa-
tions that were later converted into an experience report. We then used think-aloud
sessions and interviews to see which information from MT results developers per-
ceived as useful and how it should be presented. In the previous section, we focused
on presenting the results from these activities; here, we interpret and discuss the
results while providing recommendations to help developers integrate MT into their
codebase and benefit from it.

6.1 Experience Report Conclusions (RQ1)
Several activities were carried out, and decisions were made that are worth high-
lighting due to their positive impact on the integration process.

The first recommendation is to make a simple proof-of-concept project to apply
candidate MT tools. This previews the tool’s features, workflow, and compatibility,
which can be used to evaluate what tool to use. It furthermore allows developers
to determine whether certain a tool’s behaviour is caused by the tool itself or the
codebase they want to integrate it into. As we followed this when attempting to
integrate Dextool into the final codebase, we found an error that we knew was related
to the tool and not the codebase, likely saving us a significant amount of time we
would have spent investigating the problem.

In hindsight, we also consider that by trying out the tool early on, you can already
observe workflow, nuances, and limitations of the tool. Certain issues that will be
encountered when integrating into the final codebase can already be foreshadowed
by experimenting with the tool on a proof of concept. However, it can be difficult
to realize the issues when experimenting, especially if the developer is unfamiliar
with MT. Nevertheless, initial experimentation gives the developer a feeling of how
the tool behaves, allowing them to make better design decisions when integrating it
into the final codebase.

51



6. Discussion

RQ1

Challenge 1
Mutation testing tools can have nuanced behavior and be error-prone, which
becomes problematic during integration.

Recommendation 1
Take adequate time to assess the mutation testing tool early in a simple code-
base to better understand the tool and its limitations before integrating it into
your codebase.

One issue we encountered was that the MT testing tool ran the same mutant mul-
tiple times since it generated mutants for source code dependencies. We disabled
this, which removed redundancy and improved the MT tool’s execution time. Given
the contextual factors, we considered this the appropriate decision. However, com-
pletely different scenarios might be encountered in a different context, such as with
a different tool. Given your codebase and MT tool, unique issues will likely be en-
countered that must be addressed in one way or another. To do so, knowledge of
the codebase, the end goal of MT, and the tradeoffs should be considered to handle
the issue appropriately.

RQ1

Challenge 2
The combination of the tool and codebase created unique situations and issues
that had to be addressed.

Recommendation 2
Plan with contingency time to handle unique dilemmas given your codebase
and mutation testing tool, for which you must deliberate on different solutions
given your context.

An important aspect of integrating an MT tool is the required knowledge. During
the integration carried out in this study, particular knowledge of what MT was
and how it worked exactly was not required: knowing what a surviving or killed
mutant was did not assist in integrating the actual tool. Instead, knowledge of
the MT tool, build system, and CI pipeline infrastructure was more important in
completing the integration. By involving developers with knowledge about said
systems, they were able to offer their guidance and expertise to make the right
decisions. We conclude that integrating MT likely requires involvement from people
not necessarily responsible for quality assurance. These could be people from the
build system, CI, or infrastructure teams.
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RQ1

Challenge 3
Integrating a mutation testing tool requires knowledge other than about muta-
tion testing.

Recommendation 3
Involve experts from various areas, such as Continuous Integration (CI), build
systems, and tool maintenance teams, so they can offer guidance when integrat-
ing a mutation testing tool.

During the integration, a very incremental workstyle was adopted. We started out
using only a small subset of mutation operators and testing targets, which was
gradually increased. This enabled a quick feedback loop which enabled finding and
addressing issues quickly as they appeared. For instance, we found hardware-specific
test targets and mutation operators to cause tool malfunctions without an extensive
investigation of what was occurring. We followed an agile strategy when working
locally but not in CI, which proved to be a friction point. A significant amount
of time had to be dedicated to solving issues in CI since it had a long feedback
loop, and it was difficult to find the issue since all pipeline code was added to CI
simultaneously in a single commit instead of iteratively.

RQ1

Challenge 4
Errors occurred when all code was added to CI at once, which made it hard to
debug.

Recommendation 4
When integrating a mutation testing tool, work and verify incrementally and
in an agile fashion, both locally and in CI.

One of the big focuses of this project was to create something that ended up provid-
ing value to the company. As such, we intended to integrate a tool that was both
fast and easy to integrate, to then focus on presenting the results in a tangible and
actionable way. Mull showed signs of being one of the easier tools to integrate. Yet,
we had to dedicate a significant amount of time to integrate it regardless due to the
various complications we had encountered. As a result, a significant amount of code
dependent on the tool had to be developed to be able to use the tool as we intended.

We consider the amount of work that had to be put into integrating the tool to be
unreasonably excessive: adding a new tool should, optimally, be swift and without
having to adapt to the codebase. It is unrealistic to expect developers to invest
significant time integrating an MT tool until they start getting value from it when
they wish to try it out. Furthermore, the MT tool is another component of the
codebase that evaluates the quality of the tests, which is likely not the highest pri-
ority to managers or developers in a fast-paced environment. As is, we consider the
integration process of MT tools still problematic and would expect many developers

53



6. Discussion

to be dissuaded from attempting it or giving up.

This result aligns with findings from Vercacmmen et al. [16], which reports that
“mature testing tools that break down the initial startup effort and continuous
human effort cost are needed before companies will be willing to integrate mutation
testing in their workflows.”.

RQ1

Challenge 5
To integrate the mutation testing tool and ensure its proper function, a signifi-
cant amount of code had to be developed.

Tool Recommendation 1
Focus on the flexibility of mutation testing tools so they can more seamlessly
be integrated into a software stack and workflow as intended.

After the challenging integration process, a solution was made that provided value to
developers at the partner company. The report and the developed dashboard were
positively received by developers, who then used them to improve their test suite. If
the developed MT pipeline were to break, it is more likely to be fixed if a user finds
out and notifies those responsible. On the other hand, without providing value, the
solution would not be used and would slowly deprecate and break, without the tool’s
maintainer being aware. We consider the regular use of results by developers to be
an essential part of a successful and complete integration process.

RQ1

Challenge 6
An integrated tool is always at the risk of breaking, losing the benefit it was
providing, and wasting the effort to integrate it in the first place.

Recommendation 5
Plan and carry out the integration process without leaving it in an intermediary
state. By the end, value must be provided to your developers or the integration
will likely be deprecated.

6.2 Developer Perception Conclusions
During the think-aloud sessions and interviews, developers made many statements
that gave insights into how they wanted to use MT, who should be using it, which
information they wanted, how the information should be presented, and how bene-
ficial the results were. Here, we highlight interesting findings that we argue should
be considered when maximizing the benefits of using MT.
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6.2.1 Mutation Testing Workflow (RQ2)
When discussing the benefits of MT, the focus is often on addressing surviving
mutants to improve test suites. Less focus is given to the fact that MT enables an
overview of the current state of the test suite. During this study, developers also
appreciated MT as a way to obtain a good overview of the test suite quality. The
findings of this project highlight that there should be a bigger focus on using MT to
track the technical debt related to the test suite, compared to addressing surviving
mutants. This furthermore guides developers to find out where in the test suite
they should focus on and improve. To enable this, solutions such as the presented
dashboard can be developed. This minimizes a developer’s time and effort in getting
the information of interest. A lesser finding was that developers speculated that code
with many mutants suggests that said code could be refactored to improve the source
code quality.

RQ2

Finding 1
Providing an overview of the mutation testing results in a dashboard enabled
developers to more easily find what required improvement the most.

Recommendation 6
Getting an overview of mutation testing results is also important, instead of
only seeing surviving mutants in the source code.

Mutation testing is usually framed as a tool for just developers. The results suggest
that MT results can be presented in a way that does not require in-depth knowledge
of the codebase, such as in the developed dashboard. Consequently, the solution can
be used by professionals in more managerial positions and teams to get an overview
of the state of tests in the codebase and plan their next steps accordingly. On the
other hand, developers still prefer to focus on more granular data, as presented in
the report.

RQ2

Finding 2
Mutation testing can benefit non-technical people when presented in a way that
does not require knowledge of the codebase.

Recommendation 7
Mutation testing results can also be presented in a way that does not require
knowledge of the code to benefit non-technical people, using aggregated scores
(such as score per team) instead of specific surviving mutants.

We evaluated presenting results from MT, which are traditionally not shared. For
instance, we highlighted mutation operators and the number of surviving mutants
more to see whether developers perceived them as useful. The general consensus
reached was that the only information from MT that the developers perceived as
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useful were the mutation score and each surviving mutant in the actual source code,
which is already what is usually presented by MT tools.

RQ2

Finding 3
Developers were only interested in mutation scores and the number of surviving
mutants in the source code. They were not interested in mutation operators or
the number of surviving mutants.

Recommendation 8
From mutation testing tools, focus on presenting the mutation score and sur-
viving mutants over other information the tool provides.

One of the project’s more important discoveries was made when asking participants
which additional information they thought would have assisted them. Consistently,
participants mentioned wanting more contextual information related to the code-
base, which brought us to the following observation. As is, MT is its own standalone
tool in a codebase, and it is uncommon for its result to be associated and enhanced
with other tools.

Using MT results and contrasting them with other information sources can signif-
icantly enhance the information MT conveys. For instance, participants requested
information on code coverage, the safety-critical standard that applied to the code,
the lines of code of the file, and more. Code coverage could indicate whether a test
should be modified or created, depending on whether the area has any coverage or
not. As-is, we consider MT to be lacking in the sense that it is a standalone tool
and could instead be better used in conjunction with other tools and information.

RQ2

Finding 4
Developers wanted more contextual information about surviving mutants to
make the results more actionable.

Recommendation 9
Combine mutation testing information with other data, such as line coverage,
to get a more detailed view of test quality.

Another finding, which has also been encountered in other research [14, 15], is that
developers want more context on the surviving mutants. Requests were made to
see the severity and the effort to fix a given surviving mutant. The participants
reasoned this was important to decide how to prioritize addressing specific surviving
mutants. Nonetheless, applying the advice from the previous paragraph, a developer
could experiment with prioritizing surviving mutants based on information sources
other than MT, such as using code criticality.
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RQ2

Finding 5
Developers wanted more information that helps prioritize addressing surviving
mutants.

Tool Recommendation 2
Provide contextual information of surviving mutants, enabling developers to
address and prioritize them.

Recommendation 10
Attempt to combine surviving mutants with other contextual factors (such as
severity) deemed important to be able to address and prioritize them.

6.2.2 How to Present Mutation Testing Results (RQ3)
How results were presented was also an important aspect of MT. If the results are
poorly presented and require significant effort to interpret, users are unlikely to use
them regardless of how useful they could be. Developers found multiple factors
important when reflecting on how information was presented in the solution. These
included the scalability and simplicity of visualizations and the ability to observe
evolution over time.

RQ3

Finding 6
Developers found scalability, simplicity of visualizations, and evolution over
time to be important aspects of interpreting mutation testing result visualiza-
tions.

Recommendation 11
When deciding between different data visualizations to show mutation testing
results, take into consideration simplicity, scalability, and the ability to show
evolution over time.

The usability of the tool used to present the tools was also an important aspect for
the developer’s experience. In this case, many participants found interactivity to be
an essential feature that they used, which can be split up into two aspects that go
hand in hand. The first aspect is that of filtering: developers only wanted to see the
information that was relevant to them. As such, they considered the ability to filter
by guardianship a very important feature, as it allowed them to quickly see the MT
results of only their team while hiding information about other teams that was not
relevant to them.
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RQ3

Finding 7
Mutation testing results provide much information about a codebase, but only
a fraction is relevant to a developer.

Recommendation 12
Allow filtering the results to be scoped to an area of interest, such as per team,
directory, or file.

The second aspect was navigation. As previously described, MT results are hier-
archical: teams have directories that have files. Participants found it important to
navigate into different levels of the hierarchy quickly. In the developed solution, for
instance, they could navigate from a mutation score for the entire codebase to the
surviving mutants of an individual file in the codebase.

RQ3

Finding 8
Developers want to navigate through the mutation testing results of the code-
base, which is hierarchical.

Recommendation 13
Allow navigation that allows scoping the data to a desired level of granularity,
to explore the results easily.

Finally, it should be highlighted that MT is still a novel technique with which many
developers are unfamiliar. Many developers reflected that they needed to use the
solution more to understand what a good mutation score could be. This hints that a
user guide and company guidelines on how to work with MT would assist developers
in getting over the learning curve and thus aid in adopting MT.

RQ3

Finding 9
Most developers are still unfamiliar with mutation testing and require guidance
to use the provided solution successfully.

Recommendation 14
Mutation testing is not widely used, and guidance is likely needed. To aid
adoption, perform a workshop or create a user guide.

6.3 Final Recommendations
Table 6.1 presents a list including all previous recommendations.
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Table 6.1: Mutation testing recommendations.

ID Recommendation

RQ1

R1 Take adequate time to assess the mutation testing tool early in a simple codebase to better
understand the tool and its limitations before integrating it into your codebase.

R2 Plan with contingency time to handle unique dilemmas given your codebase and mutation
testing tool, for which you must deliberate on different solutions given your context.

R3 Involve experts from various areas, such as Continuous Integration (CI), build systems, and
tool maintenance teams, so they can offer guidance when integrating a mutation testing
tool.

R4 When integrating a mutation testing tool, work and verify incrementally and in an agile
fashion, both locally and in CI.

R5 Plan and carry out the integration process without leaving it in an intermediary state.
By the end, value must be provided to your developers or the integration will likely be
deprecated.

RQ2

R6 Getting an overview of mutation testing results is also important, instead of only seeing
surviving mutants in the source code.

R7 Mutation testing results can also be presented in a way that does not require knowledge of
the code to benefit non-technical people, using aggregated scores (such as score per team)
instead of specific surviving mutants.

R8 From mutation testing tools, focus on presenting the mutation score and surviving mutants
over other information the tool provides.

R9 Combine mutation testing information with other data, such as line coverage, to get a more
detailed view of test quality.

R10 Attempt to combine surviving mutants with other contextual factors (such as severity)
deemed important to be able to address and prioritize them.

RQ3

R11 When deciding between different data visualizations to show mutation testing results, take
into consideration simplicity, scalability, and the ability to show evolution over time.

R12 Allow filtering the results to be scoped to an area of interest, such as per team, directory,
or file.

R13 Allow navigation that allows scoping the data to a desired level of granularity, to explore
the results easily.

R14 Mutation testing is not widely used, and guidance is likely needed. To aid adoption, perform
a workshop or create a user guide.

Tool Recommendations

TR1 Focus on the flexibility of mutation testing tools so they can more seamlessly be integrated
into a software stack and workflow as intended.

TR2 Provide contextual information of surviving mutants, enabling developers to address and
prioritize them.
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6.4 Threats to Validity
This section covers the identified validity threats categorized into construct, internal,
external, and conclusion validities.

6.4.1 Conclusion Validity
Although conclusion validity is commonly associated with the correct statistical
analysis of quantitative data to make valid conclusions, it is still relevant in a qual-
itative study.

The think-aloud and interview sessions were performed with 10 participants, which
could be considered insufficient to reach a conclusion. However, during the thematic
analysis, it was deemed that theoretical saturation had been reached; as with the last
participants, no new and unique insights were gained. Instead, the last participants
backed the claims made by previous candidates.

6.4.2 Internal Validity
With the convenience sampling strategy of only using participants from the partner
company, a potential risk is having like-minded people and biased results. However,
purposive sampling within the partner company was applied to mitigate this. To
do so, a well-connected employee at Zenseact was consulted to suggest people with
various interests and responsibilities, weakening the single group threat. The em-
ployee had been in the company since its foundation and, at the time, worked as a
technical expert in safety-critical C++ code. Because of this, the employee worked
closely with all C++ software development teams and had vast knowledge about
suitable participants with diverse backgrounds.

RQ1 is answered by creating observations while integrating the MT tool. As we (the
researchers) perform the integration and observations, this is a possible internal va-
lidity threat. The threat is due to cognitive biases and the possibility of less rigorous
protocols than when studying subjects. However, we argue this was mitigated by
our observation protocol, where we specified what aspects to observe. Furthermore,
developers at Zenseact have also participated in taking and discussing observations,
reducing the amount of bias.

There is also a risk of human-related factors affecting the results of RQ2, RQ3.
For instance, participants may have altered answers during the think-aloud and
interview sessions since they were being observed. Furthermore, a developer might
be untruthful and overoptimistic during the interview due to social desirability bias,
which causes participants not to share their actual opinions to appear more likable
to the researchers. The participants were generally also inexperienced with MT and
could have had different impressions from developers with more MT experience.
Another potential influence is the people’s resistance to change. Lastly, there might
be some preconceived biases depending on the organizational culture.
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Reflexive thematic analysis views the researcher’s subjectivity as a resource [2] and is
a crucial part of the coding process. However, this subjectivity can be seen as a bias.
Nonetheless, the authors argue that it is part of the process. And, an agreement
was reached between the two coders during the thematic analysis.

6.4.3 Construct Validity
Mutation testing is relatively uncommon in the industry, and a construct valid-
ity threat is the interviewee’s lack of understanding of the needed concepts. The
think-aloud sessions and interviews contain a quick overview of MT to ensure the
interviewees understand the concepts. However, with little prior information, the
interviewees may not understand all the information. During various phases of the
think-aloud and interview, the participant was reminded that they could ask for
clarification at any time.

Another possible construct validity threat is because of ambiguous topics such as
“useful”, “information”, and “visualization”. However, we consider this to be less
problematic since, during the interviews, we asked for clarification when we con-
sidered the participant’s answer ambiguous. Furthermore, we also explicitly stated
the difference between information and visualizations. When participants gave re-
sponses deemed ambiguous, they were also requested to clarify their thoughts.

6.4.4 External Validity
The case study was conducted in a unique context composed of the partner company,
its software stack, its codebase, the MT tool integrated, the mutation operators of
the tool used, and the tools used to present the results. Organizational and domain-
related factors could also have affected the results due to safety-critical code and
safety standards applied to them, for instance.

This unique but realistic setting reduces the generalizability of our findings, which is
inherent in a case study. Due to this, the recommendations presented in this study
are likely not universally applicable. We do argue, however, that the findings of this
study can still be generalized to similar contexts, such as safety-critical domains and
companies similar in size to Zenseact.

An effort was made to make the study’s recommendations agnostic from the con-
text to improve generalizability. However, we recommend that you interpret each
recommendation, considering the unique context in which you, as a developer, are.
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7
Conclusion

This thesis consists of research to explore the challenges encountered when inte-
grating a mutation testing tool in an industry setting and how to address them. It
furthermore focuses on what information from mutation testing results developers
perceive as useful and how said results should be presented.

A case study was performed at Zenseact, a company developing safety-critical C++
code in the automotive industry. A mutation testing tool was integrated into their
codebase, during which systematic observations were conducted and transformed
into an experience report. The experience report reflects on the challenges encoun-
tered during the integration process and how they are addressed. This process
resulted in mutation testing being performed daily in a CI pipeline, the results of
which could be seen using an HTML report and a developed Kibana dashboard.

The results of this study provide insights and guidance to facilitate the adoption
of mutation testing in industry settings and maximize the benefits obtained. Our
contributions include recommendations regarding what to consider when integrat-
ing mutation testing tools into a codebase and recommendations regarding what
information should be presented to developers and how. A table including all rec-
ommendations resulting from this study is presented in Table 6.1.

Another focus of the study is on maximizing the benefits developers can obtain from
mutation testing by evaluating what information from mutation testing results they
perceive as useful and how it should be visualized. To do so, think-aloud sessions
and semi-structured are carried out with ten developers from the partner company,
focusing on what they perceive as useful from the report and dashboard. The results
are then analyzed with reflexive thematic analysis.

Our findings include that integrating mutation testing tools still requires signifi-
cant effort for it to function as intended in the given codebase. To combat this,
we recommend integrating iteratively both locally and in CI, to address emerging
challenges. Our findings also show that to integrate mutation testing tools, it is ben-
eficial to involve experts in other areas of expertise, such as build-system engineers,
tool maintainers, and CI engineers.

With regard to what information was perceived as useful, developers preferred simple
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information, such as surviving mutants and the mutation score. Instead of wanting
more information related to mutation testing, they instead wanted to enrich the
mutation testing results by adding other contextual information from the codebase,
such as line coverage, code criticality, and code complexity.

Presenting the results with interactive elements such as filtering and scoping to an
area of interest, such as a team, directory, or file, enabled developers to conveniently
find the information they were looking for and gave them the perception that it was
scaleable. Developers also concluded that getting an overview of mutation testing
results was beneficial to them, in addition to a more detailed view, which they
preferred to use to address issues in the testing suite. Additionally, we observe that
mutation testing has a learning curve and requires guidelines when used.

The results generally indicate that mutation testing is a standalone technique that
can be used in a codebase ecosystem. To make mutation testing more viable, mu-
tation testing tool developers should focus on making their tools easier to integrate
and easier to make them behave in the way intended by the developer. Furthermore,
mutation testing tools should integrate more with other aspects of the codebase to
give more holistic results by including information such as line coverage.

7.1 Future Research Directions
In this study, we evaluated both information and visualizations related to MT using
qualitative analysis, focusing on what the developers perceived as useful. However,
there may be a disconnect between what a developer perceives as useful and what ac-
tually is useful. The recommendations presented in this study could be re-evaluated
using a more quantitative and longitudinal approach, measuring improvements in
the test suite and, thus, the effectiveness of the different recommendations.

It is also important to note that developers gave many suggestions for improving
their developer experience that had potential. Implementing their recommenda-
tions and repeating the think-aloud sessions and interviews would be worthwhile to
strengthen the findings and possibly reveal more.

The study also focused on how developers perceived the MT results, but they, in
turn, mentioned that professionals in more managerial positions could benefit from
MT results, such as product owners and team managers. As such, repeating the
think-aloud sessions and interviews in said roles could give insights into whether
they could take advantage of MT results.

Finally, it would be worthwhile to validate these findings in other contexts. For RQ1,
a specific tool was integrated into a specific software stack (programming language,
CI server, build tool, visualization tool. . . ), leading to fairly specific situations. By
varying the technologies used, results could be contrasted. For RQ2, RQ3, the
population used was that of developers working in the safety-critical automotive
industry, so it would also be compelling to repeat this project in a different setting.
This, in turn, could validate our findings in different contexts.
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A
Mutation Operators

To answer RQ2, RQ3, the mutation operators in Table A.1 were applied to Zenseact’s
codebased to generate the results used during the think-aloud and interview sessions.

Table A.1: Mull mutation operators used.

Operator Name Description

cxx_pre_inc_to_pre_dec Replaces ++x with –x
cxx_post_inc_to_post_dec Replaces x++ with x–
cxx_minus_to_noop Replaces -x with x
cxx_add_to_sub Replaces + with -
cxx_sub_to_add Replaces - with +
cxx_mul_to_div Replaces * with /
cxx_div_to_mul Replaces / with *
cxx_rem_to_div Replaces % with /
cxx_eq_to_ne Replaces == with !=
cxx_ne_to_eq Replaces != with ==
cxx_le_to_gt Replaces <= with >
cxx_lt_to_ge Replaces <with >=
cxx_ge_to_lt Replaces >= with <
cxx_gt_to_le Replaces >with <=
cxx_le_to_lt Replaces <= with <
cxx_lt_to_le Replaces <with <=
cxx_ge_to_gt Replaces >= with >
cxx_gt_to_ge Replaces >with >=

I



A. Mutation Operators

II



B
Observation Protocol

The observation protocol was created based on guidelines by Hancock et al. [34].

The information included in an observation is as follows:

• Date and time.

• Location.

• Name of person conducting the observation.

• Names of people participating in the observation.

• Event: Condition that made us start an observation, which could be one of
the following:

– Decision: An important implementation decision is taken.

– Issue: An unexpected issue is encountered that has to be addressed.

– Solve_issue: We address an issue previously encountered.

– Doubt: More information is required to make an informed decision or to
progress.

– Progress: One of the work packages we defined to integrate MT is com-
pleted.

– Sentiment: We have an opinion about some aspect related to the MT
integration.

– Hindsight: We believe we could have made a better decision in the past.

– Discovery: We acquire new information that we can take to our advan-
tage.

– Meeting: We reflect on the information exchanged during a meeting with
involved developers, academic supervisors, or industry supervisors.
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– End_of_week: We reflect on the events of the current week. This event
was always carried out on Friday.

– Finish_integration The reflections that were made after the integration
was deemed finished.

• Observation: Here, we address the event that took place in detail.

• Next steps: An optional field where we added any activities we should carry
out, given the event.

The following guidelines were also followed:

• When any of the events occur, they should be written down as soon as possible
to prevent forgetting any important details.

• If unsure whether an event that took place is relevant, it should still be written
down.

• Observations that are later deemed not relevant can be removed. Observations
can also be modified if necessary to clarify or add information.

• The observations must be saved in sequential order.

• Each observation should start with an outline of the event. Afterwards, more
detail should be added.

• New event types can be added if deemed necessary.

IV



C
Think-aloud Session Protocol

C.1 Introduction
The participant is first informed that they will participate in a Master’s Thesis
project related to testing sufficiency. They were informed that their contribution
could assist developers at Zenseact in improving their tests. They are then asked
to give verbal consent to us to record their voice and screen. Furthermore, they
are informed that any data published is anonymized and that they can retract their
consent at any time by contacting the researchers.

C.2 Presentation
Afterwards, the participant is given a presentation with supporting slides about MT.
This ensures they have the required knowledge to carry out the think-aloud session.
During multiple points in the presentation, the participant is asked whether they
wanted to ask any questions.

The presentation starts out by giving a motivating example where a test suite has a
high percentage of line coverage but misses edge case values that should be tested.
Then, a bug is introduced to demonstrate how the test suite would not detect the
bug, proving that the test suite is indeed insufficient.

Introducing a bug and checking whether the test suite can detect it is used to
explain mutation testing. Specifically, the concepts of mutants, killed mutants,
surviving mutants, mutation operators, mutation score, and mutation testing tools
are explained. Other concepts, such as equivalent mutants, were not explained since
they were not relevant to the project’s focus.

C.3 Initial questions
After the initial presentation, a set of questions were asked about the background
of the developer:

1. What is your role at Zenseact?
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2. How long have you worked at Zenseact?

3. How many years of experience do you have as a developer?

4. How often do you interact with unit tests?

5. What is your impression of Mutation Testing, after the presentation?

6. Do you have any experience using Kibana dashboards?

C.4 Think-aloud steps
They are informed that MT was applied to Zenseact’s codebase and asked to carry
out a set of tasks and interact with the results. They are asked to share their
thoughts at all times while carrying out their tasks. They were not informed on how
to carry out any given tasks, although they could ask for clarification and guidance
during the think-aloud. While carrying out the tasks, one of the researchers focused
on keeping them talking if necessary, whilst the other focused on resolving doubts
the participant had and solving any unexpected issues that emerged.

To interact with the results, the participant is given a computer that shows both
the HTML report and Kibana dashboard on the screen simultaneously. They are
first given a short demonstration on how to use the essential features of the report
and dashboard.

They were asked to carry out the following tasks, advancing to the next step once
they felt they sufficiently addressed the current one:

1. Familiarize yourself with the dashboard and report.

2. Assess the quality of tests for team Alpha1.

(a) In which direction is the quality of the tests of the team evolving?

(b) Is the quality of the tests for the different directories the team maintains
around the same? Are there any directories which require more extensive
testing?

3. Assess the quality of directory Beta.

(a) In which direction is the quality of the tests of the directory evolving?

(b) Is the quality of the tests for the different files the directory maintains
around the same? Are there any files which require more extensive test-
ing?

1Alpha, Beta, and Gamma represent a team, directory, and file that existed within Zenseact
but have all been renamed here for confidentiality. The same team, directory, and file were used
for all participants.
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4. Assess the quality of file Gamma.

(a) Are the surviving mutants concentrated around the same region of the
file, or are they spread out?

(b) If you could make or modify a test for this file, what would you address?

(a) In which direction is the quality of the tests of the file evolving?

When they finish all tasks, they can explore MT results for their own team or teams
they are interested in. Afterwards, the think-aloud activity is considered finished.
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D
Interview Instrument

D.1 Introduction
The interview is performed with each participant of the think-aloud session, after
a short break. Before starting, the participant is reminded that the consent for
recording they gave during the think-aloud session still applies during the interview.

Afterwards, the interviewers distinguish the concepts of information (RQ2) and visu-
alizations (RQ3). The participant is also informed that they can ask for clarification
about a question at any time, and that all questions apply to both the HTML re-
port and the Kibana dashboard. The interviewees also ask follow-up questions for
clarification (e.g., "Why?").

D.2 Questions

D.2.1 Questions relating to information (RQ2)
1. Did you find any information particularly useful?

2. Did you find any information particularly not useful?

3. Did you find any useful information missing?

D.2.2 Questions relating to visualizations (RQ3)
1. Do you think there is a better way to display any information presented?

2. Was there any information or visualization you found confusing or hard to
interpret?

3. Did you find any useful information missing?

4. What was your experience with the amount of information provided in both
the report and dashboard?

5. What was your experience looking for the information you needed to look at,
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given your tasks?

6. Do you think the experience of using the report & dashboard would change if
significantly more teams, directories, and files were involved? If so, how?

7. How was the experience of using both the dashboard and the report?

D.2.3 Concluding questions (RQ2 and RQ3)
1. Do you believe the potential benefits of mutation testing are worth the time

and effort required to learn how to use the dashboard and report? Why or
why not?

2. How do you believe your experience would have changed if you had to complete
the tasks we gave using only the dashboard or the report?

3. Would you use the report and dashboard if introduced at Zenseact? Why/why
not? What would you mainly use? Why?

4. Do you have any final thoughts you wish to share?

D.2.4 Wrap-up
The participant is first informed of the study’s exact goal and how CI was applied.
They are then thanked for their time and asked not to share their impressions with
any future participants, in order to not bias them.
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