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Abstract
As more organizations are moving to a cloud-based infrastructure, it is becoming in-
creasingly important to consider efficient resource management. Cloud technologies
such as container orchestrators offer simplified solutions that may help an orga-
nization scale its clusters based on pre-defined thresholds set by the organization.
However, there is a risk of over-allocating resources if these threshold values are
inaccurate or set in an ad-hoc manner. Previous research has successfully used arti-
ficial intelligence and machine learning to dynamically adjust the size of the cluster
by predicting the future resource needs on a virtual machine. However, while it may
provide a good indication on which direction the cluster is changing, the underlying
cause of the change is lost. Therefore, this thesis aims to explore, evaluate, and
implement an automatic profiler for containerized applications so that organizations
may track and estimate both their containers’ and the total cluster’s resource needs.
Furthermore, this thesis gives answers to the research questions: how can containers
be profiled to describe their actual usage of resources accurately and whether or
not a profile-based cluster lead to less resource consumption. The study was done
as a case study in collaboration with Ericsson. By involving an industrial partner,
live data from both a test and a production environment hosted by Ericsson was
used in the analysis. The outcome of the study was a system comprised of three
submodules. First, a data collector that automatically registers containers and their
historical resource usage in a database by querying the metrics API of the container
orchestrator. Next, a system that queries the database and, using K-means cluster-
ing, assigns labels to each container based on their relative resource usage. Finally,
a predictor, based on a recurrent neural network and long short-term memory cells,
that predicts a container’s future resource needs. The results show that historical
records of a container’s resource usage are an effective way of profiling individual
containers. By aggregating all containers’, the total resource usage of the cluster is
easily obtained without losing track of individual containers. The total resource us-
age may also be transformed to represent the actual node count needed at any given
time, which may help an organization adjust its node count to more optimally fit
the actual need. Furthermore, by dynamically adjusting the node count according
to the predictions, the analysis shows that there are financial savings to be made
when comparing against a constant node count.

Keywords: computer science, machine learning, cloud computing, container orches-
tration, container profiling, container labeling, resource predictions, apcera, kuber-
netes.
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1
Introduction

Most cloud platforms provide the possibility to run containerized applications (con-
tainers) in clustered environments which allows companies to move to more scalable
infrastructure patterns, such as the microservice architecture. At its core, a con-
tainer is a standalone executable package of software where all necessary runtime
components of an application are bundled together [1]. In contrast to virtual ma-
chines (VMs), which also can be used to isolate software, containers are an abstrac-
tion at the application layer while VMs are an abstraction at the hardware level.
To illustrate, if three applications are isolated into VMs, each VM would consist of
a full copy of the operating system (OS) as well as the application and all necessary
runtime components. In contrast, if the same applications instead were container-
ized, they would share the same OS kernel while still being run as isolated processes,
making them much more lightweight and resource efficient.

The convenience and simplicity of running isolated applications inside con-
tainers produce less notable drawbacks, e.g., the issue of over-allocating resources,
i.e., provision more resources to the comprised cluster than the applications need to
operate efficiently. Ericsson, the industrial partner of this thesis, describes a normal
behavior which indicates that developers do not spend much thought on determining
containers’ resource requirements, such as CPU or memory, due to the absence of
tooling. This behavior may lead to the risk of over-provisioning of resources if an
arbitrary number of nodes (VMs) are attached to the cluster to run the containers.

A deployed container without any resource constraints is allowed to use as
much of a given resource as the host kernel will allow, if there is not a hard boundary,
all available resources may eventually be consumed. Besides, if the host kernel
identifies that there is not enough memory left on the device to perform critical
system functions, it will start to discharge out of memory-exceptions and begin to
clear memory by halting arbitrary non-critical processes [2]. The process of resource
exception handling in combination with the probability of placing containers with
similar volatile resource demand on the same host may lead to individual starvation
and finally cause an abrupt termination of the specific container.

A worst-case scenario would, e.g., be a container that has a significant setup
and warmup time. The rate of traffic increases four-fold yet predictable due to
typical user behavior. An auto-scaled system would be too slow to adapt to the
increase, initially. Furthermore, the container orchestrator, which autonomously
manages the deployment and scaling, may put two different containers onto the same
node. Both with similar memory profiles, eventually one is forced to terminate due
to starvation, further extending the downtime of that particular service. Without
an accurate baseline or container profile, it is hard to determine what the actual

1



1. Introduction

size of the cluster should be at a specific point in time. The main issue, according
to Ericsson, is that a single deployment usually specifies a static node count, which
is never changed, or at least not empirically determined.

Existing solutions to date allow clusters to reactively auto-scale using thresh-
olds, i.e., they increase or decrease in node count based on computing resources such
as CPU or memory. Threshold-based auto-scaling is enough if the number of nodes
match the current rate of traffic and oscillates moderately. However, this assumes
that the correct resource thresholds already are determined for the cluster. Due to
the uncertainty, organizations configure clusters to run at a setting that is considered
sufficient and these configurations seldom have a basis in any empirical evaluation.
Consequently, the organization will commonly procure additional resources, increase
cost, and consume more energy [3].

Over time, a container usually exerts a distinct behavior which can be seen
as its profile. In other words, a container’s profile is the aggregation of its resource
usage over time, e.g., broadly speaking a system might be used more during the day
compared to after-hours. Previous research shows that the application of techniques
such as reinforcement learning may produce sound results, with regards to similar
time-series [4]. However, most research focus on resource allocations on the level of
VMs. While this is a good predictor for the size of the total cluster, the technical
aspect of which container is consuming what is lost. Therefore, one can assume in
what direction the cluster is going to grow and toward which thresholds, though
have no trace of the actual origin of the change.

A cluster’s total resource requirements may be determined using the allocation
of each container as the footprint of Docker is negligible [5]. This thesis presents
a method of tracking each deployed container in the cluster, collect its profile, and
later predict the comprised allocation of the entire cluster without losing the crucial
information of each container’s resource allocation. The produced information may
be used to strategize deployments or fundamentally restrict specific containers from
running on the same node if they consume the same type of resource at specific
hours.

The default resource allocation depends on the container orchestrator and the
container engine. We will focus on Docker containers, specifically in this thesis as
it is considered to be the standard way of containerizing applications. As container
orchestrator, we will make use of both Apcera and Kubernetes, the former being
what Ericsson is using and the latter being an integral part of the open-source
community and maintained by the Cloud Native Computing Foundation. [6], [7].

1.1 Goal
The purpose of this study is to explore, evaluate, and implement an automatic
profiler for containerized applications so that organizations may track and estimate
their containers’ resource requirements.

Firstly, a collector service will gather data and create profiles for each specific
container’s resource requirements. Next, the collected data will be consumed by
another service, which will assign labels to the containers. Labels indicate what type
of resources the container utilizes most and how volatile it is in relation to others.

2



1. Introduction

In essence, these services determine the internal application’s default requirements
and their deviations. Subsequently, the containers will have an appropriate profile,
or baseline, which may be used to prevent applications from competing for the same
resources of the host system, by repelling specific applications from each other to
separate nodes. Lastly, previous findings in this field of research will be applied to
predict individual services’ increase or decrease in utilized resources, based on their
individual profile.

The process should yield an adequate method for maintaining the underly-
ing assets that define the clusters’ resource availability since the aggregate of all
container resources will reflect the total size of the cluster. Ultimately, giving an
organization the possibility to proactively increase or decrease the number of actual
nodes connected to the cluster, yet keeping the knowledge of which container(s) con-
tribute to the result. In either case, it will provide the organization with an empirical
evaluation and adjustment-proposal of their current cluster-based infrastructure.

1.2 Research Questions

Each container running in the cluster has an underlying resource history which de-
fines its fundamental resource needs to operate efficiently. The idea is to provide a
solution for collecting this internal information and derive profiles. These profiles
may define both upper and lower bounds, in terms of resource usage. Nevertheless,
the container should be able to grow if needed using conventional threshold tech-
niques implemented by the orchestrator. Still, the sum of the containers’ profiles
affects the size of the cluster.

Developers usually set restrictions based on experience rather than on empir-
ical data [3]. Hence, wasted resources may be present due to a misconfiguration of
one or more resources, alternatively a poor node count configuration for the cluster.
Based on these issues and their current intractability, this thesis aims to find answers
to the following research questions.

RQ 1: How can containers be profiled to describe their actual
usage of resources accurately?

The goal of this research question is to identify a way to describe the profile of
containers based on their actual usage of resources. The profiles may be used to
calculate the actual resource requirements of the cluster, thus having the potential to
determine the presence of wasted resources by comparing the result to the cumulative
resource tally of the cluster’s connected nodes. Furthermore, if accurate profiles can
be established, it would also open up the possibility of labeling containers based on
their resource usage. Labeling containers this way would allow for a more intelligent
deployment where, e.g., two memory-heavy containers can be separated from each
other to increase the robustness of the cluster.

3
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RQ 2: Does a profile-based cluster lead to less resource con-
sumption while retaining or improving its availability?
As an extension of the first research question, the aim is to determine if the predicted
resources would yield a significant difference in resource allocation compared to pre-
existing methods. The hypothesis is that empirically defined container profiles would
reduce the size of the cluster to a near optimal size and thus reduce the unnecessary
waste of resources.

1.3 Approach
To answer the research questions and achieve the overarching goals, the study is
done as a case study in collaboration with Ericsson as an industrial partner. Ericsson
provides expert knowledge in the field as well as a test and production environment
from which data about containers’ resource usage can be gathered and analyzed.
The primary outcome of this study is a containerized system that may be deployed
in a container-based cluster. When deployed, the system will autonomously gather
data and register all deployed containers in a database. Next, a sub-system will
query the database and label each container based on their relative resource usage.
Finally, another sub-system will predict future resource requirements of individual
containers based on the gathered data and the assigned labels.

The labeling process is based on the K-Means clustering algorithm. That is,
the system will group containers with similar resource usage into clusters and assign
a corresponding label. How well the system performs is evaluated in terms of the
silhouette score, outlined in Section 5.2.

When making predictions, the system uses a recurrent neural network (RNN)
with long short-term memory cells (LSTM) trained separately for each container.
The predictions are evaluated in terms of mean absolute error (MAE), mean abso-
lute percentage error (MAPE), and r2. Additionally, the results are also compared
against previous research.

Furthermore, the gathered data is analyzed and compared to the current con-
figuration of the cluster. By summing the data, the total size of the cluster can be
determined in terms of actual resource usage. By comparing the actual usage with
the allocated resources, any potential waste, as well as financial and environmental
savings, may be determined.

1.4 Outline
The thesis is outlined as follows. A background description of the industrial context,
cloud technologies used, and machine learning techniques applied is given in Section
2. This is followed by a review of related work to this study in Section 3. A
description of the research methodology and the system developed is found in Section
4 and Section 5. The result from running the system in both a test and production
environment is presented in Section 6, followed by a discussion of the lessons learned
in Section 7. Finally, in Section 8, our conclusions of the study are drawn by following
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up the overaarching objective and the research questions as well as proposing future
work.
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2
Background

This section aims to provide the necessary background knowledge of the industrial
context, Section 2.1, the cloud technologies used, Section 2.2, and the machine
learning techniques applied, Section 2.3, for thesis thesis.

2.1 Industrial Context
Ericsson is a leading Swedish organization in the information and communications
technology (ICT) sector with a history that dates back to the year of 1876 [8]. Today,
the organization is present on all continents of the world and offer their customers
a wide range of solutions, products, and services in four different business areas:
Networks, Digital Services, Managed Services, and Internet of Things (IoT) and
New Business [9]. This study was done in collaboration with the Connected Vehicle
Cloud (CVC) department, which is part of the IoT and New Business area, and the
Research and Development (R&D) department.

CVC is an IoT solution offered to original equipment manufacturers (OEMs) in
the automotive industry. The primary objectives with the solution is to support their
customers’ increasing needs for scalability, security, and flexibility as the automotive
industry and vehicles become more digitalized and connected. A key feature of CVC
is a cloud platform which OEMs may use to deploy containerized applications and
services used by their customers. That is, Ericsson is hosting and maintaining the
cloud to ensure that OEMs can focus on the development and innovation of new
applications and services. [10]

In order to fulfill the objectives and to answer the research questions, the
study was done on-premise at Ericsson’s office at Lindholmen, Gothenburg between
February and July 2019. Other than expert knowledge from their long history
in the ICT sector, Ericsson also provided both a test environment in which the
development could take place, and a live production environment from which data
could be gathered and analyzed. Further details about the research methodology
and the developed system can be found in Sections 4 and 5.

2.2 Cloud Technologies
The purpose of this section is to provide an overview of the essential cloud technolo-
gies used and discussed in this thesis. The first section, Section 2.2.1, introduces
cloud providers in general and, in particular, Amazon Web Services (AWS). The
concept of clusters and containers are then presented in Sections 2.2.2 and 2.2.3.

7



2. Background

Finally, In Section 2.2.4, container orchestrators such as Kubernetes and Apcera are
described.

2.2.1 Cloud Providers
Cloud providers are companies that offer different cloud computing (CC) services,
usually in a pay-as-you-go fashion. The specific CC service relevant for this thesis,
known as Infrastructure as a Service (IaaS) [11], allows customers to procure on-
demand computing capacity in the cloud instead of making a significant up-front
investment in a traditional IT infrastructure. This study is using Amazon Elastic
Compute Cloud (Amazon EC2) as the underlying infrastructure. While alternatives
exist, this thesis is limited to Amazon EC2 as that is the provider Ericsson was using
at the time of the study.

Amazon EC2 is accessed using either a graphical user interface (GUI) or a
command-line interface (CLI) and provide a range of different functionalities, rang-
ing from security configurations, resource-groups, auto-scaling, and volume man-
agement [12], [13]. Either interface is used to create a set of VMs of some specific
configuration and later accessed using secure shell (SSH). System administrators
access these VMs, configures them, and finally joins them to form a combined com-
putational resource known as a cluster.

One of the perks of using a cloud provider is that one quickly can spin up
a new VM (node) and attach it to the cluster to increase the cluster’s computing
capacity. Similarly, one can detach a node and terminate it to release allocated cloud
resources, hence reduce cost. However, while Amazon EC2 provides customers with
more flexibility in their IT infrastructure by allowing features such as auto-scaling, it
does not solve the problem of over-allocation of resources if the underlying container
profiles are not accurately determined and tracked.

2.2.2 Clusters
Clusters are used to improve performance and availability in contrast to a single
computer, while typically being more cost-effective than single computers of compa-
rable speed or availability [14]. Generally, organizations use either AWS or similar
services such as Google Cloud [15] or Microsoft Azure [16] to create VMs. Next,
the allocated VMs are joined to form the cluster, where a single VM is referenced
as a node once it is attached to the cluster. Finally, the cluster orchestrator can run
distributed tasks on the comprised computing resources.

Users of the system may send jobs and receive results using the employed
orchestrator which in turn dispatch jobs onto the comprised resource [17], [18].
However, they need not necessarily know how and where jobs get executed in the
cluster. Nevertheless, tools such as service discovery [19], [20] are provided by the
orchestrator that may be used to communicate with the internal services. More
specifically regarding this thesis, a job is fundamentally a running container which
has been dispatched to run on the cluster by an orchestrator.

The orchestrator is used to abstract the internal logistics of maintaining the
executed containers, which otherwise is a quite complex and tedious task. The or-

8



2. Background

chestrator place containers where they fit best depending on an internal deployment
strategy and give the organization the guarantee that the deployed containers are
executed somewhere in the cluster, indefinitely if that is the case, assuming they do
not crash or gets terminated. In such a case, the container is typically rebooted.

In Amazon EC2, the cloud provider used in this study, nodes that make up the
cluster are referred to as instances. While there are several different instance types,
this thesis assumes that each node in the cluster is either an Amazon EC2 m5.large
instance with the default configuration of 8 GB memory and two vCPU (two CPU
cores times two processes per CPU core) or a m5.xlarge instance 16 GB memory
and four vCPU when estimating the cost and size of the cluster [21]. There are two
reasons for this: (1) to ensure some degree of confidentially concerning Ericsson’s
cluster configuration, and (2) the fact that the M5 instances are the latest generation
of what Amazon refers to as general-purpose instances.

2.2.3 Container
A container is a lightweight, standalone, unit of software that packages source code
and all its dependencies so that the application may operate reliably from one com-
puting environment to another [1].

Figure 2.1: A high-level illustration of the fundamental difference between con-
tainers and VMs.

The container paradigm was derived as a remedy for the problematic layout
of VM-based applications which are more prone to over-allocation and dreadful ad-
ministration, as illustrated in Figure 2.1. Previously, either a single VM was used
to run a single application or packed with as many applications as possible. The
first case is prone to waste since a VM allocates a static amount of resources. Ad-
ditionally, there is significant work to determine what size of a VM best fit the
different applications resource requirements. The following problem is the embodi-
ment of an administrator worst nightmare. How many applications are running on
the machine? Which applications depend on which dependencies? Which applica-
tions depend on other applications running on the same machine? How does one
quickly scale horizontally using those configurations? Are applications inadvertently
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affecting each other? The Docker platform is, in many ways, a response to mitigate
these problems by providing a simple method for sharing and utilizing resources
more efficiently compared to that of a VM.

Since containers do not need the additional load of a hypervisor, each container
runs directly within the host machine’s kernel. As a result, Docker containers may
run on any given hardware combination in contrast to VMs, and may even run inside
a VM.

Despite many benefits, the container paradigm does not solve the problem of
over-allocation. Containers are by default allowed to use as much of a given resource
as the host kernel will allow, given that no resource constraints are defined. Even if
constraints are applied, Ericsson explains that they are rarely derived from empirical
data and infrequently updated. Consequently, if no constraints are configured, there
is a risk of having one container starving other containers. Besides, if poorly defined
constraints are set, there is a risk of over-allocating resources and thus accumulate
unnecessary costs.

2.2.4 Container Orchestrators
A container orchestrator manages the lifecycles of containers in large and dynamic
environments. It is used to manage and automate tasks such as deployments, re-
dundancy, scaling, resource allocation, external exposure, network configuration,
service-discovery, health-monitoring and more [18], [22]. While different orchestra-
tors exist, this thesis is limited to two: (1) Apcera, due to it being the tool Ericsson
is using as their foremost orchestrator, and (2) Kubernetes, due to it being used
during our local development and to increase the generalizability of the system be-
ing developed. Both orchestrators are systems that run in clustered environments as
described in Section 2.2.2. Additionally, more details about the system’s interfaces
and integrations can be found in Section 5.

Apcera encapsulates different workloads that are deployed as a job, abstracting
the complexities of each application. It ensures that the executed code runs with
the correct environment and packages. The jobs are essentially deployed either by
using functions in the CLI or by specifying a manifest file. A job is a workload
that runs, manages a container, and enables administrators to update and oversee
the system as a whole. A workload may be anything ranging from simple code to
complex systems. In the case of this thesis, a workload will be synonymous with
a Docker container. The process of isolating everything as jobs allows Apcera to
apply the same orchestration and governance pattern to all deployed variants [18].

For Kubernetes, one uses defined Kubernetes API objects to construct the de-
sired state of the cluster similar to manifest files in Apcera. The state is constructed
by the aggregate of such files, which have been applied to the cluster using the Ku-
bernetes API. A deployment file describes what container to run in the cluster, with
what type of environment configuration, and what dependencies. A configuration
is composed of attributes such as replica count, resource limitations, requirements,
and service exposure. Once a desired state is defined, Kubernetes work to make the
cluster’s current state match the desired. In order to do that, Kubernetes uses a
range of tools and tasks to modify the attributes mentioned above, i.e., stopping,
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starting, restarting containers, or scaling container replica counts [17].
Regardless of both orchestrators ability to automate much of the management

aspect of running containers in a cluster, poorly configured deployments or manifests
lead to an increased risk of running over-allocating clusters. However, both orches-
trators have a metrics API which can be utilized to collect information about both
the actual nodes connected to the cluster and the internal containers running on
each node. This thesis presents a method for efficiently collecting that information
so it can be used to (1) construct container profiles based on their actual usage, (2)
label containers based on their relative resource usage, (3) predict future resource
needs to preemptively scale the cluster rather than being reactive, and (4) ensure
traceability of individual containers.

2.3 Machine Learning Techniques
The purpose of this section is to give a general introduction to the machine learning
algorithms and techniques applied in this study. First, the clustering algorithm,
K-Means clustering, used to label containers is presented in Section 2.3.1. Next, the
general approach of artificial neural networks is described in Section 2.3.2 followed
by the more specific approach of recurrent neural networks and long short-term
memory cells in Section 2.3.3

2.3.1 K-Means Clustering
Unsupervised learning is a branch of machine learning where the objective is to
explore the underlying structure of the data. The name, unsupervised learning, is
derived from the fact that, in contrast to supervised learning, the analyzed data does
not have any pre-defined labels. The algorithm has to figure out relationships on its
own, without any guidance from the data. In this thesis, one of the goals stated in
Section 1.1 is to label individual containers based on their relative resource usage at
specific points in time. Therefore, applying an unsupervised learning algorithm is
fitting as there are no pre-defined thresholds. A simple yet computationally efficient
algorithm of that type is the K-means clustering algorithm.

The objective of the K-means algorithm is to partition the data into a pre-
defined number of groups or clusters, based on similarities in the features of the
members [23]–[25]. The first step of the algorithm, seen in Algorithm 1, is to define
the number of clusters, k, the algorithm should find. This step is also one of the
drawbacks of this algorithm. Given that the input data is unlabeled, it might be
difficult to know how many clusters could, or should, be found in the data. In this
thesis, the algorithm will be used to label the relative resource usage of containers.
That is, we want the algorithm to cluster containers into groups of different levels
of resource usage. From a practical viewpoint, it seems sensible to look for groups
of containers representing low, medium, and high resource usage, hence, in this
thesis we assume k = 3. Step 2 is to randomly initialize the centroids, ck, for
each cluster, k. The next step is to assign each observation, x, in the data set,
X, to the nearest centroid using the euclidean distance: d =

√
(x− ck)2. Once all

observations have been assigned to a cluster xk, the centroids are updated. First,
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the means of the newly constructed clusters, µk, are computed by dividing the sum
of the observations, xk, with the number of observations in that cluster, Nk. Each
centroid is then updated to be the mean of its cluster. Finally, the assignment is
evaluated in terms of whether or not any re-assignments were made. That is, if
any of the centroids were updated after the assignment. If true, the algorithm will
return to step 3 and re-assign each observation to the updated centroids. Otherwise
the algorithm has converged [26]–[28].

Algorithm 1 K-Means Clustering
Step 1: Define the number of clusters

1: k ← [0, . . . ]
Step 2: Initialize centroids

2: ck ← random value
End For
Step 3: Assignment
For each x ∈ X

3: Assign x to the nearest ck

4: xk ← x
End For
Step 4: Update centroids
For each ck

5: µk ← 1
Nk

∑
xk

6: ck ← µk

Step 5: Evaluation
7: if any ck was updated then
8: Go to step 3
9: else

10: The algorithm has converged
11: end if

2.3.2 Artifical Neural Networks
Previous research, Section 3, has successfully used Artificial neural networks (ANNs)
to predict future resource needs from historical records. Therefore, the core of the
prediction model presented in this thesis is based on the fundamental concepts of a
feed-forward ANN. On a high-level, ANNs can be described as a collection of super-
vised and unsupervised learning algorithms. The inspiration of the human brain and
its learning process is found in two specific areas: (1) that knowledge is gathered
from the environment through a learning process, and (2) that the knowledge is
stored in inter-neuron connections [28]. For supervised ANNs similar to the predic-
tion model presented in this thesis, the knowledge gathering and learning process is
done by iteratively mapping inputs to output while storing the knowledge in weight
vectors representing the inter-neuron connections.

In general, a supervised ANN consists of three types of layers as depicted in
Figure 2.2. The first type, known as the input layer, is a vector of features that
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represents one observation in the data set. In this figure, the input vector consist
of two features X1 and X2. The rightmost layer is known as the output layer, and
this is where the final result of the ANN is presented. Depending on the problem,
the resulting output, Ŷ may be a classification label or, as in this thesis, a predicted
value. The hidden layer, on the other hand, can be seen as (1) an output layer for
another hidden layer or, as in Figure 2.2, the starting input layer, and (2) an input
layer to another hidden layer or, as in Figure 2.2, directly to the output layer. The
three types of layers are linked together by sets of weight vectors that represents
the inter-neuron connections. The network illustrated in Figure 2.2 has two sets of
weights: the first set, W 1, maps the input to the hidden layer and the second, W 2

maps the hidden layer to the output layer. Here, W 1 consists of six weight vectors,
wi,j where i refers to the input feature and j a neuron in the hidden layer while
there are only three in W 2, wj,k where k is the output.

Figure 2.2: A one-layered feed-forward artifical neural network.

The first step in the learning algorithm of ANNs, Algorithm 2, is to randomly
initialize all weight vectors, wi,j and wj,k, to a small value. Next, for each ob-
servation, (x, y) in the training set, (X, Y), there are three necessary steps: (1)
feed-forward information, (2) compute the prediction error, and (3) back-propagate
the error to update the weights. The input values are fed forward through the net-
work from the input layer, via the hidden layer to the output layer. Formally, this
is done by first summing the result from applying an activation function, A(x, wi,j),
to each incoming input value and its connecting weight vector. The result, hj where
j refers to a specific neuron in the hidden layer, is then used as input value to the
output layer. There are several activation functions available, however, the most
commonly used are hyberbolic tangent (tanh), logistic (sigmoid) and rectified linear
unit (ReLU). The predicted value for the current training instance, ŷ, is then com-
puted similarly by applying an output function, O(hj, wj,k). The next step is then
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to compute the prediction error, ϵn, by applying an error or loss function, L(ŷ, y), to
the predicted output and the actual value. As with activation and output functions,
there are several alternatives available depending on the problem at hand. Given
that the ANN will be used to predict future resource needs in this thesis, the prob-
lem can be defined as a regression problem, hence, the mean squared error (MSE) is
a suitable loss function to use. To update the weights, the error is then propagated
back throughout the network using stochastic gradient descent (SGD). Once all in-
stances in the training set has passed through the network, the performance may be
evaluated. A typical evaluation process is to compare the total loss, i.e. the sum of
each prediction error ϵ, with a pre-defined stopping criterion, δ. If the performance
is satisfying, the training may be concluded, otherwise the training is repeated from
step two, as seen in Algorithm 2. [29]

Algorithm 2 Feed-forward ANN with SGD
Step 1: Initialize weight vectors
For each: wi,j and wj,k

1: wi,j ← [0, 1]
2: wj,k ← [0, 1]

End for:
For each (x, y) ∈ (X, Y)
Step 2: Feed-forward information

3: hj ←
∑

A(x, wi,j)
4: ŷ ← ∑

O(hj, wj,k)
Step 3: Compute error

5: ϵn ← L(ŷ, y)
Step 4: Back-propagate error and update weights

6: wj,k ← wj,k − η∇wj,k

7: wi,j ← wi,j − η∇wi,j

End for
Step 5 Evaluate performance

8: ϵ← ∑
ϵn

9: if ϵ < δ then
10: Finished training
11: else
12: Go to step 2
13: end if

The feed-forward of computed results and backpropagation of error are two
fundamental parts of any ANN. However, the actual design of the network, the type
of inputs and what the model outputs are dependent on what problem it is trying
to solve. This fact has lead to the development of ANNs specialized in solving a
particular type of problem. The problem at hand in this thesis is to predict future
resource needs based on historical data. Therefore, the specific type of ANN used
is a recurrent neural network (RNN) presented in Section 2.3.3.
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2.3.3 Recurrent Neural Networks
RNNs are well-suited for predicting future resource needs based on historical data.
In general, this type of ANN is designed to solve problems related to sequential
data such as speech recognition, word translation or time series. The reason for this
is that RNNs use a state vector to keep track of what previously happened in the
sequence and use that when trying to predict the new state. In the context of this
thesis, the state vector would keep track of how the resource usage for each container
in the cluster changes over time.

The fundamental concept of ANNs described in Section 2.3.2 still applies for
RNNs. That is, the network is feeding information forward throughout the network
until it reaches the output layer where the prediction finally is made. Then, the
error of the prediction is calculated and propagated back to update each weight
vector in the network, using SGD. What makes RNNs different from a general ANN,
displayed in Figure 2.2, is that knowledge gained from previous predictions is used
to predicting future outcomes. This knowledge is stored in weight vectors that are
connecting a neuron in the hidden layer at time t − 1 with a neuron in the hidden
layer at time t. This difference is illustrated in Figure 2.3 by the different types of
weight vectors: WX,H connects the input layer X and the hidden layer H, WH,Y H

and the output layer Y , and finally WH,H . When the RNN makes its prediction, Ŷt,
at time t, the input values, Xt, is fed forward to the hidden layers, Ht. However,
given that the network already did the same procedure for time t−1, the knowledge
stored in WH,H is also fed to the current hidden layer HT . That is, when applying
the activation function in step 2 from Algorithm 2, it has three inputs instead of
two: A(Xt, WX,H , WH,H).

There is, however, a significant drawback with RNNs caused during the learn-
ing process. When the error is propagated back, it gets smaller each step through
the network until it more or less vanishes due to the many consecutive derivations
needed. Consequently, weights at the beginning of the network barely get updated,
leaving a large portion of the network untrained. This is known as the problem of
vanishing gradients [28], [30]. Vanishing gradients can, however, be mitigated by
employing long short-term memory, LSTM, cells [31]. Therefore, to avoid the risk
of vanishing gradients, this thesis will utilize LSTM cells in the prediction model.

On a high level, a LSTM has the same repeating structure as a RNN. The
difference is what is going on inside the modules [32], [33]. The LSTM cell can be
described as having four different gates that control how much of the new information
the cell should store and how much of the old information the cell should keep. The
output of each cell is then passed forward to the next cell, and the same process starts
over. The problem of vanishing gradients is dealt with by letting error gradients flow
back unchanged.
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Figure 2.3: A one-layered feed-forward recurrent neural network.
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3
Related Work

The purpose of this section is to position this thesis in relation to previous research.
In general, much of the related research considers VMs rather than containers, which
is the main focus of this thesis. However, as discussed in Section 2.2.3, both VMs
and containers can be used to virtualize applications, and both utilize the same
types of resources, e.g., CPU and memory. Hence, methods used to predict e.g., the
memory needs of a VM is still applicable when considering containers. Due to the
multifaceted problem, this section will be divided into two parts. First, related work
on the topic of container profiling will be presented before moving on to predicting
future resource needs.

3.1 Container Profiling
Much research on virtualized application profiles focuses on the relationship between
performance and resource usage. Do et al. [34] claim that an application typically
displays a specific behavior and resource usage pattern over time. Furthermore,
they explain how applications share resources in a cloud environment, which means
that applications located on the same host may affect each other. By varying the
workload, the relationship between an application’s performance and the utilization
of the underlying system resources could be determined using canonical correlation
analysis (CCA). The output from the analysis, one vector representing system re-
source usage, one vector representing application performance, and the correlation
between the two, was used as a profile for a specific application. While Do et al.
used CCA to identify a linear relationship between performance and resource al-
location, Kundu et al. [35] rejected conventional linear regression models. Their
study confirmed that the non-linear dependence of performance on resource levels
and the complex influence of contention could not be represented using such simple
functions. Instead, in a later study [36], the authors used machine learning models
to model the relationship between resource allocation to virtual machines and their
performance. They determined the near-optimal resource configuration for a VM
using file input/output (I/O) per second and requests per second as a performance
metric to evaluate both ANNs and support vector machines (SVMs). While the
previously mentioned studies aimed to profile applications in virtualized or cloud
-environments, Wood et al. [37] investigated how virtualization overheads affect an
application’s requirements. That is, how the requirements should be adjusted before
transferring an application to a virtualized environment such as the cloud. First, the
authors used a trace-based method to profile an application running natively and
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virtualized. This method assumes that historical resource usage patterns are repre-
sentative of future application behavior. Next, they used stepwise linear regression
to define a model that translates a resource usage profile from one environment to
the other.

While both Do et al. and Kundu et al. offer sophisticated solutions to model
or profile virtualized applications such as containers in terms of the relationship
between performance and resource utilization, this thesis will not consider this re-
lationship. In contrast to the mentioned studies, this thesis aims to profile live
containers using data of their actual resource usage rather than data generated
from synthetic benchmarks. Additionally, this thesis will use a trace-based method
to profile containers similar to what Wood et al. described. However, the traces will
be collected from live containers running in the cloud. Consequently, there is no
need to transform the trace between a native and a virtual environment. Moreover,
since a container’s resource usage trace is collected from a live cluster, any effects
from other containers on the same node will be captured in the profile similar to
what Do et al. described.

3.2 Resource Predictions
Huang et al. [38] focus on providing business value to customers that have reserved
resources from cloud providers rather than acquiring resources on-demand. The
added value is derived from the fact that it is cheaper to reserve resources over time,
especially if the reservation is closely matched to the actual need. Since the need
for computational resources is dynamic, the authors acknowledge the fact that the
reservation has to be adjusted to fit current resource needs to reap the most benefit.
To do so, they suggest a time series-based prediction model that considers both
historical data and the current state to predict future needs. Similar to Huang et
al., this thesis focuses on the user, or customer, of CC services as well as predicting
future resource needs. Furthermore, since a reservation of resources can be translated
into a cluster, their goal of matching a reservation to the actual need is merely a
translation of matching a cluster size to its actual need. However, since Huang et
al. make predictions on an aggregated level, information about individual jobs or
containers are lost, making the problem of traceability persist.

While Kundu et al. [35] rejected standard regression analysis for their prob-
lem, Islam et al. [39] showed success with linear regression when predicting future
resource usage patterns. However, when the authors compared the performance of
their linear regression model against an ANN, the latter model outperformed the
former. The outcome was consistent regardless of the sliding window technique was
applied or not. However, the performance was improved for both models when used.
The general idea behind the sliding window technique is to map an input sequence
to a single output, much like an RNN described in Section 2.3.3. Similar to Huang
et al., Islam et al. do not consider individual containers, they only make predictions
on an aggregated level. Despite the problem of traceability, their method showed
promising results with a MAPE of 0.195 for their default ANN and 0.1772 when
using a window size of eight. Therefore, this thesis will build upon the idea of us-
ing machine learning techniques such as ANNs to predict future resource needs. In
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contrast to Islam et al., however, we will consider RNNs due to them being tailored
to solve problems such as ours with sequential data. Furthermore, due to the prob-
lem with vanishing gradients, as discussed in Section 2.3.3, our RNN will consist
of LSTM cells in an attempt to mitigate this problem. To solve the problem of
traceability and still be able to predict the total resource need of the cluster, each
container will be considered individually. Then, by aggregating the predictions, the
total cluster size can be estimated.
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4
Methods

Due to the objective, Section 1.1, and research questions, Section 1.2, the study was
conducted as a solution-seekinig case study. Although inherent problems such as
generalizability exist, a case study design is typically well-suited for research settings
such as ours [40]–[42]. Runeson and Höst [40] argue that, in general, a case study
can be broken down into five major process steps, as seen in Figure 4.1. While the
complete thesis serves as the reporting step, the rest of this section aims to provide
a clear description of the other process steps.

4.1 Case Study Design
The first step of the case study design was to define our objective, or, in other
words, what problem or phenomena related to software engineering (SE) we wanted
to investigate.

From a global perspective, one of the 17 sustainable development goals pub-
lished by the United Nations [43] is to ensure sustainable consumption and produc-
tion patterns. To a large extent, this refers to pursuing a more resource efficient life
cycle for all products and services. From a SE perspective, emerging technologies
and concepts such as containers, CC, and IaaS, provides a potential solution by
offering computational resources on-demand with (an almost) just-in-time delivery.
However, it is still up to the customer to define the required amount of resources
needed for their applications to run efficiently in the cloud. From our own expe-
rience, this is often done in an ad-hoc manner which has the potential of leading
to an overallocation of resources and waste. Since previous research and Ericsson
supported our experience, the overarching objective became to investigate how this
problem could be mitigated, if not solved. Furthermore, when surveying previous
research, it became clear that most research on the topic is focused on VMs and

Figure 4.1: The different steps of the research process.
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the cloud provider side. The identified gap in research focused on containers and
the customer side helped us narrow down the objective and to define our research
questions, seen in Sections 1.1 and 1.2 as well as Table 4.1.

Once the objective and research questions were defined, the next step was to
define the case and where the necessary data could be gathered. Based on Yin’s
definitions of case study design [44], both Sjöberg et al. and Runeson and Höst
propose two alternatives: a single case or multiple cases [40], [41]. Furthermore,
both alternatives may involve a single unit (holistic) or multiple units (embedded)
of analysis. In our context, and depending on the level of abstraction, both the
case and the unit of analysis may be defined in different ways. However, given that
the objective and research questions in this thesis are focused on the actual cluster
and its containers, it was obvious to let the cluster be defined as the case and use
containers as our unit of analysis. Furthermore, to ensure access to enough quality
data, we decided to pursue an industrial partner to collaborate with. This decision
was also aligned with our ambition to work in a real-life environment using real data
rather than simulated data. Our requirements when searching for a suitable partner
were simple given that our primary focus was on the cluster and its containers rather
than the actual organization. The organization had to have a live cluster with a large
number of containers deployed to it. Furthermore, there had to be high activity in
the cluster, e.g., containers experiencing various amount of traffic, containers being
deployed or updated, etc. Ericsson fit our requirements, and after a meeting, we
could conclude that our objective and research questions were aligned with their
interests.

A typical outcome of solution-seeking research, such as ours, is a system or
tool [45]. In our case, the outcome is an automatic tool for profiling and labeling
containers based on their behavior and resource usage as well as predictions of future
resource needs. In light of this, it was inconceivable to have a fixed design process
with all parameters determined at the start. Instead, a flexible design process was
employed which is characteristic of a case study [40]. The benefit of employing a
flexible design process is the possibility of iterating between steps, which is typically
the case when developing software artifacts such as a system or tool. In our case,
as displayed in Figure 4.1, the majority of iteration was done between preparing
the data collection and collecting the evidence. The reason for this is that the
sub-modules of the complete system were implemented and tested first individually,
then in combination. Additionally, the system was also deployed in three stages:
first locally, then in a test environment at Ericsson, and finally in a production
environment hosted by Ericsson. Each stage resulted in some changes, either in
the data models, the algorithms, or the interfaces between sub-modules. A detailed
description of the system and its sub-modules is found in Section 5.

4.2 Data Collection
Several important design decisions concerning data-structures were considered dur-
ing the data collection preparation. The first question was what type of data we
needed. A typical division between studies is whether they use a qualitative or quan-
titative method where the discrepancy between the two lies in what kind of data
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is being collected and analyzed [41]. In general, a case study is typically regarded
as a qualitative method, while experiments often serve as an example of the oppo-
site [40]. However, given the more flexible design, in contrast to experiments, case
studies may be conducted using either quantitative or qualitative data, or even mix
between the two [40], [42]. The next questions were how the data should be gathered
and from what source(s). Lethbridge et al. [46] propose three types of techniques
contrasted by the degree of human involvement. The first degree includes methods
where the researcher is in direct contact with the subjects such as interviews or
brainstorming, the second degree is indirect methods where the researcher collects
raw data without interacting with the subject, and finally, the third degree refers to
the collection of archived data [40]. In the end, the answers to these questions are
dependent on the objective of the research, thus, the goal-question-metric approach
(GQM) was applied [47].

Goal Improve the resource allocation of a container-based cluster
from a developer’s perspective

Question What is the current resource allocation?
Metrics Allocated memory [MB]

Allocated CPU [millicore]
Allocated nodes [# of physical machines allocated]

Question What is the current resource usage?
Metrics Used memory [MB]

Used CPU [millicore]
Needed nodes [Minimum # of physical machines needed]

Question How many resources are currently being wasted?
Metrics Wasted memory [MB]

Wasted CPU [millicore]
Wasted nodes [# of physical machines wasted]

Question How many resources will the cluster require in the future?
Metrics Predicted memory need [MB]

Predicted CPU need [millicore]
Predicted nodes needed [# of physical machines needed]

Table 4.1: The goal-question-metric approach was employed to guide the data
collection.

The metrics defined using the GQM approach guided our decision making con-
cerning the questions raised in the previous paragraph. As Table 4.1 shows, all data
needed to answer the questions were quantitative. Furthermore, there was no need
to apply first degree techniques to gather the data; instead, a mix between second
and third-degree techniques was used. Information about individual container’s re-
source usage is readily available by querying the container orchestrator’s metrics
API. Therefore, a data collector that automatically queried the API and stored the
information in a database was implemented. This resulted in increased control and
the possibility to align the data collection with our overarching purpose of the case
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study. A detailed description of the data collector and the data structures is found
in Section 5.1.

4.3 Data Analysis
The choice of analysis method is highly dependent on whether the data collected is
of a qualitative or quantitative nature. While qualitative data typically is analyzed
using categorization and sorting, quantitative data, such as ours, often includes
analysis of descriptive statistics, development of predictive models, and hypothesis
testing [40]. Furthermore, in case studies where a new method, tool, or system is
developed and analyzed, a comparison of the result against a company baseline is
often done [42]. Additionally, to avoid potential bias, the comparison can also be
extended to include a sister project [41], [42]. Again, we used the GQM-approach,
Table 4.1, to guide our decision making. To analyze if our implemented solution
can help an organization improve its resource allocation, comparing the current
resource allocation against the actual resource usage was the first step. However,
instead of using Ericsson’s current resource allocation as a baseline to compare
against, a hypothetical company baseline was constructed. The reason for doing so
is solely to ensure some degree of confidentiality towards Ericsson. The hypothetical
company baseline is created based on the following assumptions: (1) the company
is well aware of its cluster’s resource requirements, (2) the company employ a static
deployment strategy, i.e., they do not dynamically adjust the size of the cluster, and
(3) the fixed number of nodes is set to the upper bound of the actual resource need
plus two additional nodes. To illustrate with an example: if the maximum number
of nodes needed over the time period is 10, the hypothetical company baseline is
going to be 12. Additionally, to analyze the predictions using our compiled container
profiles, Section 5.3, descriptive statistics such as mean absolute error (MAE), mean
absolute percentage error (MAPE), and R2 were applied. By including MAPE as a
performance metric we were also able to compare our predictions against the results
presented by Islam et al. [39].
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System Structure

By reviewing the research questions in Section 1.2 and defined goals in Table 4.1, it
is paramount that the following methods are provisioned in some form or another.
Initially, a data acquisition process is required, one which may communicate with
the cluster orchestrator and gather resource usage for all containers existing in the
cluster. The process input is raw data produced by the orchestrator, that data is
parsed to a format that is aligned to fulfill the various definitions noted in Table 4.1.
In brief, the arrangement must allow data to be used in a survey of resource history
utilization for a given container, and then group it by its id and revision. Further-
more, that format should also be able to transmute into a tuple-based structure
which may be applied to train a prediction model.

At its core, three separate sub-modules are built to fulfill the four different
requirements noted above: Data collector - fetches resource history from the cluster
orchestrator, Machine labeler - classify each container in relative terms to all other
containers that live in the cluster, Predictor - uses the containers’ profiles to predict
future resource requirements.

Figure 5.1: Abstract system overview.

All parts of the system reaching from API, data modeling, and data analytics
are implemented using python 3.7. Each module is then containerized and managed
by Apcera. More detailed information is presented regarding each module in the

25



5. System Structure

following sections.
Figure 5.1 displays how the services finally intercommunicate to collect, up-

date, and finally produce data. Firstly, the collector service queries resource infor-
mation from the internal metrics API. Secondly, the labeler consumes that data,
clustering each entry for each container, and finally updates the record in the col-
lector. Next, the predictor consumes the updated information and trains an RNN
internally for each container that has been registered in the cluster. Finally, the
created container-models are used to produce future resource predictions, which in
turn are aggregated to estimate the consumption of the whole cluster.

5.1 Data Collection and Container Profiling
To consume and even make use of the data which the container orchestrator pro-
vides, one must first integrate with its API. From the get-go an orchestrator does
not commonly distinguish between container revisions (or versions), a third party
must implement that type of functionality. Furthermore, the raw data needs to
accommodate the fundamental needs of both the labeling and prediction -process.

The collector service is constructed to gather data from Apcera’s or Kubernetes
m Metrics API and restructure it to fit the database model shown in Figure 5.2.
The diagram displays a structure that allows profiles to be tracked for each container
and across different revisions. Furthermore, the architecture enables entries to be
joined by container and either clustered or transformed into a structure that mirrors
the tuple interface outlined in Section 5.1. In general, all subsequent modules may
consume the processed data on their own accord using the standardized interface
shown in Appendix B.1 which adhear to the proposed database model.

Apcera supports different time resolutions, which makes it possible to take
averages in minutes, hours, days, months, or years over a specific period. In short,
one can select a bin size which will average the collected metric-entries (received
every 10th minute) over the chosen resolution, then use that configuration to fill
in each step over the selected time-span. The collector module uses the average
resource consumptions over each day as it is simply not interesting to drill down
further. The purpose is to determine the behavior over time and possibly resize
our cluster accordingly. The cluster will at most be resized once every day, and
therefore, it does not make sense to make use of lower resolutions.

As displayed in Figure 5.1, the implemented sub-module lives in the cluster,
consumes data from the orchestrator’s internal API using the average resource con-
sumption for each day over six months, and finally exposes it to the labeler described
in Section 5.2 and the predictor in Section 5.3.

5.2 Container Labeling
Once data is being collected from the orchestrator in a valid format that adheres to
the standard mentioned above and is exposed using the interface shown in Appendix
B.1, it is time to determine the relative label for each container and their entries.
Remember that the labeling process is needed to create smarter deployment strate-
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Figure 5.2: Database schema

gies, as mentioned in Section 1.2. The general idea is to use reference points that
represent extreme values of each resource type and then find the closest reference
point for all entries with regards to each cluster’s centroid. The labels may allow an
orchestrator to deploy containers with similarly high-value labels on separate nodes
in the cluster. More specifically, a model must be trained for each type of resource
within each timestamp grouping, hence, a specific service’s label may change over
time. Nevertheless, the method would counter the problematic issue where services
consuming similar resources may starve each other if deployed on the same node in
the cluster, as mentioned in Section 1.

ContainerVersion Time
stamp

CPU
usage

Memory
usage

CPU
label

Memory
label

Is
labeled

1 1.0 15512 0.7 1,000 3 3 True

2 1.0 15512 0.1 1,000 1 3 True

3 1.0 15512 0.5 200 2 1 True

Table 5.1: Labeling example of three different containers.

The labels are stored as integers, ranging from 0-3, where the value represents
the degree of resource usage, i.e., from low to high in ascending order. When a
service is registered by the data collector, the labels are defaulted to a value of 0
and the flag Is_labeled is set to false. Once a time stamp has been clustered, each
service is asssigned its label and the flag is updated to true. Table 5.1, illustrates an
example of the information stored in the database. The labels shows that container1
has been labeled as a heavy cpu and heavy memory, container2 as low cpu and heavy
memory, and container3 as medium cpu and low memory. As both container1 and
container2 have been assigned a heavy memory label, a container affinity command
may be defined using the container orchestrator to have the containers be deployed
on different nodes in the cluster.

The final implementation is constructed as the description above entails and
deployed in the cluster. In short, the labeler determines every relative label using
K-means clustering as described in Section 2.3.1 and the quality of its groups are
determined using the average of all silhouette scores.

Where the silhouette score is a measurement that indicates how much the
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produced groupings overlap. The best value is 1, which presents a perfect separation,
a value of 0 indicates overlapping clusters, and value of -1 indicates that a sample
has been assigned to the wrong group [48].

5.3 Predictor
The predictor is the last module in need of construction to fulfill the final aspects
of the defined research questions and GQM. In short, predicting future resource
usage for individual containers and then use that result to infer predictions on the
entire cluster. As outlined in Section 3, RNN and LSTM is recommended for trace-
based analysis and future estimations. Therefore, this thesis bases the fundamental
prediction model on those findings. Moreover, the prediction process makes use of
the processed data described in Sections 5.1 and 5.2.

When making predictions, the data stored according to the database schema in
Figure 5.2 is transformed into a dataset with a data structure as defined in Equation
5.1. containeri represents a container with id = i where i is an integer ∈ [1, N ], and
N being the total number of unique containers recorded in the database. Timestamp
refers to a specific point in time expressed in UNIX time. However, when used in the
following equations, time, t, is an integer that represents a day in a finite time series.
CPU and memory refers to containeri’s actual resource usage at the specific time
stamp while CPU_label and memory_label are the labels assigned to the container
as described in Section 5.2.

⟨containeri, timestamp, CPU, memory, CPU_label, memory_label⟩ (5.1)

By using the data structure in Equation 5.1, the problems of aggregating and
filtering the data with respect to container ids and/or timestamps are easily solved.
The resource usage of a specific container, ci, at time = t may be defined according
to Equation 5.2.

rci,t = ⟨CPU, memory, cpu_label, memory_label⟩ (5.2)

From Equation 5.2, we can easily obtain the amount of memory or CPU that
container, ci used at time = t. By including all available timestamps for a given
container, we get a finite time series that make up the container’s profile and it is
these profiles that the model aims to learn.

5.3.1 Resource Aggregation
To be able to discern the total resource utilization of the cluster using the method
outlined in this thesis, one must first determine the usage of its components. Con-
sequently, the overall resource usage for a cluster is summed from each container’s
resource utilization running inside it. This order of summation is what allows organi-
zations to keep track of allocation deviations or origins, and is the distinct difference
that separates this thesis from previous research, as noted in Section 1. In addition,
the cluster’s connected nodes will determine its total allocation, in other words, its
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available resources. The following equations specify how the aggregation process
functions logically.

The resource utilization of a specific container at a given point in time, rci,t

is easily obtained as shown in Equation 5.1 and Equation 5.2. The total resource
utilization of the cluster at time = t, Rt, is then found by taking the sum of each
individual container’s resource utilization as seen in Equation 5.3.

Rt =
N∑

i=1
rci,t (5.3)

5.3.2 Prediction
The prediction model will examine the collected profile of a specific container and
try to predict the future workload of that specific container. The expected load
may then be used to discover detailed resource requirements. More specifically by
utilizing RNN (LTSM) described in Section 2.3.3, the process will create a model
for each container and predict each resource attribute accordingly by referencing at
containeri’s profile. Finally, aggregating all allocations to a single group.

By aggregating the predicted resource utilization of individual containers at
time = t, ˆrci,t, the same way as shown in Equation 5.3, we get the predicted total
resource utiliziation of the cluster, R̂t as seen in Equation 5.4.

R̂t =
N∑

i=1
ˆrci,t (5.4)

The objective will be to minimize the error in predicted resource utilization
compared to the recorded actual utilization. However, as the predictions are made
on a container level, the error is first calculated for each container before being
aggregated on a cluster level. That is, the error of predicting the resource utilization
of a specific container, ϵci

, is defined as seen in Equation 5.5

ϵci
= 1

K

K∑
t=1
|rci,t − ˆrci,t| (5.5)

As Equation 5.2 defined, rci,t is the actual resource usage of container ci at
time = t and ˆrci,t is the predicted resource usage. The sum is taken over a finite
time series where K represents the last day in said series.

This definition of an error is more commonly referred to as the mean absolute
error (MAE). The value of the error represents how far off the prediction was on
average over the time series. Note it is not possible to discern whether or not the
predictions were under- or overestimations, only the magnitude of the error may be
determined. Overall, the lower the error, the better.

The error on a cluster level, ϵ, is obtained by computing the error on an
aggregated level, Equation 5.6.

ϵ = 1
K

K∑
t=1
|Rt − R̂t| (5.6)
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Additionally, a separate model configuration is constructed where the model
will be able to make use of previous prediction errors to adjust its current guess,
using a trivial technique, similar to a moving average, we call "sliding window bias".
Each new prediction will be adjusted by prediction∗(1+averageAdjustment), where
the average adjustment is determined by previous errors (window size). The purpose
of this routine is to bias the model using consistent estimation errors.

5.3.3 Execution
As described in this Section, (1) raw data is collected and processed to workable
profiles, (2) each profile-entry is then labeled, next (3) the processed information is
passed on to the predictor, which finally starts to train its container-models.

To adhere to Ericsson’s policies, we first had to develop the system, deploy it
in a test environment, prove that it is working as expected, and then deploy it to
the production environment. At its core, both settings are configured in the same
manner, except for their respective size.

Six months (182 days) worth of data is collected from the live environment
and two months from the test environment by utilizing the defined process flow.
The span is limited since the cluster is used less and less since from the time of
execution and 182 days back, we wanted to analyze a large cluster that may reflect
a real working environment. Only 60 days were collected from the test environment,
depending on the fact that the environment is set up during our development phase
and is therefore limited. The data is split up into two sets, as seen in Figure 5.3 and
5.4 representing containers in the live environment. The first section includes the
training entries which are fed to train each container-model and the later to measure
respective performance.

Figure 5.3: Memory allocation profile of container 2 in live cluster.

The train/test-split is set at 0.8, hence, a container-set contains 145 entries
in its training set and 37 in its test set. Each container-model uses an individual
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Figure 5.4: Memory allocation profile of container 16 in live cluster.

normalizer to fit and transform its entries accordingly between zero and one, the
reason being that RNNs perform better using normalized values, one does not want
large numbers to bias the model’s learning process.

(CPU, memory, day, month, memorylabel, CPUlabel) (5.7)

The shape of each container set is currently of shape (145, 6), 145 entries
with six features each, shown in the Equation 5.7. Each model is allowed to make
use of previous entries when predicting the current by including the previous three
entries for every entry. The training sets shape becomes (142, 3, 6) likewise the
test set shape (34, 3, 6). The shape indicates that it exists 142 of samples with
three sequences and each sequence having six features. Subsequently, the model
is compiled, trained, and finally evaluated using the test set. The same sequence
of actions was also employed for the test environment, but adjusted to fit its own
prameters.
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6
Results

This chapter presents the result of the comprised system, its predicted allocations,
and errors. There are three sections in total, the first present data from the test
environment and the following features data obtained from the production environ-
ment. Results from both environments are inccluded as the two exhibit different
behaviours that the prediction models were forced to learn. Note that the final
model predictions include only memory as the other qualities became insignificant
in contrast, with regards to utilization and cost. The last section presents cost
estimations and cluster adjustment proposals that are drawn from the prediction
models.

6.1 Test Environment
This section presents the results from our experimental evaulation in a test envi-
ronment hosted by Ericsson. First, the outcome of the labeling process is presented
followed by a presentation of the results from predicting future resource needs based
on container profiles.

6.1.1 Experimental Evaluation of Labeling
Figure 6.1 presents how much memory containers have allocated in the cluster at
a specific point in time. Squares note containers consuming low memory, crosses
indicated average memory consumption, and dots indicate a high value. Fundamen-
tally, these groupings lay the foundation of what type of label should be applied
to which container at a point in time, so that the orchestrator may perform more
intelligent deployments. The cluster’s average silhouette score of 0.6172 indicates
that the identified groups are separated reasonably since a score near 0 indicates
overlapping clusters. Note that the presented Figure 6.1 is one out of the 60 days
collected from the test cluster. The entire average silhouette score is 0.6140, which
constitutes the same resolution.

6.1.2 Experimental Evaluation of Predictions
The results presented in Figure 6.2, 6.3, and 6.4 show how the algorithm behaves
during the test phase, all produced results may be found in Appendix B. The figures
display days along the x-axis and amount of allocated memory on the y-axis. The
solid lines display actual memory consumption, the dotted line indicates model

33



6. Results

Figure 6.1: Container labeling result at a specific point in time.

predictions, and the dashed-dotted lines present predictions in conjunction with a
sliding bias window of two days.

Figures 6.2 and 6.3 displays that the models have captured a repetitive behav-
ior and that the sliding window technique does not impose any improvements. On
the contrary, the bias technique is less effective. Furthermore, Figure 6.4 promotes
a case where the model does not capture the underlying behavior in an as effective
manner, in contrast to the other containers observed in Table 6.1. The result of
container 10 presents an example where it is evident that, if the prediction fails, in
general, the bias adjustment is likely to be even worse. In short, an adjustment from
a model that does not manage to capture the containers underlying profile produce
even worse effects.

Table 6.1 displays key metrics for each container running in the cluster and how
the models perform in contrast to the technique using sliding bias. From the left:
container - numeric identifier, mean absolute error (MAE) - absolute value indicating
the average magnitude of each miss, mean absolute percentage error (MAPE) - in
effect MAE turned into a percentage value, r2 - statistical measure that indicates
how much of the variance in memory can be explained by the model. The following
three columns measure the same metrics in sequence but for the model predictions
using sliding bias with window size = 2. In general, Table 6.1 indicates that most
models determine specific container behavior, they predict accordingly with a low
MAP and produce firm r2 scores. Furthermore, both Figure 6.5 and Table 6.2 entails
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Figure 6.2: Predictions of memory usage for container 6.

the same result, that is, the models produce low magnitude errors (MAE, MAPE),
and they can account for much of the variance.

Container MAE(MB) MAPE r2 MAE(MB)w MAPEw r2
w

0 22.1532 0.0378 0.9530 20.7665 0.0353 0.9590
1 35.7899 0.0631 0.8883 54.3469 0.0965 0.8036
2 13.6265 0.0356 0.9684 17.4905 0.0450 0.9469
3 36.4033 0.0644 0.7935 45.0337 0.0851 0.7428
4 11.2957 0.0469 0.9629 14.1867 0.0575 0.9346
5 6.3901 0.0678 0.9228 8.6742 0.0918 0.8486
6 34.3733 0.0819 0.8977 44.3198 0.1032 0.8049
7 24.2633 0.0621 0.9173 33.507 0.0859 0.8500
8 23.2149 0.0506 0.9504 29.100 0.0643 0.9266
9 20.0135 0.0562 0.9497 24.9583 0.0697 0.9182
10 61.4608 0.1438 0.6729 100.8524 0.2221 -0.3310
11 22.1729 0.1050 0.6149 34.5312 0.1615 0.4372
12 0.9867 0.0401 0.9660 1.3071 0.0508 0.9502
13 6.4375 0.0387 0.9670 7.7579 0.0480 0.9465
14 7.8983 0.0342 0.9717 7.9762 0.0362 0.9651
15 10.5700 0.0431 0.9558 12.3051 0.0496 0.9470
16 2.4900 0.0451 0.9627 2.7861 0.0485 0.9450

Table 6.1: KPI metrics for each container’s memory prediction, both prediction
and bias, in test environment.

Figure 6.5 displays the comprised memory usage of all containers in the test
cluster. Similarly, the comprised predictions are not far of from the actual values.
However, it is still better than the bias technique, which may be more evident with
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Figure 6.3: Predictions of memory usage for container 8.

regards to Table 6.2. The table shows that the model misses the actual consumption
requirements by an average of±143MB each day, that is an average error of±2.42%.
The accuracy of the prediction models may be compared against the MAPE of 0.1772
presented by Islam et al. [39].

Window size MAE(MB) MAPE r2

0 270.0884 0.0513 0.9330
2 392.6138 0.0667 0.8366

Table 6.2: Cluster memory prediction agreggate using window size of zero and
two.

6.2 Production Environment
This section presents the results from running the presented solution in a production
environment hosted by Ericsson. The section is split into three different parts. The
labeling process is first described, followed by a presentation of the predictions.
The final section presents the potential cost savings an organization may gain by
dynamically adjust the size of the cluster by complying to the predictions made by
the system.

6.2.1 Labeling
Figure 6.6 and Figure 6.7 shows how much memory containers have allocated in
the cluster at two specific points in time. Squares note containers consuming low
memory, crosses indicated average memory consumption, and dots indicate a high
value. Fundamentally, these groupings lay the foundation of what type of label
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Figure 6.4: Predictions of memory usage for container 10.

should be applied to which container at a point in time, so that the orchestrator
may perform more intelligent deployments.

Figure 6.6 displays a silhouette score of 0.8037 and 6.7 a score 0.7073, which
indicates a good separation of groups, however similarly as noted in Section 6.1.1
the average silhouette score is used. The cluster’s average silhouette score of 0.7707
calculated from 182 days indicates that the identified groups are separated effectively
and better than the case of test cluster.

6.2.2 Predictions

Container MAE(MB) MAPE r2 MAE(MB)w MAPEw r2
w

2 3.5608 0.0067 0.7149 1.1605 0.0022 0.9260
11 3.8637 0.0050 0.3056 1.5059 0.0020 0.8597
16 1.3267 0.0034 0.7741 1.0246 0.0026 0.8625
25 8.1522 0.0148 0.6854 8.3758 0.0155 0.6684
27 8.0445 0.0310 0.3981 4.295 0.0172 0.7274
37 108.2581 0.0903 0.3793 60.0607 0.0508 0.6787
57 6.9034 0.0123 0.4506 4.7591 0.0086 0.4496
73 22.2765 0.0500 -0.0276 15.5296 0.0369 0.1372
95 1.6334 0.0052 0.5058 1.3778 0.0044 0.5837
207 22.3103 0.0451 0.1436 26.9539 0.0542 -0.4268

Table 6.3: KPI metric table for each container’s memory prediction, both predic-
tion and bias (2).

Table 6.3 displays metrics in a similar fashion as described for Table 6.1; how-
ever, only a selected subset which represents common characteristics from a set of
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Figure 6.5: Prediction on comprise memory usage.

Figure 6.6: Cluster memory labeling
1552262400.

Figure 6.7: Cluster memory labeling
1559260800.

322 containers. The table and the specific example Figure A.3 displays that the
models can discover specific containers profiles. Nonetheless, there are exceptions
such as containers 73 and 207. Reviewing the two exceptions in Figure A.7 and
Figure A.10 one may note that there is a significant lack of any apparent signatures
or behaviors, that is, more than randomly spiking. In contrast, the other predic-
tion figures exhibit that most models are capturing the underlying behavior and
generates sound predictions. In general, one may note that the dotted line, which
indicates non-adjusted predictions underestimate in general. The biased predictions
(dashed-dotted), in this case, performs better in general.

Even though there are cases where a model cannot determine the underlying
profile of a container, it tends to stay close to the mean allocation as displayed
by, i.e., the r2 value of Figure A.8. In typical cases noted in Table 6.3, they tend
to stay between a score of 0.46 and 0.90. In combination with the performance
of the compromised models presented in Table 6.4, it shows that a window’s size
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Figure 6.8: Container 16 memory usage prediction.

Window size MAE(MB) MAPE r2

0 6050.5034 0.0405 0.3331
2 1992.2012 0.0133 0.9026
4 2088.6850 0.0140 0.8943
6 2210.3290 0.0149 0.8852
8 2358.5987 0.0159 0.8753
10 2516.1772 0.0170 0.8627
12 2644.0484 0.0179 0.8516
14 2778.3810 0.0188 0.8423
16 2937.9511 0.0199 0.8304

Table 6.4: Results using different window size configurations for the prediction
models.

of two is most effective and that a more significant size consequently brings back
the biased prediction to the initial model configuration. In essence, the aggregated
model (window size of two) makes an average error of ±2024MB ( ±1.36%) on each
day for the entire cluster size and the comprised models may account for 90.33% of
the variation in memory. As for the test environment, the prediction models used
here also produce lower MAPE compared to the results presented by Islam et al.
(MAPE = 0.1772) [39].

6.3 Cost Estimations
The figures and tables provided in this section aim to convey how sound the aggre-
gated prediction models are at determining appropriate cluster size configurations.

Since we need to keep a degree of confidentially with regards to Ericsson, we
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Figure 6.9: Aggregated memory prediction, sliding window: 2.

assume some properties of the cluster while making estimations. Firstly, the mea-
surements use two variants of the "m5-machine". Next, we assume a fixed number of
connected nodes to the cluster as the default configuration for the organization, and
we assume that those nodes are homogenous in their configuration, for respective
estimation variant.

The fixed number is selected by using the upper bound of the actual resource
requirements for the cluster and add two extra nodes to illustrate a safety margin
employed by the organization. Note that the constant number of nodes is entirely
hypothetical and may, therefore, be better or worse in reality. However, in this
example, it aims to illustrate a company which is well aware of its resource require-
ments and addition enforce a fail-safe (+2 nodes), to counter unforeseeable resource
spikes.

To extend, during cost estimations, we make use of two types of node config-
urations provided by AWS: (1) m5.large and (2) m5.xlarge. AWS provides hourly
estimate rates for its instances, 0.102 USD and 0.204 USD respectively. The main
difference between these instances is that an "xlarge" machine essentially is a multi-
plied "m5.large" instance with regards to hardware specifications.

Figure 6.10 presents how the system would adjust the number of connected
nodes for the cluster. The solid line represents the clusters actual consumption, the
dashed - model prediction aggregate, dotted - proposed node count adjustment, dot-
dashed - node count adjustment including one additional machine as safety padding,
finally, the large dots display what the actual node count would be required to be.
Figure 6.11 applies the same arrangement.

Figure 6.10 shows that the model can adjust its node configuration count sensi-
bly, with minor error. More importantly, seen to all days (34) the model is producing
a mean machine count error of 0.38, that indicates that model is not even off by
a "half" machine in its adjustŋment proposals. Furthermore, by reviewing Table
6.5, one may note that both the dynamic and padded method is generating a small
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benefit, 12%, and 7% respectively in comparison to constant node configuration of
21 (maximum required in this example) plus two machines as a maring of safety.

A similar illustration is presented in Figure 6.11, although in this case, the
model is entirely spot-on while considering its node adjustment proposals. Moreover,
the configuration would also impose some economic benefit, 20%, and 11%, assuming
a constant configuration of 10 machines plus two machines for safety padding.

Figure 6.10: Cost estimate using m5.large.

Figure 6.11: Cost estimate using m5.xlarge.
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Type Dynamic Padding Const Dynamic / Const Padding / Const
m5.large 1539.79 1623.02 1747.87 0.12 0.07
m5.xlarge 1605.89 1772.35 1997.57 0.20 0.11

Table 6.5: Results using different node configurations.
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7
Discussion

The purpose of this section is to discuss the study in general and the outcome
in particular. The first section highlights the lessons learned by presenting and
discussing the key findings from the study. The final section discusses the potential
threats to validity identified and how they have been mitigated.

7.1 Lessons Learned
This section provides a discussion of the four most notable lessons learned during
the study.

Lesson 1: Trace-based resource profiles is a suitable method when empiri-
cally determining resource profiles for containers. By querying the container
orchestrator’s Metrics API as presented in Section 5.1 and storing the data accord-
ing to Figure 5.2, trace-based container profiles, similar to Wood et al. [37], are
constructed for each container in the cluster. By feeding the profiles into both the
labeling and the prediction algorithms and then aggregating to determine the total
cluster size, traceability of each container is guaranteed. Additionally, the results
prove that it is possible to produce sound predictions for both small, test envi-
ronment with 17 containers, and large clusters, production environment with 322
containers, using the presented method. In other words, it does not seem to exist a
trade-off between traceability of individual containers and predicting future resource
needs of a container-based cluster. This fact may sound trivial. However, the ma-
jority of previous research has been on a VM-level, which results in a complete loss
of traceability in terms of individual containers. Without the traceability ensured
by our system, an organization would only be able to predict if the cluster is going
to increase or decrease in size. They would not be able to find out if the change is
due to a general increase in workload for the entire cluster, or if only a couple of
containers are causing the increased need.

Lesson 2: K-Means clustering provide valuable insights on how individual
containers may be deployed to increase the robustness of a cluster. The
silhouette scores noted in Sections 6.1.1 and 6.2.1 produced from clustering con-
tainers relatively by their memory usage indicates that K-Means is a reliable tool
for the specific task. Hence, it is a suitable method organizations may consult to
produce more robust deployments. Both the test and live cluster produce good sil-
houette scores, which indicate that the model can produce sound groupings in each
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environment. The live result of a mean silhouette score of is in numeric reference
a better number than that of the test cluster. However, the discrepancy here most
likely depends more on the fact that there are 17 containers in the test environment
and 322 in the live environment and a notable difference in collected data points.
So a direct comparison should not be administered since the silhouette score mainly
derives its score from how similar objects are with regards to its cluster compared
to other groups, in short, cohesion and separation. It should, however, be noted
that there is a trade-off between having a resource-efficient cluster and having a
robust cluster. That is, the most robust cluster an organization could have would
be if each container were deployed to separate nodes. Doing so would in almost
every case also lead to a high degree of wasted resources. Which direction an orga-
nization takes is entirely dependent on its deployment strategy. Nevertheless, the
presented method may provide valuable insight into how an organization could sepa-
rate containers with similar resource profiles to increase the robustness of the cluster.

Lesson 3: LSTM-based RNNs are well suited to predict future resource
needs from trace-based container profiles. While examining the presented
prediction results, we discern that the learned container profiles, their subsequent
predictions, and in union with the presented absolute errors, provide evidence that
the method is reliable. Reliable, meaning that the models predict individual con-
tainers future resource requirements with marginal errors, as displayed in Table
6.4. Additionally, the cluster aggregate, displayed in Figure A.11, entails that in-
dividual tracking and prediction of containers may later on accurately express and
predict the requirements of the cluster. This is further supported when comparing
our prediction models MAPE of 0.0667 (test environment) and 0.0133 (production
environment) with the 0.1772 Islam et al. achieved [39]. As learned profiles emit
satisfactory predictions, they may be used as an empirically produced tools to scien-
tifically and adequately determine containers future consumption and their lower/
upper bounds. Furthermore, as illustrated in Figure A.11, the models would allow
Ericsson to determine if the clusters available resources are configured too high in
contrast to its running containers and their resource requirements. In short, they
may declare if overallocation exists, and if so, what is causing it. Finally, as the
two clusters analyzed in this thesis exhibit completely different behaviours, the test
cluster being small and cyclic and the production cluster being large and more lin-
ear, the LSTM-based RNN models prove to be highly adaptable.

Lesson 4: There are cost savings to be made by proactively adjusting the
cluster size according to future resource needs. As illustrated in Section 6.3,
it is evident that the model does not produce an extraordinary result seen to cost
reduction. However, that depends entirely on how accurate the clusters previous
configurations are. In effect, that depends entirely on how good an organization
already is at tracking and adjusting infrastructure accordingly. Aside from poten-
tial economic improvements, the model aggregate is giving reasonable adjustment
proposals, Figure 6.10 displays a perfect example. Remember that the purpose of
this process is to allow organizations to track and maintain their cluster accurately.
The tool gives a good indication on exactly how many nodes should be attached
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(depending on node size), that is, the baseline of the cluster. Potential spikes or
other events excluded from a regular profile may still be countered using reactive
auto-scaling. Nonetheless, the organization grasps precisely where resource con-
sumption resides and may adjust or plan their infrastructure using these empirical
instruments. Depending on how the company conforms to these finding, they may
or may not reduce the amount of wasted resource. Still, that depends on what one
defines as waste. If the heap of unused space is considered to be a safety consid-
eration, then one might not think of it as waste but more as a strategic decision.
Despite perceptual definitions, an organization may use these tools to determine,
with precision, if they are over- or underallocating.

7.2 Threats to Validity
The purpose of this section is to disclose any threats to validity that have been
identified and, if possible, how they have been mitigated.

External Validity. Case studies have an inherent problem when it comes to gen-
eralizability, which is a threat to external validity [40]. Given that this study was
done as a single case study, we cannot be guaranteed that the findings are gener-
alizable across other cases. However, because the case was defined at the cluster
level, potential organizational impact is somewhat controlled for. Furthermore, the
system is implemented to work for both Apcera- and Kubernetes-based clusters,
making it possible to run the same analysis regardless of the cluster’s infrastructure,
hence, improving the system’s generalizability. In the end, however, replications of
this study are needed to ensure generalizability.

Construct Validity. Threats to construct validity concerns whether or not metrics
used represents what they are intended to measure [40]. This issue is not regarded
as a significant threat in this study since no custom metrics were defined or used.
All data about containers’ resource usage are accessed through the official Metrics
API, as presented in section 4.2. Furthermore, MAE and MAPE are commonly used
when evaluation prediction models and should not pose a threat. The official scikit-
learn documentation [48] suggests using the silhouette coefficient to evaluate how
well unsupervised clustering algorithms such as the K-Means algorithm performs.
However, it should be noted that unsupervised learning algorithms are inherently
troublesome to evaluate since there is no objective truth in what makes a good or
bad cluster. Finally, when estimating the total cluster size by aggregating each
container, system components used by the container orchestrator are not accounted
for, that is, the estimation is always going to be off by a certain amount. However,
as Xu et al. [5] stated, the Docker infrastructure does not add much overhead and
should therefore not be a notable threat.

Internal Validity. Threats to internal validity refer to the problems of confound-
ing factors as well as selection and researcher bias [40]. The analysis of resource
usage and cluster size is limited only to consider memory and CPU. There are other
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metrics, such as file I/O and network I/O, available that might be the limiting fac-
tor for some containers. However, based on our own experiences, discussions with
Ericsson and reviewing previous research, it is reasonable to assume that the overall
limiting factor is memory. Excluding other metrics might also be seen as a poten-
tial bias on our end. However, the decision is supported by what previous research
has done. Finally, concerning selection bias, the cluster analyzed in this thesis was
independently selected by Ericsson without any influence from us. This fact should
mitigate the risk of selection bias, given that the primary objective for Ericsson was
to gain business value by collaborating with us.

Conclusion Validity. Threats to conclusion validity refer to whether or not it is
possible to conclude what we claim from our study. It is clear from our findings that
the presented method can determine if a cluster has allocated more resources than
the containers use. However, it is not possible to determine whether or not this
is due to misconfigured containers or poor node configurations. The discrepancy
might be a strategic decision from the organization to add extra capacity in case
of extraordinary events such as a data center going down. To fully answer why
there is a discrepancy, further investigation, such as interviews with developers and
management, is necessary. Finally, when comparing our results with the reults
presented by Islam et al. [39] it is not possible to determine that our method
is superior to theirs, as we use different models and analyse different data. The
comparison does, however, serve as useful reality check as we would not expect any
worse results than theirs.
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The purpose of this section is to conclude this thesis by looking back at the ini-
tial goal and research questions stated in Section 1. To reiterate, the overarching
goal was to explore, evaluate, and implement an automatic profiler for container-
ized applications so organizations may track and estimate their containers’ resource
requirements. To achieve this, we decided to conduct a case study in collaboration
with Ericsson as an industrial partner. Ericsson provided expert knowledge in the
field and the technologies used throughout the study, as well as access to clusters
hosted in both a test and a production environment. In other words, the collabora-
tion provided access to real data in contrast to simulated data as previous studies
have used. Using real data in combination with ensuring tracability of individual
containers are what fundamentally differ this thesis from the related work presented
in Section 3. The principal outcome of the study is an automatic system comprised
of three submodules. First, a data collector that automatically registers containers
and their historical resource usage in a database by querying the metrics API of
the container orchestrator. Next, a system that queries the database and, using
K-Means clustering, assigns labels to each container based on their relative resource
usage. Finally, a predictor, based on a RNN and LSTM cells, that predicts a con-
tainer’s future resource needs. The system was used to answer the following research
questions.

RQ 1: How can containers be profiled to describe their actual usage of
resources accurately? While reviewing previous research, we found that profiles
of containerized applications may be defined in various sophisticated ways. While
both Do et al. [34] and Kundu et al. [36] suggested profiles based on the rela-
tionship between performance and resource utilization, we adopted a trace-based
method similar to [37]. The trace of a container’s actual resource usage is first
gathered by querying the container orchestrator’s Metrics API and then stored in
a database according to Figure 5.2. The set of all historical records for a container
is then what we define as that particular container’s profile. This way of collecting
container profiles ensures empirically defined profiles that accurately represents a
container’s actual usage of resources. Furthermore, as the profiles are used as input
to all further operations, tracability of individual containers are always guaranteed.
That is, with the presented method it is always possible to trace a individual con-
tainer’s contribution when (1) clustering the relative resource usage of containers,
(2) predicting future resource requirements, and/or (3) evaluating the total size of
the cluster.
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RQ 2: Does a profile-based cluster lead to less resource consumption
while retaining or improving its availability? The developed system gives or-
ganizations the possibility to examine actual resource behavior and ascertain which
container is adding to the difference. However, if a profile-based cluster leads to less
resource consumption depends entirely on what type of deployment strategy that is
employed. From the findings presented in Section 6.3, it is easy to imagine three
different deployment strategies. First, a cautious approach may be to have a static
node count, well over the actual requirements in case of an extraordinary event such
as a data center going down. Second, a balanced approach might use the predictions
as a base but add one or two extra nodes in case of an unforeseen spike in workload.
Third, an aggresive approach which dynamically adjusts the node count according
to the predictions. Nonetheless, the presented system structure allows organizations
to determine the cluster’s total and individual consumption adequately.

To conclude, this thesis presents a system for automatic container profiling and re-
source prediction using container orchestration. The profiles are constructed from
containers actual resource usage, gathered by querying the container orchestrator’s
Metrics API and thus accurately describes the actual resource usage of individual
containers. Furthermore, the system guarantees traceability by using individual
container profiles as input in all operations. Additionally, the system can accurately
predict a clusters future resource requirements. However, a profile-based cluster does
not guarantee less resource consumption. Whether or not fewer resources are con-
sumed depends entirely on an organizations deployment strategy. That being said,
the system allows an organization to evaluate its cluster configuration empirically.

8.1 Future Works

The purpose of this section is to provide suggestions on future work and potential
enhancements of the system presented in this thesis.

8.1.1 Container Complexity

A common practice among software engineers is the process of determining the com-
plexity of an algorithm (big O), which is an indication of how a specific function is
performing with regards to computational requirements (memory and CPU) needed
to complete its internal instructions. On a more general level, one may see the en-
tire container as a function; what is interesting is to determine the complexity of
the container as requests increase or decrease. Commonly, one of its resources will
eventually become a bottleneck. Such a definition would allow operational teams
to determine when additional replicas of a container should be deployed, to load
balance the abundance of requests since the current container eventually becomes
limited, seen to physical limitations.
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8.1.2 Fault Detection
An automated system would be able to compare previous models with current re-
source consumption of a container, as long as each version is tagged with a revision
id. One could then assume that something is faulty in a container if its current re-
source behavior starts to deviate too much from previously created model revisions.
When the system receives that type of stimuli, it could either alert the operational
team or rollback to a properly running revision.

8.1.3 Automatic Infrastructure Redeployments
By utilizing the produced container models as displayed in results, one can estimate
the total resource tally of the cluster. The cluster’s cumulative resources are depen-
dent on the number of connected machines. Therefore, the predicted estimate can
be used to determine what type of machines and how many those should be, to fit
future requirements.

If a tool for generating a near-perfect infrastructure schema can be generated,
other tools such as terraform or kops may be used to employ that infrastructure.
As a result, the organization’s cluster would adjust both its node configuration and
node count. In essence, the cluster would be entirely dynamic by frequently adapting
to its running containers and their respective resource utilization.
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Figure A.1: Container 2 memory usage prediction.
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Figure A.2: Container 11 memory usage prediction.

Figure A.3: Container 16 memory usage prediction.
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Figure A.4: Container 25 memory usage prediction.

Figure A.5: Container 27 memory usage prediction.
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Figure A.6: Container 37 memory usage prediction.

Figure A.7: Container 57 memory usage prediction.
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Figure A.8: Container 73 memory usage prediction.

Figure A.9: Container 95 memory usage prediction.
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Figure A.10: Container 207 memory usage prediction.

Figure A.11: Aggregated memory prediction, sliding window: 2.
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Figure A.12: Aggregated memory prediction, sliding window: 8.

Figure A.13: Aggregated memory prediction, sliding window: 16.
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Figure A.14: Aggregated memory usage prediction
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Figure B.1: Prediction container 6.
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Figure B.2: Prediction container 7.

Figure B.3: Prediction container 8.
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Figure B.4: Prediction container 9.

Figure B.5: Prediction container 10.
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Figure B.6: Prediction Test Cluster.
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Listing B.1: API interface definitions
IEntry = {

id : int ,
timestamp : int ,
memory : int ,
cpu : int ,
cpu_label : int ,
memory_label : int

}

IRe l ea s e {
ve r s i on : s t r i ng ,
e n t r i e s : IEntry [ ]

}

I S e r v i c e {
s e r v i c e I d : s t r i ng ,
r e l e a s e s : IRe l ea s e [ ]

}

ICo l l e c to rResponse {
s e r v i c e s : I S e r v i c e [ ]

}
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