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Abstract
The crew scheduling problem is a critical challenge for airlines as crew costs represent
the second largest operating cost. It consists of determining the optimal assignment
of crew members to each flight leg in an airline’s schedule. The problem is broken
into two separate problems that are solved sequentially. This research focuses on
the initial problem, referred to as the crew pairing problem, where sequences of
flight legs, known as pairings, are created. Traditionally, the crew pairing problem
is solved by Integer Column Generation frameworks such as the branch-and-price
algorithm.

This work proposes the integration of Gated Recurrent Units (GRU) into the state-
of-the-art industry algorithms used to solve the crew pairing problem. This method,
named the GRU-Enhanced Pairing Initializer (GEPI), generates an initial potential
partial solution using supervised learning before starting the traditional column
generation process. For large-scale optimization problems, a fundamental trade-off
between optimality and computational time exists. Sometimes, problems are not
solved to complete optimality; instead, satisfactory or near-optimal solutions are
found. Therefore, by improving the starting point of the algorithm, it should be
possible to find better solutions.

The results shows that GEPI can generate high-quality pairings that are used in the
final solution for 59 out of the 192 test cases. These GEPI-generated pairings reduced
the flight schedule cost in 34 test cases, while two cases saw a cost increase. The
introduction of GEPI in the optimization process led to an increase of execution time
for 37 test cases. These outcomes suggest that there is some potential of improving
the starting point of the column generation process using a neural network. However,
the decrease in scheduling cost appears to be associated with longer execution times.
To gain a more comprehensive understanding of GEPI’s potential and limitations,
further tests and analysis are needed.

Keywords: Column Generation, Crew Pairing Problem, Gated Recurrent Units,
Machine Learning
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1
Introduction

This thesis was developed in collaboration with Boeing’s pairing optimization team
in Gothenburg, Sweden. This chapter introduces airline scheduling and establishes
a definition of the problem at hand.

1.1 Background
Airline schedule optimization is a complex task that is an important indicator of
an airline’s competitive position [2]. One of the optimization problems in airline
scheduling is the crew scheduling problem, which consists of determining the cost-
minimizing assignments of pilots and cabin crew, to each flight leg in the airline’s
schedule. This is a commonly addressed problem, as crew costs represent the sec-
ond largest operating costs of an airline, with only fuel costs being larger. The crew
scheduling problem is often, due to tractability issues, broken down into two stages.
First, the crew pairing problem is solved, resulting in sequences of flight legs called
pairings. Subsequently, the crew rostering problem is solved, where specific crew
members are assigned to the generated pairings.

The crew pairing problem is one of the most challenging problems in airline plan-
ning, owing to the many potential pairings, easily in the billions, and the multitude
of rules and regulations that need to be followed. The objective of the crew pairing
problem is to generate the cost-minimizing set of pairings, ensuring that all flights
in the airline’s schedule are covered, while following union, government, and airline
rules. These rules often include rest periods, minimum layover time, and ensuring
that the crew base of the first and last legs in a pairing is the same [8]. One com-
mon way of solving the crew pairing problem is by modelling it as a set partitioning
problem, which in turn can be formulated as an Integer Linear Program (ILP). Due
to its very large-scale nature, the ILP is often solved by approximation algorithms
using column generation (CG), to find near-optimal solutions.

1.2 Problem Definition
Boeing’s crew pairing optimizer uses a shortest path algorithm to decide which
columns to include during column generation, in what’s called the pricing problem.
Even though the shortest path is a simple algorithm, a significant amount of CPU
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1. Introduction

time is consumed due to the large size of the network. Another limitation of the
current approach is that the pairings generated during the early rounds of column
generation often are very simplistic and primarily focus on creating an initial feasible
solution. Given that the initial pairings focus on feasibility rather than optimality,
they may not contribute to the final optimal solution.

This thesis aims to propose and investigate a machine learning approach to gen-
erate faster and/or lower-cost solutions for the crew pairing problem. Specifically,
this research will explore the integration of a neural network in the early stage of the
optimization process to determine the initial selection of columns prior to starting
the traditional column generation procedure. By using a machine learning-based ap-
proach for pairing generation, the optimization process could possibly be enhanced
by immediately producing higher-quality pairings that contribute, or guide the op-
timizer, to the final solution.

1.2.1 Research Question
To enhance column generation for the crew pairing problem, this thesis aims to
answer the following research question and its sub-questions:

• Can neural networks generate an initial set of pairings that improve the effi-
ciency and quality of solutions in the traditional column generation procedure
for the crew pairing problem?

– How can flight data be represented to leverage a neural network?
– Can a neural network generalize between data from different airlines?
– What are the impacts on the column generation process of using a ma-

chine learning-based approach for the initial set of pairings?
.

.
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2
Theory

This chapter covers the theoretical foundations and methodologies relevant to this
thesis. It begins with key terminology and definitions, followed by an overview of
airline schedule optimization and the crew pairing problem. The chapter then covers
how to model the crew pairing problem as an ILP, including solution approaches and
the dual problem in linear programming. It also dives into the column generation
process and the integration of machine learning into these methods. Finally, the
chapter covers machine learning techniques used for generating pairings.

2.1 Key Terminology and Definitions in Airline
Scheduling

This section provides definitions for key terms used throughout this thesis, specifi-
cally in the context of airline scheduling.

Flight Leg

A flight leg refers to a single segment of a trip between two specific airports with-
out any intermediate stops. For example, a direct flight between Gothenburg and
Stockholm constitutes a flight leg.

Home Base

The home base is the designated airport a crew member starts and ends their duty
period and is the core location for their work assignments.

Deadhead

Deadheading refers to the transportation of a crew member to their next assigned
duty location as a non-revenue passenger on an aircraft, which typically is unwanted.

Layover

An overnight rest for the crew between two flight legs.

Pairing and Trip

A pairing or a trip refers to a sequence of connectable flight legs, which starts and
ends at the same home base. If the pairing does not end at the same home base, it
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2. Theory

is referred to as an incomplete pairing. A pairing typically spans from one to five
days and can include layovers and deadheading.

2.2 Airline Schedule Optimization
Airline scheduling involves optimizing the future schedules for aircraft and crews.
The goal is to generate profit-maximizing schedules that are aligned with a large
set of operational, strategic, and marketing goals. This consists of different complex
problems that often are solved sequentially.

First, the schedule design problem is solved, detailing the specific flight legs to
be operated and a frequency plan designating the days on which each flight leg
is scheduled [2]. Subsequently, the fleet assignment problem determines the most
profitable assignment of aircraft types, for example Boeing 737, to flight legs within
the airline’s network. This often involves trying to match passenger demand with
the number of seats in the specific aircraft types. The next step in the process is
to solve the maintenance routing problem. The maintenance routing problem con-
sists of assigning each flight leg a specific aircraft of the type decided in the fleet
assignment problem. One must also ensure that each individual aircraft is assigned
to a sequence of flight legs that allows the aircraft to undergo periodic maintenance
checks. Finally, the crew scheduling problem is solved, where the objective is to de-
termine the cost-minimizing assignment of pilots and cabin crew to each flight leg in
the schedule. A crew schedule includes the sequence of flights and other activities,
such as training and vacation leave, that a crew member will perform over a specified
period. The optimization of crew schedules is often broken into two stages, due to
the complexity of the problem. This thesis focuses on the crew pairing problem, see
Section 2.3, where a set of pairings is generated. Specific crew members are assigned
to the generated pairings during the last stage of the scheduling process, called the
crew rostering problem. An overview of the airline scheduling process can be seen
in figure 2.1.

Figure 2.1: An overview of the airline scheduling process.

2.3 Crew Pairing Problem
The input to the crew pairing problem is an airline’s timetable, also referred to as
the schedule, which consists of a set of flight legs that need to be covered. The set
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2. Theory

may also include deadhead flights, which are not required to be covered but can
be used to transport crew members between airports. The objective of the crew
pairing problem is to generate the minimum-cost set of legal pairings that covers all
the required flights in an airline’s schedule. A legal pairing can be defined as:

• Starts and ends at the same home base.
• Sequentially ordered both in time and space; that is, the destination airport

of an arriving flight must be the same as the departure airport of the following
flight in the pairing.

• Follows rules and regulations such as total duration and rest times.
The cost of the generated pairings is defined by several factors, which can include
crew utilization efficiency, layover costs, and extended flight hours, which may result
in overtime pay. However, when creating pairings, one must also take the robustness
of the schedule into account. For example, if one were to minimize all the connect-
ing times to maximize efficiency, it could result in not having large enough buffers
for unforeseen events, which in turn could lead to delays propagating through the
airline’s schedule.

A simplified example of the input to the crew pairing problem can be seen in Ta-
ble 2.1.

Index Departure Airport Time Arrival Airport Time Deadhead

0 Gothenburg (GOT) 08:00 Stockholm (ARN) 9:15 No
1 Gothenburg (GOT) 09:00 Copenhagen (CPH) 10:00 No
2 Stockholm (ARN) 10:00 Copenhagen (CPH) 11:15 No
3 Copenhagen (CPH) 11:00 Gothenburg (GOT) 12:00 No
4 Hamburg (HAM) 14:15 Gothenburg (GOT) 15:30 No
5 Copenhagen (CPH) 12:15 Hamburg (HAM) 13:30 Yes

Table 2.1: Example Input for the Crew Pairing Problem. Flights marked with the
deadhead column as "No", must be covered.

A straightforward solution to the input in Table 2.1, using Gothenburg as home
base, would be to generate two pairings: [0, 2, 5, 4] and [1, 3], where the numbers
correspond to the indices in the table. These two pairings are visualized in Figure 2.2.

Figure 2.2: Example of pairings generated for the timetable in Table 2.1. The
green color represents flight legs operated by crew, while the red color indicates a
deadhead flight.
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2. Theory

2.4 Modelling the Crew Pairing Problem as an
Integer Linear Program

The crew pairing problem can be expressed as a set partitioning problem by defining:
• F: set of flight legs
• P: set of legal pairings
• cp: cost associated with pairing p
• aij: equal to 1 if flight i is part of pairing j; equal to 0 otherwise
• xj: decision variable, equal to 1 if pairing j is chosen; equal to 0 otherwise

.
The problem can then be modelled by the following ILP, where the goal is to choose
the minimum-cost set of pairings (2.1) such that every flight is covered exactly
once (2.2). To ensure the integrality of the problem, constraints (2.3) are used:

min
∑
j∈P

cjxj (2.1)

s.t.
∑
j∈P

aijxj = 1, ∀i ∈ F (2.2)

xj ∈ {0, 1}, ∀j ∈ P (2.3)

.
The defined ILP is a basic optimization model for the crew pairing problem. Often,
airlines add additional crew balancing constraints to limit the total number of flying
hours in the selected pairings [2]. It is also possible to model the problem as a set
covering problem by changing the constraints in (2.2) to ≥ 1, which may result in
overcovering, which could be solved by deadheading the extra crew.

2.4.1 Solution Approaches
Given the binary constraints on the decision variables, an integer solution approach
such as branch-and-bound is needed [9]. However, the set of feasible pairings can
be very large. With billions of possible pairings, solving the crew pairing problem
using such approaches becomes practically infeasible.

Instead, approaches using column generation, see Section 2.6, are applied. However,
the column generation algorithm is mainly used for Linear Programs (LPs). To
enable the use of column generation for the crew pairing problem it is possible to:

1. Temporarily turn the ILP to a LP by further relaxing the constraints in (2.3)
to xj ∈ R.

2. Solve the LP-relaxed problem using column generation.
3. Incorporate the branch-and-bound algorithm to handle the integrality con-

straints in the original ILP.
An algorithm that combines the ideas of LP-relaxations, column generation, and
branch-and-bound to find an optimal integer solution is the branch-and-price algo-
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2. Theory

rithm, which is commonly used in the crew pairing problem [12].

2.4.2 Boeing’s Crew Pairing Optimizer
Today, Boeing’s crew pairing optimizer uses branch-and-price in combination with
connection fixing, which is described in [20]. This thesis is primarily focused on
enhancing the column generation aspect of the crew pairing problem. As a result,
the details of branch-and-price and connection fixing will not be addressed.

When solving large scale optimization problems, there is often a trade-off between
achieving optimality and minimizing computational time. As the number of pos-
sible pairings increases to the billions, solving the problem to proven optimality
can become computationally prohibitive. To address this, Boeing’s optimizer can
be adjusted to balance the trade-off between solution quality and computational
efficiency. This can be achieved by introducing different approximations in the algo-
rithm that enable the discovery of near-optimal solutions while significantly reducing
computational time.

2.5 Dual Problem in Linear Programming
To solve LP-problems in general, and especially when using column generation, in-
formation from the dual problem is utilized. For any minimization problem, a lower
bound on the objective value is desired, which can be obtained from the dual prob-
lem through the Weak Duality Theorem [4]. This theorem states that the objective
value to any feasible solution of the dual problem is a bound on the objective value
of any feasible solution to the original LP-problem, also called the primal. The dual
problem can also be used to verify the optimality of a solution by using the Strong
Duality Theorem. It states that when both the primal and dual have feasible solu-
tions, the optimal values of their objective functions are equal.

The dual problem can be constructed by transforming the primal minimization
problem into a corresponding maximization problem, where the constraints and
objective function are reformulated. For example, given the primal problem

min 5x1+3x2 (2.4)
s.t. x1 + x2 ≥ 1 (2.5)

2x1 + x2 ≥ 2 (2.6)
x1, x2 ≥ 0, (2.7)

it is possible to obtain a lower bound by combining the inequalities in the constraints
(2.5)-(2.6). By multiplying (2.6) with 2 and adding it to (2.5), a lower bound on
the objective value is obtained:

5x1 + 3x2 ≥ 5. (2.8)

7



2. Theory

However, there may be another way to combine the constraints to get a better lower
bound on the objective value.

To maximize the lower bound, the dual variables y1 and y2, corresponding to con-
straints (2.5) and (2.6), are introduced. Subsequently, the dual problem can be
formulated by multiplying each dual variable with its corresponding constraint:

y1(x1 + x2) ≥ y1 (2.9)
y2(2x1 + x2) ≥ 2y2. (2.10)

By summing these constraints, a single inequality is obtained:

y1(x1 + x2) + y2(2x1 + x2) ≥ y1 + 2y2, (2.11)

which can be rewritten as:

x1(y1 + 2y2) + x2(y1 + y2) ≥ y1 + 2y2. (2.12)

The right-hand side of (2.12) creates a valid lower bound on the primal objective
function (2.4), provided that the coefficients multiplied with x1 and x2 on the left-
hand side of (2.12) are less than or equal to those in the primal objective function
(2.4). For instance, if we set the dual variables to y1 = 1 and y2 = 2, we arrive once
again at the inequality shown in (2.8). A worse lower bound is given by y1 = 1 and
y2 = 1, which results in:

5x1 + 3x2 ≥ 3x1 + 2x2 ≥ 3, (2.13)

since x1, x2 ≥ 0. If y1 = 2 and y2 = 2 were chosen instead, one would obtain
6x1 + 4x2 ≥ 6, which would not be a valid lower bound as it is greater than the
objective value. To maximize the lower bound, we formalize the idea into an LP
and construct the dual problem:

max y1+2y2 (2.14)
s.t. y1 + 2y2 ≤ 5 (2.15)

y1 + y2 ≤ 3 (2.16)
y1, y2 ≥ 0. (2.17)

By solving the dual problem, which may be easier than solving the primal, we can
obtain a bound on the objective value via the Weak Duality Theorem or verify op-
timality using the Strong Duality Theorem. To find an upper bound for a primal
maximization problem, the same reasoning can be used to transform the primal into
a corresponding dual minimization problem [4, 9].

2.5.1 Dual Problem for the Crew Pairing Problem
In general, the dual problem corresponding to the LP-relaxed set covering formula-
tion of the crew pairing problem, presented in Section 2.4, is given by:

8



2. Theory

Primal Problem

maximize c⊤x

subject to Ax ≥ b

x ≥ 0

Dual Problem

minimize b⊤y

subject to A⊤y ≤ c

y ≥ 0,

where b = 1.

2.6 Column Generation
Column generation is one of the most notable advances on the algorithmic front for
solving large-scale models [11]. It is used in various optimization problems, partic-
ularly for large-scale linear programs, where the number of variables (columns) is
extremely large.

Given the vast number of possible pairings in the crew pairing problem, each repre-
sented by a decision variable, the column generation approach is widely used. The
optimal solution typically involves only a small subset of the possible pairings, mak-
ing most of the pairings unnecessary to include in the optimization process.

In column generation, the original problem, called the Master Problem (MP), is
solved by updating an implicit model iteratively, which reduces the computational
complexity. The idea is to work with a smaller but sufficiently meaningful subset of
variables, which forms the Restricted Master Problem (RMP) [10]. This process is
illustrated in Figure 2.3.

Figure 2.3: Illustration of how columns are generated and added to the RMP
during CG, to reduce the computational complexity.

2.6.1 Restricted Master Problem
The Restricted Master Problem for the LP-relaxed set covering formulation of the
crew pairing problem, presented in Section 2.4, is given by:

9



2. Theory

min
∑
j∈P ′

cjxj (2.18)

s.t.
∑
j∈P ′

aijxj ≥ 1, ∀i ∈ F (2.19)

xj ≥ 0, ∀j ∈ P ′, (2.20)

where P ′ is a subset of the possible pairings P .

The initial columns in the RMP are often chosen to create a feasible starting point for
the iterative process. One common approach is to use a feasible solution heuristic,
where a set of columns that forms a feasible solution to the MP is selected. The
initial solution is often of low quality, and the initial columns are not typically used
in the final solution.

2.6.2 Pricing Problem
To iteratively improve the solution, columns from the original set, P , must contin-
ually be added to the RMP. To decide which columns to bring into the RMP, the
pricing problem is solved.

The pricing problem can be defined by first constructing the dual problem of the
RMP:

max
∑
i∈F

yi (2.21)

s.t.
∑
i∈F

aijyi ≤ cj, ∀j ∈ P ′ (2.22)

yi ≥ 0, ∀i ∈ F, (2.23)

where yi represents the corresponding dual variables for the constraints (2.19).

When deciding which pairings from the original set P to add to the RMP, we focus
on the pairings that violate the constraints in (2.22). If a pairing has not been
included in the RMP, their corresponding dual constraints are not a part of the dual
problem. If a new pairing already respects the dual constraints (2.22), it implies that
this pairing does not provide any new information or violation that would affect the
dual value [17]. So, to be able to define a different combination of yi, that increases
the lower bound obtained from the dual problem, we should include pairings for
which:

∑
i∈F

aijyi − cj > 0. (2.24)

The inequality (2.24), can be rewritten into what is known as the reduced cost:

ĉj = cj −
∑
i∈F

aijyi < 0. (2.25)
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The pricing problem can finally be defined as finding a new pairing j ∈ P , which is
not already included in the RMP, such that ĉj < 0. Usually, the pairing with the
largest negative reduced cost is added to the RMP, because it is the most promising
in terms of improving the objective function.

2.6.2.1 Solving the Pricing Problem using a Shortest Path Algorithm

Given that the number of pairings in P can be huge, iterating through each pairing
to find ĉp is often infeasible. Instead, for each home base, the pairing with the most
negative reduced cost can be found by solving a shortest path problem that exploit
dominance characteristics in an pairing graph.

By subtracting the sum of dual variables corresponding to the constraints in (2.19)
from the arcs’ original weights, a multi-label shortest path algorithm can find the
pairing with the most negative reduced cost. This is done by solving the multi-label
shortest path problem where the sink and source node are the corresponding home
base. This results in that many shortest path problems need to be solved, and each
pairing found with a negative reduced cost will be added to the RMP. To reduce the
number of subproblems that need to be solved, Boeing currently uses a k-shortest
path algorithm to add the k pairings with most negative reduced cost during each
iteration.

2.6.3 Column Generation Algorithm

During each iteration, promising pairings enter the RMP based on the reduced costs,
calculated during the pricing problem. An iteration of column generation consists
of:

(i) optimize the RMP to determine the current optimal value of the objective
function, and the dual variables y.

(ii) find, if there still is one, a variable with negative reduced cost during the
pricing problem.

A summary of the algorithm can be seen in Figure 2.4.

Figure 2.4: Summary of the Column Generation Algorithm.
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2.7 Integrating Machine Learning into the Col-
umn Generation Algorithm

The integration of machine learning methods into column generation has shown
some promise to increase the efficiency of solving large-scale optimization problems.

2.7.1 Previous Research

Most of the research focuses on the approach of using Reinforcement Learning (RL)
to guide the selection of new columns during the pricing problem. A study by Mora-
bit, Desaulniers, and Lodi presented a new approach, called column selection, to
enhance the CG efficiency by formulating each iteration as a classification task [18].
Column selection applies a learned model to classify which of the generated columns
during an iteration should be included, with the goal of reducing the computational
complexity while re-optimizing the RMP. This resulted in up to 30% lower com-
puting time for the vehicle and crew scheduling problem and the vehicle routing
problem with time windows.

Another study by Cheng Chi et al. introduced RLCG, the first Reinforcement Learn-
ing approach for column generation [5]. This approach treats column generation as
a sequential decision-making problem, by recognizing that the column selected in
one iteration affects future selections. It is then possible to employ Graph Neural
Networks to encode the state of the CG algorithm and the structure of the LP
instance, to use Deep RL to select columns from the candidate columns from the
pricing problem. By using the RLCG approach, the number of CG iterations for
the Cutting Stock Problem and Vehicle Routing Problem with Time Windows, was
reduced by 22.4% and 40.9%, respectively.

In addition to the work by Cheng Chi et al., several other studies have explored the
use of RL in CG [19, 28, 16]. These studies further illustrate the growing interest
of integrating machine learning methods in general, and RL methods in particular,
into the column generation algorithm.

Limited research of replacing the pricing problem with a machine learning model
has been done. Shen et al. proposed a Machine-Learning-based Pricing Heuristic
(MLPH) designed to efficiently generate high-quality columns [22]. In each iteration
of CG, MLPH utilizes a Support Vector Machine with linear kernel to predict the
optimal solution of the pricing problem. Finally, a sampling method is used to gen-
erate multiple columns to include in the RMP. This approach showed to reduce the
solving time for the Graph Coloring Problem, compared to other state-of-the-art
methods.

12



2. Theory

2.7.2 Constructing the Initial RMP using Machine Learning
In contrast, the approach in this thesis is to use a neural network to generate pair-
ings while constructing the initial RMP. As mentioned in Section 1.2, the pairings
generated during the early rounds of column generation often does not contribute to
the final solution. By integrating a neural network, the optimization process could
be enhanced by immediately producing high-quality pairings, without the need for
optimizer feedback through the dual variables.

After constructing the initial RMP using machine learning, it is possible to observe
how the column generation process is affected. The study will both focus on how
starting the algorithm with higher-quality pairings influences the number of gen-
erated pairings throughout the CG process and the quality of the final solution.
The work can be regarded as a preliminary building block of integrating a machine
learning model into the pricing problem for the crew pairing problem. If a model
can predict high-quality pairings for the initial RMP, it should be possible to expand
the model to also generate pairings during the CG iterations.

2.8 Machine Learning Techniques for Generating
Pairings

To generate the pairings in the initial RMP, inspiration was taken from Natural
Language Processing (NLP), and especially sequence generating tasks. This is done
by conceptualizing each sentence as a pairing and each word within that sentence as
a flight leg. The task of predicting high-quality pairings can thus be viewed similarly
to sequence modeling in NLP, where the goal is to generate meaningful sentences
from a given set of words.

2.8.1 Cosine Similarity
In NLP, it is often desired to calculate the similarity between sentences or words, and
for that, distance measures are needed [15]. The cosine similarity is commonly used
in high-dimensional spaces, such as feature matching or document classification, to
indicate how similar two vectors are. If x and y are two feature vectors, then:

cosine_similarity(x, y) = x · y
∥x∥∥y∥

,

where · indicates the vector product, and ∥x∥ is the length of vector x [25]. As a
result, the cosine similarity belongs in the interval [−1, 1], where a 1 represents two
proportional vectors, a 0 represents two orthogonal vectors, and a −1 represents two
anti-parallel vectors.

In this thesis, the cosine similarity will be used to calculate the similarity between
the feature representations of two different flight legs.
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2.8.2 Special Tokens
In sequence generating tasks, tokens are often crucial for neural network models [1].

End-Of-Sequence (EOS) tokens are commonly used to signal to the model that a
sequence, or as in this case, a pairing, should end [1]. By using EOS tokens, the
model gets a clear indicator of when to stop producing flight legs for a pairing. The
token is usually chosen as a reserved symbol that is distinct from the vocabulary. In
this case, the EOS token will be chosen as a value that is distinct from the features
created for each flight leg.

Additionally, to ensure that input sequences have the same length, padding tokens
are commonly used [1]. Padding tokens enable the use of a masking layer in the
model to signal to the sequence processing layers that certain time steps in the input
are missing, and thus should be skipped during any calculations or processing of the
data [24]. To ensure that not any relevant data is skipped, the padding token was
chosen to lie outside the feature space of the flight data.

2.8.3 Recurrent Neural Networks
Recurrent Neural Networks (RNNs) are designed to process sequence-based data like
text or flight legs in a pairing [21, 15]. RNNs have recurrent connections, allowing
them to maintain a hidden state that can capture information from previous steps
in the sequence. Given a sequence, x = (x1, x2, .., xT ), the hidden state, ht, is
traditionally updated as:

ht = g(W xt + Uht−1),
where g is an activation function, and W and U are weight matrices [7].

One of the main limitations in RNNs is the vanishing or exploding gradient prob-
lem. It has been observed that during the backpropagation process, gradients tend
to either vanish or explode, which makes gradient based optimization methods strug-
gle [3].

To reduce the negative impacts of this issue, several variants of RNNs have been
developed, where Long Short-Term Memory (LSTM) networks and Gated Recurrent
Units (GRU) are the most prominent. Long Short-Term Memory networks were
introduced by Hochreiter, Sepp & Schmidhuber, Jürgen in 1997 [14]. They are
specifically designed to handle long-term dependencies by introducing the input,
forget, and output gates which control the flow of information. They also introduce
the cell state, which maintains a long-term memory that carries information across
many steps. Gated Recurrent Units were introduced by Cho et al. in 2014 and offer
a simplified alternative to LSTMs [6].

2.8.3.1 Gated Recurrent Units

Similar to LSTM networks, GRU networks have gating units that modulate the
flow of information. They consist of reset and update gates, a hidden state, and a
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candidate hidden state, see Figure 2.5 for an illustration [7].

Figure 2.5: Illustration of the GRU, where r and z are the reset and update gates,
and h and h̃ are the hidden and candidate hidden state.

The hidden state at time t, ht, is a linear interpolation between the previous hidden
state and the current candidate hidden state, h̃t:

ht = (1 − zt) ⊙ ht−1 + zt ⊙ h̃t,

where ⊙ represents the Hadamard product. The update gate, zt, decides how much
the unit updates its hidden state, and is calculated as:

zt = σ(W zxt + U zht−1),

where σ is a logistic sigmoid function.

The candidate hidden state, h̃t, is calculated similarly to the hidden state in an
RNN:

h̃t = tanh(W xt + U(rt ⊙ ht−1)).

The reset gates, rt, dictates how the candidate hidden state is affected by the pre-
vious hidden states. If rt is set close to 0, it allows the unit to effectively forget the
previously computed state, and makes it act as if it is reading the first symbol of an
input sequence. The reset gates are calculated as:

rt = σ(W rxt + U rht−1).

2.8.4 K-Means Clustering
K-Means clustering will be used to transform flight data into fixed-size, which is nec-
essary for the data to be used as input to the model. It is one of the oldest and most
used clustering algorithms that tries to find K non-overlapping clusters [26, 13].
Each cluster is represented by its centroid, which is typically the mean of the points
in the cluster. The algorithm works by first selecting K initial centroids, which
may be chosen at random or using some initialization method. Every data point
is then assigned to the closest centroid, where each collection of points assigned to
the same centroid forms a cluster. Finally, the centroids are recalculated and the

15



2. Theory

process repeats until no point changes cluster.

Given a data set:
X = [x1, .., xn],

the K-means clustering algorithm can be expressed as:

min
{mk},1≤k≤K

K∑
k=1

∑
x∈Ck

πx dist(x, mk), (2.26)

where K is the user-defined number of clusters, πx is the weight of x (typically
1), mk is the centroid of cluster Ck, and the function "dist" computes the distance
between a data point and a centroid. The function in (2.26) can be denoted as
the loss function of K-means clustering. The centroids of the clusters, mk, can be
calculated as:

mk = 1
nk

∑
x∈Ck

πxx,

where nk is the number of data points assigned to cluster Ck. The choice of the
distance function is optional but is usually chosen as the Euclidean distance.

K-means clustering is summarized in Algorithm 1.

Algorithm 1 K-means clustering
Initialize centroids m1, m2, . . . , mK

repeat
for i = 1, 2, . . . , n do

Assign xi to cluster Ck, with k = arg minj πxi
dist(xi, mj)

end for
for k = 1, 2, . . . , K do

Update mk = 1
nk

∑
x∈Ck

πxx
end for

until Convergence of the loss in Equation (2.26) or maximum iterations reached

2.8.5 Principal Component Analysis
Principal Component Analysis (PCA) reduces the dimensionality of some high-
dimensional data points by linearly projecting them onto a lower-dimensional space
such that the reconstruction error made by the projection is minimal [27]. In this
project, PCA will be utilized during the feature engineering phase of the flight data.
In particular, it will be used to summarize matrices related to airport connections
and flight times.

The dimensionality reduction can be achieved by using the mean-centered data set:

X = [x̂1, .., x̂K ],
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where K is the number of data points, x̂ = x−µ, and µ = 1
K

∑K
k=1 xk. The covariance

matrix of X can be calculated as:

CXX = 1
K

XX⊤.

Subsequently, it is possible to find the directions of maximum variance by computing
the eigenvalue decomposition of CXX :

1
K

XX⊤ = CXX = V DV ⊤,

where D = diag(λi), and each column in V is an eigenvector of CXX . These eigenvec-
tors are also known as the principal components. Large eigenvalues, λi, correspond
to high variance. By choosing the submatrix with the eigenvectors Vm corresponding
to the m largest eigenvalues, it is possible to project the data into the new, lower
dimensional, subspace:

Y = V ⊤
m X.

PCA is closely related to the Singular Value Decomposition (SVD), and is in fact
nothing else than computing the SVD for the mean-centered data matrix [23, 13].
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3
Methods

In this chapter, the methods used to address the defined problem are covered. First,
the generation of the data set is explained. Then, the machine learning model used
for generating the initial RMP is covered in depth.

3.1 Generating the Dataset

Boeing provided access to their crew pairing optimizer along with a set of artifi-
cial airline schedules or timetables. The schedules used in this research consist of a
maximum of 333 flight legs, which are smaller than ones typically used in the crew
pairing problem. The average number of flight legs in each schedule is 66 flight legs.
The smaller schedules were chosen to simplify the model due to limited computa-
tional power. In total, 192 different schedules were used to train and test the model.

For each schedule, data corresponding to all flight legs in the timetable was ex-
tracted. Some rows from the resulting data frame for one of the schedules can be
seen in Figure 3.1.

Figure 3.1: Example of extracted flight data from an airline’s schedule.

By running the optimizer with the artificial timetables as input, it was possible to
extract the generated pairings by the shortest path algorithm during the column
generation process. After a final solution was found by the optimizer, the pairings
that got accepted into the Master Problem was extracted. An extracted pairing
consists of a list of indices, ordered sequentially, of the corresponding flight legs
included in the pairing. For example, using the flight legs in Figure 3.1, the pairing
[HAM → FRA, FRA → HAJ, HAJ → HAM] would be extracted as the list [0, 1,
2].
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3.2 GRU-Enhanced Pairing Initializer
The machine learning model used to generate the initial RMP during this research
is named the GRU-Enhanced Pairing Initializer (GEPI). GEPI’s concept is to treat
the extracted flight legs as a "vocabulary" for the corresponding schedule. Each
schedule consists of a varying number of flight legs between different airports, re-
sulting in a distinct vocabulary for each schedule. Therefore, the vocabulary was
included as part of the model’s input. Given that the sequential model used in this
thesis requires a fixed-size input, the vocabulary is approximated through clustering.
Clustering was chosen instead of padding the flight data to reduce GEPI’s input size.
Since many of the flight legs in the data are similar, clustering should not result in
a significant loss of information.

The approximated vocabularies and the extracted pairings were used to train the
model to replicate Boeing’s crew pairing optimizer’s shortest path algorithm. By
using the generated pairings from GEPI as the initial columns in the RMP, the LP
should be closer to the optimal basis and therefore lead to decreased computational
time or lower cost solutions.

3.2.1 Feature Engineering
To effectively use the extracted flight data as input for a neural network, it is essen-
tial to represent the data numerically. This data preprocessing, known as feature
engineering, is a critical step in representing the data for machine learning algo-
rithms. For the simpler columns, such as deadhead code, occurrence count, and
departure/arrival day, simple label encoding and scaling were done. These features
are similar across the data in the different schedules, making them straightforward
to encode. Label encoding was used to convert categorical values into numerical
labels, while scaling ensured that numerical values were in a standard range.

3.2.1.1 Encoding Airports

Encoding the airports is more challenging, as both the airport names and the num-
ber of airports vary between different timetables. To handle this variability, a more
complex approach is needed to ensure generalization across different timetables. To
ensure that airports with similar characteristics in different schedules encode to sim-
ilar values, the flight time matrix and the connectivity matrix were used.

By incorporating information about flight durations into the encoding process, air-
ports connected by flights of similar duration should be mapped to similar values.
Additionally, this approach should account for geographical information, as flights
with similar flight times typically cover similar distances between airports. For air-
ports with no direct connection between them, a large value in the flight time matrix
was used. To summarize the flight time matrix, PCA was used to reduce the data to
its two principal components. As a result, each airport is described by two features
that reflect its flight time relative to other airports. An example of this process can
be seen in Figure 3.2.
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Figure 3.2: Flight Time Matrix (minutes) and its two Principal Components,
resulting in two features for each airport.

The connectivity matrix represents the number of incoming and outgoing flights
for the airports. This approach considers the network structure of the flights, and
airports with a similar volume of flights should be encoded to similar values. The
connectivity matrix is summarized using PCA in the same way as the flight time ma-
trix, resulting in two features describing the number of flights between the airports.
An example of this process can be seen in Figure 3.3.

Figure 3.3: Connectivity Matrix and its two Principal Components, resulting in
two additional features for each airport.

Additionally, a ranking for each airport was calculated based on the total number of
outgoing and incoming flights, which was used to sort the approximated vocabulary.
An example of a final encoding for the airport Hamburg (HAM) can be found in
Figure 3.4.

Figure 3.4: Final airport encoding for Hamburg (HAM).

Together, these five features provide a representation of each airport’s connectivity
and flight time characteristics and should enable the neural network used in GEPI
to learn the underlying relationships between airports in different schedules.
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3.2.1.2 Encoding Time

As all flight legs in the dataset are scheduled to depart and arrive at exact min-
utes, the arrival and departure times were converted into minutes after midnight.
Keeping the minutes after midnight as a feature creates some challenges due to
the cyclical nature of time. For instance, a flight departing a minute before mid-
night would be encoded very differently from one departing a minute after midnight.

Instead, the time was encoded using a cyclical approach with sine and cosine trans-
formations. By taking advantage of these transformations’ cyclic properties, it is
possible to create two features that more accurately reflect the periodic nature of
time. The process begins by calculating the time as a fraction of the day, subse-
quently, the features are computed as follows:

minutes_cos = cos(2π · time_fraction)
minutes_sin = sin(2π · time_fraction).

The results of these transformations for various times are illustrated in Figure 3.2,
which represents the unit circle. For instance, the encoding for noon (12:00) can be
determined by first calculating the fraction of the day as 0.5. Multiplying 0.5 with
2π corresponds to the angle π on the unit circle, resulting in the coordinates and
the final encoding (-1, 0).

Figure 3.5: Encoding of time using sine and cosine transformations on the unit
circle.

3.2.2 Clustering of the Flight Data to Approximate the Vo-
cabulary

As outlined in Section 3.2, the encodings of the extracted flight legs function as
a vocabulary for the corresponding schedule. To utilize this vocabulary as input
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for GEPI, it must be transformed into a fixed-size format. This transformation
is accomplished using K-means clustering, chosen due to its speed, efficiency, and
interpretability. By applying K-means to the preprocessed flight data, flight legs
with similar feature vectors should be grouped together, which reduces the overall
data dimensions to a fixed input size, see Figure 3.6.

Figure 3.6: Clustering of the preprocessed flight legs to a fixed input size. Each
row in the vocabulary contains the feature vector for a flight leg.

3.2.2.1 Permutation Invariance and Neural Networks

Permutation invariance refers to the property of a function where the output remains
unchanged when the input elements are rearranged. A function f is said to be
permutation invariant if:

f(x1, x2, . . . , xn) = f(xπ(1), xπ(2), . . . , xπ(n))

for any permutation π. This property is particularly desirable for the input vo-
cabulary to the model, as it ensures that the order of the cluster centers in the
approximated vocabulary does not affect the predicted flight.

However, GEPI processes the input data sequentially and is therefore not inherently
permutation invariant. To address this limitation and ensure that the output of the
model is not dependent on the order of the extracted flights, the cluster centers are
ordered based on the airport rankings, calculated in section 3.2.1.1. By establishing
a consistent ordering for the input, we achieve some standardization and the model
should process similar timetables in a consistent manner, aiding generalization be-
tween schedules.

3.2.3 Model Description
The input of GEPI consists of two concatenated matrices. The first matrix is the
approximated vocabulary, representing the available flights legs in the schedule. The
second matrix represents the current incomplete pairing, consisting of the features
of the corresponding flight legs. Each row in this matrix contains the features of an
individual flight leg. The maximum length of a pairing is 15 flight legs, chosen as
this exceeds the length of any extracted pairing generated during the optimization
process for the artificial schedules. If the current pairing contains less than 15 flight
legs, the remaining rows are filled with a padding token. The model is used to
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predict the feature vector of the next flight leg in the pairing, resulting in an output
of size 1 × n_features. This process is visualized in Figure 3.7.

Figure 3.7: Prediction of the feature vector of the next flight leg in the pairing using
two concatenated matrices as input. The first matrix represents the approximated
vocabulary, and the second matrix represents an incomplete pairing.

The input pairing matrix is initialized with the features of one flight leg, with the
remanding 14 rows set to a padding token. The model is then iteratively used to:

1. Predict the feature vector of the next flight leg.
2. Pick the flight leg with the most similar feature vector from the full-size vo-

cabulary using cosine similarity.
3. Update the input pairing matrix by inserting the feature vector of the most

similar flight leg into the corresponding row.
This process is repeated until an EOS token is predicted or the pairing reaches
its maximum length of 15 flights. An example for the first iteration is shown in
Figure 3.8.

Figure 3.8: Visualization of the first iteration of predicting a full pairing using
GEPI. For clarity, the approximated vocabulary has been removed in this visualiza-
tion.

By changing the initial flight in the input pairing, it is possible to use GEPI to
predict several different pairings that can be used as the initial columns in the
RMP.

3.2.4 Model Architecture
GEPI employs a sequential neural network model with a GRU as its core component.
A detailed view of the model can be seen in Figure 3.9.
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(a) Layers
configuration

(b) Model layers and parameters summary

Figure 3.9: Detailed view of the sequential model used in GEPI, including its
layers and parameter summary.

The model incorporates a masking layer to mask any padding tokens present in the
input pairing matrix, as described in Section 3.2.3. This enables the model to handle
variable-length pairings during training by disregarding the padding tokens in any
computations, thereby allowing the model to focus on the relevant data.

Before passing the masked input to the GRU, it is processed by a fully connected
dense layer. This layer applies an initial learned linear transformation followed
by a non-linear activation function, enhancing the representation of the data. The
dense layer introduces non-linearity in the network, which can help to learn complex
patterns and relationships in the approximated vocabulary, further aiding general-
ization between schedules. The number of trainable parameters in the dense layer
is calculated using the formula:

Params = (Input Units × Output Units)︸ ︷︷ ︸
weights

+ Output Units︸ ︷︷ ︸
biases

= (19 × 19) + 19 = 380 params.

The transformed input data is then processed by the main component, the GRU,
which has 250 units, a dropout rate of 0.1, and uses the hyperbolic activation func-
tion. This results in the total number of trainable parameters for the update gate,
the reset gate, and the candidate hidden state:
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Params = 3 ×

(Input Units × Output Units)︸ ︷︷ ︸
Input weights

+ (Output Units × Output Units)︸ ︷︷ ︸
Recurrent weights

+ 2 × Output Units︸ ︷︷ ︸
biases


= 3 × [(19 × 250) + (250 × 250) + 2 × 250] = 203250 params

Finally, the output from the GRU is passed to a second dense layer which transforms
it into a vector of shape 1 × n_features, using a linear activation function. This
vector represents the features of the predicted next flight leg in the pairing. The
number of trainable parameters for this layer is calculated similarly to the previous
dense layer, resulting in (250 × 19) + 19 = 4769 parameters.

3.2.5 Training the model
The model was trained using the dataset described in Section 3.1, with the extracted
pairings as targets. The model was fitted using the Adam optimizer and the cosine
similarity loss with a batch size of 64. In total, 80 out of the 192 schedules, chosen
randomly, were used during the training process.

Each extracted pairing was converted into a sequence of input-target pairs. For
example, given a pairing with flight leg indices [0, 3, 7, 2], the training data was
structured as shown in Table 3.1. Importantly, not the actual flight indices were
used in the input pairing matrix and as targets, but rather the features of the
corresponding flight leg.

Input Pairing Matrix Target
0 3
0, 3 7
0, 3, 7 2
0, 3, 7, 2 EOS

Table 3.1: Example of input-target pairs generated from the extracted data.

The EOS is a vector of size 1 × n_features, that signals that the pairing should
end and that no more flight should be predicted. The EOS vector consists of −1s,
chosen to be distinct from any feature vector in the vocabulary.

3.2.6 Integration of GEPI into Boeing’s Optimizer
GEPI was integrated into Boeing’s crew pairing optimizer by adding three addi-
tional steps. First, the optimizer initializes as usual by reading and processing the
required input data, such as the timetable and rulesets. After the initial setup, the
process moves on to feature engineering, where the flight data is transformed. This
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is followed by K-means clustering, which is used to create an approximated vocabu-
lary of fixed size. Subsequently, the approximated vocabulary is used to predict the
pairings for the initial RMP, aiming to generate high-quality pairings immediately.
Finally, the optimizer proceeds to the column generation process as usual. These
steps are summarized in Figure 3.10.

Figure 3.10: Summary of the integration of GEPI into Boeing’s optimizer. The
steps highlighted in green represent the new procedures introduced by GEPI, while
the blue boxes indicate the original steps in Boeing’s optimizer’s workflow.

3.3 Optimizer Configuration and Parameter Set-
tings

As presented in Section 2.4.2, Boeing’s optimizer can be adjusted to balance the
trade-off between solution quality and computational efficiency. The schedules used
during this research are small and could potentially be solved to proven optimality
by the optimizer, limiting GEPI’s potential solely to enhancing computational time.
Therefore, during the tests, the optimizer was adjusted to emphasize computational
time, which may allow GEPI to improve both solution quality and computational
time.
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Results

In this chapter, the results of the project are presented and compared to Boeing’s
crew pairing optimizer. GEPI was used to generate the initial RMP after which
Boeing’s optimizer was employed, as described in Section 3.2.6. As outlined in Sec-
tion 3.3, the optimizer was adjusted to prioritize computational time. The solutions
produced from the optimizer are static, which allows for comparisons between the
solutions produced with and without using GEPI to generate the initial RMP. All
192 available schedules were used to test GEPI. The schedules in the training data
were included in the testing phase as the main interest in this research is not the
predictive accuracy of GEPI itself, but rather its impact on the CG process and on
the final solution.

In Section 4.1, the accuracy of GEPI is presented. Subsequently, the impact on the
CG process and on the final solutions of using GEPI are presented in Section 4.2-4.3.
Finally, the computational performance is compared in Section 4.4.

4.1 Accuracy of GEPI on Testing Data
The average accuracy and the average cosine similarity were calculated for each
schedule excluded from the training data, see Table 4.1. The accuracy indicates
how often the model correctly predicts the next flight leg in an extracted paring.

Avg. accuracy 39.94 (18.13)
Avg. cosine similarity 0.79 (0.19)

Table 4.1: Average accuracy and cosine similarity of GEPI for each schedule on
the testing data. The value in the parentheses refers to the standard deviation.

4.2 Impact of GEPI with Illegal and Incomplete
Pairings

GEPI was used to generate the pairings in the initial RMP. By allowing the opti-
mizer to add any pairing, including illegal or incomplete pairings, generated by the
model, 78/192 schedules ended up with a lower final cost. In this case, an illegal
pairing usually consists of a sequence of flight legs with not enough rest time in
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between flights.

The average total cost for the 78 schedules with an improved solution decreased
by 23.5%, with a standard deviation of 10.12 and a median of 17%. Out of these
schedules, 47 were included in the training data, while 31 schedules were unseen. An
example of the final solution, with and without using GEPI to generate the initial
columns, for one of the schedules can be seen in Figure 4.1.

(a) Without GEPI (b) With GEPI

Figure 4.1: Summary of the solutions produced for one schedule while allowing
illegal and incomplete pairings in the initial RMP. In subfigure (a) Boeing’s optimizer
was used. In subfigure (b) GEPI was used to produce the initial pairings, which
may be illegal or incomplete, before employing Boeing’s optimizer.

In the example schedule in Figure 4.1, the number of generated trips during column
generation decreased from 1172 to 1072. The total cost of the solution decreased
from 1540 to 1120. However, when using GEPI, the solution includes 3 complete
but illegal trips, which likely account for the reduction in cost.

4.3 Impact of GEPI with Legal and Complete
Pairings

In this section, the impact of using GEPI, while only allowing legal and complete
pairings to be included in the initial RMP, will be presented.

4.3.1 Lower-Cost Solutions with GEPI-Generated Pairings
If illegal and incomplete pairings are filtered out before adding them to the initial
RMP, 34/192 schedules resulted in a lower final cost. The average final cost was
15.6% lower, with a standard deviation of 4.18 and a median of 17%. Out of these
schedules, 22 schedules were included in the training data, while 12 were unseen. An
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example of the final solution, with and without using GEPI to generate the initial
columns, for one of the schedules can be seen in Figure 4.2.

(a) Without GEPI (b) With GEPI

Figure 4.2: Summary of one of the solutions produced for one schedule while
filtering out illegal and incomplete pairings from the initial RMP. In subfigure (a)
Boeing’s optimizer was used. In subfigure (b) GEPI was used to produce the initial
pairings before employing Boeing’s optimizer.

4.3.2 Higher-Cost Solutions with GEPI-Generated Pairings

In two cases out of the 192 schedules, using GEPI to create the initial RMP led to
a worse solution. A summary for one of those schedules can be seen in Figure 4.3.

(a) Without GEPI (b) With GEPI

Figure 4.3: Summary of a schedule that led to a worse solution by using GEPI
to construct the initial RMP. In subfigure (a) Boeing’s optimizer was used. In sub-
figure (b) GEPI was used to produce the initial pairings before employing Boeing’s
optimizer.
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4.3.3 GEPI-Generated Pairings Count
The number of legal and complete pairings that were generated by GEPI to construct
the initial RMP for the schedules is summarized in Table 4.2.

Metric Number of legal and complete pairings
Average 7.37 (9.97)
Maximum 86
Minimum 0

Table 4.2: Summary of the number of legal and complete pairings generated by
GEPI across 192 different schedules. The table shows the average number of pairings
per schedule, the highest number of pairings generated for a single schedule, and
the lowest number of pairings generated for any schedule. The value in parentheses
refers to the standard deviation.

One can evaluate the performance of GEPI in generating complete pairings by an-
alyzing the proportion of pairings that are legal but not necessarily complete. The
number of legal pairings that were generated while constructing the initial RMP for
the schedules is summarized in Table 4.3. Note that some of the pairings in the table
might be incomplete and filtered out from the RMP before the column generation
process is started.

Metric Number of legal pairings
Average 15.84 (23.04)
Maximum 224
Minimum 0

Table 4.3: Summary of the number of legal pairings generated by GEPI across
192 different schedules. Note that some of these pairings might be incomplete and
filtered out from the RMP before the column generation process is started. The table
shows the average number of pairings per schedule, the highest number of pairings
generated for a single schedule, and the lowest number of pairings generated for any
schedule. The value in parentheses refers to the standard deviation.

4.3.4 Retention of GEPI-Pairings in the Final Solution
A total of 59 schedules included pairings generated by GEPI in the final solution. See
Table 4.4 for a summary of the distribution of schedules by the number of pairings.

Number of GEPI-Pairings in Final Solution Number of Schedules
0 133
1 51
2 7
7 1

Table 4.4: Distribution of schedules by number of GEPI-generated pairings used
in the final solution.
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4.3.5 GEPI’s Impact on the Column Generation Process
While using GEPI to generate the initial RMP, the number of pairings generated
by Boeing’s optimizer during the pricing problems throughout the column genera-
tion process changed for 184 schedules. A summary of the changes can be seen in
Table 4.5.

Metric Number of pairings
Average change 1.94 (94.16)
Maximum increase 581
Maximum decrease -431

Table 4.5: Summary of how the number of generated pairings during the pricing
problems throughout the CG process is impacted by using GEPI to construct the
initial RMP. The table shows the average number of pairings per schedule, the
largest increase, and the largest decrease in the number of pairings. The value in
the parentheses refers to the standard deviation.

Out of the 184 schedules, 38 had a decreased number of generated pairings by the
shortest path algorithm. The average decrease was 104.82 pairings with a standard
deviation of 109.82. For the 146 schedules with an increased number of generated
pairings, the average increase was 29.73 pairings with a standard deviation of 65.55.

A summary of how the number of generated pairings by Boeing’s optimizer through-
out the column generation process for the 34 schedules with lower final cost changed
can be seen in Table 4.6.

Metric Number of pairings
Average change -35.11 (189.68)
Maximum increase 581
Maximum decrease -407

Table 4.6: Summary of how the number of generated pairings during the pricing
problems throughout the column generation process is impacted by using GEPI
to construct the initial RMP. The table shows the average number of pairings per
schedule, the largest increase, and the largest decrease in the number of pairings.
Only the schedules with a lower final cost included. The value in the parentheses
refers to the standard deviation.

4.4 Computational Performance
The computational performance of running the optimizer with and without GEPI
was measured. In 37 schedules, using GEPI led to slower convergence times, with ex-
ecution time increasing between 20% and 4000%. In contrast, 3 schedules exhibited
faster performance, achieving around a 50% reduction in execution time compared
to not using GEPI. A total of 176 schedules displayed increased memory consump-
tion, with 148 of these experiencing a rise between 10% and 15%. Additionally, 16
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schedules demonstrated decreased memory usage, with reductions ranging from 10%
to 20%.
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5
Discussion

In this chapter, the results are examined, key findings highlighted, and future work
outlined. First, the results are discussed and analyzed in Sections 5.1-5.4. Sub-
sequently, the key findings are summarized in Section 5.5. Finally, directions for
future work are outlined in Section 5.6.

5.1 Impact of Dataset on Results and Accuracy
The extracted pairings can contain overlapping sequences, given that two pairings
can have the same subsequence of flight legs. When the same input is associated
with different outputs, the model receives conflicting signals during training. For
example, two pairings can have the same initial flight sequences: [0, 3, 1] and [0,
3, 6, 2], where the numbers refer to indices of flight legs. If the model is used to
predict the flight leg after [0, 3], it might predict the features of the flight leg with
index 1. This would result in a correct prediction for the first pairing, but an in-
correct prediction for the second pairing, even though the next flight leg is legal.
This reduces the prediction accuracy and the cosine similarity on the testing data
and could explain the results in Section 4.1. However, having multiple outputs for
the same input could also have a regularization effect by preventing the model from
overfitting to a single output. This could make the model predict a more general
representation of the flight legs, that minimizes the cosine similarity loss across all
instances of the same input. This averaged prediction might not be the same as in
the extracted pairing but might represent another legal flight leg.

The accuracy could also be impacted by the fact that the same flight leg can exist
in the data, but with different departure times. For instance, a flight may have
departure times available at 5-minute intervals between 11:00 and 11:30 and the
algorithm is required to select one of these departure times. If GEPI predicts a
flight leg at 11:20, while the extracted pairing included the flight at 11:25, it would
be classified as an incorrect prediction, even though it might create a legal and
high-quality pairing.

5.1.1 Artificial Set of Schedules
The schedules used in this research are smaller than the ones typically used in the
crew pairing problem, as mentioned in Section 3.1. The solutions of the smaller
schedules typically have a lower total cost, which impacts the percentage change by
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using the model. The results when using the model to generate the initial RMP
showed a median cost decrease of 17%, which represents a cost change from 12 to
10. However, for larger schedules, one could expect a lower percentage-wise change
in the total cost. For larger problems, the column generation process involves many
more iterations over a much larger solution space, which could decrease the impact
of the initial RMP. To explore the impact of using the model on larger schedules,
changes to the model must be made, which is covered in Section 5.6.

5.2 Computational Performance

No optimizations of the code were done regarding the computational performance,
as the research primarily focused on the impact of GEPI on the CG process and on
the final solution. Almost all schedules showed an increase in memory consumption,
some of which could be explained by extensive use of logging files. However, some of
the schedules showed a decrease in memory consumption, indicating some potential
for the model to decrease resource usage during optimization.

5.3 Generating Legal and Complete Pairings

The results in Section 4.2 indicate that GEPI is able to predict attractive pairings to
the optimizer, decreasing the total cost for 41% of the schedules. However, the gen-
erated pairings might be illegal or incomplete and not allowed in an actual solution,
which explains some of the reduction in cost. In Section 4.3.1, while filtering out
invalid pairings during the construction of the initial RMP, there was a decrease in
the total cost for 18% of the schedules. This suggests that GEPI is able to generate
an initial set of legal and complete pairings that improves the solution quality for
some schedules.

The number of generated legal pairings in Table 4.3 is approximately double the
number of legal and complete pairings in Table 4.2. This shows that the model has
difficulty deciding when a pairing should end, resulting in the generation of legal
but incomplete pairings. One reason could be that the chosen EOS token is not
distinct enough from the possible flight legs in the vocabularies. Other possible rea-
sons could be that the EOS token is rarer than real flight legs in the training data,
or that the loss function might not adequately penalize incomplete sequences.

Table 4.4 shows that 59 schedules used GEPI-generated legal and complete pairings
in its final solution. However, this did not lead to a reduction in the final cost for all
of these schedules. This suggests that even if the initial RMP is of higher quality, it
is not guaranteed to improve the final solution.
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5.4 Optimizer Configuration and Parameter Set-
tings

As mentioned in Section 3.3, the optimizer was adjusted to prioritize computational
time to allow GEPI to improve both solution quality and computational time. The
results in Section 4.4 demonstrates that GEPI is currently not able to reduce the
computational time of the optimization process, as discussed in Section 5.2. The
results presented in Section 4.3 indicate that GEPI can enable the optimizer to pro-
duce higher quality solutions. However, as the optimizer is adjusted to prioritize
optimality, GEPI’s impact on solution quality is expected to diminish. To under-
stand GEPI’s impact on computational time and solution quality under different
optimizer settings, further tests and analysis are needed.

5.5 Conclusion
By using a combination of feature engineering and clustering techniques it is pos-
sible to extract and preprocess data from Boeing’s optimizer to leverage a GRU
model. The results indicate that GEPI is able to predict attractive pairings while
constructing the initial RMP. A lower total cost was achieved for 34 schedules, where
12 of these were not included in the training data, indicating the model is able to
generalize between data from different airlines.

The results in Table 4.5 show that on average, almost no change is made in the
number of pairings generated during the rest of the column generation process. If
only the schedules with a lower total cost from using the model are included, the
number of pairings generated during the CG process decreased on average, see Ta-
ble 4.6. This suggests that if the generated initial RMP is of high quality, the total
cost tends to decreases and the CG process shortens. However, it is important to
note the high variance in both tables, which indicates inconsistency in how the CG
process is affected by using the model.

In conclusion, the results demonstrate the potential of using a machine learning
approach to enhance the optimization process. The trained model can be regarded
as a preliminary building block for integrating a machine learning model throughout
the iterations of the CG algorithm for the crew pairing problem. To gain a more
comprehensive understanding of GEPI’s potential and limitations, further tests and
analysis are needed.

5.6 Future Work
Little work was done to fine-tune the model due to limited computational power.
An immediate next step would be to experiment with different activation functions,
the number of units in the GRU layer, and different clustering dimensions while ap-
proximating the vocabulary. To handle larger schedules effectively, a larger number
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of clusters would likely be necessary to preserve more of the flight data.

To address the issue of predicting illegal or incomplete trips, one could incorporate
penalty terms in the loss function. This would be possible by using Boeing’s legality
checks during training to punish predicted pairings that do not adhere to predefined
constraints. Another approach would be to make use of constrained structured pre-
diction. By integrating constraints directly into the prediction process, it would be
possible to ensure that the generated pairings adhere to specific rules or conditions.

To further advance this foundational work and integrate neural networks into the
pricing problem during CG iterations, several modifications to the model will be
necessary. To predict pairings during the pricing, more information from the RMP
would need to be included in the input of the model. A first step could be to encode
the current state of the RMP, including already added pairings and the dual values.

A final step would be to try out different models and evaluate their performance and
identify the most effective approach for predicting pairings during the pricing prob-
lem. This could include experimenting with other RNNs, such as LSTM networks
or transformer-based architectures.
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