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Model-based deadlock prevention for
traffic planning of autonomous vehicles

David Méller, Alexander Ohlin

Department of Computer Science and Engineering
Chalmers University of Technology

Abstract

Volvo Autonomous Solutions are developing a system for planning the routes of
fleets of autonomous vehicles. Autonomous control creates several problems that
must be solved; among these is the possibility for the policy of said vehicles to end
up in deadlock. This thesis proposes new concepts to describe the problem and
methods for preventing a vehicle fleet from deadlocking. As the action that led to
deadlock might not be recent, the term implicit deadlock was introduced, which is
a configuration of vehicle positions from which deadlock is inevitable. The methods
developed successfully prevent deadlocks at several pilot and test sites. However, re-
sults indicate that time for computing implicit deadlocks grows exponentially in the
size of the site and the number of vehicles in the fleet. A neural network model was
also trained using data generated from preprocessing of deadlocks to approximate
the process and enable deadlock predictions not discovered before.

Keywords: Computer science, neural networks, graph theory, deadlock, autonomous
vehicles.
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1

Introduction

Every day, throughout the world, millions of goods and resources get transported to
where they need to be. Transportation could be considered one of the most essential
systems in keeping the modern world running. Due to the immense interdependence
of society, delivery and routing form an immensely complex web of pick-ups and
drop-offs. Factories need materials, supermarkets need essentials, people need to
get to work, and so on. Luckily, not all these systems are connected and can be
divided into subsystems. However, when vehicles need to coordinate, we generally
want them to arrive quickly and efficiently, which is not always easy.

To solve this problem, intelligent systems and algorithms have been developed to
approach optimal planning of tasks. For example, one could simulate several steps
ahead, look at the possible outcomes, and then pick the best one. However, when not
simulating everything, the system might be tricked into planning a way that seems
good but leads to terrible results. One such bad outcome is that some vehicles
manage to deadlock themselves. This means that, through some earlier choice, none
of these vehicles can continue driving as they are all blocking each other. These
situations are ones we would like to avoid.

This thesis project has investigated how to predict a future deadlocked state in a
traffic planner. This has been done by developing a constraint for the system that
avoids such situations. We were given access to an already existing traffic planner,
developed by Volvo Autonomous Solutions (VAS), which lacked the functionality to
detect deadlock. This planner manages fleets of autonomous vehicles, such as trucks
and load carriers, and coordinates their movement to maximize productivity. In this
thesis project, we aimed to extend the planner such that deadlocks could be found
and prevented.

VAS has deployed fleets of autonomous trucks at several sites worldwide, such as
mines and quarries. Some sites have critical sections where deadlocks can occur,
and factors such as limited charging stations and single-lane areas exist. Detecting
these deadlocks manually can be done, as one can check all vehicles and see if there
is a subset of them where they are all blocked. However, this thesis has expanded
the definition of deadlock to include detecting implicit deadlocks, i.e. states that
will eventually lead to a deadlock.
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1.1 Background

The traffic planning system being developed by VAS is a planner for the vehicle
fleet. This fleet, in turn, comprises several trucks or other autonomous vehicles
that handle delivery tasks at a specific site. A site is a location of one of Volvo’s
customers that currently use their autonomous trucks for delivery and where the
planner could potentially be used. These sites are represented abstractly as directed
graphs (for details, see Definition 2.1.2), which simplifies roads, charging stations,
etc., into a set of nodes and edges. A state refers to a specific assignment of vehicles
to some set of nodes. States are further explained in Definition 2.3.1. Lastly, a
deadlock comes in two variants, implicit and explicit. An explicit deadlock is the
traditional type of deadlock, where vehicles are each blocking some other vehicle and
themselves being blocked such that no vehicle can move. An implicit deadlock is a
type of deadlock where all vehicles can potentially drive. However, any sequence of
actions from an implicit deadlock will lead to an explicit deadlock in a finite number
of actions. Implicit deadlocks are further explained in Definition 2.5.4.

Figure 1.1: Example of a site with left) Explicit deadlock right) Implicit Deadlock

The entire site and the current positions of all vehicles are known to the planner at
all times. An example of a fleet state at an example site can be seen in Figure 1.1.
Note that, in this example, vehicles can only drive forward or stand still. The left
image shows an example of explicit deadlock. In this case, vehicles B and C block
each other from driving forward, thus being stuck. As such, vehicles B and C are
in explicit deadlock. This is a clear-cut case that one wants to avoid to minimize
vehicle downtime. On the other hand, the example to the right shows a case of
implicit deadlock. All vehicles can drive in this example, but vehicles B and C are
still going to deadlock. There is not enough space on either side for B or C to get
past each other, meaning regardless of what they do, they will end up in an explicit
deadlock. As such, this is an example of B and C being in implicit deadlock. Finally,
as one might have noted, vehicles A and D never mattered regarding if the site was
in deadlock or not. This is normal, as it is usually only a subset of vehicles that
become deadlocked. These concepts are further expanded upon in Theory Sections
2.5.2 and 2.5.4.

The planner turns the above example state into a directed graph. It uses the state
to plan which edges the vehicles should follow. To do this, it creates a search
tree of possible future states and uses state estimations and a set of constraints to
decide which path does not validate any constraints. A constraint is a Boolean rule
specifying which states the vehicles should not be allowed to travel to. Because the
planner operates in real-time, it is infeasible to compute the entire search tree, and
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the value of a state must therefore be approximated. An example of how the search
tree might look with such a deadlock constraint is shown in Figure 1.2.

S3

S1
N\
) () -
S6

Figure 1.2: Search tree of the traffic planner, nodes S0, 51, ..., 59 are fleets states,
the red nodes S3, 54, 56 are explicit deadlocks and node S1 is an implicit deadlock.

State S1 in Figure 1.2 is in implicit deadlock because all possible states after S1
will eventually lead to a deadlock. To determine whether a state S is an implicit
deadlock, one must simulate all future states after S and see if they all lead to
an explicit deadlock. This could either be preprocessed or done during run-time.
However, this approach is very time-consuming and impractical. As such, while
designing a planner that searches far into the future in run-time is possible, it is
more practical to preprocess some of the work. Developing a method to predict that
a state is deadlocked would be very useful for the traffic planner.

Predicting deadlocks is very important for several reasons. Firstly, some actions
will result in a state where there is no way to escape a deadlocked situation. Some
deadlock recovery, either manual or automatic, must then be used to get the fleet
back to a safe state. Doing all of this is very inefficient and wastes time. It would
therefore be much better if the situation could be predicted and avoided altogether.
In specific cases, being unable to deal with deadlocks means that the planner cannot
be used at specific sites, as resetting is hard. Additionally, the ability to accurately
predict implicit deadlock allows all states beyond the state in question to be ignored.
This can remarkably improve performance by reducing the number of states the
planner must consider and check for other constraints.

1.2 Previous work

Various methods have been developed to avoid deadlock. Many algorithms make
deadlock unlikely or impossible by only doing specific actions in specific states (fol-
lowing a set policy). For instance, deadlock prevention has been studied in networks
of agents [1], train systems [2][3], and intelligent warehouses [4]. However, it is some-
times difficult to avoid deadlock altogether, especially when the number of states in
a system is large and long simulations are needed.
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1.2.1 Deadlock avoidance via machine learning

In the situations described above, researchers have explored deep learning to assist
in detecting and preventing deadlock. For example, Kaid et al. [5] used a neural
network to detect faults in manufacturing machines that could lead to deadlock.
This shows that neural networks are potential candidates to identify undesirable
states, such as deadlock.

Reinforcement learning (RL) has also been applied to deal with deadlock. Goto et
al. [6] used RL in an automotive setting, examining the use of RL with multiple
asynchronous agents to learn a policy for avoiding deadlock. Using an asynchronous
multi-agent actor-critic method, they could train agents to consider the perspectives
of others to solve deadlock situations. This further shows that machine learning
methods can effectively address deadlock problems. However, we aimed to predict
deadlock as a constraint for a policy rather than develop the policy itself.

1.2.2 Deadlock avoidance in multi-AGYV systems

In a previous master’s thesis from Chalmers in 2020, the authors aimed to create a
deadlock-free system of multiple Automated Guided Vehicles (AGVs) [7]. Guiding
AGVs is similar to what we aimed to do, as it manages the deadlock problem for
autonomous vehicles. Although, the authors had a different approach and scope.
Their approach is to procedurally generate rules that make the AGVs avoid previ-
ously detected deadlocks.

This thesis, on the other hand, is interested in classifying a state of vehicles as a
deadlock or not. A rules-based approach would be able to prevent explicit deadlock
due to the relatively small amount of them, by designing a rule for each deadlock
found. However, designing general and straightforward rules that prevent all implicit
deadlocks, especially those that do not create more deadlocks by themselves, is not
simple. While it is possible to stochastically find every state in deadlock and design
an explicit rule to avoid it when encountered, this becomes an unfeasible large
problem when the sites grow. Lastly, searching through and verifying that any rule
has not been broken is, regarding computation time, a costly process and would
not work for a system that considers many future states every time it makes a
decision. As such, these are the reasons why their approach was not chosen to solve
the problems outlined in this thesis.

Furthermore, deadlock avoidance in AGV has been explored in depth. For example,
Zhou et al. [8] developed a method for avoiding explicit deadlocks. They defined a
term known as a ”deadlock cycle”, which is a state where some subset of vehicles
creates a cycle of vehicles blocking each other such that none of them can drive.
Then, they built a system so their AGVs could avoid such situations. To do as such,
they let their vehicles be aware of their possible moves two steps later and use that
information to avoid stepping into a deadlock cycle.

However, there are some differences compared to the work done for this thesis.
Firstly, their the AGVs have different paths depending on different types of AGVs.
Furthermore, their AGVs are only aware of their own path and are independant

4
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agents. In comparison, our methods are built for a single planner that decides the
movement of all vehicles and can know if a future state is a collision. All vehicles
move on the same directed graph. Secondly, Zhou lets each AGV act in real-time,
while the methods developed for this thesis finds a substantial amount of dead-
locks beforehand and then use real-time checking of said data to ensure deadlock
is avoided. Finally, and most critically, Zhou does not appear to include scenarios
where a sequence of states leads to a deadlock, i.e., implicit deadlocked states. For
them, a state is either a deadlock or is completely safe. We have defined the term
implicit deadlock, which are states that will reach a deadlock regardless of actions
taken but is not deadlocked in the present. Based on the paths their AGVs follow,
it appears that implicit deadlocks are not possible as two paths at most intersect at
a single point. This is a large difference from the work done in this thesis.

1.3 Problem definition and goals

This thesis has attempted to develop a solution that can accurately predict deadlock
from the current fleet state, subject to some requirements. Specifically, the goal
was to develop and train a mathematical model to classify whether a given state
is in a deadlock. This approach has two essential requirements: (1) it must make
predictions without conducting an exhaustive search, using at most a limited number
of future states, and (2) it must be able to make predictions within a limited time
frame. The research question that drives us can therefore be stated as follows:

How can a mathematical model predict deadlock in a vehicle planning system?

The planner works in real-time, meaning it does not precompute a plan but rather
considers the current state and calculates the approximate optimal decision. As
such, decisions related to deadlock must be made very quickly. This means it is not
feasible to exhaustively calculate all possible future states and mark every deadlock
found.

To evaluate the model’s performance mentioned earlier, two key metrics will be
considered: accuracy and computation time. The model’s accuracy must be high
enough to distinguish between deadlock and safe states. While the model does
not need to reach 100% accuracy, it must be sufficiently high so that the planner
can identify and avoid the path to a deadlock. Computation time is also a critical
factor, as the model must be able to make predictions within the limited time frame
available. Due to the vast number of states that needs to be examined per second,
the status of a single state must be concluded in less than a millisecond.
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1.4 Limitations

Due to time constraints and the scope of the thesis, it was impossible to examine
every approach. This section outlines the limitations and related problems that this
thesis will not deal with. Limitations constrain the work so that focus is put on
relevant parts and that actual results can be reached. Furthermore, this section also
outlines limitations on preliminary resources and tools available.

1.4.1 States

For this thesis, we have only examined and designed a deadlock constraint for the
planner at VAS. Therefore, we have not investigated any other problems that have to
do with the optimal planning of vehicles, physical collisions or specific requirements
of trucks, such as the need to recharge. We can assume that such problems either
already are solved or will be solved outside the purview of this thesis. While some of
these factors might lead to trucks doing specific actions, our only focus was to ensure
that whatever the goals of the truck were, they did not reach a state of deadlock.

Additionally, we only examined one fixed site state at a time. This means we assume
that the trucks are at specific digital coordinates which might not exactly be where
they are in real life. From these coordinates, we then determine if the site is in a
deadlock. In real life, the trucks might not precisely be where we assume they are,
but this abstraction is sufficient for deadlock detection. We also consider all possible
actions a truck can do, not just the ones most valuable to the planner.

1.4.2 Data

There was no readily available training data when we started working. We were
required to design models that could work without data or, as we chose, gather this
data ourselves. As such, we had a limitation on how much data we could create and
use. The tools that were available to us were the traffic planner and several sites
that could be simulated. From these simulated sites, data could be generated to
train a model, but this amount of data was limited. We could not simply train a
model based on preexisting data to solve the problem.



2

Theory

This chapter explains several concepts relevant to this thesis. It will introduce some
common machine learning and graph theory concepts while presenting the authors’
new definitions, such as explicit and implicit deadlock. Readers experienced in graph
theory and machine learning may ignore those parts in this chapter.

2.1 Graph theory

There are a few concepts of graph theory that one needs to understand to follow the
explanations and descriptions of problems and solutions in this thesis. This section
introduces these concepts with a short description of each.

2.1.1 Graph

A graph is a set of items and a set of connections between those items.

Definition 2.1.1 (Graph). A graph G is defined as a pair (N, ), where N is
a set of nodes (also called vertices), and E is a set of edges between the nodes
EC{(wv)|uve N}l

Nodes could, for example, be specific locations on a map and edges being the roads
used to traverse between them. They could also be a set of states in a system where
the edges denote that the system can go from one state to another [10]. Graphs come
in two types, which are undirected and directed. See Figure 2.1 for an example of a
directed graph which is defined in Definition 2.1.2.

Definition 2.1.2 (Directed graph). A graph G = (V, E) is a directed graph
if all edges (u,v) € E are ordered pairs.

The edges of a graph are written as (u,v) for an edge between the nodes u and v.
Additionally, u is called the tail node, and v is called the head node, as the edge
leads from node u to node v.



2. Theory

Figure 2.1: Example of a directed graph

2.2 Site & site graph

A site is an enclosed area with a road network, such as a quarry or mine, where
trucks collect, transport and deliver materials. A site graph is the digital graph
representation of this site, comprised of nodes and edges. Integers denote nodes.
For example, the first node is written as node 1. Edges denote possible actions a
vehicle can take from a given node and will be written as (u,v) for some nodes u
and v.

The edges from each node n represent the possible vehicle movement at a given node.
This movement does not necessarily mean driving forward and could be any type of
movement, including reversing, turning and standing still. Note also that all nodes
n have the edge (n,n) € E(n), which defines the action of not moving. Finally, it is
worth noting that it is assumed that no site has a node with only a self-edge, a.k.a.
a node that, once entered, can never be left. With these explanations, a site graph
is defined in the following way:

Definition 2.2.1 (Site graph). A Site Graph is a directed graph SiteGraph
= (N, E), where N denotes the set of nodes of the site and £ denotes the set
of edges or vehicle actions. Edges are written as pairs of nodes {(u,v) | u,v
€ N}. Each node has a unique numerical identifier, N = {ny,ns, ng, ..., n;}.

2.3 State

Each site has many different states that it can be in, depending on how many vehicles
are on it and where they are. The position of a vehicle, where it is on the site, is
defined as an edge of the site graph and not a node. This was done because the
vehicle is assumed to be physically situated on the edge’s tail node and is driving
towards the head node. It is currently taking the action represented by the edge it
is on. For clarity, the terms edge (of the site graph), action and position of a vehicle

8
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all refer to the same thing: a pair of nodes in the site graph. Formally, a state is
defined as:

Definition 2.3.1 (State). A state is a specific assignment of vehicles to edges
on a site. For a SiteGraph = (N, E), V is a subset of the edges of the site,
st. V CFE.

Each edge in V' has a unique vehicle present. Additionally, each unique choice of V
defines one unique state that the site can be in.

2.3.1 Vehicle claiming

Each vehicle occupies a physical space, simplified as a rectangle around it. This
rectangle can contain multiple nodes besides the two nodes part of the position of a
vehicle. The same node being in the rectangles of two different vehicles implies that
they both need to occupy the same physical space, which is impossible. As such,
the set C of claimed nodes and the Claim function define what nodes are already
occupied by some vehicle. Claiming is done to keep track of where vehicles are and
what space they occupy and prevent vehicles from colliding. The claim function is
defined on edges because, as a reminder, the set of vehicles is a subset of edges on
a site graph. It is also needed to define a vehicle’s possible actions, which is further
explained in Definition 2.4.1.

Definition 2.3.2 (Claim). For a given state s with vehicles V, the set of all
claimed nodes C'is a subset of the nodes in N. To define C, the Claim function,
E — P(N)\ 0, must first be defined. Claim, for some vehicle v, is defined as
a non-empty subset of nodes N, such that Claim(v) = {ni,ns,ng, ...,y | 1
< m < |N|}. The set of claimed nodes C' is then defined as the union of all
subsets of nodes for each vehicle, or formally:

C = UY Claim(v)

In the above definition, each vehicle claims a set of nodes on a site, and the set C
is the union of these sets. The vehicle’s position and physical size define the space
it claims. The position determines the vehicle’s rotation by the direction from the
tail node to the head node. The physical space claimed by a vehicle is calculated as
a rectangle around the edge (i.e. containing the two nodes of the edge) where the
vehicle is present. The width and height of said rectangle are defined by the real-life
width and length of the vehicle and some marginal padding for safety reasons. As
such, for a vehicle v, all nodes contained in the area of the rectangle computed from
v is in Claim(v).
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2.3.2 Example of Claim

Figure 2.2: Part of a site graph where the physical locations of vehicle v4, vg, and
ve are marked in blue while claimed nodes, C', are marked in yellow

Figure 2.2 shows an example of a site graph. Note that the self-edges have been
removed from the figure for clarity. This example has 3 vehicles, named A, B and C.
Each vehicle claims some nodes, shown by its blue rectangle. Vehicle A stands on
position (10, 11), B on position (6, 7) and C on position (1, 2). As can be seen, the
Claim of vehicle A is Claim((10, 11)) = {10, 11, 12}, for vehicle B it is Claim((6,
7)) = {6, 7, 5, 13} and lastly for vehicle C the Claim is Claim((1, 2)) = {1, 2}. A
does not claim node 9, as it does not overlap with the center of the node. In reality,
nodes have no radius and are simply coordinates.

2.3.3 Validity

A state is valid when the claimed nodes of each vehicle do not overlap with anyone
else. Otherwise, some vehicles require the same physical space, which is impossible
and means the state is invalid. It can be assumed that all states given as examples
or considered in practice are valid. As such, validity is defined as:

Definition 2.3.3 (Validity). A valid state s with the set of vehicles V' is valid
if it holds that Va,b € V' : Claim(a) N Claim(b) = 0. Otherwise, the state is
invalid.

10
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2.3.4 Example of invalid state

Figure 2.3: Part of a site graph where the physical locations of vehicle vy, vg, vo,
and vp are marked in blue while claimed nodes, C, are marked in yellow. Node 5,
marked in red, is claimed by both vehicle vg and vp

Figure 2.3 shows an example of an invalid state. In comparison to the state in
Figure 2.2, vehicle vp has been inserted. This results in two vehicles claiming the
same node, that is Claim(vg) N Claim(vp) = {ns}. This state is, therefore, invalid
since no two vehicles may claim the same node.

2.4 State graph

The state graph, which could also be referred to as a finite-state machine, describes
all possible valid states of a specific site and the transitions between states. See the
following definition:

Definition 2.4.1 (State graph). For a given SiteGraph = (N, E), the state
graph is defined as the directed graph G = (S,7T). The set S contains all
possible valid states, and the set 1" contains the transitions between states
based on the SiteGraph. For states a, b € S, there exists a transition (a,b) €
T if and only if and there exists some action (u,v) € E, and u € a and v € b.

\. J

As per the definition, every state in the state graph maps to one unique, valid
assignment of vehicles to the site. The depth from one state to another describes
the shortest path length between the two states. Informally, transitions are defined
as one vehicle taking a single action, leading from one wvalid state to another. The
remaining vehicles do not move.

11
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Figure 2.4: Example of how a state graph is constructed from states in a site graph

For an example of a transition, see Figure 2.4. As can be seen, there is an underlying
site graph with two vehicles. On the left, two states are visualised, the only difference
being that one vehicle has moved. As such, each state is represented in the state
graph to the right as a node, and the transition as an edge between these nodes.
The complete state graph can be seen in Figure 2.5.

Figure 2.5: Example of a state graph.

The example of a state graph in Figure 2.5 shows that the underlying site graph
would only have 9 valid states. Note that the number of states grows exponentially
in relation to the number of nodes in the corresponding site graph, making it im-
practical to store the whole state graph in memory. Furthermore, as an example of
depth, if one searches from state s3 with a depth of 2, one would find states s5 and
S6-

However, one action could also be to stand still, which corresponds to following a self-
edge in the state graph, as no vehicle moving does not change the state. Although,
it can be assumed that this never happens unless no alternative action is available
(i.e. the state is an explicit deadlock). As such, self-edges are excluded from any
figure displaying a state graph.

12
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2.5 Deadlock

This section describes the concept of deadlock. First, the commonly used definition
of deadlock, referred to as a Coffman Deadlock, will be described along with a
description of why site graphs can deadlock. Based on this definition, all the terms
used in the rest of the thesis concerning deadlock will be defined and explained.
Lastly, why only keeping track of a small number of deadlocks allow full deadlock
coverage will be explained.

2.5.1 Coffman deadlock

Deadlock is a common problem in many systems, particularly those involving paral-
lel action, limited resources, and multiple agents. It first appeared as a problem in
computer systems, but many real-life systems have, over the years, also been exam-
ined from the perspective of deadlock prevention. Formally, based on the definition
of deadlock specified by Coffman [11], deadlocks can occur in a system if and only
if all the following 4 conditions hold at the same time:

1. Mutual exclusion: At least one resource must be non-shareable. Only one
agent can use the resource at any given time.

2. Resource holding: An agent is currently holding at least one resource and
requesting additional resources which are being held by other agents.

3. No Preemption: The system can/must not de-allocate resources once they
have been allocated; they must be released by the agent holding them volun-
tarily.

4. Circular Wait: An agent is waiting for a resource that is held by another
agent, who in turn is waiting for the first agent to release their resource. In
general, there exists a set of waiting agents A = Ay, Ay, As, ... Ay, s.t Ay is
waiting for A, who is waiting for Az, and so on until Ay is waiting for A;.

In this work’s context, the agents are the vehicles situated on different sites. Since
the vehicles drive on a road network, one can naturally model the problem as a
directed graph. Resources are made up of physical positions that each vehicle can
be at. It can be easily shown that the first three conditions hold trivially. For
mutual exclusion, there can not be two vehicles in the same space simultaneously
as they would have collided. For resource holding, a vehicle will always have a
physical position, a resource, while simultaneously wanting to reach other positions
to progress its mission. These other positions might, in turn, be held by other
vehicles, meaning that the second condition also holds. Additionally, a resource in
this context can never be de-allocated involuntarily, as that is impossible for the
physical vehicle. Therefore, it can be seen that the existence and, likewise, the
avoidance of deadlock hinges on the presence of a circular wait condition.

13
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2.5.2 Safe state

A safe state, or a non-deadlock, is simply any state that is not in deadlock. As long
as one chooses actions to remain in safe states, all vehicles will eventually be able
to move. There must also always exist a path in the state graph that leads back to
the current state, i.e. each safe state is part of at least one cycle of safe states. Safe
states are defined as such:

Definition 2.5.1 (Safe state). Let s be a state in the state graph G. s is a
Safe State if there exists some cycle in G' that starts and ends in s, and in
which all vehicles have moved at least once.

It can also be assumed that any site should have some safe states, as otherwise, it
would be impossible to operate on said site in a way that does not lead to deadlock,
which means that the site is faulty by design. Discovering that a site has no safe
states is also an efficient way to signal that there is some problem with said site.

2.5.3 Explicit deadlock state

The definition of explicit deadlock is identical to that of a Coffman deadlock. An
explicit deadlock is a state where vehicles wait for other vehicles to move, forming
a circular wait condition. This definition was also used by Zhou et al. [8], although
they called it a deadlock cycle. However, this thesis introduces two types of explicit
deadlocks: true and composite. These are defined as follows:

Definition 2.5.2 (True explicit deadlock). True explicit deadlocks (TED),
for a given state graph G = (S, T'), are a subset of states TED C S. A state e
is in TE'D if it has no outgoing edges in the state graph, excluding its self-edge.
Furthermore, it must also hold that no vehicle can be removed from the state
such that the new state with the vehicle removed also has no outgoing edges.

Informally, this definition means that there is no action a for any vehicle in V' of this
given state e that, if followed, leads to another valid state. As such, the definition
implies that all the vehicles of the state are in a circular wait. For there to be no
valid actions means that the claims of the vehicles are all preventing each other
from moving forward. Since all vehicles are prevented from moving, the state must
contain a circular wait condition, where some vehicle v; is blocked by vehicle v, and
so on until vehicle v,, is blocked by v;. The key difference that separates a true
explicit deadlock from a composite one is that all vehicles are in a circular wait
condition.

14
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N

Figure 2.6: Example of True Explicit Deadlock

An example of this deadlock can be seen in Figure 2.6. Both vehicles cannot move as
they are blocked by each other. This fits the definition of a circular wait condition, as
they both are waiting for each other to give up their current position while reserving
their own. As all vehicles cannot move, removing one would remove the deadlock,
meaning this state is a true explicit deadlock.

Definition 2.5.3 (Composite explicit deadlock). A composite explicit dead-
lock is a state where a subset of vehicles are in true explicit deadlock.

A composite explicit deadlock only has some vehicles form a circular wait. As such,
some sequence of reductions exists, i.e., a set of vehicles that can be removed, from
every composite explicit deadlock that results in a true explicit deadlock. Note
that a composite explicit deadlock in the state graph might have outgoing edges
due to other non-deadlocked vehicles’ presence. While this state might have some
vehicles that can move, the state is still in deadlock. This is because the subset of
vehicles in true deadlock can never move, regardless of the other vehicles” actions.
As such, it is a state that should be avoided. As a consequence, any actions taken

from a composite explicit deadlock can only ever lead to another composite explicit
deadlock.

There are no constraints on the vehicles which are not in a true explicit deadlock,
which means that the remaining vehicle might or might not eventually become stuck.
There are two scenarios from a composite deadlock in the state graph; either these
vehicles are part of a cycle or a finitely long path. Being in a cycle means that
some vehicles are in a true explicit deadlock while others could choose a sequence
of actions such that they never get stuck. The simplest example is that a non-
deadlocked vehicle is in a roundabout and drives around it forever. On the other
hand, they might also be on a path that leads to being blocked by vehicles in true
deadlock. Then vehicles will then eventually get stuck behind the true deadlocked
vehicles and can thus never move from that point.

2.5.4 Implicit deadlock state

Implicit deadlocks are states in the state graph that will unavoidably reach a dead-
lock. This means that, regardless of what sequence of actions one takes from an
implicit deadlock, the resulting state (and any in-between) are always implicitly or
explicitly deadlocked. However, the vehicles in an implicit deadlock are not required
to be in a circular wait, and it is possible to have an implicit deadlock where all
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vehicles have some available action. Like explicit deadlocks, there are both true and
composite implicit deadlocks. These are defined as follows:

Definition 2.5.4 (True implicit deadlock). A state s in the state graph G is
a true implicit deadlock if and only if s has at least one outgoing edge, s is
not part of any cycle in G and can not be reduced to a true explicit deadlock.

True implicit deadlocks are defined by the vehicles’ inability to avoid reaching explicit
deadlocks in the future. The only states in G that have an outgoing edge (i.e. the
state is not a true explicit deadlock) and are not part of any cycle (i.e. the state is
not a safe state) must be those on their way to an explicit deadlock. The remaining
states are either true implicit deadlocks or composite explicit deadlocks. For each
state to have a single label, the definition also includes that a true implicit deadlock
can not be reduced to a true explicit deadlock, which removes composite explicit
deadlocks.

Definition 2.5.5 (Composite implicit deadlock). A composite implicit dead-
lock is a state where a subset of vehicles are in true implicit deadlock.

Like with composite explicit deadlocks, it is always possible to reduce a composite
implicit deadlock, i.e. remove some vehicles, to get a true implicit deadlock. Note
that composite implicit deadlocks also might be part of a cycle. For example, imagine
two vehicles are driving towards each other in a one-way tunnel while a third one
drives around a roundabout. Given that the vehicles in the tunnel never drive
towards each other, the vehicle in the roundabout can drive in circles forever such
that these states form a cycle on the state graph. Additionally, if the tunnel vehicles
drive and get stuck, the states move from a cycle of composite implicit deadlocks to
a cycle of composite explicit deadlocks. It is only true implicit deadlocks that are
never part of a cycle.
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2.5.5 Example of true implicit deadlock

BH—@D—®
) .

Figure 2.7: To the left, a true implicit deadlock S5 is visualised. To the right is an
example of a state graph where state S7 is an explicit deadlock and S5 and S6 are
true implicit deadlock.

Figure 2.7 shows a true implicit deadlock to the left and how it would look in the
state graph to the right. As seen in the right image, nodes S0 to S7 represent
different arrangements of vehicles in a site, i.e., different states of the site. States
S0 to S4 are part of cycles, meaning they are not deadlocks. State S7, on the
other hand, is in true explicit deadlock since there are no outgoing edges between
vehicles in this state. States S5 (visualised in the left image) and S6 are not explicit
deadlocks, but they will eventually end up in state S7 since there are no paths back
to a safe state. States S5 and S6 are therefore true implicit deadlocks.

2.5.6 Classifying a deadlock

True and composite versions have been defined for both explicit and implicit dead-
locks. The key difference between these two types is that a composite deadlock can
always be reduced to a corresponding true deadlock. Why this fact is key will be
explained in this section.

Imagine a site of 50 positions that fits a maximum of 10 vehicles, with the goal of
finding all deadlocks. Suppose this site has some true explicit and implicit deadlocks
which are known. Additionally, these deadlocks only use 2 vehicles. Since 10 vehicles
might drive on this site, all composite deadlocks for up to 10 vehicles must be
found to ensure the site never deadlocks. However, simply computing all composite
deadlocks is computationally inefficient. Assume that the state d is a true deadlock
of 2 vehicles (only occupying 2 positions) from the site. This leaves a choice of placing
the remaining 8 vehicles over all 48 remaining positions. Excluding combinations
with less than 10 vehicles, the number of composite deadlocks from d equals (488>.
The number of composite deadlocks grows exponentially with the size of the site

and the number of available vehicles.

Suppose there was some state s that should be classified. The system must keep track
of a list of all composite deadlocks, and it must iterate entirely over it to confirm
s is not a deadlocked state. Although, from the definition, all these composite
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deadlocks can be reduced back to the state d. Instead of computing all composites
and checking if s is one of them, one can check if s is either a true deadlock or if it
can be reduced to one. This introduces the idea of a superstate.

Definition 2.5.6 (Superstate & substate). Let V; and V;; be the set of vehicles
of state s and d, respectively. Then s is a superstate of d, and d is a substate
of s,if V; C V..

If s is a superstate of d, it is possible to remove vehicles from it such that it exactly
becomes the state d. By only keeping track of all the substates, the true deadlocks,
it becomes possible to know whether a state is a composite deadlock or a safe state,
regardless of the number of vehicles involved.

2.6 Trie data structure

Trie, or Trie Memory, is a data structure used to store data consisting of sequences
of symbols, such as words. In practice, a trie works like a set, allowing for fast
insertion of new elements and quick lookup of inserted elements [12]. A trie has
the form of a tree, very similar to a binary tree, but instead of each node having
two children, each node of the trie has the same number of children as the number
of possible symbols. All children are placed in an array which is indexed by the
symbols. Children which has not been initialised are Null nodes.

Sequences Inserted

AA

ABC
AC
BA
CB

CCA

CCB

CcCcC

Figure 2.8: Example of trie data structure. Null nodes are excluded.

In Figure 2.8, a trie stores sequences of the symbols ’A’, 'B’; and 'C’. When looking
up if a sequence is stored in the trie, one starts at the root node at the top and
takes one step down the tree for each sequential element. Looking up the sequence
"ABC”, which is marked in green, can be done by going Left, Middle, Right in the
tree, meaning that the sequence "ABC” has been inserted into the trie. However,
if one looks up the sequence "ABB”, one finds no 'B’ inserted after "AB”, and the
sequence "ABB” is therefore not in the trie.
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2.7 Neural networks

A neural network is a machine learning model that takes input data and generates an
output. It does so by feeding the data through one or more layers of computation.
One could describe a neural network as a replication of a mathematical function.
However, instead of the parameters and constants of the function being known, they
are learned by the network by looking at the input data and updating itself to
produce the correct output.

As defined above, a neural network has input data and expected output from said
data. The dimensionality of said data, and the desired output, vary greatly depend-
ing on what task the neural network is trying to solve. The data for a classification
problem could be as simple as a vector of numbers for input, representing an image
or other relevant data. The output is then defined as a vector where each element
represents the probability of each class. Therefore, neural networks have an input
layer, where data is fed, and an output layer, where the result can be read.

2.7.1 Perceptrons and dense neural networks

Neural network architectures usually have a hidden layer between the input and
output layers. The hidden layer contains several perceptrons, or neurons as they are
often called. The width of a layer describes the number of neurons that it has.

A neuron is a computational unit that takes every output from the previous layer
and computes a new value. The computation for a dense neuron j and previous
layers ith outputs can be described using equation 2.1.

zZj = lew” + bj (21)

Each output z; from the previous layer gets multiplied with a corresponding weight
w;; and summed together. Then, the bias scalar for neuron b; gets added to the sum.
Lastly, the results get fed through an activation function, which adds nonlinearity
to the network and its possible outputs. Some common nonlinear functions used are
ReLU, tanh or the sigmoid function.

y; = activation(z;) (2.2)
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hidden layer output layer

Figure 2.9: Dense Neural network example.

An example network with an input layer of 3 values, a hidden layer of 3 neurons and
an output layer of 2 neurons can be seen in Figure 2.9. As can be seen, each neuron
computes its input from every output in the preceding layer. This type of network
is called a dense neural network. There are many other types of networks, such as
convolutional neural networks, graphical neural networks or transformers.

2.7.2 Activation functions

Activation functions are used to normalise the output of a neural network model.
They are simple mathematical functions which help the neural network to converge
while training. It is called an activation function because it filters the output of
each neuron. The ReLLU function, for example, only outputs the given value if it is
positive; otherwise, the value is 0 [13]. For this thesis, only the Softmax and ReL.U
functions will be used, but there are others such as Gudermannian, Leaky ReLLU
and many more. Sofmax and ReLU are defined as:

>
ReLU(z) = {x z20 .
0 otherwise
Softmax(?) = ﬁey where K = Tank:(?)
Z]K:1e I

ReLU only returns z if z is positive, while Softmax normalises all values in a vector.
The output of a single element from the Softmax function is between 0 and 1 and
follows a Sigmoid curve, which can be seen in Figure 2.10.
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y = Softmax(x) y = RelLU(x)
1.0 6/
0.8 31
4
0.61
y_i Y3
0.41
2,
0.2 14
0.0] 0]
-5 0 5 -5 0 5
X i X

Figure 2.10: The Softmax and ReLLU activation functions
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Methods

This chapter presents the methods that can be used to prevent the traffic planning
system from reaching a deadlocked state. This is done through three separate sys-
tems, finding all true explicit deadlocks possible for a site, finding all true implicit
deadlocks that derive from the explicit ones, and constructing a data structure that
allows quick verification if some state in question is a deadlock or a superstate of
one. These steps entirely prevent deadlock, as described in Section 2.5.6. A flowchart
displaying the methods how they interact can be seen in Figure 3.1.

Explicit deadlock
Finder

Implicit deadiock.
Finder

{

List of all explicit and

l implicit deadlocks

[Memor}r-baeed ]

Classifiers
/L / [ Neural Network
Classifier
{ 3

List-based ( Trie-based
'|oolf_up \ '|oolf_up

Figure 3.1: Flowchart describing the different components developed and their rela-
tion.
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3.1 Explicit deadlock finder

The first component of solving the problem is to find all possible explicit deadlocks
for a given site. To accomplish this, the explicit deadlock finder places some initial
vehicle on the site, then tries to add more vehicles such that the most recently
placed one gets blocked from moving. This method finds all true explicit deadlocks
from which the composite ones can be derived. A flowchart of the explicit deadlock
finder can be seen in Figure 3.2 and the complete pseudo code of it can be read in
Appendix A.5.

| Explicit deadlock . P Merge Chains at
Eoreah o N L Split Nodes
possible 'y
position Yes

|| Explicit deadlock

No%ﬂions
of all vehicles

not found

ave all positions blocked?
been tested?
Place i
Blocking
Vehicle
v
Place vehicle at " Find how to Are there
untested position » block placed any b_lor:kmg
vehicle vehicles?

Figure 3.2: Flowchart describing the explicit deadlock finder.

The finder start by computing all possible positions of a site (see Definition 2.2.1)
and the claims for each position (see Definition 2.3.1). Then, from each position,
it tries to find chains of blocking vehicles which form an explicit deadlock when
combined. The following subsections will explain all the algorithm’s main parts.

3.1.1 Finding blocking vehicles

For a given vehicle v, a blocking vehicle u is another vehicle that prevents v from
driving. The system finds possible positions of u by first checking what new nodes
would have been claimed, for a given action from the tail node of v. A blocking
vehicle u is then one that claims at least one of these new nodes.
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Scenario 1 Scenario 2

Figure 3.3: Scenario 1 and 2 of vehicles blocking each other, the orange nodes are
the locations of the vehicles and the blue squares are the area which the vehicle
claims

For an example of what a blocking vehicle looks like, see Figure 3.3. The figure
shows scenarios 1 and 2, where vehicle A wants to move to the right and vehicle
B wants to move to the left. The blue squares show the physical space that each
vehicle claims. In scenario 1, vehicle A can continue driving up and beyond without
colliding with another vehicle. In Scenario 2, on the other hand, neither vehicle A
nor B can drive forward since vehicle A is blocked by vehicle B and vehicle B is
blocked by vehicle A.

3.1.2 Finding chains of blocking vehicles

As described in Definition 2.5.2, a true explicit deadlock is a state where each vehicle
has all its actions blocked by other vehicles. This means that there exists a chain of
vehicles that all block each other sequentially. The finder’s goal is to find all these
possible chains.

Figure 3.4: Example of finding a explicit deadlock

The finder picks one position on the site and places a vehicle A there. Then, it finds
all vehicles that could block A from driving to one of its destinations and recursively
places down another vehicle B at every possible blocking position. Then, repeats
the process for B until no more vehicles can be placed down, as seen in Figure 3.4.

However, the finder can not place a vehicle that overlaps with the claims of other
vehicles. When no more vehicles can be placed down, two alternatives exist. Either
the actions of all vehicles have been blocked, meaning a cycle of blocking vehicles

25



3. Methods

has successfully been created. This can be seen in Figure 3.4, where vehicles A, B,
and C block each other. Alternatively, no more vehicles can be placed down, but at
least one can move. This could have happened in the example above if there had
been one more node between the head of C and the tail of A. If so, there would
not be enough space to place down another vehicle to block the path of vehicle C,
meaning the state is not an explicit deadlock.

3.1.3 Combining returned chains of vehicles

B/Q )O\C

Figure 3.5: Example of finder encountering split node

When placing down a vehicle, the vehicle might have multiple ways of moving. As
seen in Figure 3.5, vehicle A could go either left or right, both needing to be blocked
for vehicle A to be blocked. In this case, the finder explores how to block each action
individually and then merges the resulting chains of blocking vehicles.

3.1.4 Trimming deadlocks

In many cases, the result after 3.1.3 will result in composite deadlocks, i.e., deadlocks
where vehicles can be removed and still be deadlocks.

Figure 3.6: Example of composite deadlock with three vehicles A, B and C

To reduce these states to true deadlocks, the vehicles which can be removed must
be removed. As seen in Figure 3.6, vehicles A, B and C are all stuck. But since
vehicle C is not blocking any other vehicles, it can be removed, resulting in a state
with only vehicles A and B which is a true deadlock. This action can be performed
iteratively, removing each vehicle which does not block any other vehicle until no
more vehicles can be removed.
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3.2 Implicit deadlock finder

Add states one step
back fromsto |« Add s to KD

Fringe
KD = {}l
Fringe = {]
Mo Does all
Y edges from s
2
Add all explicit ead to KD
deadlocks to KD
and Frings
L 2
L 4
Add states one MO
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explicit deadlock
to Fringe

Pop state s
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—»< Fringe = )’ from Fringe

Figure 3.7: Flowchart of the implicit deadlock finder method

The second component to solving the problem is to find all true implicit deadlocks,
which is done by the implicit deadlock finder, visualised with a flowchart in Figure
3.7. Tt starts by receiving all explicit deadlocks for a given site and then stores them
in a set called KD (Known Deadlocks). Then, it follows edges backwards in the
state graph (see Definition 2.4.1), starting from each explicit deadlock and adding
the previous states to a set called Fringe. When all previous states have been added
to the Fringe, it picks the top state of the Fringe and checks if all possible actions
from said state lead to deadlocks already in KD. If this is true, then by definition,
the current state is a true implicit deadlock. In that case, add it to KD and add all
its previous states to the bottom of the Fringe. If all possible actions do not lead to
known deadlocks, do nothing. Lastly, pick another state from the Fringe and repeat
the process until the Fringe is empty. In essence, this algorithm explores the state
graph of a site and finds states that are guaranteed to be implicit deadlocks. At least
one state can always be added to KD, a proof of which is described in Appendix A.1.
Lastly, for details on how the implicit finder algorithm works, see the pseudocode
in Appendix A.6.

A key detail about this algorithm is that it must be done in order of the explicit
deadlocks, sorted by the number of vehicles involved. For example, to find implicit
deadlocks for 5 vehicles requires that all implicit deadlocks for 2, 3 and 4 vehicles
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have already been found. As such, one has to run the implicit finder on all explicit
deadlocks with 2, 3 and 4 vehicles before starting on ones with 5. This requirement
comes from the fact that a state might be a superstate of a smaller deadlock (see
Section 2.5.6). For example, say there exists two explicit deadlocks, one with 2
vehicles called A and one with 6 called B. When exploring the previous states of B,
one of these states might lead to a composite implicit deadlock based on A. Since
only true deadlocks are stored, the only way to know if this state is a deadlock would
be to find it when exploring behind A. All implicit deadlocks that originate from A
must be explored and added to KD before the exploration of B begins. This is done
in the finder by separating explicit deadlocks by their size and finishing exploring
some of a certain size before moving on to the next one.

3.2.1 Example of one implicit finding step

@:o @co @:o ED

Step 0 Step 1 Step 2 Step 3

Figure 3.8: Example of finding implicit deadlocks one transition from explicit dead-
lock, explicit deadlocks marked with ED and confirmed implicit deadlocks marked
with ID

An example of the three steps of implicit finding can be seen in Figure 3.8. As
previously described, the search works by looking backwards at prior states, looking
forwards at the next states, and adding any states which can be verified as implicit
deadlocks to the set of known deadlocks.

In this example, there is only one explicit deadlock at step 0, marked by the black
circle. Step 1 shows that this state has 3 prior states, marked in green. As such,
they get added to the fringe. Then in Step 2, every next state from the green states
gets examined. All states lead back to the explicit deadlock, but the left state also
leads elsewhere. Since this state is not in the known deadlocks, one can not be sure
that the left state is an implicit deadlock. Therefore, as seen in Step 3, only the two
states marked in blue get added to the list of known deadlocks. To find more implicit
deadlocks, the finder goes back to step 0. But, instead of examining states one step
back from the explicit deadlock, it examines states one step back from the newly
found implicit deadlocks. This is repeated until no more new implicit deadlocks are
found.
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3.3 Memory-based deadlock classifier

Using both finders, finding all deadlocks for a site is now possible. However, the
traffic planner still needs an efficient way to verify whether a specific state s is a
deadlock. Therefore, a memory-based method of verification was developed. This
section describes two variations of such a method. For both methods, it is assumed
that all true implicit and explicit deadlocks have been found in the given site. The
task is then to determine whether the current state matches a deadlock. As described
in Section 2.5.6, this can be done by checking if the current state is a superstate of
all known true explicit or implicit deadlocks.

3.3.1 Lookup using masking

A simple lookup can be done in linear time, O(n), where n is the number of deadlocks
in memory. Let s be the site state represented by a binary number where a 1 or
0 at bit ¢ means there is or there is no vehicle at position ¢ in the site graph. Let
D ={dy,ds, ...,d,} be our memory set of deadlocks where each d; is a binary number,
each representing a site state where all vehicles are in a deadlock. The "bitwise and”
operation (&), executed in constant time, can be used to compare each deadlock
with the site state. If all bits in d; are also set in s, it holds that d;&s = d;, that is,
some group of vehicles in the site state forms a deadlock. So, if there is a deadlock,
then dd € D : d&s = d, which our method validates by simply looping over each
deadlock in memory. See pseudocode below:

Require: s is a binary representation of site state
Require: D is the set of all deadlocks
for d in D do
if d AN s == d then
return that s is a deadlock
end if
end for
return that s is not a deadlock

3.3.2 Lookup using trie data structure

A trie memory, as described in Section 2.6, is suitable for finding if a state matches
or is a superstate of any deadlock. The trie can check multiple deadlocks simulta-
neously, lessening computation time per lookup. Normally, a trie is used to find
an exact match in a set of sequences. As such, it would only be able to find true
explicit deadlocks. However, by modifying the lookup process, one could find if the
given sequence is a superset of any inserted sequence.

As in Section 3.3.1, let s be the binary representation of a site state. s can then be
inserted into the trie memory as a sequence of 1s and Os.
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A
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Figure 3.9: Trie example with two inserted deadlocks 110 and 101

As seen in Figure 3.9, two states have been inserted: 110 and 101. These are both
true deadlocks. Os are inserted to the left, and 1s are inserted to the right. When
looking up if a sequence has been inserted into the tire, one traverses the trie from
the root R and goes left or right if the given element in the sequence is 1 or 0. The
given sequence has been inserted if and only if a trie has been inserted at each step.
For example, looking up sequence 111 in Figure 3.9, one first goes right twice before
finding no more tries inserted to the right. 111 has not been inserted into the trie
and is, therefore, not a true deadlocked state.

Table 3.1: Examples of states which are looked up in the Trie in Figure 3.9

Sequence | Is a superset Comment
111 Yes Is superset of 110 and 101
110 Yes Matches 110
101 Yes Matches 101
100 No
011 No

When looking up if sequence s is a superset of any inserted sequence, one traverses
the trie in a similar manner, but when encountering a 1, one explores both left and
right sides. If one wants to check if 111 is a superset of any inserted sequence, after
two steps right, one more step right is impossible, but one could explore left instead,
resulting in a sequence match. The matched sequence is 110, which is a subset of
111. Assuch, 111 is a composite deadlock of the true deadlock 110. Table 3.1 shows
a number of examples of whether a sequence is a subset or not.

Compared to using masking, as in Section 3.3.1, a trie can check multiple positions at
the same time. At the root node, the trie looks at the first position for all deadlocks
and sees if there is a deadlock with a vehicle there or not. This is much better than
a list, which needs to individually check the first position for each deadlock. While
the performance lessens when searching deeper into the trie, it is as good as the list
method at worst. Pseudo code of inserting and checking if the trie contains a state
(if the state is a superstate of any inserted state) can be seen in Appendix A.7.
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3.3.3 Implementing the deadlock constraint

With a deadlock classifier constructed, constraints for preventing deadlock could now
be implemented and connected to the existing planning system at VAS. When the
planner wants to know if a state is a deadlock, the classifiers use lookup and subset
checking to return the correct answer. Both classifying methods were implemented,
and their results can be seen in Chapter 4.

3.4 Neural networks

Using the methods described above, one could determine whether a given site state
is a deadlock. This information is then used to train a neural network to validate
if it can comprehend what a deadlock is and if such a network can be used to find
deadlocks that have not been found before.

3.4.1 Dataset

A dataset was first generated by randomly sampling a large set of valid site states.
These states were then labelled as "Not deadlock”, "Explicit deadlock”, or "Implicit
deadlock”. It was found that most states were classified as "Not deadlock’,” which
required the dataset to be rebalanced. If not, any classifier could label all explicit and
implicit deadlocks as "Not deadlock” and receive a high accuracy rating. However,
the explicit and implicit deadlock accuracy would be very bad.

To balance the three classes, all explicit and implicit states in the training dataset
were duplicated, so each class had the same number of states. When testing, the
ratios of deadlock classes were left untouched.

3.4.2 Dense neural network

Using the dataset from Section 3.4.1, a dense neural network was constructed for
classifying the different states. The input of this network was a vector with n input
nodes. Each node corresponded to a position in the site graph and had a value of 1 or
0 if a vehicle occupied the given position or not. The output vector had a dimension
of 3 corresponding to the probability of "Not deadlock”, "Explicit deadlock” and
"Implicit deadlock”.

fi(X) = Softmaz(XW©) (3.1)
f2(X) = Softmaz(ReLU(XWMD)YW ) (3.2)

The model of each site, except for Sharp Site 2, resembles Equation 3.1, where the
weight matrix W has the dimensions of n x 3. Although this is a simple model,
it was sufficient for high-accuracy results. For Sharp Site 2, the model described
in Equation 3.2 was used. It has one hidden layer of size 256, i.e. W) has the
dimensions 538 x 256 and W ® has the dimensions 256 x 3.
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3.4.3 Classifying unknown deadlocks

One potential advantage of a neural network classifier is that it might develop a gen-
eral intuition of what positions are involved in a deadlock. If so, one could generate
training data representing a subset of all explicit and implicit deadlocks, train the
model using this data and then find previously unknown deadlocks. Such a method
would be especially useful if smaller deadlocks with few vehicles could be used to
train a classifier that then learns to find much larger ones. The computational effort
needed to find all deadlocks would greatly decrease, as this classifier could disre-
gard potential exponential behaviour in generating all possible deadlocks of many
vehicles.

A dataset, as described in Section 3.4.1, was generated to test if the neural network
could generalise classifying deadlock. Each sampled state in this dataset had at
most 7 vehicles, and was then used to train a neural network model. However, a
dataset where each state had 11 vehicles was used when validating the model. If
the model can generalise, it should be able to correctly classify new states that are
true deadlocks and not found in the training dataset.
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Results

This chapter describes the results found by applying the methods described in the
previous chapter on various sites. Additionally, the problem with finding all dead-
locks will be expanded upon.

Data was created for a site using the explicit and implicit finders (see Sections 3.1
and 3.2), and the limits of such a method were explored. This data is directly used
in the memory classifying methods, which means they could be evaluated. Then,
the data was used to train and test a dense and graph neural network to see if they
were any better than a strictly memory-based method.

4.1 Description of sites

There were a total of four sites used. These were split into test sites and Sharp sites.
The test sites, which are purely conceptual, were the Screwdriver and Oval sites.
The Sharp sites, which are based on sites from Volvo customers, are called Sharp
Sites 1 and 2. Table 4.1 shows a table containing statistics for each site. These
numbers show the largest number of deadlocks that have been found, for the largest
number of vehicles it is possible to generate for. Sites where all deadlocks could not
be found in a feasible amount of time have a star next to the number of deadlocks.
As to why all deadlocks can not be found, see Section 4.6. Additionally, different
examples of deadlocked states can be seen in Appendix A.8.

Table 4.1: Table of nodes and deadlocks per site. * denotes that not all deadlocks
have been found, and that this is the highest amount that have been computed to
completion.

H Name Nodes Explicit Deadlocks Implicit Deadlocks H

Screwdriver 44 5 76637
Oval 47 4 2%

Sharp 1 42 7 80812

Sharp 2 538 164* 24825*

The Screwdriver site is the simplest test site and the first site where the developed
methods were tested. The site graph can be seen in Appendix A.8. It is a simple
site with no node nor deadlock amount to be considered difficult to solve. However,
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it proved a simple start to verify that the methods worked. On this site, there are
only 29 deadlocks for reasonable amounts of vehicles. However, for over 10 vehicles,
most states become implicit deadlocks which is why the number of deadlocks in very
high in Table 4.1.

Oval is also a test site and similarly has very few nodes. The site graph can be seen
in Appendix A.9. However, it introduces nodes where the path splits or merges, can
be more difficult for the system than the deadlocks in Screwdriver. Furthermore,
it introduces deadlocks at its path merging nodes where turning the vehicle could
result in a collision, another type of deadlock that had to be found. Although,
there appears to be a very large number of deadlocks for 12 vehicles or more, as
computation time grows very fast (for more, see Section 4.4.1).

The first real site is called Sharp Site 1, which a Volvo client owns. It can be seen in
Appendix A.10. It is about the same size as the test sites but has nodes very close to
each other. It is similar to Screwdriver, where the amount of deadlocks only become
significant for 12 vehicles. Additionally, it is possible to compute all deadlocks in a
reasonable amount of time for this site.

Finally, there is Sharp site 2, which a Volvo client also owns. This site is much larger
than all the other sites and can be seen as a difficult real-world example at which
the fleet planning system could be deployed. Appendix A.11 shows a map of it. It
has a total of 534 nodes, so computing the number of deadlocks on this site was very
difficult for a large set of vehicles. Furthermore, it has many one-vehicle tunnels,
which create many true deadlocks with only a few vehicles. Thereby, there are an
enormous amount of true implicit deadlocks as the number of vehicles increases. As
such, while the number of implicit deadlocks in Table 4.1 seems low, it is because

the computation grows exponentially and does not finish, not because of a lack of
deadlocks.

4.2 Explicit finder results

010 Explicit deadlock computation Explicit deadlock computation
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Figure 4.1: Computational time of explicit deadlock for the four different sites, the
right plot is the same as the left but includes Sharp Site 2 which requires adjusting
the y-axis.
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This section describes the time it takes to compute all explicit deadlocks up to 17
vehicles involved. All results can be seen in Figure 4.1. As can be seen, due to
the size of the sites, computing deadlocks for all sites except Sharp site 2 takes
a small amount of time. As such, when sites grow in nodes, so does the time to
compute explicit deadlocks. The results for Sharp site 2 show that the time it takes
to compute explicit deadlocks can be exponential regarding the number of vehicles.
Computing explicit deadlocks on Sharp site 2 for 18 vehicles fails to finish as the
computation takes too long. As such, it is obvious that computation time depends
highly on the site. Finding explicit deadlocks will eventually become a problem if
larger or more complex sites are attempted.

4.3 Comparing memory-based classifiers

Two methods were used for the memory-based classification of states: a list or a trie
of known deadlocks. Compared to the set of deadlocks, these methods check if a
state is a superstate (see Definition 2.5.6). The lookup time of both methods was
compared by inserting an increasing amount of deadlocks into the data structure
and then looking up 10 000 random states. Note that the same random states were
used in each iteration, i.e. list and trie lookup was tested on the same data. As
such, this tests shows how lookup time increases as the size of the data structure
increases.

Trie vs Masking lookup of 10 000 states

— Trie
8 Masking
6
v,
(]
Eq
|_
2
0 — —

0.0 0.5 1.0 1.5 2.0 2.5 3.0
Number of deadlocks le5

Figure 4.2: Comparing deadlock lookup time between trie and masking. X-axis
shows number of deadlocks in data structure and y-axis shows lookup time.

The results can be seen in Figure 4.2, which displays graph over the number of
deadlocks in the data structure on the x-axis and the lookup time for 10 000 random
states on the y-axis. As seen, the masking method roughly follows a linear curve
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related to the number of deadlocks. On the other hand, the trie data structure’s
lookup time is almost constant, with an average lookup time of 85 milliseconds.
Tries are, therefore, an immediate improvement over using a list. As such, trie-
based memory classification was the only memory classifier used from this point
on.

4.4 Implicit deadlock finder

Since the lookup time of the trie classifier is very low, the factor that controls the
classifier’s performance is the time it takes to find all implicit deadlocks. As such,
the following section will detail computation times for the test and Sharp sites. A
search has been run for each combination of depth and max number of vehicles.
As a reminder, depth is the maximum distance from an explicit deadlock that the
implicit finder considers. It decides how many iterations of finding previous states
that are allowed. Depth was used to constrain the search such that results could be
generated beyond the normal limits of the implicit finder (i.e. searching where the
time starts becoming exponential).

4.4.1 Test sites

For Screwdriver, Figure 4.3 shows the time it takes to find all implicit deadlocks.
The site was tested for up to 13 vehicles and a generous depth of 100. This site fits
a maximum of around 14 vehicles, and finding deadlocks for most choices of vehicles
on site is simple, as there are only 29 implicit deadlocks for 10 or fewer vehicles.
However, the computational time grows when searching for deadlocks with more
than 10 vehicles. That is because many sites states on Screwdriver with more than
10 vehicles are implicit or explicit deadlocks, i.e., there is no way for 11 vehicles to
move in a loop on Screwdriver. Therefore, the algorithm will list all valid states
with 11 vehicles and mark them as deadlocks. Although, as seen in the figure,
computation time stops growing when all deadlocks have been found.
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Figure 4.3: Graph over Vehicle/Depth/Time (S) of Screwdriver site. Generated for
max 13 vehicles and 100 depth.

Figure 4.4 displays the time it takes to find all implicit deadlocks for the Oval
site. Like Screwdriver, this site only starts becoming unfeasible to test around the
maximum number of vehicles, which is 14. As can be seen, most combinations take
less than a second. The rise in time starts around 12 vehicles, and the slope of the
curve can be seen to be exponential. Computation time quickly goes from less than
a second to over 100 seconds. This means continuing testing for deeper depths at
12 vehicles or higher was impossible. Most states of 12 vehicles are believed to be
deadlocks, explaining why the computation grows so quickly.
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Oval
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Figure 4.4: Graph over Vehicle/Depth/Time (S) of Oval site. Generated for max 14
vehicles and 50 depth.

4.4.2 Sharp sites

Results for Sharp site 1 can be seen in Figure 4.5. As mentioned, the figure looks
similar to Screwdriver but has linear growth instead of an ”S” shaped curve. It is
worth noting that all deadlocks have been found at 12 vehicles and about 450 depth,
where the slope in the figure stops growing. As such, the trie classifier can prevent
deadlock for any valid amount of vehicles on this site (as long as they start in a safe
state).
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Sharp site 1
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Figure 4.5: Graph over Vehicle/Depth/Time (S) of Sharp site 1. Generated for max
14 vehicles and 500 depth.

Lastly, the results for Sharp site 2 can be seen in Figure 4.5. This is a very large
site where the exponential behaviour at higher vehicle counts is at its worst. As can
be seen, for 16 vehicles, the time to test goes over 5 minutes. No depth higher than
25 is possible at this point, as the computation has not managed to finish using
available resources. It is worth noting that around 12 vehicles currently drive on
this site, meaning it is possible to prevent deadlock as it currently stands. However,
this is the maximum that the implicit finder can handle. Why this problem occurs
has been further explained in Section 4.6, and ideas for solving it can be found in
Section 5.3.
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Sharp site 2
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Figure 4.6: Graph over Vehicle/Depth/Time (S) of Sharp site 2. Generated for max
17 vehicles and 25 depth.

4.5 Neural network classifiers

The neural network classifiers are trained on the same data the memory classifiers
use. These classifiers aim to generalize the process of classifying deadlocks for any
number of vehicles. One model was built and trained for each site. Each dataset

had at most 7 vehicles in each sample state.

Table 4.2: Results from Dense Neural Network Classifier

Site Train Samples | Test Samples | Class Dist. (ND, ED, ID) | Accuracy
Screwdriver 160 000 40 000 (75%, 4.2%, 21%) 97.0%

Oval 160 000 40 000 (96%, 2.3%, 1.9%) 98.0%
Sharp Site 1 400 000 100 000 (96%, 2.4%, 1.9%) 96.6%
Sharp Site 2 1 800 000 200 000 (85%, 1.1%, 14%) 97.0%
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As can be seen in Table 4.2, classifier accuracy at each site was very high at above
96%. The main reason why the classifiers did not get a better accuracy was that
there where some confusion between explicit and implicit deadlocks. Therefore, if
only "Not Deadlock” and "Deadlock” were used, the classifiers had an accuracy of
99.9%.

Due to the uneven class distribution between "Not Deadlock”, "Explicit Deadlock”
and "Implicit Deadlock”, as can be seen in the second column from the right in
Table 4.2, the training samples for explicit and implicit deadlocks where duplicated
such there was an equal 33% split between the three classes in the training dataset.
No states were duplicated for the test dataset, but the samples were weighted. As
such, if the classifier had marked all test samples as "Not Deadlock”, it would only
have a 33% accuracy.

4.5.1 Classifying unknown deadlocks

A dataset of 10 000 unique random states at Sharp Site 1 was generated, containing
11 vehicles each. With at most 7 vehicles, there exist 5 true explicit deadlocks and
137 true implicit deadlocks, while with at most 11 vehicles, there exist 6 true explicit
deadlocks and 172 true implicit deadlocks. So, among the 10 000 generated samples,
there are several composite explicit and implicit deadlocks the model had not seen
before.

Confusion Matrix Confusion Matrix
Neural Network classifier

Memory-Based classifier

True label
Impl. Deadlock Expl. Deadlock Not Deadlock

True label
Impl. Deadlock Expl. Deadlock Not Deadlock

Not Deadlock Expl. Deadlock Impl. Deadlock Not Deadlock Expl. Deadlock Impl. Deadlock
Predicted label Predicted label

Figure 4.7: Confusion matrices comparing the results of the neural network classifier
vs the Memory-Based classifier, both using data generated from 7 vehicles

The result from training the neural network classifier using the 7-vehicle dataset and
evaluating the model using the 11-vehicle dataset can be seen in the left confusion
matrix of Figure 4.7. It could classify several states correctly, but there were still
295 states that were incorrectly classified as "Not Deadlock,” resulting in a weighted
accuracy of 86%.
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In contrast, one can observe the result of using the memory-based classifier in the
right confusion matrix of Figure 4.7. The memory contained all true implicit and
explicit deadlocks of states with 7 vehicles or less, meaning the only incorrect clas-
sifications are deadlocks with more than 7 vehicles in true or composite deadlock.
This resulted in only 36 deadlocks being classified as "Not Deadlock”, resulting in
a weighted accuracy of 97%.

4.6 Finding all possible deadlocks

All classifying methods rely on finding as many deadlocks as possible, either for
lookup or as training data. However, one can quickly encounter computational
problems finding all possible deadlocks for a given site. The machine’s memory runs
out as the number of states to consider becomes too large. The problem could be
partially alleviated by getting a better computer, but this section will explain why
this is not a solution to the problem.

To begin with, the sites decide the maximum number of positions and, consequently,
the maximum number of vehicles. Additionally, how the nodes are organised on the
site can increase or decrease the amount of deadlocks substantially. All these factors,
in turn, affect how long it takes to compute all explicit deadlocks and then how long
it takes to explore these to find implicit deadlocks. As the number of positions
increases, so do the potential starting points of deadlock chains (see Section 3.1).
When explicit deadlocks increase, so does the number of implicit deadlocks, which
increases the computation time. However, the key factor (for both explicit and
implicit finders) that controls computation time is the number of actions the finders
have when placing vehicles in chains or finding previous states.

An action for the explicit finder is a position where a vehicle can be placed to block
another vehicle. Each valid action is a chain that must be explored. As such, when
the number of actions becomes large (i.e. the branching factor becomes large), the
computation time increases exponentially. When nodes are close together, there are
many ways to place vehicles, creating many possible actions. However, the time is
constrained by the maximum number of vehicles allowed, creating a fixed stopping
point where the finder will not take any more actions. As such, it is only for many
vehicles on large sites where the explicit finder fails to finish.

However, the same does not hold for the implicit finder. Actions are finding previous
states in the state graph that needs to be explored. As such, the number of actions
is controlled by the number of vehicles and the number of ways to follow an edge
backwards. The number of actions already becomes large when there are many vehi-
cles, as there can be many ways to reach the same state. Additionally, all previous
states are always explored. Unfortunately, there is no maximum distance that the
implicit finder can explore. There can not be one, as the goal of the implicit finder
is to find the implicit deadlocks furthest back from the explicit deadlocks, as those
are the states that one wants to avoid stepping into. But, with no constraints on
the search backwards, the branching factor combined with the long search distance
makes the number of computations too large for the finder to handle.
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Having too many previous states to search for is what happens on Sharp site 2,
making the site too large for the implicit finder to handle. The deadlocks for a
maximum of 15 vehicles are computable, but any more has the computation time
outpace the heap space required to compute them. Furthermore, one could choose
an even harder site or even more vehicles to solve, which becomes an even harder
problem. Unconstrained searches back in time are the core problem in finding im-
plicit deadlocks.

4.7 Summary of results

In summary, while it is possible to find many deadlocked states, it was not possible
to find all implicit deadlocks for all sites. The explicit and implicit finders can suffer
from exponential growth based on the number of positions and vehicles. While they
can manage the Sharp sites with the amount of vehicles in use currently, it has
also been clearly shown that the computation time of the finders does not scale.
More work must be done to find explicit and implicit deadlocks of many vehicles.
Additionally, the site’s design affects whether it has exponential behaviour or not.
Screwdriver, Oval and Sharp site 1 all have about the same number of nodes, yet
only Oval’s computation time grew exponentially. As for the choice of classifier, the
memory classifiers have a 100% accuracy, given that they rely on lookup. Specifically,
the trie-based classifier has a very short lookup time, making it the best one for the
traffic planner.

Furthermore, it was found that simple neural network models could be used to
classify states at each site tested which high accuracy. However, when the model
was only trained on samples of states containing at most 7 vehicles, it could not
generalise and maintain high classification accuracy for states with more vehicles.
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Conclusion

This chapter describes the conclusions that can be drawn from this report, discus-
sions for how the work went, what processes could have be improved, and what
avenues of future work that the authors’ find interesting.

5.1 Discussion

As a reminder, the research question supporting this thesis was "How can a mathe-
matical model predict deadlock in a vehicle planning system?”. Requirements were
also that this model should be fast enough to be practically applicable in the traffic
planner. As such, different models were developed that can predict deadlock. These
models were then used to guide the traffic planner. To begin with, all models rely
on the data found by the explicit and implicit finders. Then, the variation between
models was if the memory was directly queried or if an approximative model was
trained on the data.

The best performing model was the tire classifier. Due to being a trie, lookup speed
was not a constraining factor to the model’s abilities. Additionally, since the model
does deterministic lookup, it has 100% accuracy and will never falsely classify a
state that it knows of. Instead, its greatest problem was gathering the required
data, as the implicit finder is unable to compute all previous states when sites grow
large and vehicles become many. As explained in Section 2.5.6, the branching factor
and depth needed to find all implicit deadlocks make the computation time required
infeasible. As such, more work needs to be done to either improve implicit deadlock
finding or forgo it entirely with functioning approximative methods.

However, it is worth noting that the memory-based trie classifier can handle the cur-
rent requirements of VAS. For the two Sharp sites analysed, 12 vehicles are around
the max of what is currently in use. The implicit finder can compute all deadlocks
for these requirements. As such, if the planner was implemented, it could completely
avoid deadlocks in a very time-efficient way. The preventive abilities of the classifier
have been verified by simulating the sites for an extended period of time and con-
cluding that the system does not deadlock. These simulations use the trie classifier
and checks in real-time whether a prospective state is a deadlock. Compared to the
current method of preventing deadlocks, this system reduces manual work required
for new sites and is a possible improvement if the current human decisions for how
vehicles should drive are not optimal.
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5.2 Ethics

Deadlocks are, inherently, a subset of states preceding collisions. While they do not
cover all states before collisions, as queues are not in deadlock, deadlocked states
can be dangerous as if any vehicle decides to drive, the result will be a collision. For
this thesis, it has been assumed that some other system prevents real-life collision
by using sensors on vehicles or other preventative measures. However, this does
not need to be the case, nor is it reasonable to assume that such a system would
be faultless. In this case, deadlock avoidance acts as a safety measure. If a site
can be deterministically guaranteed never to deadlock, the risk of collision from a
deadlocked state lessens.

Furthermore, current control of traffic planning relies in part on human intuition to
design how vehicles should move. Human intuition can lead to human error, leading
to dangerous situations. It is difficult for humans to consider every scenario and
every possible way their rules can play out. Autonomous deadlock prevention, such
as that designed for this thesis, can help mitigate the danger. In this case, the
finders have tried every combination of how vehicles can be positioned and thus
knows all states that must be avoided. However, the finders are inherently based
on a model or simulation of real life. As such, there might be abstractions that
cause unpredictable behaviour. While modelling should never be the sole safety
insurance, a collaboration between well-designed deadlock prevention and human
intuition should prove safer than either method in isolation.

However, deadlock prevention is not always deterministic, as some of the models
designed for this thesis are neural networks. They can hallucinate, which could lead
the model to fail at a task it is assumed to be good at. In this case, safe states could
be classified as deadlocks and vice versa. Regardless of how this affects performance,
it might also lead to unpredictable behaviour. Such behaviour can be dangerous if
the vehicles interact with human drivers, who assume that autonomous vehicles will
drive like humans. If a neural networks is to be used, extra safety measures need
to be implemented such that eventual hallucinations are detected and disregarded
accordingly.

5.3 Future work

This section will describe the current limitations of the system and the possible
angles of future work that the authors’ believe are able to solve said limitations.

5.3.1 More sites of different scales

Currently, only 4 sites have been examined for deadlocks. It would be good to test
the finders’ capabilities on additional sites. For example, Oval introduced deadlocks
that relied on the vehicle’s tail node, a previously undetected bug until the system
was tested on that site. Other unknown deadlock situations may exist, and the
current system having complete coverage of all types of deadlocks is very unlikely.
As such, the only solution is to perform more tests on different types of sites.
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Furthermore, from an evaluation perspective, creating a site between the size of
Sharp site 1 and 2 would be useful. As has been found, the leap from Sharp site 1
to Sharp site 2 is very large, and perhaps a mid-size site could have been used to
bridge the gap and clearer relation between small and large sites.

5.3.2 Benchmark against existing solution

The method of finding all explicit and implicit deadlocks has only been tested in sim-
ulations to verify that the traffic planner does not get stuck in deadlock. However,
no benchmarks have been run with the new traffic planner to compare with the ex-
isting rule-based solution. If the new solution improves the utilisation of the vehicle
fleet, then Volvo Autonomous Solution would be strongly motivated to continue the
development of the traffic planner. Additionally, the new solution could be tested
at a real-world site such as Sharp Site 1 to verify that the system is functional in
practice.

5.3.3 Improving explicit deadlock finder

The method presented for finding all explicit deadlocks did not receive much atten-
tion during the development of the thesis. That is because even if the method had
been improved, the bottleneck for the entire system was the computation of implicit
deadlocks, which the authors gave more attention to.

Due to the nature of the algorithm, where for a given vehicle v, one computes what
vehicles can be placed such that v is blocked, this lends itself to be solved using a
dynamic programming approach. But since one vehicle can have multiple potential
actions that need to be blocked, and where multiple different vehicle positions can
block each action, the problem becomes difficult. One would need to define a set of
properties which are always true whenever the position of a vehicle is visited, such
that redundant computations can be reduced.

Although the method might not be optimal, the authors are satisfied with the re-
sulting method since it can still compute all explicit deadlocks at a large site within
minutes. However, improvements could be made, which could be a source of future
work.

5.3.4 Implicit deadlock computational limits

As explained multiple times, increasing site size and the number of vehicles on the
site leads to the implicit finder being unable to find all deadlocks. This inability
comes from the number of states that must be searched growing exponentially. While
no immediate solution to this problem has been formulated, these are the authors’
ideas.

For the implicit deadlock finder, each previous state in the fringe can be explored
in any order without affecting correctness. As such, its operation can be easily
parallelised. This could lead to a large reduction in computation time but does not
solve the inherent problem of time complexity.
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Since the number of vehicles controls the branching factor (as more vehicles have
more previous states), methods for searching multiple actions at once could greatly
improve the finder. Currently, it only considers one step backwards at a time, which
is inefficient when there are many vehicles. A method that combines actions in some
way and concludes if all of them are implicit deadlocks would be more efficient.

Furthermore, taking more than one step backwards per vehicle is also a good im-
provement angle. Some attempts at such a method were tried: to take steps back-
wards until before a vehicle reaches an interesting choice of action. If a step back-
wards only leaves going another step backwards or standing still as available actions
for a vehicle, more than one step could have been taken. In fact, the finder only
needs to find the outermost implicit deadlocks, as they are the entrances to the
deadlock that the system wishes to avoid. As such, keeping track of all deadlocks is
unnecessary, rather than just saving the ones the system can reach from safe states
(which could be another improvement). Implementing a method that takes multiple
steps would be very efficient, but the authors are unsure how to always prove the
correctness of such a method.

5.3.5 Possible unknown implicit deadlocks

The implicit finder computes all deadlocks for each number of vehicles at a time. As
described before, it does this since implicit deadlocks can lead to smaller ones. As
such, the smaller ones must already have been found such that the deadlocks with
more vehicles are not missed. However, this means there can exist implicit deadlocks
that the finder cannot find. If the only actions from a true implicit deadlock lead
to composite deadlocks, implicit or explicit, the finder cannot find the true implicit
deadlock. For example, imagine a state s where 4 vehicles are in true implicit
deadlocks. From s, there is only one future state: an explicit deadlock of 3 vehicles.
That means there is no direct path to s from an explicit deadlock of 4 vehicles. As
such, the only way to find s would be to search backwards from the true deadlock
of 3 vehicles and add the last required vehicle.

In real life, this is quite the odd scenario. There is some state of 3 vehicles that
are in deadlock. But, if one of these vehicles takes a step backwards, it becomes
a safe state. However, if this vehicle takes a step backwards and there is another,
previously unrelated vehicle at some specific position, the state becomes an implicit
deadlock.

There is no such deadlock for any site used in this thesis (to the author’s knowledge),
but it is a theoretical possibility. Despite this, the implicit finder is, by choice, unable
to find this deadlock. This was done because, otherwise, the finder must try and
place extra vehicles around implicit (and explicit) deadlocks up to the maximum
number of vehicles allowed, which is extremely computationally inefficient. As such,
a correct and computationally efficient method for finding these "true to composite”
deadlocks is another direction for future work.
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5.3.6 N-step TD implicit finder

There were attempts at creating another method for finding implicit deadlocks. In-
stead of deterministically working backwards, one could pick a random state and
randomly traverse forward until a deadlock is reached. Then, each state visited
would have its "chance” of being a deadlock updated. The goal of this method was
to find implicit deadlocks faster than the current finder does, such that the branch-
ing issue becomes alleviated. Instead of searching all paths, this method would only
search one at a time.

As such, an n-step Temporal Difference method was built, as described in Rein-
forcement Learning: An Introduction [14]. As described above, it would randomly
search in the state graph and map states to a probability of them being an implicit
deadlock. When it reached an explicit deadlock, it would update its previous states
via the TD-learning method.

However, this method did not produce relevant results. It did not frequently visit
implicit deadlocks such that it could separate them from other states. This is, as
the authors believe, due to the considerable number of possible states. Another very
relevant factor was that implementation of this method started late. As such, this
method could produce good results (perhaps even better than the current finder) if
more time was spent on development. In general, exploring the state graph forward
(instead of backward from explicit deadlocks) has a lot of potential and is an area
the authors would recommend future work to be done in.

5.3.7 Neural networks

Neural network models were successfully created to classify states with high accuracy.
However, since the models could not generalise, their usefulness is limited. As
described in Section 3.4.3, if a model had understood what an explicit or implicit
deadlock is, it could have been used to approximate the implicit deadlock finding
method.

One could generate a better training dataset to make the model classify deadlocks
with a greater number of vehicles correctly. Since it is possible to generate a subset
of implicit deadlocks with a given number of vehicles, the neural network might
be able to find the rest. However, such an improved dataset would need states
from all classes, including "Not deadlock” states. These are difficult to generate
unless all explicit and implicit deadlocks have been found. In our current method,
a state is "Not deadlock” if and only if it is not in our list of known explicit nor
implicit deadlocks. However, this method does not work if all deadlocks can not be
found. For a given state to be classified as "Not deadlock”, one would need to find
a sequence of steps leading back to the same state and ensure all vehicles moved at
least once in said sequence. One source of future work is how this could be done in
a computationally efficient way.

Another approach would be to use some other type of neural network model. In
this thesis, a Graph Convolution Network (GCN), as described in Appendix A.3,
was explored as a possible solution for improving the model’s generalisation. The
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idea was that the network would be able to use the graph structure of a site as
context and that many vehicles at locations such as tunnels or intersections would
indicate deadlock. However, Using a GCN did not yield better results, as seen in
Appendix A.4, compared to the network already described in the thesis. On the
other hand, GCN has only briefly been explored by the authors and would need
further investigation before being dismissed.
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Appendix 1

A.1 Correctness proof for implicit deadlock finder

This proof will prove why there always is at least one possible state in the Fringe
set that can be verified as a deadlock and added to KD (set of Known Deadlocks).
To begin with, if there are no true implicit deadlocks that are not in KD then the
proposition always holds. As such, we can ignore this scenario.

To prove the other case, we use a proof by contradiction. Assume that there are
some arbitrary amount of true implicit deadlock states which are not in KD but
that none of them lead exclusively to K D. Call this set of unknown states F. Also,
we assume that the states in F all have the m number of vehicles and that all true
deadlocks of fewer than m vehicles already are in K D.

Choose an arbitrary state in F and call it S;. S; must have 1 or more outgoing
edges, since only true explicit deadlock have no outgoing edges. Furthermore, 1 or
more of these edges do not lead to KD, per the assumption above. We can call
these the unknown edges of S; or UFEg,. Since S; is a true implicit deadlock, none
of the edges in U Eg, lead to a safe state. Nor can they lead to an explicit deadlock,
since they are all assumed to be in K'D. The edges can also not lead to a deadlock
with fewer than m vehicles, as they are also already in K'D. As such, each edge can
only lead to some other state in F. Following one of the edges in UFEg,, leads to
another state Sy € F'. This process can then be repeated, such that we have path
P of states in F.

However, since P is a path of true implicit deadlocks, P can not be a cycle, as per
the definition of true implicit deadlocks (see Section 2.5.4). As such, it must be
some finite path. We denote the final state of P as S,. S, can not lead back to
any previous state, as that would form a cycle, nor can it lead to a safe state as
previously shown. It must also have at least one outgoing edge, as it is not in the
set of true explicit deadlocks. As such, the only possibility is that S,, has edges that
lead to states in KD, which is a contradiction to the initial assumption.
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A.2 Explicit deadlock classifier

This section describes a system that can classify if a state is in explicit deadlock
without using a preprocessed list of deadlocks. It works by finding and removing
vehicles which are note blocked until no more vehicles can be removed. When no
more vehicles can be removed, but some remain, the state is in an explicit deadlock.
But, if there are no vehicles left at all, the state is a safe state.

A.2.1 Finding blocking vehicles

This section defines what a blocked vehicle is. A vehicle is fully blocked if the vehicle
is stationary and that, for any possible movement by the vehicle, it will collide with
some other stationary vehicle. Additionally, a vehicle is partially blocked if some,
but not all, of its actions are blocked by another vehicle.

Scenario 1 Scenario 2

Figure A.1: Scenario 1 and 2 of vehicles blocking each other. The orange nodes
are the locations of the vehicles and the blue squares are the area which the vehicle
claims.

In Figure A.1, the reader can see scenario A and B where vehicle 1 wants to move
to the right and vehicle 2 want to move to the left. The blue squares show the
physical space (with some margin) that each vehicle claims. In scenario A, vehicle
1 can continue driving up to node 4 without colliding with another vehicle. Vehicle
2, on the other hand, is blocked by vehicle 1 resulting in a set of all blockings being
{(2,{1})}. In scenario B, vehicle 1 can not continue as it is being blocked by vehicle
2 and vice versa. As such, the resulting set of blockings is {(1,{2}),(2,{1})}.

In order to find these blockings, one can simply iterate over each vehicle, checking for
each "move action” if there is a collision with another vehicle. If all "move actions”
for a given vehicle result in a collision, the vehicle which is collided with is recorded
as a blocking.
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A.2.2 Using blocked vehicles

From the method in Section A.2.1, the set of all blockings is created:

B = {(va,{vp, Ve, ... }), (Va; {Ves Vg, .. }), o} (A.1)

where vehicle v; € V| i.e., the set of all vehicles, and for each ordered pair (u, {a,b,...}) €
B, vehicles a, b, and so on is blocking vehicle u for one action. The next step is
to validate if there is a circular wait, i.e., explicit deadlock. Given the definition of
explicit deadlock, there must be a set of vehicles U which block each other for there
to be a deadlock.

If vehicle v does not have all its actions blocked, then it cannot be part of a deadlock
since it can take a step forward. Subsequently, all other vehicles blocked by v can
also not be part of a deadlock. As such, blockings can iteratively be removed when
the blocking vehicle becomes unblocked. The blocked vehicle will then be marked as
"not blocked” which will unblock even more vehicles in the next iteration. If there
are no more blockings in B that can be removed, but B is not empty, then there is
a subset of vehicles that block each other, i.e., there is an explicit deadlock. See the
complete algorithm description in the following pseudocode:

Require: B is the set of all blocked actions
1sBlocked < ordered list of blocked state, each isBlocked, is true if a vehicle u
is blocked, otherwise false
found <= true
while found = true do
found < false
for (u,blockerList) in B do
remove all vehicles from blocker List which are not blocked
if blockerList is empty then
isBlocked, < false
end if
if isBlocked, = false then
remove (u, blockerList) from B
found < true
end if
end for
end while

if B is empty then
return false
else

return true
end if
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A.3 Graph convolutional network

A graph convolutional network (GCN), or graph neural network (GNN), is a special
type of network which utilises the information given by the graph structure in its
input data. Such data could be relations between users in a social network, compute
network, road network or something else with a network structure. Similarly to the
use of a convolutional neural network (CNN) for image classification, which for each
pixel considers surrounding pixels, the GCN considers the adjacent nodes in the
graph when evaluating each node [15].

As an example, for a dense neural network with two layers, one can define the model
as f(X) such that:

f(X) = Softmaz(ReLU(XW©O)1y1)

In this model, X is the input vector where W and W™ are the weights of the two
layers, and Softmax and ReLLU are used as activation functions. If two GCN layers
are used instead, as in the paper by Kipf et al. [15], the resulting model f(X, A)
where A is an adjacency matrix is defined as

F(X,A) = Softmaz(A ReLU(AXW @)

where
A=A+ Iy
Di; = Z A~ij
j
A= D YAD

W© and WO are weight vectors
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A.4 GCN - results

Table A.1: Results from Graph Neural Network Classifier using one GCN layer

Site Train Samples | Test Samples | Class Dist. (ND, ED, ID) | Accuracy
Screwdriver | 160 000 40 000 (75%, 4.2%, 21%) 91.2%

Oval 160 000 40 000 (96%, 2.3%, 1.9%) 97.8%
Sharp Site 1| 400 000 100 000 (96%, 2.4%, 1.9%) 96.9%
Sharp Site 2 1 800 000 200 000 (85%, 1.1%, 14%) 92.3%

Table A.1 is the same as Table 4.2, but Table A.1 uses one GCN layer in the
beginning of the network, while the models in 4.2 only use linear layers.

True label
Impl. Deadlock Expl. Deadlock Not Deadlock

Confusion Matrix
Graph Neural Network classifier

True label
Impl. Deadlock Expl. Deadlock Not Deadlock

Not Deadlock Expl. Deadlock Impl. Deadlock

Predicted label

Confusion Matrix
Memory-Based classifier

Not Deadlock Expl. Deadlock Impl. Deadlock
Predicted label

Figure A.2: Confusion matrices comparing the results of the graph neural network
classifier vs the Memory-Based classifier, both using data generated from 7 vehicles

Figure A.2 illustrates the same thing as Figure 4.7, but Figure A.2 uses one GCN
layer in the beginning of the network, while the model in 4.7 only uses linear layers.
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A.5 Explicit deadlock finder psuedocode

Note that the procedure findFExplicit Deadlocks, which finds all explicit deadlocks,
is the last procedure defined in this block of pseudo code.

Require: SiteGraph = (N, E) in Definition 2.2.1
Require: Claim(e) in Definition 2.3.2
procedure GETBLOCKINGVEHICLES(a, C')
return {v|Claim(a) N Claim(v) # O A Claim(v) N C = (}
end procedure
procedure GETVALIDACTIONS((u,v), C)
return { (v, w)|(v,w) € E A (Claim((v,w)) N (C'\ Claim((u,v))) = 0}
end procedure
procedure CATEGORICALPRODUCT(setO fCategories)
return X x XoX...x X,,, where X; € setO fCategories and m = |setO fCategories|
end procedure
procedure GETBLOCKCHAINS((u,v), C)
validActions < getValidActions((u,v),C)
if validActions = () then
return {{(u,v)}}
end if
actionBlockChains < ()
Chrew <= C U Claim((u,v))
for a in validActions do
blockingV ehicles <= getBlockingV ehicles(a, Cpew)
if blockingVehicles = () then
return ()
end if
actionBlockChain < ()
for b in blockingV ehicles do
actionBlockChain < action BlockChain U get BlockChains(b, Cyew)
end for
action BlockChains < actionBlockChain U {action BlockChain}
end for
blockChains < categorical Product(action BlockChains)
for chain in blockChains do
chain < chain U {(u,v)}
if Ja,b € chain : Claim(a) N Claim(b) # 0 then
remove chain from blockChains
end if
end for
return blockChains
end procedure
procedure TRIMDEADLOCK (deadlock)
found <1
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while found =1 do
found <=0
for v in deadlock do
if v is not blocking a vehicle in deadlock then
found <1
remove v from deadlock
end if
end for
end while
return deadlock
end procedure
procedure FINDEXPLICITDEADLOCKS
deadlocks < )
for e in £ do
blockChains < get BlockChains(e, D)
for chain in blockChains do
deadlocks < deadlocks U {trimDeadlock(chain)}
end for
end for
return deadlocks
end procedure
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A.6 Implicit deadlock finder

Require: fringe is a stack of States
Require: KD the set of known deadlocked States
Require: FE is the set of explicit deadlock states

for eD in F do:
fringe < getPreviousStates of eD
KD < eD

end for

while fringe # () do
current < last element from fringe
remove last element from fringe

nextStates < get NextStates of current
V s in nextStates
if sin KD then
KD <« current
fringe < getPreviousStates of current
end if
end while

return KD
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A.7 'Trie data structure

procedure INSERT(trie, stateBits)
current < trie
n < number of bits in stateBits
for 7in 0,1,..,n—1do

if current|stateBits[i]] = empty then
current|[state Bits|i]] < [empty, empty]
end if
current < current|state Bits]i]]
end for

end procedure

procedure CONTAINS(trie, stateBins, startIndex)
current < trie
n < number of bits in stateBits
for ¢ in startIndex, startIndex +1,..,n — 1 do
if stateBins|i] = 0 A current[0] = empty then
return false
else
if stateBins|i] = 1 then
if contains(current[l], stateBins, i + 1) = false then
return Contains(current|0], stateBins, i + 1)
else
return true
end if
end if
end if
end for
return true
end procedure
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A.8 Deadlocked states

This section contains some examples of explicit or implicit deadlock. Note that the
slight overlap of vehicles is because the rectangle includes a padding of air around
each vehicle. The only requirement for collision is that two vehicles claim the same
node, which none of these example do.

Figure A.3: Explicit deadlock of 2 vehicles on Screwdriver site

Figure A.4: Explicit deadlock of 2 vehicles on Oval site
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Figure A.5: Explicit deadlock of 4 vehicles on Sharp site 1

Figure A.6: Implicit deadlock of 4 vehicles on Sharp site 1
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Figure A.7: Implicit deadlock of 6 vehicles on Sharp site 1
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A.9 Site graphs
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Figure A.8: Site graph of screwdriver site
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Figure A.9: Site graph of Oval site

Figure A.10: Site graph of Sharp site 1
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Figure A.11: Site graph of Sharp site 2
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