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A Study on Isolation Forest for Anomaly Detection in Cloud-Based Systems
FREDRIK NÄTTERDAL
KARL OLAUSSON
Department of Computer Science and Engineering
Chalmers University of Technology and University of Gothenburg

Abstract
The need for effective monitoring solutions increases as more organizations migrate
to a cloud infrastructure. The leading cloud providers offer their own monitoring
services, but they lack customizability and are black-box, making it hard to under-
stand and control their behavior. This thesis investigates developing and deploying a
custom monitoring service to the cloud. This will be done by applying the Isolation
Forest (iForest) algorithm as an anomaly detection tool for monitoring cloud ser-
vices within Amazon Web Services (AWS). While iForest is a powerful unsupervised
learning algorithm, it is made for static analysis. Applying it to streaming data
introduces some challenges, such as concept drift and seasonal changes in the data.
Our research addresses these challenges by tailoring iForest to cloud monitoring.

As many of you are aware, more and more companies have been migrating their
operations to the cloud in order to enhance flexibility, scalability, and efficiency
in their operations. In this thesis, we studied iForest for detecting anomalies in
CloudWatch metrics data in the context of WirelessCar. The developed model
demonstrated superior performance compared to state-of-the-art alternatives. Ad-
ditionally, we deployed the model to the cloud through AWS where it was used
to detect anomalies in live data from a data stream. We have summarized the
findings and provided practical guidelines for anomaly detection development and
cloud deployment. These guidelines aim to assist practitioners and researchers with
integrating anomaly detection for cloud monitoring.

Keywords: software, engineering, anomaly, detection, isolation, forest, streaming,
guidelines, AWS.
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1
Introduction

As most modern software organizations have migrated from traditional infrastruc-
tures to cloud infrastructures in order to facilitate the increasing data processing
demands, monitoring of cloud services has become increasingly important. Amazon
Web Services (AWS) monitors these services through Amazon CloudWatch, enabling
organizations to retrieve metrics for their AWS applications and resources. These
metrics reflect a system’s operational health and thus must be analyzed for potential
deviations from what is considered normal behavior. Such deviations are known as
anomalies.

Anomaly detection is the process in which data is analyzed to find deviations. This
process is usually automated using machine learning (ML), and several techniques
have previously been used for the task [29]. Among these techniques, the Isolation
Forest (iForest) algorithm has become a well-established method for anomaly detec-
tion as it utilizes unsupervised learning and has a linear time complexity, making
it excellent for processing large amounts of data. iForest is a tree-based algorithm
that leverages the concept of isolation to detect anomalies [26]. While iForest is a
powerful tool for unsupervised anomaly detection, it has some limitations. Firstly,
it requires prior knowledge about the anomaly rate in data to make accurate predic-
tions. Secondly, it is limited because it is made for static data analysis. Applying it
in data streams requires adapting to changes in data distribution, known as concept
drift, and accounting for seasonal fluctuations. Research on addressing limitations
with the iForest algorithm [16][19][22] and concept drift [17][30][32][33] have been
published, but, to our knowledge, iForest has not previously been applied to monitor
cloud services.

As the demand for monitoring of cloud services increases, so does the need for
robust tools designed for detecting anomalies in those services. AWS offers its own
anomaly detection tool as one of its monitoring services, but the specifications of
the tool are not publicly available, i.e., it is a black-box piece of software. Thus,
it does not offer the possibility of understanding its decisions and customizing the
tool for a specific purpose. Furthermore, no other built-in tools are available for
anomaly detection in the monitoring service.

To address this problem, we conducted a case study in collaboration with Wire-
lessCar, which centers on applying iForest in a data streaming context. Thus, the
case covers developing and deploying an anomaly detection model based on the
iForest algorithm applied to metrics data from a monitoring service. The model
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1. Introduction

includes a combination of different components to tailor it to the nature of the data.
Before deploying the model, it was evaluated against five state-of-the-art anomaly
detection models in data streams representing the baseline. The result indicates
that the developed model has great potential as it outperforms the baseline when
applied to a dataset originating from Amazon CloudWatch. The model was then de-
ployed to AWS as an alternative to CloudWatch’s built-in anomaly detection model.

In this thesis, we explore different state-of-the-art extensions to iForest to gain a
foundational understanding of the algorithm and how it can be improved. A model
is developed based on the insights gained and the characteristics of the data. The
anomaly detection model is then deployed using SageMaker, an Amazon service used
to build, train, and deploy ML models. Finally, a set of guidelines is provided based
on the knowledge accumulated throughout the development phase. These guide-
lines serve as recommendations for practitioners working with AWS and researchers
studying anomaly detection in cloud systems. This project is done in collaboration
with WirelessCar, a company specializing in software solutions for connected vehi-
cles, which granted us access to data streams in CloudWatch to use for anomaly
detection.

1.1 Problem Statement and Purpose of the Study
With an increasing number of companies migrating their software to cloud infras-
tructures comes a need to properly monitor cloud services. As part of its Cloud-
Watch service, AWS provides a built-in anomaly detector for streaming data, which
operates as a black-box model. The implication following this is that the model is
limited in its configurability and the details of how it operates. This lack of flexibil-
ity prevents companies from tuning the anomaly detection model to align with their
specific needs. As a result, potential issues can emerge, such as certain anomalies
being undetected or false alarms being raised.

This study aims to investigate the possibilities of improving the current monitoring
capabilities of Amazon CloudWatch. This will be done by exploring extensions of
the iForest algorithm applied to streaming data and refining a state-of-the-art model
for CloudWatch metrics data. The model will then be used on real data from Cloud-
Watch and evaluated against other state-of-the-art anomaly detection algorithms.
By proposing an enhanced approach to monitoring cloud-based systems, this thesis
has the potential to contribute to both the fields of software engineering and cloud
computing, offering value to both academia and the industry.

1.2 Research Questions
This thesis aims to enhance iForest and improve its anomaly detection capabilities
in data streams in a cloud computing environment. This research is centered around
understanding the state-of-the-art of iForest for streaming data and the challenges
of deploying it as a cloud service. The research questions below have been formu-
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1. Introduction

lated to build foundational knowledge about iForest, further propose improvements
to an existing algorithm, and contribute to advancements in research and software
engineering.

RQ1 - Current state of anomaly detection in streaming data using iForest:
What are the main challenges with iForest in streaming data, and what state-of-the-
art models based on iForest for data streams are currently available?

This question aims to understand current research on improvements to the iFor-
est algorithm. By studying these extensions, the goal is to find their respective
strengths and weaknesses and, using these insights, identify a suitable model to im-
prove further.

RQ2 - Optimizing iForest for CloudWatch metrics: How can an extension
of iForest be applied effectively in the specific context of metrics data from a cloud
service provider?

By utilizing the insights gained from RQ1, the goal of this research question is
to determine how an anomaly detection model based on iForest can be applied to
perform optimally in the case of CloudWatch metrics data. This will involve devel-
oping a composite model based on an extension of the iForest algorithm to handle
the specific characteristics of the data coming from CloudWatch.

RQ3 - Guidelines for integrating anomaly detection in the industry: How
can the findings from the study provide guidelines that will aid software engineering
practitioners in the process of deploying and integrating anomaly detection into a
cloud-based workflow?

The purpose of this question is to establish a set of guidelines for deploying an
anomaly detection model as a cloud service, specifically in AWS. The guidelines will
be based on the theoretical and practical findings gained from RQ1 and RQ2 and
throughout the project. We aim to aid industry practitioners by sharing these in-
sights, as they can serve as a foundational framework for developing and deploying
anomaly detection systems within a cloud-based infrastructure, making integrating
models better suited for their specific needs easier.

1.3 Study Design
This thesis will adopt a Design Science Research (DSR) methodology, as it offers
a systematic approach to both creating practical solutions, such as developing soft-
ware, and contributing to academic knowledge with relevant research questions [21].
Following the DSR guidelines, the thesis will be divided into three cycles. Each
cycle will include the stages awareness, solution, and validation. Awareness refers
to the activities conducted to acquire the necessary foundation to answer relevant
research questions. Solution specifies the outcome or artifact produced during a
cycle. Validation describes the way the artifact has been evaluated.

3



1. Introduction

One research question will be of main concern for each cycle, but as recommended,
all questions should be worked on to some degree. The first cycle will be related
to RQ1, and thus will be where most of the literature studies are conducted. The
cycle’s outcome will be a deep understanding of current state-of-the-art anomaly
detection techniques related to iForest in data streams. The second cycle will be
centered around RQ2. Based on the insights gained from the first cycle, this phase
will include improving the chosen anomaly detection model’s capabilities in a cloud
monitoring service by combining it with other techniques and algorithms. Finally,
in the last cycle, RQ3 will be answered by synthesizing guidelines relating to de-
veloping the final model, deploying it to AWS, and using it to detect anomalies in
data streams.

1.4 Significance of the Study
This study aims to provide valuable contributions to the software engineering in-
dustry and research. The contributions to the software engineering industry will
be guidelines that can aid software engineers with integrating anomaly detection
into cloud-based systems. By improving anomaly detection in cloud-based systems
and ensuring the high demands of modern software systems are met, contributions
from this study can extend to the broader field of quality assurance in software en-
gineering. Additionally, we aim to extend the current body of research on anomaly
detection in cloud computing by proposing a model that effectively detects anoma-
lies in live metrics data. The findings from this study can provide a foundation for
future research in the field.

1.5 Limitations
The scope of this thesis will mainly include the improvement of an extension of the
iForest algorithm as well as the integration of it into the monitoring workflow of
AWS. Many interesting methods have been proposed in the literature for anomaly
detection, but due to time constraints, the scope has been focused on only iForest
extensions for streaming data. Additionally, evaluating all relevant anomaly detec-
tion models will not be feasible as only a few of their repositories are public, and
there is not enough time to re-implement them all.
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2
Background and Related Work

This chapter presents an overview of anomaly detection, with emphasis on the iFor-
est algorithm and frameworks used in the project. Extensions to the iForest algo-
rithm are also described.

2.1 Anomaly detection
Anomaly detection refers to identifying observations or patterns in data that de-
viate from normal behavior [11]. In this task, data is typically divided into two
categories: normal data, an observation that conforms to a predefined expected
pattern or distribution, and anomalous data, which significantly deviates from this
expected behavior. Although identifying anomalies might seem trivial, given their
concept, it is far more complex in reality. Anomalies vary greatly depending on
the context, which results in the performance of anomaly detection methods being
highly dependent on their application domain.

Anomaly detection has been applied in various domains. For example, in healthcare
monitoring, anomaly detection can be used to identify unexpected features in a scan,
potentially suggesting a severe medical condition. Similarly, anomaly detection can
be used to identify potential security breaches in cybersecurity. Given the wide
range of application domains and how critical of a task it can be, there has been a
lot of interest in researching the topic, leading to many different anomaly detection
methods being developed [11].

2.1.1 Anomalies in Time-Series Data
In time-series data, mainly three types of anomalies occur [11]. They vary in charac-
teristics, causing anomaly detection models to perform differently for different types.
Therefore, understanding the distinction between them is crucial when developing
an anomaly detection algorithm.

Point Anomaly

The point anomaly is the least complex and is defined as a single data point signif-
icantly deviating from the general data. In a visualization of a time-series dataset,
it can be seen as a sudden spike or dip in the trace.
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2. Background and Related Work

Figure 2.1: Example of point anomalies in time-series data where the anomalies
are circled in red.

Contextual Anomaly

Contextual anomalies are similar to point anomalies in deviating from the otherwise
smooth trace of data points. The main distinction is that a contextual anomaly is
evaluated with the data’s seasonal changes. For instance, the number of incoming
requests to a transportation service will be highest in the morning and afternoon
when more users drive. An anomaly in that context would manifest itself as a local
outlier in the trend of the incoming data. The value might not be unusual to see
at other times of the day and is thus not detected as a point anomaly, but it is
anomalous regarding the context.

Figure 2.2: Visualization of a contextual anomaly, circled in red. The point is
within the range of normal values, but in its context, it is deviating from the usual
behavior.

Collective Anomaly

The most complex type of anomaly is the collective anomaly. It differs from the
previously mentioned types as it is identified by analyzing multiple data points.
A collective anomaly consists of data points that appear normal individually but
together form an anomaly. It is generally applicable in scenarios where a specific
sequence of data points can indicate system errors or malicious activity.

2.1.2 Anomaly detection learning methods
In anomaly detection, data is usually referred to as labeled or unlabeled. Labeled
data implies that each dataset observation has a label indicating whether it can be
considered normal or abnormal, i.e., if the data is an anomaly or not. On the other
hand, the observation in an unlabeled dataset does not have a label indicating its na-
ture. The nature of a dataset needs to be considered when deciding which anomaly
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2. Background and Related Work

detection technique to use. The importance of distinguishing labeled and unlabeled
data stems from anomaly detection techniques being designed for a specific learning
method, categorized as supervised, semi-supervised, or unsupervised learning [11].

Supervised learning is the preferred method for training ML models when la-
beled data is available. The premise of supervised learning for anomaly detection
is based on each observation label being correctly classified as normal or anomalous
and that it covers the entire spectrum of anomalies. If this is the case, anomaly
detection algorithms that rely on supervised learning can typically produce predic-
tions with very high accuracy. While supervised learning can produce good results
under the right circumstances, it is limited by the need for labeled data, which is
not feasible in some cases, such as for anomaly detection in data streams.

Unsupervised learning, unlike supervised learning, does not require the input
data to have predefined labels. Instead, unsupervised learning captures the under-
lying patterns and characteristics of the data, enabling models to make predictions
based on deviation from these patterns. In terms of anomaly detection, unsuper-
vised learning algorithms offer a variety of advantages. Firstly, the models created
from these algorithms are highly adaptable, meaning that they can be applied to
new data without the task of labeling. Secondly, unsupervised learning can detect
hidden patterns in the data, potentially discovering new anomalies. Lastly, unsu-
pervised learning provides the possibility of anomaly detection for evolving data
streams, meaning that these types of models can efficiently be retrained once the
patterns in the data exhibit change.

Semi-supervised learning is an approach to training ML models that combines
supervised and unsupervised learning by leveraging both labeled and unlabelled
data. Semi-supervised learning is typically applied when there is a small amount of
labeled data but a large amount of unlabelled data. For most anomaly detection
models utilizing semi-supervised learning, the process only involves training on data
that is normal [11].

2.1.3 Data Normalization
One of the general challenges in ML is imbalanced distributions of the data. Training
models on such data can result in inaccurate predictions as different data classes are
not represented equally [34]. This issue can be addressed through data normaliza-
tion, which refers to modifying data distributions by scaling and handling skewness
in data [14]. Scaling is done by changing the range and scale of different features to
be more similar in their means and standard deviation. This is an important step
in algorithms like K-Nearest-Neighbor, where distances between data points greatly
affect predictions. On the other hand, handling skewness is done to transform the
distribution to be more Gaussian, which is crucial for some algorithms.
A technique that can be used for data normalization, specifically to handle skew-
ness, is a power transformation of the data. Applying a power transform to data
causes the data to be approximated as a more normal distribution and stabilizes
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2. Background and Related Work

the variance. It has previously been applied in anomaly detection as a preprocess-
ing tool, with the main purpose of narrowing the value range of anomalies in data
[31]. In the paper, the transformation of the data was shown to enhance the model’s
performance in identifying anomalies. This was due to the power transformation ad-
dressing the issue of some anomalies being magnitudes larger than other anomalies,
making the anomalies closer to the normal baseline go undetected. Transforming
the data was shown in the paper to enhance the model’s ability to identify more
anomalies.

In the family of power transformers, two widely adopted algorithms are the Box-Cox
transform and the Yeo-Johnson transform, both available in the Scikit-Learn library
[3]. The definition of the Box-Cox transform is given by [10]:

y(λ) =


yλ−1

λ
if λ ̸= 0

log(y) if λ = 0,

Here, y is the input data, and λ is the transform parameter, which is estimated
with maximum likelihood to optimize stabilization of variance and minimization of
skewness. An inherent limitation of the transform is that it can only be used with
positive input values. An extension was proposed to the transform called the Yeo-
Johnson transform [36]. It is built upon the Box-Cox algorithm and allows the input
data to be negative.

2.1.4 Evaluation Metrics
Evaluating anomaly detection models requires a slightly different approach than
other ML models. A common performance metric is accuracy, which represents
the percentage of correct predictions done by a model. However, with anomaly de-
tection, the characteristics of the data can cause the metric to show an incorrect
reflection of the model performance. This is due to the significantly lower presence
of anomalies than normal data in many datasets. If a model can make accurate
predictions about normal points but is less accurate in predicting anomalies, in-
tuitively, it should impact the performance metric. However, using accuracy in
this scenario will indicate that the model has high predictive performance due to
the skewness in the data when, in reality, it is only fit to classify normal data points.

Different metrics have been used to evaluate anomaly detection algorithms, and
commonly applied metrics are True Positive Rate (TPR), False Positive Rate (FPR),
F1-score, and AUC-ROC [27]. F1-score is an evaluation metric designed to work
the same way independently of distribution imbalances in a dataset. It uses the
metrics Precision and Recall to calculate a performance percentage, which is based
on True Positives (TP), False Positives (FP), and False Negatives (FN). Below are
the algorithms for calculating F1-score:

Precision = TP
TP + FP
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2. Background and Related Work

Recall = TP
TP + FN

F1 = 2 ∗ Precision ∗ Recall
Precision + Recall

Another commonly used metric is the Area Under the Curve of the Receiver Oper-
ating Characteristic (AUC-ROC, or AUC). The ROC curve demonstrates how the
FPR and TPR measures are contrasted graphically. The values are represented in
opposing axes, and the curve between them reflects how well the model performs
for different thresholds. AUC translates the curve to a performance metric by cal-
culating the area under the curve. Similar to the F1 score, AUC excels in scenarios
where the data distribution is imbalanced.

2.1.5 Anomaly Detection in Streaming Data
Anomaly detection is generally done on static datasets or batches of data sent to
the model. The third way anomaly detection is used is with streaming data which is
when there is a constant incoming flow of live data. Streaming data analysis comes
with challenges that require unique approaches compared to anomaly detection on
static data [33]. Some of the challenges are:

Real-time processing: The application of anomaly detection in streaming data
comes from the need to identify deviations in incoming data as soon as it is received.
This puts the requirement on the model to quickly analyze streamed data points.

Changes in data distribution over time: A phenomenon introduced in data
streams is that trends tend to change over time and is known as concept drift. As
data distributions drift from what models have been trained on, they become out-
dated and unfit to handle newer data.

Infinite nature of data streams: As live data essentially have an endless stream
of incoming data, they are infinite in their nature. This comes with high memory
requirements, and storing all historical data in most systems is not feasible.

Strategies have been proposed to counter the inherent challenges of streaming data,
usually through the use of sliding windows and drift detection algorithms such as
KSWIN and ADWIN [17][30][32][33].

Sliding Window

The sliding window technique is commonly used for storing batches of data from a
data stream. For instance, it has been proposed as an extension to iForest to enable
anomaly detection on live data [13]. A sliding window is essentially a list of data
points with a predefined length window_size. As new data arrives it is placed into
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the window until it has been filled. Typically, the model keeps track of the recently
filled window prec_window together with the active window window. As window
reaches its maximum length window_size, it replaces prec_window and is then
cleared. Using this approach, the anomaly detection model requires significantly
less memory as it only stores relevant data. Additionally, prec_window plays a
crucial role when concept drift is detected in the data, where it is used to retrain
the model, as the data distribution has changed and the model needs to be trained
on recent data. An example of concept drift is illustrated in Figure 2.3

Figure 2.3: Example of how concept drift can look in time-series data.

Drift Detection

In earlier extensions to iForest for streaming data, such as the model proposed by
Ding & Fei [13], concept drift is detected in a relatively primitive way. The model
has a constant u, which is the anomaly threshold. After the anomaly detection is
completed on a window, the rate of anomalies within the window is calculated. The
model is retrained if the rate is above the threshold u. One of the main limitations
of using this approach is that it requires previous knowledge of the anomaly rate
in the data to set the threshold correctly. Several more complex drift detection
techniques have later been proposed, like ADaptive WINdowing (ADWIN) [9] and
Kolmogorov-Smirnov WINdowing (KSWIN) [28].

ADWIN: ADWIN maintains an adaptive sliding window of the most recent data
points in a data stream. In this context, adaptive refers to the dynamic adjust-
ments of the sliding window length that can be done during processing. To make it
possible for the algorithm to detect change, it divides the sliding window, W, into
two sub-windows, denoted as W1 and W2. W1 corresponds to the older entries
in W, while W2 corresponds to the more recent ones. The algorithm continuously
compares the average of the values in W1 and W2 to determine if the distribution
differs more than a predefined threshold, δ; if it does, a drift has occurred.

KSWIN: KSWIN is based on the Kolmogorov-Smirnov (KS) test, a non-parametric
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statistical test used for identifying significant differences between two distributions.
The KSWIN model keeps track of a sliding window of a constant size. As a new
data point arrives, it is added to the window, while the oldest entry is discarded.
The window is split into two parts, from which two distributions are created. Dis-
tribution R represents the r most recent entries, while W is created by uniformly
drawing samples from the split containing older data points. The two distributions
are assumed to represent old and new concepts in the data, respectively. After ap-
plying the KS test to these distributions, drift can be detected using the following
formula:

dist(R, W ) >

√
− ln(α)

r

Here, dist(R, W) relates to the distance of the empirical cumulative data distri-
bution calculated by the KS-test. α is the probability for the test statistic of the
KS-test, which can be changed manually to adjust the sensitivity of the drift detec-
tion.

2.2 Isolation Forest
iForest is a tree-based algorithm that is specifically designed for anomaly detection
[26]. It fundamentally differs from most other anomaly detection techniques as it
does not rely on modeling the normal patterns in the data. Instead, iForest directly
tries to isolate anomalies from the rest of the data using the premise that anomalies
significantly differ from the normal data. By relying on the concept that anomalies
are easily isolated, iForest can identify outliers with a linear time complexity that
requires a low amount of memory, making it very effective for high dimensional data
sets. The original implementation of iForest is used for static analysis, making it
effective in identifying point anomalies. For the algorithm to be able to capture
contextual and collective anomalies, which are generally related to time-series data,
modification to how the algorithm processes the data is required.

iForest, as the name implies, constructs a forest composed of isolation trees (iTrees),
with each iTree being a binary decision tree. The process of building these decision
trees is quite simple. It works by randomly selecting a feature in the data and then
randomly splitting this feature between its minimum and maximum value. After
recursively repeating this process until each data point is isolated or until speci-
fied termination conditions have been met, the construction of an iTree is finished.
This process continues until a predefined number of trees have been created and the
model is initialized.

iForest identifies anomalies based on each data point’s anomaly score, which es-
sentially is its degree of isolation within the forest. This score is determined by
passing each data point through all of the iTrees and calculating the average path
length from the tree’s root to the point of isolation. Since anomalies significantly
differ from the rest of the data, they require fewer splits to be isolated on average.
Thus, a shorter average path length signifies a higher likelihood of a data point
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being an anomaly. The final prediction is made by comparing the anomaly scores
to a predefined threshold. This threshold can be set by specifying the approximate
rate of anomalies in the data.

Figure 2.4: Visualization of how the splitting for a normal data point (a) and an
anomalous data point (b) is done to isolate them. Isolating xo requires fewer splits,
resulting in a higher anomaly score. Image taken from the paper on iForest by Liu
et al. [26].

2.2.1 Extended Isolation Forest
Since its publication in 2008 [26], iForest has been the subject of several research
projects with the intent to explore the possibility of further improving the algo-
rithm. The most widely used iForest extension is Extended Isolation Forest (EIF)
[16]. It was developed to mitigate potential limitations in how the original iFor-
est algorithm produced its anomaly scores. It was revealed when analyzing iForest
that its branching procedure, i.e., the splitting procedure, produced biases in the
anomaly scores. The bias appeared because the branch cuts were always parallel to
the feature axes. In other words, each time the data was split, it only considered
one feature, effectively ignoring the potential relationship between multiple features.
Due to this type of branching, the algorithm makes many unnecessary branch cuts
in sparse areas of the feature space, which produces a bias in the anomaly scores.

EIF addressed this limitation by altering the way branch cuts are made. In its
predecessor, iForest, branch cuts were made by first selecting a random feature and
then selecting a random value within the range of that feature. Instead, EIF selects
a random slope and a random intercept on that slope. For a given dataset, which
has N dimensions, the selection of the random slope is equivalent to selecting a
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normal vector n⃗ uniformly over the N-sphere. For the intercept point, p⃗, the pro-
cess involves drawing a value from a uniform distribution over the range of values
at each branching point. When the slope and the intercept have been selected, the
branching criteria for splitting a data point x⃗ is defined by the following relationship:

(x⃗ − p⃗) · n⃗ ≤ 0

By introducing this change to the branching procedure, EIF allows splits to occur
in any direction, as opposed to the limited axis-parallel splits, thus reducing the
bias present in iForest. The new branching method also enables EIF to capture
the potential relationships between multiple features, improving its performance
on high-dimensional datasets. It has been demonstrated that EIF maintains the
same level of computational efficiency as iForest, making it the preferred choice for
applying anomaly detection. However, like iForest, EIF cannot detect anomalies in
streaming data. To our knowledge, no previous research has studied its application
in a streaming context despite its performance being better than iForest’s.

2.3 Cloud Computing
Cloud computing can be described as the on-demand delivery of various services
related to data storage, processing, and management over the Internet. Among the
largest cloud service providers are Microsoft Azure [6] and Amazon Web Services
(AWS) [7]. They offer flexible and scalable solutions for complex and demanding
tasks through a pay-per-use model, where pricing varies depending on resource us-
age. In WirelessCar, AWS is the foundation for the cloud infrastructure. AWS
supplies various services for a wide range of use cases [2]. In this project, several
AWS services will be used to a small degree, but two have especially high relevance to
the study. These services are CloudWatch and SageMaker, which will be explained
in more detail.

2.3.1 CloudWatch
Amazon CloudWatch is essentially a repository that monitors and stores metrics
related to services and resources within AWS [4]. The first use case of CloudWatch
is to display different service metrics. For instance, metrics such as CPU utilization,
network traffic in a data stream, or disk read/write success rate can be displayed.
Another feature of CloudWatch is raising alarms if some unexpected behavior is seen
in a metric, usually when the metric deviates from a certain threshold level for an
extended time frame. When alarms are triggered, CloudWatch can initiate different
actions, such as broadcasting the alarm to a notification service. Alarms can also
trigger other actions, like auto scaling, which adjusts the size of a virtual machine
based on CPU utilization.

In addition to monitoring various metrics, CloudWatch offers a built-in anomaly
detection model, which can be accessed directly from the interface displaying the
metrics. The details of the model are not disclosed; only that it operates based on
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ML algorithms. It can be trained on up to two weeks of data and adapt to concept
drift in incoming data streams. When configuring the model, it is possible to set a
detection threshold to adjust how sensitive the model is to sudden changes in the
data. Additionally, it can be set only to detect data points larger or smaller than
the historical data. The anomaly detection model is an extension of CloudWatch’s
alarm service and can be configured to trigger an alarm if an anomaly is detected.

2.3.2 SageMaker
Amazon SageMaker is an ML service that enhances the process of building, training,
and deploying ML models by making it faster and easier [5]. This is done in multiple
ways, like providing a multitude of built-in models, automatic tuning of the models,
and fast deployment. Once the model is deployed, SageMaker offers additional fea-
tures like auto scaling, which dynamically adjusts the number of instances used for
the model based on the current computational requirements. Moreover, SageMaker
provides metrics for accuracy and drift to ensure the quality of the model can be
maintained in real time.

As previously mentioned, SageMaker has various ML models ready for use in dif-
ferent cases. For anomaly detection, the algorithm Random Cut Forest (RCF) can
be used [15]. RCF is similar to iForest in that it utilizes an ensemble of trees, and
anomalies are identified based on their path lengths within these trees. However,
RCF differs from iForest in how trees are constructed. While iForest makes a ran-
dom selection of features and then performs splits based on these features to isolate
points, RCF instead randomly partitions data by making cuts across different di-
mensions of the data space without a prior selection of features. This approach was
proposed to solve an issue with iForest, where its application in high-dimensional
datasets leads to reduced accuracy due to many dimensions being irrelevant to the
anomaly detection task.
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3
Methodology

This chapter presents the methodology for each of the cycles in the thesis. Cycle 1
includes the systematic literature review on iForest extensions for streaming data.
Cycle 2 gives insight into the developed algorithm and its theory, followed by an
evaluation and comparison to other models. Finally, cycle 3 showcases the process
of integrating the final model into the workflow of WirelessCar. An overview of the
intended workflow within and between the cycles is illustrated in Figure 3.1

Figure 3.1: DSR feedback loop visualizing the workflow within each cycle.

Below is a description of each cycle and its expected outcome.

First Cycle (RQ1):

• Awareness: A lightweight literature was conducted, reviewing the existing
literature on the iForest-based models adapted to handle data streaming sce-
narios. Following this, we determined a set of state-of-the-art models based
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on iForest.
• Solution: The result of this cycle was a list of research papers on the iForest

technique and its extensions.
• Validation: The first cycle was validated by consulting with our industry and

academic supervisors to ensure the list of research papers provided a solid
foundation for deciding a technique for our system.

Second Cycle (RQ2):
• Awareness: A refined understanding of the anomaly detection problem based

on findings from the first cycle was acquired. The chosen model for anomaly
detection was studied in depth.

• Solution: The anomaly detection model chosen from the first cycle was im-
proved to suit the specific characteristics of the data we received from Wire-
lessCar.

• Validation: A thorough evaluation of the enhanced model based on the AUC
and F1-score evaluation metrics was conducted. These metrics have been used
for model evaluation in several previous studies [8][23][24]. The scores were
then compared to existing models. To be able to do the comparison we used
real data from WirelessCar, which was manually labeled.

Third Cycle (RQ3):
• Awareness: The final model was deployed to AWS SageMaker, where it was

continuously run and monitored. The process was documented to aid in for-
mulating the guidelines.

• Solution: The result of this cycle was a set of guidelines on how anomaly
detection can be integrated into the industry to aid software practitioners.

• Validation: The guidelines were validated through questionnaires at Wireless-
Car. These aimed to ensure the integration steps were aligned with what
software engineers expect from such an artifact.

3.1 Cycle 1 - Systematic Review literature
In this section, the methodology used to answer RQ1 is presented. To gather a
set of research papers related to iForest, a lightweight Systematic Review (SR) was
conducted by following the guidelines detailed in [20]. The process involved three
stages: search and selection, inclusion and exclusion criteria, and summarising the
review’s findings.

3.1.1 Search strategy
At the beginning of the search process, a search string related to anomaly detection
using iForest was defined. The purpose of the search string was to find papers
covering iForest applied to real-time data, as opposed to static datasets. To ensure
all relevant papers were included, we included a few synonyms for "real-time data".
The search string used in Google Scholar was "anomaly OR outlier detection
isolation forest" AND "real-time OR online OR streaming OR stream" and
the search string used in IEEE Xplore was "All Metadata":anomaly detection)
AND ("All Metadata":isolation forest) AND ("All Metadata":real-time
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OR "All Metadata":streaming data OR "All Metadata":data stream OR
"All Metadata":online).

3.1.2 Selection strategy
To determine the relevance of the paper found by the search strings a brief inspection
of the titles of the papers was done. This process involved comparing the title
against the inclusion and exclusion criteria mentioned below. In cases where the
paper’s relevance could not be determined by the title, the abstract was glanced at
to get a better understanding. In the next step, all abstracts were thoroughly read
to filter out irrelevant papers further. If there was still uncertainty left after this
step, the papers were partially read to understand their content’s relevance better.
Finally, all remaining papers were read through and summarized.

3.1.3 Inclusion and Exclusion Criteria
A key tool used in SR is inclusion and exclusion criteria, acting as a set of guidelines
to help distinguish what papers are relevant to the purpose of the review. The
criteria below were produced to isolate all papers that propose an extension to
iForest used to detect anomalies in real time and meet additional criteria related to
their credibility and relevance.
Each paper selected for the SR had to meet the following inclusion criteria:

• The study proposes an extension to Isolation Forest for real-time data.
• The study includes some of the most common evaluation metrics, such as AUC

or F1-measure.
Conversely, the following exclusion criteria were used to determine if a study was
irrelevant to our specific purpose.

• Exclude papers that are not published between 2019-2024. As anomaly de-
tection is a rapidly evolving field, only articles published in the recent 5 years
were considered relevant.

• Exclude papers that do not present a clear result in terms of evaluation metrics.

3.1.4 Validation for Cycle 1
After the list of relevant papers was compiled, the result was interpreted as a set of
challenges with iForest highlighted in the papers. This was done to guide the devel-
opment in cycle 2. To validate the list of research papers and the related challenges,
an interview was done with a data engineer at WirelessCar who is experienced with
ML in general. The questions were designed to validate that iForest is a good choice
for the project, the papers chosen accurately reflect the body of research on iForest
in streaming data, and the set of challenges identified align with what is seen in
research. The questions are found in Appendix A.
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3.2 Cycle 2 - Improved Isolation Forest Model
The aim of cycle 2 was to develop a model, with the knowledge gained in cycle 1, that
effectively identifies anomalies in CloudWatch metrics data from a Kinesis stream.
The research question addressed in this cycle was: RQ2:Incrementing an existing
artifact: How can the extended Isolation Forest algorithm be applied and tuned to
perform well with metrics data from a cloud service? To answer RQ2, the main
activity of cycle 2 was a case study aimed at investigating the application of the
Extended Isolation Forest algorithm for streaming data in cloud-based environments.

3.2.1 Case study design
For this thesis, we propose an ensemble ML model that applies the Extended Iso-
lation Forest algorithm for anomaly detection in streaming data. The model was
implemented and validated in a real-life scenario through the collaboration of the
company WirelessCar. WirelessCar’s infrastructure is predominantly deployed in
the cloud, leveraging the services provided by AWS. Consequently, the data used in
this case study was Amazon CloudWatch metrics from a Kinesis stream.

The study partly replicated previous studies when selecting model components but
contained elements granting it some level of novelty. Similar approaches to anomaly
detection have been taken, such as [19], where iForest, K-Means clustering, and Local
Outlier Probability were combined for anomaly detection in streaming time-series
data. One major difference is that it used the original iForest algorithm instead
of the improved EIF algorithm. While using EIF supported by K-means clustering
(KMeans) has been done in offline settings [12], we have not seen any applications in
data streams, as research seems to lack any proposed models of EIF adapted to data
streams. Additionally, to our knowledge, using power transform or other preprocess-
ing algorithms to scale data before feeding it to iForest has not been done previously.

Figure 3.2 shows an overview of the case study context. The first relevant cloud
service is a Kinesis stream, which is a vital component for the continuous process of
ingesting data into WirelessCar’s systems. Its main function is to collect and store
data from customers. The operational health of a Kinesis stream can be monitored
in CloudWatch, where several performance metrics are displayed. In the develop-
ment stage, the data used was a dataset downloaded from CloudWatch consisting
of historical data points dating a few months back represented by a set of metrics of
the Kinesis stream. In the third service, SageMaker, the developed anomaly detec-
tion model was contained. After deploying it in SageMaker, the model continuously
requested data from CloudWatch, which was processed in real time. The system pre-
dicted each data point, classifying it as normal or anomalous. Additionally, alarms
were set up, notifying the company whenever an anomaly was predicted in the data
stream.

The data was selected through consultation with software engineers at Wireless-
Car with domain-specific knowledge. Data quality assurance was mainly done by
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inspecting the time-series graphs. The main criteria were to ensure there were
no missing values in the data, enough historical data, and consistency in seasonal
changes in the data. We manually labeled the static dataset of historical data by
inspecting the individual plots of the metrics. We inspected 9 graphs using Cloud-
Watch’s built-in plotting tool during this process. Each plot consisted of 17200 data
points, translating to 3 months of data with 5 minutes between each data point. We
incorporated a few strategies to mitigate bias and ensure the labeling process was
as accurate as possible. First, we labeled the dataset individually and then com-
pared the results to ensure the same anomalies had been found. Next, we consulted
with our supervisor, who has domain knowledge, to validate that the labeling was
done correctly. To ensure the quality of the labeled dataset, this process was quite
extensive. As a result, only one dataset was used to fit the time frame of the cycle.

The main validation of the model was done by evaluating it using different eval-
uation metrics. The metrics used were F1-score, AUC, and execution time. For the
evaluation, the labeled dataset was used. To avoid overfitting, the dataset was split
into training and testing data to ensure the model evaluation was done on data the
model had not previously seen. The model was iteratively refined based on the per-
formance observed during the evaluation. When the final model was implemented,
these metrics were used to compare the model to other anomaly detectors. Due to
time constraints, the comparison was conducted using publicly available models, as
there was not enough time to implement any additional models from scratch.

Figure 3.2: Overview of the case study context.

3.2.2 Data Analysis
The data used was CloudWatch metrics originating from a Kinesis stream. All of
the features used came from the same Kinesis stream, which was selected after con-
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sulting with our supervisor at WirelessCar. Some of the characteristics of the stream
are that it has a high flow of data and has daily seasonal changes, which are the
requirements we had for data quality assurance. Additionally, some features that
were not particularly relevant to operational reliability were excluded. A total of 9
metrics were selected, summarized in Table 3.1.

Metric Description
IncomingRecords Number of records successfully put to the

stream in the last period.
IncomingBytes Number of bytes successfully put to the

stream in the last period.
GetRecords.Success Success rate of the GetRecords operation.
GetRecords.Bytes Number of bytes retrieved with GetRecords.
GetRecords.Records Number of records retrieved with

GetRecords.
GetRecords.Latency Time taken for each GetRecords operation.
GetRecords.GetIterator-
AgeMilliseconds

Time elapsed since the last call of
GetRecords.

ReadProvisioned-
ThroughputExceeded

Measure that indicates that the amount
of GetRecords calls exceeds the current
throughput of cloud-based databases.

WriteProvisioned-
ThroughputExceeded

Similar to ReadProvisioned-
ThroughputExceeded but for the
PutRecords operation.

Table 3.1: All CloudWatch metrics used as features in the static dataset.

A static dataset with the 9 selected features was downloaded from CloudWatch. The
dataset included data points dating back 3 months, with the time interval between
records being 5 minutes, resulting in a dataset with 17280 data points. Each feature
was inspected separately to identify each metric’s pattern. What was found was
that the normal behavior of some features
(ReadProvisionedThroughputExceeded, WriteProvisionedThroughputExceeded,
GetRecords.Success, and GetRecords.GetIteratorAgeMilliseconds) was a con-
stant value at 1 or 0. The other features followed a pattern with daily seasonal
changes, where the values were higher during the day, especially before and after
office hours. Additionally, a minor concept drift was noticed in the features with
seasonal changes, where the amount of traffic in the Kinesis stream changed over
time.

3.2.3 Proposed Model Overview
The proposed anomaly detection system is illustrated in Figure 3.3, where each
box refers to a computational step that has been integrated into the system. The
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boxes in the flowchart referenced as Model Initialization refer to the initial training
of the power transform, EIF, and KMeans. The rest of the boxes in the flowchart
refer to the real-time computational steps taken for anomaly detection. This can be
summarized with the following steps:

1. A data point arrives in the model from the data stream. In the first step it is
scaled and normalized by the power transform.

2. After undergoing the preprocessing, the data point is sent to the sliding win-
dow, where it is added, and the oldest one is discarded. It is also sent to
EIF, where the anomaly score is calculated and sent to the KMeans layer and
ADWIN.

3. ADWIN is updated and reports if a drift has been detected. If it has, the EIF
is retrained with the data in the sliding window.

4. KMeans performs the final classification of the data point by assigning it to a
cluster. The result is added to the output, consisting of a prediction list.

Figure 3.3: Flowchart illustrating the model

Power Transform

As seen in the 3.3, the first step in the model pipeline is to apply a power transform
on the incoming data. A power transform is a tool used in data preprocessing to
make the data distribution more Gaussian-like. This was necessary in our case as
some anomalies in the same features significantly differed in size. This size difference
resulted in the model’s inability to identify smaller anomalies, so we introduced the
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power transform.

The initial training phase of the power transform is essential as it needs to establish
a baseline of how the incoming data is distributed for the transformations to be
accurate. For simplicity, the number of data points used to fit the power transform
was window_size, the same as for EIF and KMeans.

Once the training phase has been completed, the power transform is used to scale
each new data point from the data stream, illustrated in the 3.3. In the same way as
EIF, the Power Transformer undergoes retraining if the data exhibits concept drift.

Extended Isolation Forest

The Extended Isolation Forest, described in detail in Section 2.2.1, is the core of
our proposed anomaly detection system. The EIF is responsible for producing the
anomaly scores for each new data point in the system. However, an initial training
phase is completed before the EIF model can begin processing data points from the
data stream. This initial training phase involves building the model that produces
the anomaly scores. As seen in the flowchart 3.3, the first part of the training phase
is storing the first n data points that arrive in the system for training purposes.
Once the desired amount of training data has been stored, which in this case equals
four days’ worth of data, the EIF algorithm selects a random subset of the training
data, which is used to build the ensemble of iTrees.

Once the EIF has completed the initial training phase, it can process the incoming
data in real-time. As illustrated in the 3.3, this phase begins after the data has
been scaled by the Power transformer. During this phase, each new data point is
traversed through all of the iTrees in the forest to compute its anomaly score. The
anomaly score is derived by calculating the average path length from the iTrees root
to the leaf node where the data point is isolated. The anomaly score is then passed
to the KMeans algorithm to be classified.

K-Means Clustering

After the EIF algorithm has processed a data point and computed its anomaly score,
it is used as input to the KMeans algorithm, and an anomaly label is determined.
In anomaly detection, data points are differentiated by placing them in two cat-
egories, either normal or anomalous. Therefore, KMeans was initialized with two
clusters, each corresponding to the normal and anomalous data. Using KMeans
for translating anomaly scores into prediction labels has been done previously to
address limitations of iForest [22] [19]. The limitation of iForest that this addresses
is the need for an anomaly threshold to make predictions from anomaly scores.
The original implementation of iForest provides a method for setting the threshold
automatically. However, this introduces another issue: previous knowledge of the
percentage of anomalies in the data is required. By instead passing the anomaly
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scores to a clustering algorithm, the classification issue can instead be solved in an
unsupervised manner with high accuracy.

The KMeans implementation used in the model is the one in scikit-learn [1]. The
KMeans algorithm is used to divide a set of data points X into k clusters C with
equal variance. In the first step of the algorithm, a data point is selected as the
centroid µ for each cluster. The first centroid µ1 is randomly selected, and [µ2, µk] is
set to the data point furthest from the current clusters by calculating the maximum
squared distance. When the clusters all have their initial centroid, each data point
gets assigned to its closest cluster. After all points have been put in a cluster, µ is
recalculated for each cluster. This process of dividing data points into clusters is
repeated, starting at the assignment stage using the updated centroid. After each
iteration, the change of the cluster center is measured, and the initialization stops
when the centroids stabilize.

When the KMeans layer in the model is initialized, it first creates 2 clusters, one for
normal data points and one for anomalies. The data that is used for initialization
is the anomaly score output from EIF after scoring the training data. In the im-
plementation by sklearn, there is a parameter n_init which determines how many
times the algorithm should be run with different seeds, from which it chooses the
run that minimizes the sum-of-squares within the clusters. Increasing this param-
eter can help identify reasonable cluster centers more consistently. As opposed to
the EIF layer, the KMeans layer is only fitted during the initialization of the model
and not during the retraining phase. Since KMeans is not directly modeled from
the data, it is not affected by concept drift in the same way, and retraining only the
EIF layer handles the impact of the drift for both layers.

Concept Drift Detection

Concept drift, as described in Section 4.1.2, is a common phenomenon that occurs
in data streams. Concept drift refers to the change in the distribution of streaming
data over time, which can significantly reduce the predictive capabilities of an ML
model. In our case, we could observe that several of the data features exhibited con-
cept drift; Figure 2.3 shows an example of this. We introduced a two-part solution
to address concept drift’s impact on the EIF effectively.

Firstly, to identify the drift, the anomaly detection system includes a drift detector,
ADWIN, which is part of the river package available in Python. As illustrated by
Figure 3.3, ADWIN uses the anomaly scores produced by the EIF as its input values.
These scores are continually stored within a sliding window. This sliding window is
then partitioned into two sub-windows, where the most recent anomaly scores are
stored in one, and the older ones are stored in the other. ADWIN compares the
statistical distributions of the two sub-windows and if there is a difference higher
than a certain threshold, it reports that a drift has been identified.

Secondly, once drift in the anomaly scores has been detected by the ADWIN al-
gorithm, which indicates that the statistical distributions of the incoming data have
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changed, a retraining process of the model is initialized. This process is a critical
part of the anomaly detection system as the model needs to be adapted to the new
trends in the data to produce accurate anomaly scores. The retraining process first
involves updating the current version of the power transform and then retraining
the EIF model with the latest data stored in the sliding window.

3.2.4 Validation for Cycle 2
The validation process of Cycle 2 was done using an iterative approach. At first,
an initial model based on EIF was created. Through multiple iterations it was
then evolved, adding and evaluating new components over time to improve its per-
formance. This was mainly done by gathering evaluation metrics, following the
process described in section 3.2.4.

Evaluation Process

The evaluation process that was used throughout development will be described in
detail in this section. It helped us identify flaws in the model and make critical
design choices to improve model performance in the early stages of the cycle. In the
later stages of development, it guided the fine-tuning of the parameters of different
model components. For the evaluation, the main prerequisite was to have a labeled
dataset. The dataset that was used was the one described in Section 3.2.2. As this
was not yet labeled, we had to label it manually. This was done by inspecting each
metric in the CloudWatch interface and recording the timestamp for each anomaly
seen. A total of 58 anomalies were identified in this process.

The model was gradually incremented in the first iterations of the evaluation phase.
That means that different components within the model pipeline were implemented
and evaluated. Based on the results from Cycle 1, the main components investigated
were dimensionality reduction, concept drift detection, and ensemble approaches.
The dimensionality reduction component was excluded from the model, as it did
not lead to any noticeable improvement in either execution time or accuracy. For
concept drift detection, both ADWIN and KSWIN were considered. They were
evaluated on the input data to EIF, the output data from EIF, and the final clas-
sifications. What was found was that the best setup was to use ADWIN on the
output of EIF, i.e., the anomaly scores. The approach of using EIF combined with
algorithms like KMeans and nearest-neighbor was tested. Both approaches were
promising, but KMeans showed the best performance.

When evaluating the model in the later iterations, the focus was on fine-tuning
parameters for different model components. The aim of this phase of the evaluation
was to simulate how the model would work in a real-world scenario. To do this, the
data was first split into training and testing data. For the training data, the first
few days of the dataset were generally chosen to replicate the training phase after
the model had been deployed. At the beginning of execution, the training data was
used to fit the power transform layer, and the transformed training data was used
to initialize the EIF. Finally, anomaly scores were calculated by EIF for each data
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point and were used to fit the KMeans layer. In the next execution stage, each data
point of the testing data was individually sent to be processed. For each data point,
a prediction was made, classifying it as an inlier or outlier. To evaluate the per-
formance, the metrics F1-score and AUC were used. They were chosen as they are
commonly used for anomaly detection because they are unbiased for datasets with
uneven distributions. Section 2.1.4 provides a detailed description of the evaluation
metrics.

Different parameter values were evaluated during the phase where the model was
fine-tuned. All other parameters were set to a default value, presented in Table 3.2.
For the EIF layer, the parameters ntrees, window_size, and sample_size were
evaluated. For the KMeans layer, the parameter n_init was evaluated. The model
was run 5 times for each parameter. Due to time constraints, the parameters were
only evaluated independently, while the others were static.

Parameter Value
ntrees 50

window_size 1152 (4 days)
n_init 30

sample_size 288

Table 3.2: Default values that are used for the parameters when they are not being
evaluated.

When the model was finished and evaluated, it was compared to other public models.
The comparison was done by using the streamAD [25] repository, where several
anomaly detectors for streaming data suited for both univariate and multivariate
data are implemented. As the case investigated multivariate anomaly detection, the
appropriate algorithms were used, namely: Robust Random Cut Forest (RRCF),
Half-Space Trees (HST), xStream, Randomized Subspace Hashing (RSHash), and
Lightweight on-line detector of anomalies (LODA). All of the models were tested
with different input parameters, and the F1-score and AUC were calculated. In
addition, the execution time for each model was recorded. Each model was initially
trained using the first 4 days of data in the comparison experiment.

3.3 Cycle 3 - AWS deployment
The aim of cycle 3 was to evaluate the process of deploying an ML model for anomaly
detection purposes in a cloud production environment. The research question ad-
dressed in this cycle was: RQ3: How can the findings from the study provide guide-
lines that will aid software engineering practitioners in the process of deploying and
integrating anomaly detection into a cloud-based workflow? To answer RQ3, the
model developed in cycle 2 was deployed in one of WirelessCar’s AWS accounts
using SageMaker. Section 3.3.1 describes the anomaly detection pipeline and its
components, and Section 4.3.1 presents recommendations and guidelines aimed at
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aiding software practitioners with implementing and deploying anomaly detection
models in the cloud.

3.3.1 Anomaly Detection Pipeline
The process of building the anomaly detection pipeline for streaming data in AWS
consisted of the components seen in Figure 3.4.

Figure 3.4: Overview of the steps taken to deploy the model in AWS and enable
anomaly detection in data streams.

Each step in Figure 3.4 can be summarized as follows:
1. A Docker image containing the model is pushed to the Amazon Elastic Con-

tainer Registry (ECR).
2. The model is created in SageMaker from the ECR image.
3. The model is deployed by creating a SageMaker endpoint.
4. A Lambda function is created and sends periodic calls to CloudWatch, re-

questing recent metric data.
5. After getting the latest data from CloudWatch, the Lambda function invokes

the endpoint, sends the recent data, and gets a prediction returned.
6. If an anomaly has been predicted, a request is sent to Amazon Simple Noti-

fication Service (SNS), which sends an e-mail informing that an anomaly has
occurred. The timestamp and the prediction are also stored in a DynamoDB
table.

The following sections will provide a detailed description of the responsibility of each
component.
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Docker and ECR

Docker was a tool used to simplify the process of building, running, and deploying
software. Docker does this by encapsulating all the necessary dependencies of the
software in a so called container. By containerizing the software, developers can
package the libraries, files, and other system tools needed to run the software in an
isolated environment, essentially enabling the software to run on any host.

ECR is a fully managed container registry that can be used to deploy Docker images
to AWS. It takes care of issues like storage, scaling, and management of containers.
The service fits in well in the deployment pipeline, enabling integration between the
Docker image and other AWS services.

As can be seen in Figure 3.4, the initial step in the anomaly detection pipeline
was to create a docker image that contains the inference code of the model devel-
oped in cycle 2. This process included creating the files necessary for docker, such as
the Dockerfile, app.py and requirements.txt. Once the docker image had been tested
locally and was functioning as intended, it was pushed to Amazon ECR, allowing
the image to be accessed by SageMaker.

SageMaker

SageMaker is a service used for building and deploying ML models in AWS. Section
2.3.2 provides a detailed explanation of the service. Our inference pipeline used it
to create the model and the endpoint for the model. When creating the model, the
docker image in ECR is referenced as the SageMaker access point. In the model
creation, permissions for the model can be customized, setting what AWS resources
it can use. After this, an endpoint can be created from the model. The creation of
the endpoint begins with setting up its configurations. This step includes choosing
an EC2 instance type. Instances vary in pricing, storage, and computational power.
When this is done, the model is operational and can be accessed by invoking it.

Lambda

The AWS Lambda service runs a piece of code each time a predefined event is trig-
gered. The trigger can be set up to respond to other services, like new data arriving
in a data stream, or to call the Lambda function periodically. The output of the
Lambda can be set to trigger new events, like calling another Lambda or sending a
request to SNS to send a notification.

The Lambda function used in our pipeline is responsible for multiple actions. It
has two different modes: model training and inference. The function is called every
5 minutes, as the anomaly detection model is initialized with that time interval. It
first constructs a query and sends it to CloudWatch. This query is a request that
contains all features that should be monitored and the name of the Kinesis stream
to get the data. If the Lambda is in training mode, it requests 4 days of data.
Otherwise, it requests the most recent data point to send to the model for inference.
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When the response from CloudWatch is received, the Lambda extracts the data
from the response. It then constructs a new query containing the data and a header
describing if it contains training or inference data. This query is then sent to the
SageMaker endpoint, and if the Lambda is in inference mode, the endpoint will
return a prediction. If the prediction indicates an anomaly, the Lambda output will
be forwarded to SNS to send an alarm.

SNS

The main function of SNS is to send notifications to connected users. These notifica-
tions can be sent in different formats, such as SMS, e-mail, calls to other services, or
API calls. Events from other services are sent to SNS to initiate a notification, and
in our case, this was done using Lambda. This final step of the deployment pipeline
is important as it gives a way to handle unexpected events as they occur. Setting
up SNS to notify a team working with the monitored data stream enables them to
gain knowledge of potential issues faster and work on solving them. Currently, the
SNS service is only set up to send an e-mail to a single instance for testing purposes,
but this could be extended if the model is used in production.

DynamoDB

DynamoDB is a database solution offered as a service in AWS. DynamoDB is referred
to as being "serverless", meaning that AWS fully manages its servers and infrastruc-
ture, allowing it to scale according to its demands automatically. DynamoDB is also
a nonrelational database, which means it does not require SQL to manipulate the
data. Instead, it uses a proprietary API to handle the interactions with the database.

In the current inference pipeline, DynamoDB stores the data points the model
predicted as anomalies and their corresponding timestamps. By incorporating Dy-
namoDB to store predicted anomalies and when they occurred, we facilitate a simple
solution to analyze the anomaly detection model’s predictive performance while pro-
viding a database of known anomalous data points. This can aid developers in their
quality assurance and debugging activities.

3.3.2 Validation for Cycle 3
After finishing the model deployment in cycle 3, a set of guidelines was created.
The guidelines were created to serve as general guidance for developing and deploy-
ing anomaly detection models in AWS. To validate them, two software engineers at
WirelessCar were asked to answer a questionnaire. The questionnaire included gen-
eral questions about the guidelines’ correctness, comprehensibility, and usefulness.
The questions are found in Appendix B
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Results

This chapter reports and discusses the results of each cycle. It begins with the
resulting list of papers on the state-of-the-art for iForest in data streams. Next, it
demonstrates the evaluation of the model developed in the case study at WirelessCar.
Finally, it lists all guidelines related to all cycles.

4.1 State-of-the-art of iForest in Data Streams
This section will begin by presenting the papers found in the search and selecting
part of the SLR. The section then continues with the challenges of iForest found in
these papers: Concept drift, dimensionality Reduction, and accuracy improvements.

4.1.1 Search and Selection Result
To identify all relevant research papers on iForest in streaming data, the method-
ology presented in Section 3.1 was used. Using the search strategy, Google Scholar
and IEEE Xplore were searched. The search was done on 2024-01-29 and resulted
in a total of 308 papers, 106 from Google Scholar and 202 from IEEE Xplore. After
that, the selection strategy was followed. After applying the first selection step and
reading the paper titles, 35 papers remained. Next, after reading each abstract,
there were 15 papers left. Finally, after reading through each paper, 6 additional
papers were excluded, resulting in a total of 8 papers in the final list. The result
of the search and selection is presented in Table 4.1. From the models proposed
in the papers, 3 have been made available in public GitHub repositories. However,
due to errors in the codebase, the implementation proposed in SP8 is not usable.
Additionally, SP1 is a continued work built on the model proposed in SP2, with
the preceding model being included in the repository of SP1. However, the models
in SP1 (and SP2 ) are based on the library Scikit-Multiflow, which is deprecated.
Consequently, there have been models found that are available for use.

4.1.2 Challenges of iForest
The systematic review resulted in 8 research papers being identified, each providing
an extension to the original isolation forest algorithm to make it applicable to data
streams. This section will highlight the main challenges with iForest seen in the
papers and summarize how they were addressed.
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Title Reference Year Public
Model

SP1: Anomalies Detection Using Isola-
tion in Concept-Drifting Data Streams

[33] 2021 Yes*

SP2: Anomaly Detection for Data
Streams Based on Isolation Forest Using
Scikit-Multiflow

[32] 2020 Yes*

SP3: On the Improvement of the Isola-
tion Forest Algorithm for Outlier Detec-
tion with Streaming Data

[17] 2021 No

SP4: Extending Isolation Forest for
Anomaly Detection in Big Data via K-
Means

[22] 2021 No

SP5: Real-Time Synchrophasor Data
Anomaly Detection and Classification Us-
ing Isolation Forest, KMeans, and LoOP

[19] 2021 No

SP6: Fast Anomaly Detection in Multiple
Multi-Dimensional Data Streams

[30] 2019 No

SP7: ASTREAM: Data-Stream-Driven
Scalable Anomaly Detection With Accu-
racy Guarantee in IIoT Environment

[35] 2023 No

SP8: Anomaly Detection in Resource
Constrained Environments With Stream-
ing Data

[18] 2022 Yes**

*Built on the deprecated library Scikit-Multiflow.
**There is a public GitHub repository that cannot be used due to several code errors.

Table 4.1: List of scientific papers found in the SR, including title, citation label,
year of publication, and accessibility of the proposed model.

Concept Drift

When applying iForest to streaming data, some challenges are highlighted in the
literature. The first one is concept drift, which relates to changes in data distribution
over time. To address the challenges of concept drift in continuously evolving data
streams, a variety of methods have been proposed by researchers [17][30][32][33].
The most basic method to address these challenges is to use a fixed anomaly rate
threshold, which updates the model if the pre-defined anomaly rate for a window
of data points has not been reached[32][35]. The main limitation of using a static
threshold is that tuning the parameter correctly can be challenging without prior
knowledge regarding the distribution of anomalies. Another, more sophisticated
approach to dealing with concept drift involves utilizing a drift detection algorithm.
This has been done in the paper [33] where the authors compare the use of the well-
known change detector algorithms ASWIN and KSWIN. ASWIN is an algorithm
that modifies the size of the sliding window depending on whether concept drift has
occurred or not. While the adaptive nature of ADWIN makes it a flexible choice
for drift detection, it is ineffective for raw data [33]. KSWIN, on the other hand,
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maintains a fixed sliding window and compares the distribution of the previous
window to the current to detect concept drift. As it can be applied to input data
directly, KSWIN is more sensitive to drifts than ADWIN. However, it is not as
flexible due to the fixed window size. Page-Hinckley Test, which is very similar to
KSWIN, has also been applied in [30] to mitigate the effects of concept drift.

Dimensionality Reduction

Another area of research related to iForest in streaming data is the concern for effi-
cient models. The challenges of developing efficient models are mostly related to data
exhibiting high dimensionality. With more dimensions in the data, finding meaning-
ful patterns in the data becomes harder, and processing times increase. A common
approach to solving this issue is to pre-process incoming data using principal com-
ponent analysis (PCA)[30][18]. PCA is used to decrease the dimensionality of the
incoming data, i.e., reduce the number of features that need to be processed. This
is done by combining possibly correlated features into uncorrelated features called
principal components. One limitation of PCA is that the principal components do
not contain any meaningful information. A solution to this issue was proposed in
the extension PCB-iForestIBF S[17], where Isolation-Based Feature Scoring (IBFS)
was used. IBFS is an unsupervised method that calculates feature scores for each
feature during the iForest training phase, enabling dimensionality reduction while
maintaining the interpretability of the features.

Accuracy Improvement

Other papers aimed to improve the anomaly detection accuracy of iForest. One
way of achieving this was to use an ensemble approach, combining multiple ML
techniques [19][22]. The main limitations of iForest are that it requires an accurate
threshold for classifying anomalies based on their anomaly scores, and lack of infor-
mation regarding the anomaly rate can reduce accuracy [22]. The method proposed
in the ensemble models is to add a second ML layer using the K-Means algorithm,
which is applied to the feature set produced by iForest, namely the anomaly scores.
Doing this allows the data points to be more accurately partitioned into different
feature sets. The extension proposed by [19] also includes a local outlier probability
algorithm in the second layer of their model. By combining the outputs from the
algorithms in the second layer, the model’s accuracy was improved further compared
to only using K-Means.

4.1.3 SLR Validation
The first cycle was validated through a questionnaire that we sent to a data scientist
at WirelessCar. Using their knowledge and expertise, we got useful feedback and
confirmation. From the questionnaire answers, the general feedback we received
was that the findings were relevant, and that using iForest would be a suitable
approach for the case study. After getting specific feedback, we included additional
explanations about different drift detectors and their strengths and weaknesses.
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4.2 Evaluation of the Improved iForest Model
This section begins by presenting the results of the evaluation of the model in a simu-
lated streaming data setup. The evaluation metrics are then compared to a baseline
represented by five state-of-the-art models for anomaly detection in streaming data.

4.2.1 Model Performance
The graphs presented here reflect the evaluation results where the parameter val-
ues are compared. Each table refers to a different parameter, and the included
parameters are: ntrees, window_size, n_init and sample_size.

Figure 4.1: Performance metrics for ntrees. The values 10, 50, 100, and 150 were
used for the comparison. The results indicate that the accuracy does not improve
after increasing the number of trees above 50. The runtime of the model increases
relative to the number of trees.
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Figure 4.2: Performance metrics for window_size. Different multiples of 288,
which is the number of data points in a day, were investigated. The values used
were 1, 2, 4, and 6. The results suggest that there is an accuracy improvement
until window_size is set to 1152, representing 4 days of data, at which point the
performance stops increasing. The execution time is not affected significantly by
the window size
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Figure 4.3: Performance metrics for n_init. The values 5, 10, 25, and 50 were
used for the comparison. The results show the F1-score keeps a constant value
for different metric values, while the AUC metric increases slightly with increased
values. The runtime increases slightly with the increase of n_init.
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Figure 4.4: Performance metrics for sample_size. The values 50, 75, 100, 200,
and 300 were used for the comparison. The accuracy increases with the number of
samples until 200 samples are used. The execution time appears to be relative to
the sample size.

4.2.2 Model Comparison
A part of the validation of the model was to compare the model to state-of-the-art
anomaly detection algorithms. It was done to demonstrate the value of the developed
model when applied to CloudWatch metrics data. For this comparison, the models
in streamAD were used [25]. Each model was evaluated using a window size of 4
days, while other parameters, like the number of trees for tree-based algorithms,
were adjusted between runs. Each model was run 5 times for each setting, and the
average result is presented in Table 4.2. By doing this, each model was evaluated
similarly to our proposed model to improve the fairness of the comparison. However,
not all parameters were included, as it would require studying each algorithm deeper
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and would extend the validation stage considerably. Therefore, the resulting metrics
could potentially have been improved slightly.

Model Settings F1 AUC Execution
time (s)

RRCF ntrees = 10 0.5 0.562 37.12
RRCF ntrees = 25 0.5 0.517 92.52
RRCF ntrees = 50 0.5 0.560 186.50
RRCF ntrees = 100 0.5 0.572 374.78
HST ntrees = 10 0.59 0.811 1.68
HST ntrees = 25 0.57 0.828 2.74
HST ntrees = 50 0.66 0.859 5.01
HST ntrees = 100 0.68 0.883 9.29
xStream nchains = 10 0.49 0.57 10.33
xStream nchains = 25 0.49 0.655 20.08
xStream nchains = 50 0.49 0.667 46.59
xStream nchains = 100 0.5 0.665 94.82
RSHash hash_num = 10 0.79 0.86 5.81
RSHash hash_num = 25 0.76 0.904 10.74
RSHash hash_num = 50 0.79 0.895 19.01
RSHash hash_num = 100 0.79 0.889 34.97
LODA random_cuts = 10 0.52 0.726 70.92
LODA random_cuts = 25 0.5 0.782 171.69
LODA random_cuts = 50 0.5 0.812 341.66
LODA random_cuts = 100 0.5 0.809 686.37

Table 4.2: Evaluation metrics for running different anomaly detection models with
different settings.

4.2.3 Discussion
This section discusses each parameter included in the evaluation and the value used
for the final model. Finally, some conclusions will be drawn from the comparison
with other models. Figures 4.1-4.4 show the performance metrics for different pa-
rameter values. The description of each graph and the choice of parameter values
are listed below.

• ntrees: The ntrees parameter determines the number of trees, and increasing
it can cause increases in accuracy, as seen in Figure 4.1. Since the anomaly
score is given by the average path length of each tree, increasing this gives
more consistency. This was seen in the evaluation, where there was a big
increase from 25 to 50 trees. After that, no further improvements were seen
as the F1 and AUC reached 1. Since the runtime increases linearly with the
number of trees, it is reasonable to use the value that maximizes performance
and minimizes runtime, which is 50.
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• window_size: The window_size parameter determines the size of the sliding
window, i.e., the number of recent data points stored and used for retraining of
the model. The evaluation result for this parameter is displayed in Figure 4.2.
Determining the optimal window size from the evaluation results is straight-
forward. The runtime appears to be unaffected by the size of the window, so
choosing the value that maximizes accuracy is reasonable. The chosen window
size is 1152, translating to 4 days of data. Even though a larger size could
have been chosen using the presented reasoning, it is still better to use the
smaller window size. In the case of a concept drift, using fewer data points for
retraining ensures the model can adapt faster to the new data distribution, as
a larger window will contain more outdated data points.

• n_init: The n_init parameter determines the number of times KMeans
should be initialized with different seeds, increasing the likelihood of finding
more optimized cluster centers. Using a smaller value can lead to the cen-
troids being too similar, causing incorrect classifications. The results shown
in Figure 4.3 suggest the parameter affects performance and that increasing it
can improve accuracy. While the runtime increases slightly, it is only in the
initialization step of the model, as the KMeans layer is not retrained when
the model is online. As a result, a higher number of initialization runs for
KMeans is preferred. The final value used for n_init is 50 to minimize the
risk of poorly initialized centroids.

• sample_size: The sample_size parameter determines how many samples of
the training dataset will be used to create each tree in the EIF. This value must
be high enough to reflect the whole dataset’s distribution accurately. However,
as the graph of the runtime in Figure 4.4 suggests, a larger sample size leads to
higher computational times. In the evaluation results, increasing the number
of samples from 100 to 200 greatly improves performance. After that, higher
values for the parameter do not show any improvements. As runtime increases
with the number of samples, it is optimal to use 200 samples based on the
results.

What can be concluded from the evaluation result is that for all parameters, the
accuracy increases along with the parameter value until it has reached an F1-score
and AUC score of 1. This means that all anomalies are found while no false predic-
tions of anomalies are reported. However, it is essential to note that this result is
based on the evaluation of a dataset that has been manually labeled, and the model
is tailored specifically to the data. Manually labeling data may not be perfectly ac-
curate as it is prone to human errors, and more complex anomalies could be missed.
Additionally, it is not guaranteed that using a dataset with different characteristics
would produce as good of a result.

Regarding the comparison with the other state-of-the-art models, the results are
presented in Table 4.2. From looking at the AUC, it seems HST and RSHash per-
form best out of the five models. Looking at F1-score and execution time, this
remains true as well. Out of the three metrics, the F1-score appears to be unreliable
in the model comparison, as it usually is around 0.5, regardless of the AUC. This is
because AUC is based on anomaly scores, while F1 is based on predictions. As the

37



4. Results

predictions from anomaly scores are produced outside the models, the AUC metric
is more representative of the accuracy of the models.

The results clearly show that the developed model outperforms all models within
the comparison in terms of the performance metrics used. The HST and RSHash
have relatively good metrics but low execution times. RSHash can score 0.904 for
AUC in 10.74 seconds. HST scores above 0.8 in the same metric but is more efficient
regarding execution time. These are acceptable scores, but when analyzing Cloud-
Watch metrics data, the increase in efficiency is not required, as only one data point
is handled every 5 minutes, and for that case, the increase is negligible. It is more
important to correctly identify all anomalies, which is what our model manages to
do in the test scenario.

4.3 Guidelines for Integrating Anomaly Detection
in Cloud-Based Systems

This chapter presents the guidelines for integrating anomaly detection in streaming
data using an extension of iForest. The process of synthesizing these guidelines in-
volved careful consideration of all the cycles performed during the study. Firstly, the
findings from the SLR helped us gain initial knowledge of the general requirements
to consider when implementing iForest in a data streaming scenario. Secondly, the
case study gave us a deeper understanding of how to construct an anomaly detection
system based on the characteristics of the data used. Finally, the model was de-
ployed in AWS to determine its effectiveness in a real-world setting, which resulted
in insights into the AWS ecosystem and how different services can be connected.
The guidelines aim to support software engineers with an overall knowledge of ma-
chine learning by providing recommendations regarding the activities that should
be conducted during the development of an anomaly detection tool for streaming
data.

4.3.1 Guidelines Overview
During the study, we identified three main stages in the development cycle of build-
ing an anomaly detection model for streaming data: Data Analysis, Model Devel-
opment and Cloud Deployment, which are illustrated in Figure 4.5. For each stage,
we have produced a set of guidelines covering the most important considerations to
ensure a successful deployment. Additionally, some of the more general guidelines
have a section presenting additional insights gained from the project.

Data Analysis: Here, we present guidelines that cover the data analysis activi-
ties that are performed to establish an understanding of the data and its patterns.
The guidelines also include suggestions on how the data should be modified to be
suitable for anomaly detection in streaming data using iForest.

Model development: These guidelines concern the important steps in the process
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of transforming a model made for static datasets, in this case, iForest, into a model
that is adapted to streaming data.

Deployment Stage: The final set of guidelines aims to guide developers in de-
ploying a model in AWS. This includes giving an overview of what AWS services to
use, explaining how to configure instances of services, and detailing how to prepare
the model for deployment.

Figure 4.5: Overview of the proposed guidelines for different project stages.

4.3.2 Data Analysis Guidelines
This section will recommend activities to perform during the data analysis stage be-
fore starting model development. The recommendations are general and not specif-
ically connected to the project’s scope. However, some specific examples related to
the strategies used are presented.

DA1: Data Visualization

From our experience, visualizing the data given to the anomaly detection system
should be done as the first activity. Data can be visualized in multiple ways, but
we found that plotting time-series graphs is the most informative. The data inter-
pretation guides the whole model development and should be done early on in the
process. Below, we list two main benefits of data visualization.

• Identifying trends: A benefit of data visualization is that it gives a visual inter-
pretation of the data, which is necessary to understand the general patterns in
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the data. Inspecting time-series graphs allows key characteristics like seasonal
changes and concept drift to be understood. Seasonal changes can present
themselves as the data distribution in some features changing depending on
the time of day, and concept drift can be regarded as distributions changing
over time. Understanding seasonal changes is necessary to ensure that the
model does not deem expected changes in the data to be anomalous. Addi-
tionally, it is important to understand the unexpected changes that originate
from concept drift and should be captured by the model to enable retraining.

• Labeling datasets: Apart from interpreting patterns, data visualization is nec-
essary to make labeling datasets easier and more accurate. Anomalies are
distinct in time-series plots as the graph usually follows a clear pattern, with
anomalies appearing as distinct deviations from the trace.

Recommendations: The specific recommendation regarding data visualization is
to do it as soon as possible. It gives a general overview of the data patterns, laying
the foundation for design choices made throughout the development. Moreover, it
enables labeling of the data, which is needed for iterative improvements and model
validation. There are multiple ways to plot time-series data. Services like Cloud-
Watch provide time-series plots within their console. Additionally, Python libraries
such as Plotly Express can be used to create interactive graphs. For labeling time-
series data, it is crucial first to study different types of anomalies, especially more
complex ones like contextual and collective anomalies. For these anomaly types, it is
recommended to consult with domain experts to ensure they are correctly captured.

Additional insights from the project: This stage of the project informed us
that some features possessed a daily seasonality and that these features were prone
to concept drift. This was important because the model needed to consider daily sea-
sonal changes without interpreting them as concept drift. In the labeling phase, we
also discovered that some anomalies were less obvious. In time-series data, contex-
tual and collective anomalies are more complex than point anomalies. To properly
label the datasets, we incorporated extensive consultation with a domain expert who
could help us interpret the data and confirm the correctness of the labeling.

DA2: Feature Selection

Feature selection refers to the process of selecting a subset of the most valuable
features from the original set of features. This process is considered highly important
when developing an ML model. For anomaly detection in data streams, the feature
selection activity is important for various reasons. In the setting of this thesis, we
identified three main reasons why feature selection is important, highlighted in the
bullet points below.

• Reducing training time: Most datasets include a large amount of data that can
be considered redundant for the purpose of the model, and it does not provide
any value in terms of predictive performance to the model. Given that time
efficiency is of concern when developing anomaly detection for streaming data,
any redundant data that may increase the processing time of a model should
be removed.

• Improving model performance: Another reason for using feature selection is
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that using a higher dimensionality dataset increases the risk of overfitting.
This causes the model training to be too strict, leading to the model being
unable to process new data appropriately. By excluding certain features with
redundancy or lower importance, the model performance can be enhanced due
to reduced overfitting.

• Increasing interpretability: Understanding the reason behind certain ML model
decisions is important for two main reasons. Firstly, it can aid with debugging
as it is important to understand how the model reacts to certain inputs to
identify errors or biases. Secondly, it may increase confidence in the model by
being able to explain and justify its decisions. We noticed that only having a
smaller subset of features in our dataset made it clear to interpret and validate
the model predictions.

Recommendations: During the development of the model, we could conclude
that the most important suggestion for feature selection is to first consult with a
developer with domain knowledge of the data. By utilizing their experience with
the data, identifying redundant and irrelevant features can be done easier and more
confidently. Also, chances are that their knowledge extends to insights about where
different anomalies are generally present in the data and what features to include
accordingly. Furthermore, various feature selection techniques used to find closely
correlated features exist that can be used to reduce dimensionality. However, our
suggestion is to be careful when doing that in anomaly detection. In the case where
we used anomaly detection on CloudWatch metrics, we avoided doing this as several
features were closely related but had unique anomalies seen in them.

Additional insight from the project: Due to the high complexity of the AWS
infrastructure at companies like WirelessCar, AWS services can include hundreds of
metrics in their CloudWatch monitoring, which was seen in the data stream used
for our project. Thus, feature selection was not an easy task and had to be done by
consulting with our supervisors, who had a deeper understanding of the AWS service
and the metrics it produced. By incorporating someone with domain knowledge, we
were able to determine the most relevant features much more quickly.

DA3: Data Preprocessing

The final guideline on data analysis is for data preprocessing. This relates to ac-
tivities aimed at manipulating a dataset to make it more suitable for a model. It
includes data cleaning, such as handling missing values and duplicates and trans-
forming the data. We have identified two main recommendations for this guideline
when performing preprocessing.

• Data cleaning: Data cleaning is necessary to ensure that the data processed
by the model do not cause any errors. An important preprocessing step is to
check that all data points have the same dimensions. This especially holds
for a streaming data model, as errors caused by the input data can lead to
the model crashing. Additionally, other issues like duplicated data points can
introduce bias in the model.

• Feature scaling: Another preprocessing step to consider is feature scaling.
Several feature scaling methods, such as normalization, standardization, and
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transformation, can be used to map data points to new feature spaces. This
step is not always necessary, but some ML models require some data normal-
ization.

Recommendations: We recommend implementing functions that perform data
cleaning on the incoming streaming data based on the model’s specific requirements
to ensure no errors occur during runtime. As we learned, handling missing values
is crucial for model stability. Additionally, some data scaling techniques should be
considered, especially if they are required by the chosen model. The inclusion of
feature scaling highly depends on the ML model used and the characteristics of the
data and should be implemented accordingly. While not common when using an
iForest approach, we found that due to the characteristics of the data in Cloud-
Watch, it can benefit from feature scaling.

Additional insight from the project: One crucial issue we noticed after the
deployment of the model was the need for data cleaning. At the start of the deploy-
ment phase, we connected the model to a smaller data stream to test its functionality.
We found that missing values in the incoming data stream could cause the model to
crash. Therefore, we incorporated techniques to handle such unexpected behaviors
to improve the stability of the model. Additionally, we identified the need for feature
scaling. This is usually not required when using iForest. However, we found that
some anomalies were harder to detect due to the characteristics of some features in
CloudWatch. This was due to the training data including anomalies that deviated
significantly more from the normal data than other anomalies. A power transform
was included to scale all data points with a log-based transformation to address
this. This caused anomalies to be more similar while maintaining separation from
the normal data points.

4.3.3 Model Development Guidelines
The guidelines presented in this section will mainly address challenges that arise
during the development phase of an anomaly detection model for streaming data.
As a general recommendation for the model development, we suggest using Python,
as it supports all libraries used for development. These guidelines are closely related
to the case study and the lessons learned. However, some insights are more general
and related to characteristics of time-series data and model evaluation rather than
the model developed.

MD1: Model Optimization

There are multiple ways to optimize an anomaly detection model to improve its
prediction accuracy and performance. Some of the most impactful variables include
parameter tuning and the inclusion of additional algorithms to improve the model.
Here, we present some of the important things to consider during development to
optimize the model.

• Component selection: The first step in constructing an anomaly detection
model is to choose an appropriate algorithm to base the model on. An ap-

42



4. Results

proach that combines multiple algorithms can also be used to address limita-
tions within the chosen model.

• Parameter tuning: Model tuning has a big impact when it comes to optimizing
the model. It involves changing the model’s parameters to find the best trade-
off between accuracy and efficiency.

Recommendations: After developing an iForest-based model, we have identified
some general recommendations for future practitioners interested in developing a
similar model. Firstly, choosing EIF over iForest is recommended as it potentially
improves accuracy without introducing higher computational requirements, as ex-
plained in Section 2.2.1. Secondly, combining EIF with KMeans enables the model
to make accurate classifications instead of outputting anomaly scores. Thirdly, an-
alyzing the data can be helpful when choosing parameter values. For this thesis,
for instance, the data included daily seasonal patterns. To ensure the model was
trained on enough data to capture this behavior, the sliding window size was set to
4 days of data.

MD2: Concept Drift

In the SLR conducted during cycle 1 of the project, concept drift was identified as one
of the main challenges when developing a model for anomaly detection in streaming
data. Concept drift refers to the change in the data distribution over time. During
the project, we identified two main challenges when addressing concept drift in the
data, and they can be expressed in the following way:

• Identifying drift: The first step in mitigating the effects of concept drift is
to identify when it has occurred accurately. This is not a trivial task, as
considerations regarding which data needs to be analyzed for drift are difficult.
There are mainly two models used for drift detection: ADWIN and KSWIN.
ADWIN uses an adaptive window that changes based on the behavior of the
data and calculates its variance compared to historical data. KSWIN, on the
other hand, has a fixed window size and calculates drifts using a statistical test.
As a result, KSWIN has the potential to detect drifts more precisely, but due to
its fixed window size, it is more suitable for batch anomaly detection. ADWIN
can be more useful in streaming data due to its adaptive window. Additionally,
apart from being applied directly to the raw feature values, ADWIN can be
used by either the model predictions or anomaly scores produced. This way,
the model can potentially react to more subtle changes in the data.

• Reacting to drift: A concept drift can make the model outdated as it has not
been updated to accommodate the new data patterns. Therefore, managing
the effects of concept drift is an important activity for any anomaly detection
model for streaming data, as this will help the model maintain its predictive
performance. This is generally done by storing a list of the most recent data
points and using them to retrain the model if a drift is detected.

Recommendations: During the project, both of the drift detection algorithms
mentioned in the literature, KSWIN, and ADWIN, were tested, and it was con-
cluded that ADWIN performed better. This is likely due to the adaptive windowing
in ADWIN, which is better suited for processing one data point at a time. There-
fore, our recommendation to the developer is to use ADWIN for drift detection in
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streaming data. Additionally, we evaluated when the ADWIN algorithm performed
the best and could conclude that the recommended data to use is the anomaly
scores produced by the EIF when there is seasonality in the data. This is because
the anomaly scores do not change depending on the time of the day. Thus, it avoids
being affected by daily seasonal changes.

MD3: Evaluation

A core part of the development cycle of a project is evaluation, as it enables iterative
improvements and validation of the model. The model is evaluated by measuring
different evaluation metrics such as F1-score and AUC-ROC. The following should
be considered when evaluating a model for anomaly detection in data streams:

• Measure performance: To evaluate any ML model, evaluation metrics need to
be used. For anomaly detection, the most common metrics are F1-score and
AUC-ROC. They are well suited for data with class imbalance, such as in the
case of anomaly detection. These metrics are used to measure how well the
model correctly identifies anomalies.

• Check adaptability:When applying anomaly detection on data streams, there
are some additional challenges to consider during the evaluation process. The
main challenge is evaluating the model’s adaptability to concept drift, which
essentially refers to the model’s ability to respond to distribution changes in
the data over time. It is highly important to ensure the model can handle
concept drift; otherwise, it will gradually lose its predictive performance over
time.

• Identify different anomaly types: During the evaluation, it is important to en-
sure the model can detect various types of anomalies. While the most common
type is the point anomaly, which should be present in any dataset containing
anomalies, it is also valuable to verify that the model can detect contextual
anomalies.

Recommendations: Evaluating an anomaly detection model for streaming data
requires careful consideration, and some concrete suggestions will be presented here.
To begin with, the model must be created to handle one data point at a time. Even
though a static dataset is used for evaluation, it should be looped through to re-
flect the behavior of streaming data. Moreover, the dataset should be plotted and
inspected to localize where concept drifts are seen in the data. As the model runs,
it should log every time a drift is detected, and the model should be retrained to
ensure it adapts to distribution changes in the data properly. A way to determine
if the model can detect drifts if no drifts are present in the dataset is to manually
inject drifts by scaling values in different places in the dataset. Lastly, it is recom-
mended to check that the model can find anomalies of different types. Since some
anomaly types are less usual, injecting anomalies in the dataset can be a good way
of checking how well the model handles those.

Additional insights from the project: When evaluating the model, we manipu-
lated the dataset to test the model against certain conditions. Firstly, we introduced
an abrupt concept drift and validated that it was found. As the dataset only in-
cluded drifts occurring over a longer time period, this was done to ensure it could
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find other types of drifts. Secondly, we introduced some anomalies, like contextual
ones, to validate that the model could also identify them.

4.3.4 Cloud Deployment Guidelines
The guidelines presented in this section will give recommendations when deploying
a model in AWS. The guidelines related to cloud deployment are more case-specific
than previous recommendations. This is because they are specifically connected to
deployment in AWS. However, some guidelines, like those related to the container-
ization of the model, are not specific to the case of AWS.

CD1: Adapting the Model for Deployment

Before deploying the model, it must be adapted to work correctly within the cloud
workflow. The deployment process takes a while to complete, and once the model is
deployed, it cannot be changed. Some general points to consider before deployment
are listed below.

• Docker: To be able to deploy a custom ML model in the cloud, in this case,
using AWS SageMaker, it is generally required to containerize the software.
SageMaker provides a variety of pre-built containers for typical ML tasks, but
if the inference code depends on any custom liberties or frameworks, a custom
container needs to be built.

• Web application: When deploying a model as a SageMaker endpoint using a
custom Docker image, it is required to include a web application. The purpose
of the web application is to handle communication with the model. The web
applications enable the SageMaker endpoint to process the incoming data and
return the predictions.

• Logging: Logging is valuable for anomaly detection models as it allows for
monitoring of predictions and other metrics. It is essential to carefully consider
where to use logging before deploying a model in SageMaker, as it cannot be
reconfigured later.

Recommendations: Before deploying a custom anomaly detection model, devel-
opers should consider the following recommendations: Firstly, if the inference code
contains custom libraries or frameworks, as was the case for our model, the model
needs to be containerized with all of its dependencies. The container image should
be carefully tested locally before being pushed to ECR, as it can not be modified
once stored. If the testing has been done thoroughly, it will significantly speed up the
rest of the deployment process. Secondly, the container requires a web application
that handles the client and model communications. The web application should
include at least two functions: one for initializing the model and one for making
predictions. Similarly, the model should have methods implemented that correctly
handle this. Finally, there should be enough logging statements to ensure proper
model monitoring. We recommend at least using logging when a drift is detected
and when an anomaly is predicted.

Additional insight from the project: The proposed recommendations are di-
rectly derived from lessons learned during the model deployment. We had to deploy
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it a few times before it worked correctly, and the main difficulties we faced are
reflected in the recommendations. A major issue was that the model lacked suffi-
cient logging, causing debugging to be more difficult and the re-deployment to take
multiple iterations, which is why logging is so important.

CD2: Service Selection

Deploying anomaly detection models in AWS can be done in multiple ways, and
generally, all approaches involve using SageMaker. We suggest using the approach
detailed in Section 3.3.1 for deploying custom models. Here, we give further recom-
mendations related to different phases of the proposed pipeline.

Recommendations: The suggestions for service selection are related to the anomaly
detection pipeline used in this thesis. Below is a list of recommendations for design-
ing and configuring a pipeline.

• Retrieving the data and making prediction: We recommend using Lambda to
handle communication between the model and the data stream. It can be set
up to react to certain events. In the case of fetching data from CloudWatch,
the straightforward approach is to call the function after a predefined time
interval. In our model, the metrics fetched are for the latest 5 minutes, so the
Lambda function is called every 5 minutes. The function should then include
a call to the SageMaker endpoint. The data point is processed in the endpoint,
and a prediction is returned to the Lambda function. Lambda facilitates the
use of several programming languages. In our Lambda function, Python was
used, but the selection is up to personal preference.

• Reporting and storing predictions: When deploying a model that makes real-
time predictions, it is also important to have a way of reporting anomalous
predictions. AWS supports different ways of doing this, but we recommend
utilizing SNS, which can be quickly set up to send an alert, such as an email,
once an anomaly is predicted. Additionally, for debugging purposes, it can be
valuable for the developers to set up a database where each predicted anomaly
is stored. AWS offers several options for this, but the recommended service
is DynamoDB. Due to its pay-per-use pricing model, it works well for small
storage requirements with infrequent reads and writes, such as in this case.

• Monitoring cost and performance: When deploying a model as an endpoint on
AWS, developers should be mindful of the cost associated with hosting such an
endpoint. It is important to consider the requirements of the model to prop-
erly determine the instance type needed to support the model’s operations.
Instance types come in varying computing power and memory, and the cost
can differ considerably between them. Our suggestion is to choose carefully
to ensure the cost is minimized while the instance meets the requirements of
the model. To validate the choice of instance type and monitor the model’s
general performance, AWS CloudWatch can be configured to keep track of
the endpoint’s CPU utilization, latency, and memory usage. By inspecting
the graphs provided by CloudWatch, developers can conclude if the model is
working as it should.
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4.3.5 Guidelines Validation
Validation of the guidelines was done through questionnaires, where participants
were asked to read the guidelines and answer related questions. The participants
were two WirelessCar employees with different experiences working in different com-
pany areas. The general impression participants reported was that the guidelines
are structured and easy to follow, giving a clear overview of the deployment process
in AWS. They mainly touch on the surface of the process, and to actually develop
and deploy a model, more research would be required by individuals following the
guidelines. However, participants consider this to be an appropriate level of detail
for the purpose of the thesis as it gives enough guidance and direction.

Some specific feedback points and actions taken to address them are presented be-
low:

1. Points or terms that were unclear:
Feedback: There was confusion regarding the statement: "Firstly, choosing
EIF over iForest is recommended as it potentially improves accuracy without
introducing higher computational requirements." The respondent noted a lack
of explanation on how or why EIF can improve accuracy.
Solution: While the explanation can be found in earlier chapters, it is un-
clear to someone reading only the guidelines. A reference pointing to the EIF
description was added to improve clarity in this statement.

2. Missing information:
Feedback: The guidelines do not mention the programming language or li-
braries used, which would be beneficial, especially for the ML model and
Lambda functions.
Solution: To improve clarity regarding this, recommendations for program-
ming language selection were added.
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Discussion

This chapter discusses the results presented in Chapter 4 by answering the research
question posed in the introduction. Then, we discuss the internal, external, and
construct threads to the validity of our study and the measures we took to mitigate.
Finally, the chapter is finished by discussing the future work that can be done for
the study.

5.1 Discussion of Research Questions
In this section, the research questions will be discussed. This will be done by pre-
senting a summary and an interpretation of the outcomes of each cycle.

5.1.1 Answering RQ1
RQ1 - Current state of anomaly detection in software testing using iFor-
est: What are the main challenges with iForest in streaming data, and what state-
of-the-art models are currently available?

This research question essentially has two parts: identifying challenges with iForest
and finding models that are ready for use. Both of them were addressed through an
SLR. The SLR mainly aimed to outline the state of research on iForest in streaming
data. It resulted in a list of 8 highly relevant papers that present novel anomaly de-
tection approaches were identified. To answer the first part of RQ1, we interpreted
the findings to produce a list of three main focus areas: concept drift, dimension-
ality reduction, and accuracy improvement. In Section 4.1.2, these challenges are
described in depth, and the proposed solutions are summarized.

To answer the second part of RQ1, each paper in the research list was searched
for related repositories. This revealed a lack of publicly available repositories re-
lated to the papers. Only 3 papers had a corresponding repository, but none was
ready for off-the-shelf use. The repository presented in SP8 had several errors in
the code, making it too difficult to use. The one related to SP2 was outdated as
it preceded the repository in SP1, which included SP2’s model. Finally, the reposi-
tory in SP1 was based on the deprecated library Scikit-Multiflow. In conclusion, no
state-of-the-art models that were presented in the research were ready for use. How-
ever, since the code is public for some models, they could potentially be modified
to be usable. The research papers without public code bases also presented pseudo-

49



5. Discussion

code and detailed model overviews. Therefore, it is possible to replicate most of the
studies identified in the review. Due to the time-constraint of this project, it was
not done.

In summary, we believe our first research question has been answered. We have
highlighted the challenges of continuously evolving data by analyzing the currently
available research on applying iForest to data streams. Such challenges include con-
cept drift and efficiency demands and how iForest can be extended to overcome
these. Additionally, we have searched for state-of-the-art models presented in the
research. We have found that for all papers, either there was no code available or
the code was outdated and cannot be used.

The SR’s findings strongly indicate that iForest has the potential to efficiently
identify anomalies in a streaming setting. We have validated the findings with
an industry professional who agreed that our proposed approach was reasonable.
Consequently, we confidently chose the iForest algorithm to implement the anomaly
detection system.

5.1.2 Answering RQ2
RQ2 - Optimizing iForest for CloudWatch metrics: How can an extension of
iForest be refined and tuned to perform well with metrics data from a cloud service?

This research question explored how an extension of iForest, in this case, EIF, can
be tuned and applied to data in a streaming context. To address this, we conducted
a case study, which entailed the development of an anomaly detection model us-
ing the knowledge gained during the SLR. The goal of the research question was
not necessarily to craft a new algorithm but rather to adapt and combine existing
technologies for streaming data. The research question essentially consists of two
sub-questions. Firstly, what must be done for EIF to be applied to streaming data?
Secondly, how can EIF be optimized and adapted to the specific case of finding
anomalies in CloudWatch metrics data?

The first part of the research question relates to combining additional components
with EIF to make the algorithm applicable to streaming data. This included adding
a sliding window for storing recent data points. Furthermore, the concept drift de-
tector ADWIN was introduced to monitor pattern changes in the data. These two
components are required for anomaly detection for data streams as they ensure the
model can adapt to shifting distributions in the incoming data.

The other part of the research question, the optimization, addresses the limita-
tions of EIF, both general limitations and those specific to the case study. One of
the general challenges of EIF is the classification of anomalies, as the model only
predicts an anomaly score. For the model to interpret the score, the rate of anoma-
lies in the data is required. This was solved by applying the clustering algorithm
KMeans on the scores to separate anomalies. A limitation related to the case study
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context was the model’s inability to identify certain anomalies. Due to the char-
acteristics of the data, a power transform was used to preprocess incoming data to
improve the model’s detection accuracy.

The evaluation process has shown that applying the model to CloudWatch data
from a data stream outperforms the baseline in different performance metrics. Us-
ing a dataset from a data stream in production, the model could correctly identify
all anomalies without any false predictions. This implies that the model is a power-
ful tool for monitoring anomalies in CloudWatch metrics data. However, this result
may not extend to other data with other characteristics as the model was only eval-
uated on one dataset. Further validation of the approach would require placing the
model in a different context.

Throughout cycle 2 and by conducting a case study at WirelessCar, we argue that
RQ2 has been thoroughly answered. The case study included exploring different
ways to adapt models to the requirements of anomaly detection in data streams.
Moreover, we have shown how EIF can be tailored according to the data seen in
CloudWatch to improve its performance. By evaluating the model thoroughly, we
have fine-tuned its parameters to ensure it is fully optimized to deploy for anomaly
detection on data streams in the cloud. While we cannot be certain whether the
promising evaluation result would extend to other domains, it must be left as the
topic for future work. After all, the goal of the case study was to use the model in
a specific context, and we believe that has successfully been done.

5.1.3 Answering RQ3
RQ3 - Guidelines for integrating anomaly detection in the industry: How
can the findings from the study provide guidelines that will aid software engineering
practitioners with deploying and integrating anomaly detection into a cloud-based
workflow?

In cycle 3, we focused on formulating a set of guidelines based on the insight gained
from previous cycles to address RQ3. Additionally, cycle 3 involved deploying the
anomaly detection model in a cloud-based infrastructure and documenting key chal-
lenges with the process. The knowledge and experience accumulated from each cycle
have been summarized in recommendations of three main categories: data analysis,
model development, and cloud deployment. Each of these categories mainly corre-
sponds to the main findings of each cycle.

The SLR and case study findings were used to synthesize data analysis and model
development guidelines. By grounding the development phase in the theory found
in the research, we explored different techniques to approach anomaly detection in
data streams and ways to overcome the challenges of it. Recommendations related
to data analysis and model development have been written from this. Furthermore,
by integrating the model into a cloud-based infrastructure, we have acquired knowl-
edge that has been leveraged to produce the final set of guidelines. These are aimed
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at helping practitioners adapt models for cloud deployment and make the process
more seamless.

Our recommendations have been validated through industry feedback, ensuring their
relevance, comprehensibility, and applicability. We intend for these guidelines to
serve as a framework for practitioners and researchers interested in developing and
deploying anomaly detection models. We believe the guidelines capture the general
challenges of this process, and thus, we claim that the final research question has
been answered.

5.2 Threats to validity
This section will present the identified threats to validity in terms of external, in-
ternal, and construct validity. External validity refers to the level of generalizability
that one can claim from the results or conclusion of the study. Internal validity is
related to the threats within the study context that can discredit the cause-and-
effect claims. Construct validity refers to the degree to which the methods used
for evaluation are created to measure what they are intended to measure correctly.
Additionally, the strategies incorporated to mitigate the effect of the threats are
discussed.

5.2.1 External Validity
The main threat to the external validity of this study is that the findings are related
to the specific context of the case study. This is due to the model being evaluated on
only one dataset and that the guidelines is a result from the case study. Therefore,
there is a risk that the guidelines are too narrow and focused on AWS deployment
and iForest development specifically. Due to this, some of the guidelines contain
specific information related to the case. With this in mind, we have tried to construct
some of the recommendations to make them applicable in a broader context.

5.2.2 Internal Validity
To ensure different biases are avoided when validating different findings, we analyzed
potential threats to internal validity and made strategies to mitigate them. One
identified threat relates to the final guidelines’ evaluation process. It originates
from the bias that could be introduced when validating the deployment process
with software engineers who participated in it. To mitigate the bias, we ensured the
deployment process was done independently, without external help or guidance from
our supervisors at WirelessCar. Additionally, to avoid bias further, we validated the
guidelines with different people at the company.

5.2.3 Construct Validity
A labeled dataset was needed to evaluate the anomaly detection model. As no
such datasets were available, a dataset needed to be labeled manually by inspecting
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the data for each feature and noting any visual outliers. By doing this, we cap-
tured all point anomalies in the dataset, but more complicated ones, like contextual
anomalies, might have been missed. We identified this potential bias as a threat to
construct validity. As we were unfamiliar with the data, we consulted our industry
supervisors to reduce the impact of this threat. To their knowledge, no particular
complex anomalies had previously been seen in the data.

Additionally, the short time period of the deployment cycle makes it hard to validate
how well the model performs over a longer time-period. As a result, measuring how
well the model adapts to concept drift becomes impossible. To validate the model’s
adaptability, the static dataset was used. We could see that the model correctly re-
acted and retrained when the data changed. However, a longer monitoring window
would be required to validate it in the deployment context.

5.3 Future Work
The research conducted in this thesis aims to lay a foundation for integrating
anomaly detection systems in cloud-based environments. However, several areas
can benefit from further exploration to enhance the effectiveness and applicability
of the proposed anomaly detection methods. The following points outline potential
directions for future research:

Deployment in diverse cloud environments: The guidelines relating to cloud
deployment are based on the experience of deploying a model in AWS using mon-
itoring data from CloudWatch. Future research could diversify and generalize the
guidelines by exploring deployment in other cloud environments.

Longitudinal monitoring of the system: One of the threats to validity that
were identified in the study was the difficulty of validating the deployed model’s
ability to react to concept drift. While this was analyzed on a static dataset, it
could not be done for the deployed model as it would require the model to run for
an extended period, which was not feasible in the project’s scope. Consequently,
a topic for future research would be to monitor the model over a longer time to
measure how well it adapts to shifts in data distribution.

Using the model with diverse data: During the case study and deployment
process, only one dataset and set of metrics were used. The model performed very
well for the given data, but the result cannot be generalized without further eval-
uation using data with differing characteristics. A potential task for future work is
evaluating the model with other datasets and cloud services.

Comparing the model with other iForest extensions: In the model evalu-
ation, our proposed system was compared to other anomaly detectors by calculating
different performance metrics. While the result was promising, none of the evaluated
models were based on iForest. This was because none of the identified state-of-the-
art iForest extensions for streaming data were publicly available. However, most
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papers presented comprehensive descriptions and pseudo-codes for the algorithms,
making the implementation reproducible. As this was impossible in this project, we
leave that as a suggestion for future work.
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This thesis explored the possibility of applying the algorithm Extended Isolation
Forest for anomaly detection in data streams. The proposed model was developed
and evaluated using CloudWatch metrics data from a Kinesis stream. This resulted
in a model that could detect all visual anomalies found in the acquired dataset.
Additionally, the final model was deployed in one of WirelessCar’s AWS accounts,
and the entire process covering data analysis, development, and deployment was
compromised as a set of guidelines. Given the promising results of the model and
guidelines, the study still faces some limitations regarding its generalizability as it
was conducted in a specific setting with a specific purpose, and these limitations
have been summarized and suggested for future studies. Regardless, we have suc-
cessfully deployed an anomaly detection model optimized for cloud monitoring, and
all research questions have been answered.
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A
Questionnaire for Cycle 1

Questions
1. Based on your experience, are the main findings identified in the review ap-

plicable to our thesis? (Integrating anomaly detection in AWS)
2. Are there any critical technologies or methodologies that you think could be

more appropriate to explore in the thesis?
3. From an implementation perspective, what challenges do you foresee in apply-

ing these techniques in AWS for anomaly detection of CloudWatch data?
4. Overall, what are your thoughts about the thoroughness and quality of the

literature review?

I



A. Questionnaire for Cycle 1

II



B
Questionnaire for Cycle 3

Questions for Validating Cycle 3
1. How clear are the guidelines presented to you?
2. Were there any points or terms that were confusing or unclear?
3. Is there any additional information you believe is missing from the guidelines?
4. Do these guidelines adequately cover the steps required for deploying and

managing anomaly detection models in AWS?
5. Overall, how useful do you find these guidelines for someone who is new to

deploying anomaly detection models in AWS?
6. Would you change the structure or format of these guidelines to make them

more user-friendly?

III
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