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Development of a Secure Prototype Focusing on Facial Recognition

Reza Amani, Johanna Avlund, Alexander Gelin, Kevin Han, Farkas Sutthiburt,
William Wigemo

Department of Computer Science and Engineering
Chalmers University of Technology and University of Gothenburg

Abstract
Traditional password-based authentication is increasingly inadequate to protect on-
line services, as it remains vulnerable to brute-force attacks, credential theft, and
social engineering tactics. These threats are further exacerbated by common user
behaviors, namely password reuse across different platforms and weak password
selection. In response, facial recognition has emerged as a promising alternative,
offering an intuitive and user-friendly form of authentication. However, existing
facial recognition systems present their own challenges, including vulnerability to
spoofing, privacy concerns, and inconsistent performance in different environments.
This thesis presents the design and implementation of an authentication system,
with a primary focus on a facial recognition system developed to address these lim-
itations. A comparative analysis of available models identified YuNet as the most
effective model for face detection, and FaceNet for face recognition. The system
architecture incorporates a Flask-based backend with a responsive and user-friendly
frontend interface, enabling secure user registration and login. To enhance acces-
sibility, multiple alternative login methods have been incorporated, allowing users
without camera access to authenticate securely. Additionally, to strengthen data
security and privacy, all sensitive user information is securely encrypted before be-
ing stored. The system’s performance was evaluated using standard classification
metrics and carefully optimized to achieve an effective balance between security
and usability. The result is an authentication framework that addresses both user
convenience, modern security demands, and ethical concerns.

Keywords: Facial recognition, biometric authentication, deep learning, and secu-
rity.
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Sammandrag
Traditionell lösenordsbaserad autentisering är i allt högre grad otillräcklig för att
skydda onlinetjänster, då den förblir sårbar för brute-force attacker, identitetsstöld
och social manipulation. Dessa hot förvärras ytterligare av vanligt förekommande
användarbeteenden, såsom återanvändning av lösenord över olika plattformar och
valet av svaga lösenord. Som ett svar på dessa utmaningar har ansiktsigenkänning
vuxit fram som ett lovande alternativ och erbjuder en intuitiv och användarvänlig
form av autentisering. Befintliga system för ansiktsigenkänning medför dock egna
begränsningar, däribland sårbarhet för spoofing, integritetsrelaterade risker samt
ojämn prestanda i olika miljöer. Detta arbete presenterar design och implemen-
tation av ett autentiseringssystem baserat på ansiktsigenkänning, utvecklat för att
hantera dessa begränsningar. En jämförande analys av tillgängliga modeller identi-
fierade YuNet som den mest effektiva modellen för ansiktsdetektering och FaceNet
för ansiktsigenkänning. Systemarkitekturen består av ett Flask-baserat backend till-
sammans med ett responsivt och användarvänligt frontendgränssnitt, vilket möjlig-
gör säker registrering och inloggning för användare. För att öka tillgänglighet har
flera alternativa inloggningsmetoder integrerats, vilket möjliggör säker autentisering
även för användare utan tillgång till kamera. Därtill krypteras all känslig användar-
data på ett säkert sätt innan den lagras, i syfte att stärka dataskydd och integritet.
Systemets prestanda har utvärderats med hjälp av etablerade klassificeringsmått
och har optimerats noggrant för att uppnå en effektiv balans mellan säkerhet och
användbarhet. Resultatet är en autentiseringslösning som tar hänsyn till både an-
vändarvänlighet, moderna säkerhetskrav och etiska överväganden.

Nyckelord: Ansiktsigenkänning, biometrisk autentisering, djupinlärning, och säk-
erhet.
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1
Introduction

Authentication systems are critical for securing digital services, ensuring that ac-
cess to sensitive resources is granted exclusively to authorized users. Typically,
users must present valid credentials at the beginning of a session to authenticate
themselves and gain access. Modern systems implement a variety of authentication
methods, all of which rely on the presentation and verification of user credentials.

The most common authentication method is password-based authentication. Al-
though it has long been the standard, it suffers from low security due to poor user
practices [59]. For example, weak passwords and reuse across platforms are increas-
ingly vulnerable to phishing and brute-force attacks, which have led to widespread
compromise of such systems. In contrast, biometric methods such as fingerprint,
iris, and facial recognition remove the need for memorized secrets, allowing users to
act as their own credentials [5].

Facial recognition, in particular, offers a contactless and user-friendly approach by
leveraging built-in cameras and delivering fast response times, making it well-suited
for consumer applications [5]. In practice, technologies such as Face ID and Win-
dows Hello demonstrate the scalability and practicality of facial recognition.

Given its widespread adoption, facial recognition has emerged as an active field
of research. Efforts have been made to improve not only security and robustness
but also fairness. One example is the Multi-Factor Authentication (MFA) proto-
type developed by Siddharth and Khankan, which combines facial recognition with
FIDO2 (Fast IDentity Online) and One-Time Password (OTP) [52]. While effective
against phishing and brute-force attacks, the system lacks spoofing resistance and
does not support modular evaluation of different models.

In parallel, other studies [6], [10] have raised concerns about demographic bias in
facial recognition systems. This can result in reduced accuracy for underrepresented
groups. These findings underscore the ethical responsibility of developers to ensure
fairness and transparency in biometric authentication.

1.1 Purpose
In response to these challenges, this project aims to develop a prototype application
for user authentication with facial recognition as the primary method. In addi-
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1. Introduction

tion, the system will also support alternative login options to offer greater flexibility
and accessibility. The overarching goal of the project is to better understand the
design and implementation of authentication systems in real-world scenarios, espe-
cially focusing on biometric methods and their associated challenges. Specifically,
the project explores best practices for secure implementation, evaluates the perfor-
mance and trade-offs of facial recognition models, and addresses societal and ethical
considerations such as bias and privacy.

1.2 Scope
This project does not include the development or training of new facial recognition
algorithms. Instead, it focuses on building a custom authentication module that
integrates and evaluates existing facial recognition libraries. Developing a new algo-
rithm would require extensive computational resources, large labeled datasets, and
fine-tuning, which are beyond the scope of this project. Furthermore, the evaluation
of the facial recognition models is limited by the size and diversity of the datasets
available for testing, which may affect the generalizability of the results to wider
populations.

Additionally, mobile platform integration and support for third-party Time-based
One-Time Password (TOTP) apps (e.g., Microsoft Authenticator) are not included.
These features require significant additional development time and testing to en-
sure reliable, cross-platform performance and secure synchronization. Given the
project’s time constraints and focus on core facial recognition authentication, these
functionalities were deferred for future work.

1.3 Thesis Outline
The remainder of this thesis is organized as follows:

• Chapter 2: Overview of relevant authentication methods and related work.
• Chapter 3: Technical background on facial recognition.
• Chapter 4: Methodology, including model evaluation, tool selection, and

prototype development.
• Chapter 5: Technical implementation.
• Chapter 6: Evaluation results.
• Chapter 7: Discussion of findings, limitations, and implications.
• Chapter 8: Conclusion.

Additional materials such as supplementary data and extended results are included
in the appendices.

2



2
Authentication Methods

Authentication is the process of verifying a user’s identity to prevent unauthorized
access and to ensure system privacy and integrity [5]. Robust authentication is cru-
cial for maintaining user security and trust. This chapter outlines various types of
authentication methods, compares them across key factors, and explains the ratio-
nale for selecting facial recognition for this project.

2.1 Types of Authentication Methods
Authentication methods can be grouped into three distinct categories: knowledge-
based, possession-based, and inherence-based [5]. Although the common goal is
to verify a user by their provided credentials, the main differentiator is how the
credential is verified and tied to the user.

2.1.1 Knowledge-Based Authentication
In many applications, one of the most widely used methods to confirm a user’s
identity is knowledge-based authentication [5]. This approach relies on the informa-
tion that an individual retains, such as a password, a PIN, or responses to security
questions. Although convenient and sometimes easy to recall, these memory-based
credentials often fall short in terms of security. Such methods are often vulnerable
to unauthorized access, guessing, theft, and user forgetfulness [5].

The most common form of knowledge-based authentication is password authenti-
cation [59]. With this method, users provide a password to verify their identity.
However, these systems are often vulnerable to phishing attacks and other security
risks, especially when users choose weak passwords or reuse them across different
platforms. In addition, password-based systems are vulnerable to keylogging mal-
ware, which records keystrokes to steal passwords [44].

2.1.2 Possession-Based Authentication
Possession-based authentication verifies the identity of a user through a physical
device or object they own [5]. This method has become widely adopted due to
the portability of devices such as smartphones, USB keys, security tokens, and
smart cards. It strengthens security by requiring users to present a tangible item
in their possession, ensuring that even if one authentication factor is compromised,
unauthorized access remains unlikely without the associated physical device [5].

3



2. Authentication Methods

A common implementation of possession-based authentication is the OTP, which
generates short-lived numeric codes based on a shared secret and the current time
[38]. Typically delivered via a smartphone app, these codes remain valid for only a
short duration (e.g., 30 seconds), making them resistant to replay attacks. Among
delivery methods, app-based OTPs are considered more secure than SMS or email
due to lower interception risks [33].

2.1.3 Inherence-Based Authentication
Inherence-based authentication verifies identity based on physical or behavioral char-
acteristics unique to an individual, such as fingerprints, iris patterns, or facial fea-
tures. This category of authentication is commonly referred to as biometric authen-
tication, since it relies on biological traits [5]. These traits are closely tied to the
user and are difficult to replicate or share, making them valuable for secure identity
verification. As a result, it eliminates the need for users to remember credentials
or carry security tokens. This enhances the convenience for the user and eliminates
the risk of device loss [5]. For instance, Face ID on Apple devices and Windows
Hello are examples of modern systems that rely on facial recognition, simplifying
the authentication process without compromising security.

While biometric authentication provides strong security and convenience, it also
presents certain limitations. Biometric data is generally difficult to steal or guess,
but systems remain vulnerable to spoofing attacks using deepfakes or high-resolution
photos which can bypass facial recognition systems [5]. Furthermore, once compro-
mised, biometric data cannot be reset or changed in the same way as passwords,
making such breaches especially damaging. Besides security issues, there are also
practical challenges. High-quality sensors such as fingerprint or iris scanners can
be expensive, and their performance may vary in different conditions, including low
lighting or dirty sensors [5], [43].

2.2 Multi-Factor Authentication
MFA is an additional security measure that enhances protection by requiring two or
more independent authentication factors before granting access [35]. These factors
are drawn from the three categories outlined in Section 2.1: something the user
knows (e.g., a password or PIN), something the user has (e.g., a smartphone or
OTP), and something the user is (e.g., a biometric trait).

By combining factors from different categories, MFA significantly reduces the risk of
unauthorized access. Even if one factor is compromised, an attacker would still need
to overcome the others to gain entry [39]. This layered approach provides strong pro-
tection and is widely used in real-world applications. For example, Google accounts
can be configured to require users to log in with a password and then confirm their
identity using a prompt on a trusted device, an authentication app, or biometric
verification.

4



2. Authentication Methods

2.3 Comparison of Authentication Methods
Different authentication methods can be compared based on key factors such as
security, usability, cost, and scalability. To give a clearer understanding of their
strengths and weaknesses, Table 2.1 presents a comparison between knowledge-
based, possession-based, and inherence-based approaches.

This comparison draws on findings from multiple studies [4], [26], [2], [31], with
the table itself created to synthesize and present the information in a clear and
accessible format.

Table 2.1: Comparison of Authentication Methods
(Note: ↑ = high is desirable, ↓ = low is desirable)

Criterion Knowledge-Based Possession-Based Inherence-Based

Security (↑) Low: Susceptible to
phishing and weak
passwords [4]

Medium: Depends on
device integrity [26]

High: Difficult to forge
biometric traits [2]

Usability (↑) Medium: Requires
memory, can cause
password fatigue [4]

High: Easy to use,
but devices can be
lost or forgotten [31]

High: Always present,
but performance may
degrade in specific con-
ditions (e.g., cold) [13]

Cost (↓) Low: Minimal infras-
tructure required [4]

Medium: Additional
hardware needed [26]

High: Requires bio-
metric sensors [2]

Scalability (↑) High: Easy to im-
plement across many
users [4]

Medium: Dependent
on device distribution
[26]

Low: Scalability hin-
dered by hardware
needs and user vari-
ability [2]

2.4 Related Work
Authentication methods, especially biometrics, have attracted significant research
interest due to the potential for improved security and usability. For example, in the
study by Alrawili et al., they emphasize the need for robust authentication systems
that address usability, spoofing resistance, and sensitivity to biometric traits [5].

Siddharth and Khankan proposed a MFA system using facial recognition, OTP,
and FIDO2 [52]. Their approach demonstrated improved security against phishing
and brute-force attacks by leveraging multiple authentication factors. However, the
system lacked modularity and robust spoofing defenses, highlighting ongoing chal-
lenges in creating flexible and secure biometric systems.

Another study evaluated facial recognition pipelines using the DeepFace framework,
highlighting the importance of interoperability between detection and recognition
components [49]. Their findings support a modular architecture that allows experi-
mentation with alternative models to optimize performance and maintainability.
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Security is a central concern in biometric systems, particularly against spoofing and
data theft. Akhtar et al. provide a foundational review of biometric liveness detec-
tion, identifying major challenges in detecting presentation attacks such as photos
and deepfakes [3]. Padhiar complements this with a comparison of symmetric and
asymmetric encryption techniques, highlighting the strengths of public-key cryptog-
raphy such as Rivest–Shamir–Adleman (RSA) [40]. Together, these works highlight
the importance of the integration of anti-spoofing and cryptographic safeguards in
secure authentication pipelines.

In addition, studies have brought attention to demographic bias in facial recognition
technologies, revealing that many systems exhibit reduced accuracy for underrepre-
sented groups [6], [10]. These findings indicate the need for fairness, transparency,
and ethical consideration in the development of biometric authentication systems.

Taken together, these contributions provide a well-rounded foundation for advanc-
ing facial recognition-based authentication. These insights guide the project’s focus
on modularity and security in the design of authentication systems, while also in-
forming the discussion of ethical considerations and the measures taken to address
them.

2.5 Motivation for Facial Recognition
The reason behind exploring facial recognition in this project is its balance of se-
curity, usability, and accessibility [5], [43], [28], making it a promising method for
modern authentication systems. Unlike fingerprint recognition, facial recognition is
contactless, making it less intrusive and more hygienic, particularly for consumer
devices [5]. Moreover, the widespread availability of built-in cameras eliminates the
need for specialized biometric hardware, simplifying deployment.

As a passwordless solution, facial recognition overcomes several weaknesses of tra-
ditional methods. It is more difficult to replicate and directly ties authentication
to the individual, providing enhanced security and improved user experience [27].
Despite these advantages, facial recognition systems face challenges such as spoof-
ing attacks using photos or videos. However, these risks can be mitigated through
robust anti-spoofing mechanisms [5].

Overall, when comparing authentication categories, inherence-based methods such
as facial recognition stand out for their high security and usability, as summarized in
Table 2.1. These factors position facial recognition as a strong candidate for secure
and scalable identity verification in modern applications.
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The main mechanism of facial recognition involves the analysis and comparison of
an individual’s facial features with stored biometric data [53], [61]. This chapter
describes the typical pipeline for facial recognition tasks and different methods for
facial feature extraction from facial images. Evaluation metrics are subsequently
introduced to assess the performance of such pipelines. Lastly, societal and ethical
concerns regarding facial recognition are introduced.

3.1 Pipeline

In modern facial recognition systems, the task is often divided into four key stages:
detection, alignment, representation, and verification [49], [50], [64], as illustrated in
Figure 3.1. The reason for these four distinct stages is that real-world facial recog-
nition applications need to detect, align, and recognize faces from varying scenes
in videos and images [24]. As a consequence, facial recognition is commonly de-
scribed as part of a Detection-Alignment-Recognition (DAR) pipeline. All four of
these stages are independent of each other [64] and implement various algorithms
to properly receive images from, or prepare images for, the next stage of the DAR
pipeline [24].

Figure 3.1: The facial recognition pipeline. The original image of George H. W.
Bush is in the public domain [56] and has been modified.
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3.1.1 Detection
The first step of the facial recognition pipeline is facial detection [50], [64]. In gen-
eral, face detection is a subtask of object detection, where the goal is to locate
and classify instances of faces within a given image. This is commonly achieved
by generating bounding boxes around facial regions and assigning confidence scores
indicating the likelihood of a face being present in each box.

Since captured images often include unnecessary information, the facial region must
be isolated before further processing [51]. This localization makes the system more
robust to external factors such as background clutter, occlusion, and variations in
face position or size. In addition to identifying the bounding box of the facial re-
gion [51], the detection stage also plays a role in locating facial landmarks, such as
eyes [49], which are critical for downstream tasks such as alignment and normaliza-
tion.

One of the earliest and most influential approaches to real-time face detection is
the Haar cascade classifier proposed by Viola and Jones [57]. It uses simple rect-
angular features that represent contrast patterns commonly found in facial regions,
such as around the eyes and cheeks. These features are evaluated in a cascading
structure that quickly filters out non-face regions, allowing for fast and efficient de-
tection.

Haar cascade classifiers gained popularity due to their speed and are still available
in widely used libraries such as OpenCV. However, they have significant limitations
in handling variations in pose, lighting, and facial expressions [49]. To address these
challenges, modern face detection models have shifted toward deep learning–based
approaches, particularly Convolutional Neural Networks (CNNs) [54].

3.1.2 Alignment
After facial detection, an alignment step is performed [49]. Face alignment refers
to the process of adjusting the orientation of a detected face, positioning the key
facial landmarks in a standardized way. This step ensures that faces are presented
in a consistent format, which improves the accuracy and reliability of subsequent
recognition processes. The alignment step significantly enhances the performance of
a facial recognition pipeline [49].

A technique for aligning a face involves calculating the angle between the eyes.
By using the position of the eyes, the angle in between can be computed using
Equation 3.1. The eye positions are provided from the detection stage.

α = arctan(a

b
) (3.1)
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In the equation above, a and b are the vertical and horizontal distances between the
eyes, respectively, and α is the angle of facial rotation. α is used to rotate the image
so that the eyes align horizontally. Figure 3.2 visualizes the result of the alignment
process.

Figure 3.2: Facial alignment output given an input image. Original image of
Barack Obama [32] has been modified, CC BY SA.

3.1.3 Representation
The result of the detection and alignment steps of the pipeline serves as inputs for
the representation step [49]. This step is important because it extracts facial fea-
tures from the image and converts them into vector embeddings, as illustrated in
Figure 3.3.

A face embedding is a compressed numerical vector that represents a person’s facial
features for recognition tasks [23]. It is generated by processing a high-dimensional
image to extract key characteristics such as texture, shape, and distances between
facial landmarks while discarding irrelevant details. In modern systems, CNNs are
commonly used to extract these embeddings.

Figure 3.3: Facial recognition pipeline using FaceNet and MTCNN. [14]. Rendered
with permission.
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3.1.4 Verification
The verification step of the facial recognition pipeline aims to determine whether
two face embeddings represent the same identity by comparing their vector represen-
tations [49]. This is done by calculating the distance or similarity score between the
two embeddings and then applying a threshold. For example, if the score falls within
a certain range, the two faces are considered a match. Equation 3.2 describes the
classification in mathematical terms. distance is a function returning the distance
between two face embeddings (f⃗1 and f⃗2 in this case). θ is the distance threshold.

match =

1 if distance(f⃗1, f⃗2) ≤ θ

0 otherwise
(3.2)

Several distance metrics [49] are commonly used to measure the similarity between
face embeddings:

Euclidean Distance This metric is calculated as the straight-line distance be-
tween two points in the embedding space. It is intuitive and works well when the
embeddings are distributed in a uniform space. The formula for Euclidean distance
is presented in Equation 3.3.

d(x, y) =
√√√√ n∑

i=1
(xi − yi)2 (3.3)

To illustrate Euclidean distance, Figure 3.4a shows two face embeddings in a 2-
dimensional space. Although simplified, the same concept applies to higher dimen-
sions: the closer the embeddings, the more similar the faces.

(a) Euclidean (b) L2-normalized Euclidean

Figure 3.4: Example of Euclidean and L2-normalized Euclidean distance. The
original images of Margaret Thatcher [55] and Ronald Reagan [15] is in the public
domain and has been modified.
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L2-normalized Euclidean Distance Building on the standard Euclidean dis-
tance metric, this approach normalizes the embeddings to unit length before com-
puting the distance. This reduces sensitivity to scale differences and helps with sta-
bility when embeddings are produced by neural networks. The formula is presented
in Equation 3.4 and 3.5. A geometric visualization of L2-normalized Euclidean dis-
tance is illustrated in Figure 3.4b. In this example, the two face embeddings are
normalized to unit length, and the dashed line represents the Euclidean distance.

x̂ = x

∥x∥2
, ŷ = y

∥y∥2
(3.4)

d(x̂, ŷ) =
√√√√ n∑

i=1
(x̂i − ŷi)2 (3.5)

Cosine Similarity A measure of similarity that compares the direction of the
vectors, rather than comparing absolute position. This is more meaningful in high-
dimensional feature spaces like face embeddings [12]. Cosine similarity is computed
according to Equation 3.6 and a visual example is presented in Figure 3.5. A score
close to 1 indicates a strong similarity.

cos(θ) = x · y

∥x∥2 · ∥y∥2
(3.6)

Figure 3.5: Visual example of cosine similarity. The original images of Margaret
Thatcher [55] and Ronald Reagan [15] is in the public domain and has been modified.

In practice, cosine similarity and L2-normalized Euclidean distance are commonly
used metrics for comparing face embeddings due to their robustness to scale varia-
tions [47], [60]. Choosing the right metric often depends on the architecture of the
model and how the embeddings are distributed in the vector space. For example,
some systems perform better with cosine similarity, especially when the model is
trained to produce directionally consistent embeddings.
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3.2 Convolutional Neural Networks
CNNs are deep learning-based feature extraction techniques that have become the
most widely used approach in modern facial recognition systems [54]. They auto-
matically learn patterns in images through multiple layers of convolution, pooling,
and activation functions [34]. In facial recognition, the layers first extract basic fa-
cial features, such as edges and textures. As the network progresses through deeper
layers, it identifies more complex, identity-specific patterns. When trained on large
and diverse datasets, the network learns to represent face images as high-dimensional
vectors that capture the unique characteristics of a person’s face [53].

Prominent CNN-based models include DeepFace and FaceNet, each offering ar-
chitectural strategies and training techniques [34]. These vector embeddings can
be compared using the previously mentioned distance metrics to verify or identify
faces [49]. Moreover, many of these models have demonstrated performance levels
that surpass human accuracy in facial recognition tasks [49], [54].

3.3 Evaluation Metrics
Evaluating the performance of a facial recognition system involves assessing its clas-
sification accuracy and identifying both correct classifications and errors. This is
typically achieved using a set of standardized evaluation metrics, many of which are
derived from the confusion matrix.

3.3.1 Confusion Matrix
The confusion matrix is a fundamental tool used to evaluate the performance of a
facial recognition system by comparing predicted outcomes to actual ground truth
labels. In the case of binary classification, it categorizes predictions into four out-
comes: True Positive (TP), False Positive (FP), False Negative (FN), and True
Negative (TN). TP represents correctly identified faces, FP indicates faces falsely
matched to an incorrect identity, FN refers to rejections of two facial images belong-
ing to the same individual, and TN represents correctly rejected non-matching faces.

To help interpret these terms, consider the following example: a facial recognition
system is tested on 10 different faces, some known to the system, others unknown.
This small-scale scenario helps show how correct and incorrect predictions translate
into values in the confusion matrix:

• 6 faces are correctly identified (TP = 6)
• 1 face is falsely accepted (FP = 1)
• 2 known faces are not recognized (FN = 2)
• 1 unknown face is correctly rejected (TN = 1)
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This example then yields the confusion matrix presented in Table 3.1. The values
from the confusion matrix serve as the basis for calculating key evaluation metrics
such as accuracy, precision, recall, and F1-score. These metrics and formulas are
applied in this project to evaluate and compare the performance of different facial
recognition models.

Table 3.1: Confusion matrix example

Predicted Positive Predicted Negative
Actual Positive 6 (TP) 2 (FN)
Actual Negative 1 (FP) 1 (TN)

3.3.2 Performance Metrics
From the confusion matrix, several key performance metrics such as accuracy, pre-
cision, recall, and F1-score can be derived. Each metric captures a different aspect
of the system’s behavior, offering insights into its ability to correctly identify faces,
avoid misclassifications, and maintain a balanced overall performance. The outcome
of the following metrics will always range between 0 and 1, where values closer to 0
indicate worse performance, and values closer to 1 indicate better performance.

Accuracy Measures the proportion of correct predictions (TP + TN) out of all
predictions [58]. Equation 3.7 presents the formula with example values, illustrating
that the model correctly predicted 70% of all test cases.

ACC = TP + TN

TP + TN + FN + FP
= 6 + 1

6 + 1 + 1 + 2 = 7
10 = 0.70 (3.7)

Precision The number of true positive (TP) predictions divided by the total num-
ber of predicted positives [58]. Equation 3.8 shows the formula with example values.
The result of the formula indicates that when the model predicted a positive match,
it was correct about 86% of the time. A higher precision score reflects fewer false
positives (FPs), which is critical in authentication, as a false positive would allow
unauthorized access to the system.

PREC = TP

TP + FP
= 6

6 + 1 = 6
7 ≈ 0.86 (3.8)

Recall The metric is defined as the proportion of actual positives that were cor-
rectly identified. It shows how well the model detects positive cases [58]. Equa-
tion 3.9 is presented below with example values given, and the result indicates that
the model was able to correctly identify 75% of the actual positive faces.

REC = TP

TP + FN
= 6

6 + 2 = 6
8 = 0.75 (3.9)
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F1-score The harmonic mean of precision and recall, offering a balance between
the two when they are both important [58]. The formula for calculating the F1-
score is seen in equation 3.10 with example values given. The result shows that
the model achieves a good balance between precision and recall, with an overall F1
performance of 80%.

F1 = 2 · PREC · REC

PREC + REC
= 2 · 0.86 · 0.75

0.86 + 0.75 ≈ 0.80 (3.10)

Receiver Operating Characteristic (ROC) curve A graph that visualizes the
trade-off between True Positive Rate (TPR) and False Positive Rate (FPR) [58].
Each point on the graph represents the TPR and FPR for a certain threshold in the
verification step. A good classifier has a ROC curve that approaches the top-left
corner, since the FPR can be minimized while the TPR is kept high. To illus-
trate how to analyze ROC curves, Figure 3.6 displays multiple curves. The dashed
line represents a classifier that assigns class labels randomly, while the three other
curves move progressively closer to the point (0, 1), indicating improving classifier
performance.

Figure 3.6: Example of a ROC curve with FPR and TPR. [11], CC BY SA.

Area Under The Curve (AUC) The area under the ROC curve [58]. An AUC
closer to 1 indicates a better model. In Figure 3.6, the random chance classifier has
an AUC of 0.5, while the left-most blue curve has an AUC close to 1, indicating
significantly better performance.

3.4 Security Threats
Facial recognition technology is vulnerable to common cyberattacks targeting bio-
metric traits. One such threat is the replay attack, where an adversary captures a
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legitimate user’s facial image or video during a previous interaction or from external
sources such as hidden recordings or social media. The attacker then reuses this
captured data to deceive the facial recognition system into granting access [5], [46].

Another frequently observed threat is the spoofing attack, in which an attacker
uses a printed photograph, a high-resolution screen that displays the user’s face, or
a deepfake video to deceive the facial recognition system [3]. These attacks exploit
a system’s inability to distinguish between a live user and a static or synthetic one.

More advanced threats include model inversion attacks, where attackers with access
to stored facial embeddings in a database may attempt to reconstruct approximate
facial images of users [22]. This is possible by leveraging the mathematical char-
acteristics of the embeddings. Even with data storage safeguards, such as hashing
and encryption, advanced attackers may still try to extrapolate sensitive biometric
information.

In the event of a database breach, the consequences can be severe. Facial recogni-
tion systems that store biometric data risk having attackers gain access to sensitive
information such as face embeddings and user email addresses. Even if raw images
are not stored, leaking said embeddings and user information poses privacy risks.

Lastly, a Man-in-the-Middle (MitM) attack involves an attacker intercepting the
communication between two parties, potentially capturing facial images, OTPs, or
authentication responses. If encryption protocols are not enforced properly, an at-
tacker could intercept, modify, or reuse transmitted data to gain unauthorized ac-
cess [29].

3.5 Societal and Ethical Considerations

The increasing adoption of facial recognition technology introduces complex chal-
lenges in balancing security benefits with individual rights and freedom [30]. While
the technology enables fast and contactless authentication, its deployment has raised
wider societal and ethical questions. Understanding these concerns is crucial for con-
textualizing the role of biometric technology in modern applications.

3.5.1 Privacy and Data Sensitivity

Biometric data is both sensitive and immutable. Unlike passwords, it cannot be
changed if compromised. Such data must therefore be handled with care. Once
collected and stored, it is difficult to detect whether it has been accessed, copied,
or used for other purposes without proper authorization or consent, especially if the
system lacks robust auditing and monitoring mechanisms. This raises the risk of
misuse and use beyond its intended purpose [30]. These concerns have prompted
ongoing debates about the ethical boundaries of biometric data use.
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3.5.2 Algorithmic Bias
A well-documented concern with facial recognition systems is the presence of algo-
rithmic bias. Studies have shown that facial recognition systems often perform less
accurately on individuals with darker skin tones and on women, leading to higher
false rejection and false acceptance rates for these groups [6], [10]. For example,
black individuals are disproportionately represented in law enforcement databases,
increasing the risk of being incorrectly identified or unfairly targeted by automated
identification technologies [7]. These disparities are generally attributed to imbal-
anced training data or unrepresentative model development, which can lead to in-
equitable outcomes in real-world deployments.

3.5.3 Surveillance and Social Impact
The use of facial recognition in surveillance, particularly in public or semi-public
spaces, has prompted concerns about its potential impact on society [21]. Large-scale
tracking of individuals in these settings can pose risks to democratic freedoms by
undermining personal privacy and autonomy. Reports have documented instances
where law enforcement requested footage from neighborhood surveillance systems,
raising questions about potential misuse and informed consent in the use of such
technologies [21], [9]. These examples illustrate how facial recognition can affect
social norms and expectations of privacy when deployed at scale.
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A clear methodology was established to ensure the system met the project’s objec-
tives of high accuracy, real-time performance, and practical usability. The primary
goal of the project is to explore the implementation of facial recognition as a secure
and accessible authentication method in a real-world application. This includes
evaluating how well different models perform in terms of speed, accuracy, and reli-
ability, as well as identifying suitable tools for system development. Additionally,
the project aims to balance technical effectiveness with user experience and ethical
considerations such as bias and privacy.

This chapter outlines the structured approach used to design, implement, and eval-
uate the system. It covers model selection and benchmarking, system architecture,
prototype development, and testing strategies.

4.1 Model Evaluation and Selection
Selecting the most suitable models was a necessary part of developing a reliable and
efficient face recognition system. To ensure objective comparisons and reproducible
results, the benchmark dataset Labeled Faces in the Wild (LFW) was used, offering
standardized and widely recognized test cases. In addition, performance evaluation
focused on speed and recognition reliability to balance efficiency with authentication
accuracy.

Testing was performed by running models on fixed image sets drawn from the LFW
dataset. These measurements formed the basis for decisions regarding the choice of
models and tools, guiding the implementation toward an optimal balance between
security, usability, and scalability. Specifically, models needed to deliver accurate
and consistent recognition to support security, perform with minimal latency to
ensure a smooth user experience, and remain lightweight and adaptable to enable
deployment across various environments and support scalability to multiple users.

Candidate detection models were evaluated based on speed, accuracy, and their
ability to localize facial landmarks [49]. YuNet was selected for its efficiency and
suitability for real-time applications [62]. RetinaFace was included for its high ac-
curacy in complex conditions, while MTCNN was chosen for its robust multi-task
cascaded design. OpenCV and SSD were also tested, offering lightweight alterna-
tives despite lower detection performance.
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For facial recognition, FaceNet was selected as the primary model due to its high
performance in generating discriminative embeddings, as discussed in Chapter 3.
Other models such as ArcFace, VGG-Face, OpenFace, DeepID, and SFace were also
considered for comparative evaluation.

4.1.1 ROC Curve Comparisons
To assess recognition performance, ROC curves were generated using 1,000 face
pairs from the LFW dataset. Among the tested configurations, the combination
of FaceNet for recognition and YuNet for detection yielded the highest AUC, in-
dicating superior classification capability. As illustrated in Figure 4.1, this pairing
demonstrated consistent accuracy across varying conditions. These results directly
informed the model selection, with FaceNet and YuNet chosen as the system’s pri-
mary recognition and detection components, respectively, due to their combined
accuracy and speed. Additional ROC comparisons for other model combinations
are provided in Appendix A.

Figure 4.1: YuNet for detection and recognition evaluated on LFW.

4.1.2 Speed Comparisons
Since real-time performance is essential for usability, the end-to-end processing time,
including detection, alignment, and recognition, was evaluated for various model
combinations on fixed images. YuNet proved to be the fastest detection model,
followed by RetinaFace, with OpenCV and MTCNN being less suitable for real-
time systems. The choice of recognition model had little impact on timing, which
informed the decision to prioritize YuNet for detection to optimize system respon-
siveness. The comparison is presented in Figure 4.2.
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Figure 4.2: End-to-end pipeline times for different model combinations.

4.1.3 Distance Metric Comparisons

Figure 4.3: ROC curves for YuNet and FaceNet evaluated on LFW by distance
metric.

Recognition accuracy also depends on the distance metric used to compare facial
embeddings. Three metrics were compared: Euclidean distance, L2-normalized Eu-
clidean distance, and cosine similarity. Evaluating on the LFW dataset revealed that
the standard Euclidean distance yielded the highest AUC, leading to its adoption
as the similarity measure in the system. The comparison is presented in Figure 4.3.
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4.2 Prototype

The prototype consisted of two key components: the client application and the web
server. Together, these components enabled a seamless and secure facial authenti-
cation process.

The client application handled user interaction, captured facial data during regis-
tration and login, and communicated with the server. User inputs and facial images
were securely transmitted to the server for further processing.

The web server was built using Flask, and the backend was implemented follow-
ing the Model-View-Controller (MVC) architecture. It supports both Hypertext
Markup Language (HTML) and RESTful JSON responses, handles requests, pro-
cesses facial recognition tasks, and manages database operations.

The client-server communication was responsible for handling the exchange of data
between the client application and the server during both the login and registration
processes. To illustrate how the system would operate in practice, the registration
and login flows were designed to follow a structured sequence of steps, enabling clear
and secure interaction between the client and server.

The registration flow is shown in Figure 4.4 and included the following steps:

1. The user was prompted to enter personal information

2. The application activated the webcam to capture the user’s facial data

3. The captured image, along with the personal details, was sent to the web
server

4. The server processed the authentication request by passing the image to the
face recognition pipeline

5. The facial image was converted into a face embedding

6. The face embedding and user details were stored in the database

7. The server confirmed successful account registration

8. The application displayed a successful account registration
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Figure 4.4: Overview of registration flow.

The login flow is visualized in Figure 4.5 and included the following steps:

1. The user was prompted to enter their username

2. The application activated the webcam to capture the user’s facial data

3. The captured image and username were sent to the web server

4. The server processed the authentication request by passing the image to the
face recognition pipeline

5. The captured image was converted to a face embedding

6. The database got a request to fetch the current user using username

7. The current user was found and sent to FlaskAPI

8. The converted face embedding vector was compared with the stored embedding
vector

9. The server confirmed successful account login based on the similarity compar-
ison between the embedding vectors

10. The user is redirected to the dashboard
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Figure 4.5: Overview of a successful login flow.

4.3 Application Testing
Testing of the application was structured around four key areas: functional usabil-
ity, system performance, security assessment, and software reliability. Each area
targeted specific aspects of the system to ensure comprehensive validation of both
functionality and real-world performance.

The practical testing of the facial recognition system was evaluated under various
conditions, including lighting, facial expressions, and backgrounds. A small group
of external users also provided feedback on the interface and usability, helping to
identify and resolve design or functionality issues early in development.

To ensure a responsive login experience, performance testing was conducted by
benchmarking the facial recognition pipeline under realistic usage scenarios. This
involved timing 20 consecutive login attempts using two implementations: one based
on the DeepFace framework and another custom-built for modularity and efficiency.
Metrics such as average execution time and standard deviation were recorded to
evaluate speed and consistency. All measurements were performed on a controlled
test machine, with automation tools used to ensure repeatable conditions across test
runs.

The system’s robustness to potential threats was evaluated using threat modeling
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using the CVSS v4.0 calculator. This tool allowed for the evaluation of vulnerabil-
ity severity within the application’s scope, supporting the development of prioritized
mitigation strategies based on the results.

Software reliability was supported through automated testing practices. Unit tests
were implemented to verify the correctness and behavior of individual components.
Mocking techniques, using libraries such as Mockito, enabled the simulation of de-
pendencies and external services, allowing for isolated and reliable test cases.

To further optimize system performance and security, threshold tuning in the veri-
fication stage was also carried out. An optimal threshold should minimize the FPR
to enhance security, while maintaining a high TPR for usability. To identify such a
threshold, three different selection methods were employed. The pipeline was then
evaluated using the LFW dataset, and classification metrics were computed for each
approach. The threshold selection methods included:

• Youden’s J Statistic – maximizes sensitivity and specificity [36]
• Minimal Distance to (0, 1) in ROC space – identifies the point closest to perfect

classification [42]
• Constraint-based – selects the highest threshold that satisfies a predefined

maximum FPR.
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5
Technical Implementation

This chapter outlines the key components of the authentication system and the
rationale behind the selected tools and technologies. It covers the client-server in-
teraction, backend architecture, and the design of the facial recognition pipeline,
including image validation and spoofing detection. The chapter also describes the
database schema, encryption mechanisms, and the implementation of alternative
login methods such as passwords, RSA key signing, Google SSO, and MFA.

5.1 Tools and Implementation Frameworks
The following tools and frameworks are used to build and support the system:

• DeepFace - A flexible Python framework providing streamlined access to
state-of-the-art facial recognition and detection models such as VGG-Face,
FaceNet, ArcFace, RetinaFace, and Dlib [48]. It supports both face recogni-
tion and facial attribute analysis with minimal configuration and customizable
backends.

• Yunet - A lightweight and efficient deep learning model for face detection [62],
selected for its speed and suitability for real-time applications.

• FaceNet - A deep learning model for extracting features and generating facial
embeddings [47], used for high-performance face recognition and comparison
tasks.

• SQLite - A lightweight relational database engine, ideal for small-scale projects
where quick setup and low overhead are essential

• Flask - A web-application framework known for its simplicity and flexibility,
used to host the system’s user-facing interface

• Scikit-learn - A versatile Python machine learning library employed to eval-
uate the recognition system’s performance and generate metrics, such as ROC
curves [41].

• GitHub - Used for collaborative development, including GitHub Projects for
task management, continuous integration pipelines for automated testing and
style checking, and pull requests for code reviews.
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• LFW - Labeled Faces in the Wild is a dataset containing 13,233 images of
5,749 individuals, designed to support facial recognition tasks in unconstrained
settings [24]. It includes real-world variations in pose, lighting, and back-
ground, with non-overlapping training (2,200 pairs) and test (1,000 pairs) sets
to ensure evaluation on unseen identities.

• CVSS Calculator - Common Vulnerability Scoring System (CVSS) v4.0 cal-
culator, developed by the Forum of Incident Response and Security Teams
(FIRST), was used to assess the severity of security threats in the system.

For continuous integration pipelines and environment setup, we refer the reader to
Appendix B.

5.2 System Architecture
The system is divided into two distinct components: the client application and the
web server. The client application is rendered in the browser and allows users to
interact with the web server through an intuitive User Interface (UI). Between the
client application and the web server, communication is established for the client
application to modify and fetch resources on the server.

5.2.1 Client Application
The client application is implemented using HTML, Cascading Style Sheets (CSS),
and JavaScript, ensuring a responsive and interactive user interface. HTML de-
fines the structure of the application, including elements such as forms, buttons,
and content layout. CSS is used to style the interface, ensuring visual consistency
and responsiveness. JavaScript powers the dynamic behavior of the application,
such as handling validation of forms, listening to the button clicks, performing the
designated actions, facial image capture, API communication, and user interaction
feedback.

To optimize performance and preserve server resources, the application performs
client-side face detection using the CNN-based model TinyFaceDetector model [37],
before initiating any server communication related to facial recognition. This en-
sures that only images containing a detectable face are sent to the server, reducing
the number of unnecessary network requests and improving the overall efficiency of
the system. Furthermore, the images are cropped around the visible face outline,
with an added safety margin, before being sent to the server. This reduces the
number of unnecessary pixels the backend needs to analyze.

The application communicates with the server through RESTful API calls to handle
user registration, authentication, and session management. When a user submits
the registration form, their captured facial image and inputted personal details are
securely sent to the server for storage and future verification on login requests.

In addition to these HTTP requests, the client also establishes a persistent Web-
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Socket connection via FlaskSocketIO specifically for the registration and login pro-
cesses with facial recognition. Using this channel, the client emits named events
(’register’, ’login’) with the user’s credentials and image data, and listens for
server acknowledgments. This event-driven, bidirectional socket reduces the latency
and per-message overhead of repeated HTTP requests, resulting in a faster and more
seamless authentication experience.

While the client is responsible for capturing and sending the facial image, the authen-
tication process is fully handled on the server. The system employs facial recognition
to compare the newly captured image with previously stored facial features. If a
match is confirmed, the server validates the user and grants access to the dashboard.

To maintain user sessions, the application uses cookie-based session management.
Session cookies store user data locally in the browser, allowing users to remain logged
in between sessions without the need to authenticate on subsequent visits.

Finally, the application also includes integrated error handling throughout to sup-
port a smooth user experience. If facial recognition fails or invalid data is submitted,
clear and informative error messages guide the user to resolve the issue, minimizing
frustration and interruptions.

5.2.2 Web Server
The backend is implemented in Python using Flask, providing endpoints that fa-
cilitate client-server communication. Some endpoints return HTML content that
is displayed in the browser, while others follow REST principles to allow clients to
access or update data. Additionally, certain endpoints are restricted and require
user authentication before access. For example, the login endpoint enables clients
to provide credentials in exchange for authentication. Table 5.1 presents the most
frequently used facial recognition endpoints for registration and login in the system.

Table 5.1: Main facial recognition endpoints with their parameters and purpose

Path Parameters Description

/auth/register

username: String
email: String
image: JPEG
...

Register a new user. Email and user-
name must be unique.

/auth/login username: String
image: JPEG Login using facial recognition. In case

of invalid credentials, an error response
is returned.

The backend follows a layered architecture, as illustrated in Figure 5.1. The con-
troller layer is composed of multiple controller classes, each responsible for handling
incoming requests. Each request is routed to the appropriate controller method ac-
cording to the configured Flask routing. The task of each controller is to handle
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the request by applying validation to the request body and then passing it to the
service layer for further processing.

The service layer contains classes for handling business logic. For example, one
service class handles authentication, registration, and fetch operations for users.
The service layer communicates in turn with the data access layer, which contains
repository classes. Each repository class extends a common superclass for Create-
Read-Update-Delete (CRUD) functionality for each defined entity in the database.
However, each repository class is tailored to the specific needs of the domain. It is
the repository classes that interact directly with the database.

Figure 5.1: Layered architecture of the components in the backend.

5.3 Facial Recognition Pipeline
The facial recognition pipeline was implemented as an abstract class to allow flex-
ibility in swapping between different implementations. To evaluate different archi-
tectural strategies, two concrete implementations were developed. One prioritizes
integration simplicity, while the other was designed for modularity and maintainabil-
ity. Both implementations inherit from the same abstract superclass, which defines
a common interface: one method for extracting features from a face image and an-
other for comparing two feature vectors to determine whether they represent the
same person.

The first implementation of the pipeline superclass is called FaceRecognition. It
utilizes DeepFace for each step of the pipeline process. The models used by Deep-
Face for detection and recognition are specified in the constructor arguments. This
means that the models are specified at instantiation.

The second implementation, ModularFaceRecognition, follows the strategy de-
sign pattern by moving each algorithm in the facial recognition pipeline to separate
classes. For example, for the detection part of the pipeline, the model used is inter-
changeable by providing an instance that extends FaceDetectionStrategy. The
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pipeline instance can then call upon each strategy which will solve each part of the
facial recognition pipeline. With this design pattern, each step of the process (de-
tection, alignment, recognition, and verification) is delegated to separate instances,
contributing to modular, maintainable, and scalable code.

5.3.1 Face Image Validation
Before the usual four steps of the facial recognition pipeline, an initial image verifi-
cation step was added. This step helps to ensure that the image quality is sufficient
despite challenges such as lighting and camera quality. For the facial image to be
accepted, it must meet the following requirements:

1. Image size must exceed 128x128. This is to enforce a certain image resolution
to make sure the captured image has high enough quality to facilitate optimal
facial feature extraction.

2. The face must occupy a certain percentage of the image.
3. The eyes must be aligned within 15 degrees of the horizontal line.
4. The face must be facing the camera.

To estimate whether a face is oriented toward the camera, a geometric approxima-
tion method was employed. This approach calculates yaw and pitch angles using
basic trigonometric relationships between the eyes and the nose. These angles were
approximated using Equations 5.1 and 5.2, respectively. The facial landmarks used
in this method were extracted using YuNet.

yaw = arctan(nosex − eyecenterx

2 · eyedist

) (5.1)

pitch = arctan(nosey − eyecentery

eyedist

) (5.2)

5.3.2 Spoofing Detection
An anti-spoofing mechanism was implemented to secure the system against spoofing
attacks. After the detection step, spoofing detection is applied to the facial region.
The process is executed entirely on the server side, ensuring that users cannot by-
pass, manipulate, or disable this security layer. In case of a spoofing attempt, the
pipeline raises an error and an appropriate error response will be returned to the
client. Under the hood, the spoofing detector object utilizes an anti-spoofing deep
learning model called FASNet which claims an TPR of 99.7% [1]. Papers on similar
spoofing detection mechanisms have achieved similar results [25].

The FASNet model combines both analysis in the frequency domain and the spa-
tial domain [1]. Analysis of texture patterns, color distribution, and motion within
facial images is a part of spatial feature analysis [25]. Frequency domain analysis,
on the other hand, detects irregularities in the frequency representation of a facial
image. Examples of such irregularities include moiré effects on digital screens and
the absence of natural skin texture.
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To take advantage of analysis in both the spatial and frequency domain, FASNet
is divided into two branches [1]. The first branch applies Fourier transform on the
facial image. The output is the image in the frequency domain and is used as a
ground truth label during training. The second branch is a CNN for face spoofing
classification given a facial image. During training, feature maps generated from
the convolutional layers are inputted into another CNN with three convolutional
layers. The output of this smaller network is compared to the ground truth from
the first branch, and a loss function is computed. Losses from both branches are
combined to form the optimization function. It is this function that is minimized
during training. As a result, the FASNet learns to spoof characteristics in both the
spatial and frequency domain, thus enhancing detection accuracy [25]. An overview
of the architecture of FASNet is illustrated in Figure 5.2.

Figure 5.2: Overview of the architecture of FASNet.

5.4 Database
The SQLite database is structured with multiple tables to support persistent stor-
age. Each table is designed to store distinct types of information, enabling logical
separation and efficient data management. For example, the users table contains
personal information provided during registration and is presented in Table 5.3. The
data types used in the database are explained in Table 5.2.

Table 5.2: Explanation of common data types used in the database

Data Type Description
INTEGER Stores whole numbers (positive or negative) without

decimal points.
VARCHAR(#) Variable-length character string that can store up to #

characters.
BLOB Binary Large Object used to store large binary data such

as images, audio files, or encrypted information like fa-
cial embeddings.
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Table 5.3: Overview of the users table schema.

Column Name Data Type Description
id INTEGER Unique user identifier
user_name VARCHAR(30) User’s username
email BLOB The encrypted email of the user
first_name BLOB First name of the user (encrypted)
last_name BLOB Last name of the user (encrypted)
password BLOB Password (encrypted)
face_embedding BLOB Face embedding extracted at registra-

tion (encrypted)
twoFA BOOLEAN Whether the user has enabled 2FA
created_at DATETIME Time of user registration

The users table has three one-to-many relationships with other tables used in the
system such as login_log table, log_book_entries table, and rsa_public_keys
table. The relationships between the tables are illustrated in Figure 5.3.

Figure 5.3: The entity relationships between different tables in the database.

Cryptography plays a key role in providing protection against data intrusions. Cryp-
tography protects data from unauthorized access, ensuring integrity, confidentiality,
and authenticity [40]. In simple terms, cryptography is the process of converting
readable data (plaintext) to an unreadable format (ciphertext) through encryption,
and reversing the process during decryption.

This implementation employs symmetric encryption, a method in which the same
single key is used for both encryption and decryption operations [8]. Sensitive user
data includes credentials and personal identifiers, which are encrypted before being
stored in the database as Table 5.3 describes.

In the system, encryption is implemented using Fernet module from the Python
cryptography library. Fernet combines Advanced Encryption Standard (AES) with
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a 128-bit key and Hash-based Message Authentication Code (HMAC)-SHA256 for
securing encryption and integrity verification. If no key is found during system ini-
tialization, a new key is securely generated and stored locally for future use. Figure
5.4 illustrates a high-level overview of the encryption and decryption process.

Figure 5.4: An overview of encryption/decryption process using a single key.

5.5 Alternative Login Methods
In addition to facial recognition, the prototype supports MFA using OTP, as well as
fallback authentication methods to sign in. These include password-based login, key-
based challenge signing, and Single Sign-On (SSO) with Google. These alternatives
enhance accessibility and system robustness in scenarios where facial recognition is
impractical, such as low-light environments or the absence of a functioning webcam.

5.5.1 Password Authentication
After registration of a new account, users have the opportunity to enable password
authentication. The system enforces standard password security requirements, in-
cluding a minimum length of 8 characters, at least one uppercase letter, and one
special character. Upon enabling password authentication, the user is required to
use Two-Factor Authentication (2FA).

5.5.2 Key-based Challenge Signing
RSA key signing allows users to authenticate through a cryptographic challenge-
response protocol. Before this can be done, the user must generate a RSA public-
private key pair and authorize the public key in the settings in the web application.
The two keys can be generated through a tool such as OpenSSL. The private key
will never leave the user’s computer.

Once a public key is authorized, the user can log in using key-based challenge sign-
ing. Upon entering their username and selecting their private and public key, a
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challenge is requested using the fingerprint of the selected public key. The finger-
print is a short sequence of bytes that uniquely identifies a longer public key. The
server instantiates a session for the challenge signing and stores the fingerprint for
verification in later steps. Then, the client signs it with the corresponding private
key. The server verifies the signature using the public key to confirm the user’s
identity. This ensures that only the holder of the private key can authenticate. The
full authentication flow is shown in Figure 5.5.

Figure 5.5: Log in flow for RSA key signing.

5.5.3 Single Sign-On
SSO is an authentication method that allows users to access multiple applications
with a single set of credentials. By integrating with an identity provider such as
Google, the prototype acts as a service provider since it delegates authentication to
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a trusted third party.

Currently, only Google is available as an SSO alternative on the platform. When a
user selects the option to sign in with Google, they are redirected to Google’s authen-
tication interface, where they choose an account and authenticate using their Google
credentials. Upon successful authentication, Google displays a consent screen out-
lining the data the application is requesting access to (username, full name, e-mail
address), which the user must agree to in order to proceed.

Once consent is provided, Google generates a secure token set that is returned to
the application via a secure redirect URI. This includes an ID token (used to iden-
tify the user) and optionally an access token (if further API access is requested).
The platform then verifies the token’s validity and retrieves the aforementioned user
information. If the token is valid and the user is signing in for the first time, the
user is also registered in the database before being logged in.

This implementation uses OpenID Connect (OIDC), an identity layer built on top of
the OAuth 2.0 protocol. While OAuth 2.0 provides delegated authorization, OIDC
extends it by allowing the prototype to authenticate users through a secure ID token.

5.5.4 Multi-Factor Authentication
The system utilizes MFA by combining the login methods with a OTP to enhance
security. Figure 5.6 presents an example involving facial recognition. Classified as
an inherence-based factor, facial recognition serves as the primary authentication
method, while the TOTP acts as the secondary factor. After signing in using the
first method, a TOTP is generated via the pyotp library and sent to the registered
email address using Flask-Mail. The TOTP is time-sensitive and remains valid for
60 seconds before expiring. During this period, the user must enter the six-digit
code to complete authentication. To implement this functionality, session-based
tracking is used to temporarily store the TOTP secret and user identification until
verification is achieved. Upon successful TOTP entry, the session data is cleared
and access is granted. This dual-layer approach ensures that even if one factor is
compromised, an intruder must still bypass the second to gain access.

Figure 5.6: Sign-in process using 2FA.
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The outcome of the prototype is a functional authentication application that en-
ables users to register an account and securely log in using facial recognition as
the primary method. In addition to biometric authentication, the system supports
alternative login methods to enhance accessibility and accommodate diverse user
needs.

This chapter presents a detailed evaluation of the prototype’s performance, focusing
on key aspects such as login speed, recognition accuracy, and system responsiveness.
It compares different implementation approaches to highlight differences in efficiency
and reliability. The chapter also describes the threat model used to identify security
risks and covers the user interface.

6.1 Performance
In a user application, providing quick feedback is a priority. Therefore, it is crucial
for the login process to execute quickly on the system. The most computationally
intensive part of the login process is facial recognition and verification, which is
handled by the facial recognition pipeline.

6.1.1 Login Speed and Responsiveness
As discussed earlier in Section 5.3, two different pipeline implementations were cre-
ated. The first, FaceRecognition, uses the DeepFace library, while the second
implementation, ModularFaceRecognition, is customized to fit the needs of the
project. Although the DeepFace implementation required less engineering effort, it
became clear that its performance in terms of speed was suboptimal. To address
this limitation, the alternative implementation was developed.

The speed differences between the two pipelines for consecutive login attempts are
presented in Figure 6.1. The initial login attempt using FaceRecognition takes
around 5 seconds to complete, whereas the modular pipeline requires only about
0.35 seconds. For subsequent attempts, the DeepFace implementation consistently
takes around 1.5 seconds, while ModularFaceRecognition remains at approximately
0.35 seconds. The spike at attempt 16 for the DeepFace implementation is likely
due to a temporary increase in CPU usage on the system at that time.
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Figure 6.1: Login time for 20 attempts using FaceRecognition and
ModularFaceRecognition.

ModularFaceRecognition is not only faster but also more consistent in its login
times, as demonstrated by the results from 20 consecutive login attempts shown
in Figure 6.2. The figure illustrates that FaceRecognition has a significantly
higher standard deviation, meaning its login times are more spread out, while
ModularFaceRecognition shows lower variation and greater stability. The black
bars indicate the standard deviation for each set of measurements, and the text
above each bar displays the average time.

Figure 6.2: Comparisons of two pipelines and their average time for login attempts
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6.1.2 Accuracy and Trade-Offs
Although speed is important, having an accurate facial recognition pipeline is cru-
cial for security. To compare the two implementations in terms of accuracy, both
were evaluated using the LFW dataset. Figure 6.3 shows the ROC curves for each
pipeline. FaceRecognition performs slightly better, with a higher AUC score than
ModularFaceRecognition. However, since the difference is relatively small and the
latter is over 5 times quicker, ModularFaceRecognition is considered the overall
best option.

Figure 6.3: The ROC curves for the two pipelines implementations evaluated on
LFW.

6.1.3 Threshold Evaluation
The ModularFaceRecognition class was evaluated on LFW by computing the dis-
tance between each face pair in the dataset. The resulting distances were used in
conjunction with three threshold selection methods to find an appropriate threshold
for the developed facial authentication system. Optimally, the threshold minimizes
FPs for security and maximizes TPs for usability.

The resulting thresholds are presented in Table 6.1, together with their correspond-
ing classification metrics. Both Youden’s J statistic and the method of minimizing
the distance to the upper left corner of the ROC space produced identical thresh-
olds and performance scores. Among the evaluated metrics, precision is of particular
importance. For both methods, the precision was calculated to be 92%, indicating
that 8% of the positive predictions were false positives. In practical terms, this
means that in 8% of the cases, an unauthorized user was incorrectly granted access
to another individual’s account.

Applying the constrained based approach on the other hand, yielded a precision
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score of 99.2%. This implies that in only 0.8% of the cases, an unauthorized user
gained access to another individual’s account. However, the increased precision score
comes at a cost of a decreased recall score. For this threshold, the recall score was
51%, which means that in half of the login attempts, a user did not gain access to
their account.

Table 6.1: Performance metrics for the pipeline on LFW with threshold yielded
from 3 different methods

Method Threshold Accuracy Precision Recall F1-Score
Youden’s J Statistic 14.231 0.911 0.920 0.900 0.910
Minimize Distance to (0, 1) 14.231 0.911 0.920 0.900 0.910
Constraint-based (FPR ≤ 0.5%) 11.255 0.753 0.992 0.510 0.674

6.2 Threat Model
To assess the security of the system, a structured threat model was developed.
Security threats were evaluated using CVSS v4.0, incorporating both base and en-
vironmental metrics to capture technical severity and context-specific mitigations.
This method provided a quantitative and reproducible assessment of each identi-
fied threat relevant to the system with regard to potential real-world deployment.
Figure 6.4 visualizes the identified threat landscape and potential attack vectors
targeting the system, while Table 6.3 presents the corresponding CVSS-BE scores
and metric breakdowns.

Figure 6.4: Threat model diagram illustrating the potential attack vectors target-
ing main components of the authentication system.
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The system assumes the following potential adversaries:
• External attackers attempting to impersonate users or intercept sensitive data

during communication.
• Local attackers who may have physical access to a user’s device.
• Insiders with partial system access who may attempt to bypass restrictions or

extract stored data.
The results presented in Table 6.3 summarize the severity of each identified threat
targeting the developed authentication system, as evaluated using CVSS v4.0. The
description of the metrics’ impact is presented in Table 6.2.

Table 6.2: CVSS Metrics and Their Descriptions

Metric Value Description

Attack Vector

Network The attack is exploitable remotely over a
network.

Adjacent The attack requires access to the same
shared physical or logical network.

Local The attacker must have local access to the
device or system.

Physical The attacker must physically interact with
the target.

Attack Complexity Low The attack can be executed reliably and
repeatedly.

High Complex to exploit; security mechanisms
must be bypassed.

Attack Requirements None No special environmental conditions are
needed.

Present Some environmental conditions must exist.

Privileges Required
None Attacker is unauthorized prior to the

attack.
Low Low privileges are sufficient to perform

the attack.
High Significant control or privileges over the

system are required.

User Interaction
None No user interaction is needed to exploit

the system.
Passive Limited, involuntary user interaction is

required.
Active Specific, conscious interaction from a

targeted user is required.
Confidentiality
Integrity
Availability

None No impact on the respective attribute.

Low Limited or partial impact.
High Significant impact.
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To specifically tailor to the potential real-world deployment of the system, CVSS-BE
scores have been used. Base metrics such as Attack Vector, Attack Requirements,
Privileges Required, User Interaction, and the impacts on Confidentiality, Integrity,
and Availability were used to establish initial severity. Environmental metrics, in-
cluding the modified version of each base metric, were then applied to reflect the
system’s security measures, such as the use of HTTPS, encryption and hashing of
sensitive data, and anti-spoofing mechanisms. The base metrics were manually filled
with the technical characteristics of the attack itself independent of the specific sys-
tem context, while the environmental metrics were filled in to reflect the developed
system’s architecture, threat landscape, and implemented security measures.

Table 6.3: CVSS-BE scores and metric breakdowns for each identified security
threat.

Metric Replay Spoofing Model
Inversion

Database
Breach MitM

Attack Vector Network Network Network Network Network
Attack Complexity Low Low High High Low
Attack Requirements Present Present None None None
Privileges Required None None Low High None
User Interaction None None None None None
Confidentiality Low Low High High High
Integrity Low Low High High High
Availability Low None None High Low
Modified Attack Vector Network Network Network Network Network
Modified Attack Complexity Low High High High Low
Modified Attack Requirements Present Present None None None
Modified Privileges Required None None Low Low None
Modified User Interaction None None None None None
Modified Confidentiality Low Low High Low Low
Modified Integrity None None High Low Low
Modified Availability None None None Low Low
CVSS-BE Score 6.9 [19] 6.3 [20] 7.6 [18] 2.3 [16] 6.9 [17]

6.3 User Interface and Core Functionality
The client application is designed to support secure and efficient login with a pri-
mary focus on facial recognition. The user interface facilitates multiple authentica-
tion methods, with face recognition as the default, while offering users the ability
to add an additional security layer through OTP verification.

Upon login, users are presented with a clean and straightforward screen illustrated
in Figure 6.5. The interface clearly guides users through the authentication process,
whether they are logging in with facial recognition, password, RSA key, or veri-
fying a TOTP. This modular approach to login makes it possible to balance user
convenience with security requirements, adapting to different environments or user
preferences. The registration interface is straightforward as well, where at the end
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of the process, the user is required to register their identity using facial recognition.

Figure 6.5: Login page

When choosing facial authentication, users are instructed to face the camera in a
well-lit environment and ensure only one face is visible during capture. If multiple
faces are detected, the system automatically selects the one most likely to match
a registered identity or prompts the user to reposition. Feedback is displayed in
real-time, informing the user whether the authentication was successful, failed, or
if conditions (e.g., face angle) need adjustment. In addition, if the system detects
a potential spoofing attempt, a corresponding alert is displayed on the screen as
Figure 6.6 shows.

In cases where facial recognition fails or the user opts for an alternative method, the
UI allows fallback to other authentication methods. As described in Section 5.5.4,
when OTP is enabled, the user receives a one-time code via their registered email to
verify their identity, adding an additional layer of protection against unauthorized
access. This process occurs when the selected authentication method is granted
access. The email the user receives is shown in Figure 6.7.
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Figure 6.6: Spoofing detected

Figure 6.7: The email the user receives six-digit code.

While the main focus of the project was not on UI/UX design, visual and interactive
elements were implemented with usability in mind. A dark color scheme, clear
typography (Open Sans), and consistent visual cues (hover effects and color-coded
messages) were used to ensure readability and intuitive navigation throughout the
application. For visual examples and the final implementation of each page, please
refer to the screenshots provided in Appendix C.
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Discussion

This chapter discusses key aspects of the proposed prototype, building on the results
presented in the previous chapter. It outlines the system’s limitations, as well as
its societal and ethical implications. Finally, potential future improvements are
considered.

7.1 Major Findings
The project successfully developed a facial recognition-based authentication sys-
tem with multiple fallback options, balancing usability, performance, and security.
One of the most notable outcomes was the superior responsiveness of the custom
ModularFaceRecognition pipeline. It outperformed the DeepFace-based imple-
mentation by achieving more than five times faster login times and lower latency
variability. This result is highly relevant for user-facing authentication systems,
where speed and predictability are essential for user satisfaction.

Despite a small decrease in accuracy compared to DeepFace, ModularFaceRecog-
nition maintained 91% accuracy on the LFW dataset and reached a precision of
0.992 when using a stricter threshold. This trade-off prioritizes security by minimiz-
ing false acceptances — a critical factor in preventing unauthorized access.

In addition to biometric verification, the system integrates multiple authentication
options including password login, RSA key signing, SSO with Google, and a ba-
sic anti-spoofing mechanism based on FASNet. These features collectively create a
layered security architecture, demonstrating how different methods can complement
each other to enhance overall robustness.

The CVSS-based threat model from Section 6.2 revealed several vulnerabilities, with
MitM attack representing one of the higher security risks. HTTPS was implemented
to secure communication channels, significantly reducing the risk of data interception
and tampering by ensuring encrypted transmission of data. Other relatively high-
scoring risks, including model inversion attacks and replay attacks, remain partially
addressed through encryption, limited data exposure, and anti-spoofing measures.

The integration of an anti-spoofing mechanism significantly improves the system’s
defense against static image replays, deepfakes, and similar forms of impersonation.
Although this reduces the feasibility of spoofing attacks, the actual defense per-
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formance depends on the model’s robustness under diverse real-world conditions.
Configuring the anti-spoofing threshold proved challenging. If set too high, the sys-
tem falsely flagged real users as spoofing attempts. If set too low, it occasionally
accepted photos displayed on mobile devices. These observations highlight the sen-
sitivity of the mechanism and the need for further calibration and real-world testing.

The CVSS-BE scores supported these findings. Spoofing scored lower than most
other threats, mainly due to the countermeasures of the system. Replay attacks and
model inversion pose moderate threats, with the latter stemming from the fact that
even limited access to the model could, under certain conditions, allow attackers
to reconstruct facial features. This is reflected in the elevated confidentiality and
integrity impact metrics. Although biometric templates are hashed and encrypted
in the local database and privileges are restricted, model inversion remains a rele-
vant concern, especially as inversion techniques continue to grow more advanced [63].

The combination of biometric and token-based verification methods creates a lay-
ered defense strategy. To further strengthen the system, hardened database access
controls and more advanced anti-spoofing strategies, such as blink detection, head
movement analysis, or randomized challenge-response protocols, could be imple-
mented. Furthermore, while encryption protects stored data, exploring privacy-
preserving biometric embedding methods, such as obfuscating the biometric data
before storage, could further mitigate the risks associated with database breaches
and reconstruction-based attacks [45] such as model inversion. These improvements
would enhance the system’s readiness for deployment in security-critical settings
while addressing the residual risks identified through CVSS analysis.

7.2 Comparisons to Related Work

The system builds upon previous studies such as Siddharth and Khankan [52], which
proposed an MFA solution but lacked modularity and spoof resistance. In con-
trast, this project emphasized flexibility, model interchangeability, and real-time
performance, addressing gaps identified in prior literature. Moreover, the ROC and
AUC evaluations aligned with best practices outlined in studies by Serengil and
Özpinar [49], reinforcing the use of modular pipelines and empirical threshold tun-
ing.

7.3 Societal and Ethical Concerns

While the developed facial recognition-based authentication system demonstrates
promising performance in a controlled environment, its broader adoption requires a
critical evaluation of the societal and ethical implications. As mentioned in Section
3.5, facial recognition technology poses significant concerns about privacy, bias, and
potential misuse in surveillance contexts.
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7.3.1 Privacy and Data Integrity
Given the immutable and sensitive nature of biometric data, the system was designed
with security safeguards such as AES encryption and hashing. The use of HTTPS
ensures secure transmission between the client and the server. These measures pro-
tect facial embeddings and prevent unauthorized access or tampering. Additionally,
the current system only accepts user-submitted data for registering and login use
with explicit consent, with no continuous monitoring or background tracking. Strong
encryption alone is not sufficient, as without strict consent, biometric data collection
can still potentially diminish public trust.

7.3.2 Bias and Discrimination
Although FaceNet was chosen based on strong empirical performance, the model in-
herits the limitations of its training data. As noted in Section 3.5, facial recognition
systems often demonstrate decreased accuracy for underrepresented demographic
groups. In this project, efforts were made to standardize inputs. This was done by
instructing users to submit biometric data under consistent conditions, specifically
by ensuring that they are close enough to the camera, front-facing, and centered.
These distance and alignment constraints were implemented to help minimize per-
formance variance. However, such controls do not solve the underlying algorithmic
bias. To improve fairness, future iterations should include model retraining or fine-
tuning using demographically balanced datasets, along with extensive performance
evaluation against diverse user groups.

7.3.3 Surveillance and Public Trust
The use of facial recognition, particularly when deployed beyond voluntary con-
texts, raises concerns about public surveillance. Even when implemented for legit-
imate purposes, such as crime prevention, these systems risk being repurposed for
intrusive monitoring. Recent cases involving facial recognition at protests or via
home surveillance devices [21] illustrate the potential for abuse. Although our sys-
tem avoids these practices, it operates within a broader technological and societal
landscape that must be considered. Ethical design demands more than technical
correctness and also requires accountability and safeguards to protect the freedom
of individuals.

Furthermore, the accuracy of facial recognition technology can vary and is not 100%
accurate, which means that there are both FPs and FNs. FPs, where an illegiti-
mate individual is granted access, can undermine the security of the system, while
FNs, where legitimate users are denied access, can lead to frustration and decreased
user satisfaction. These inaccuracies highlight the potential risks in relying solely
on facial recognition for authentication, particularly in high-security applications
where both types of errors could have significant consequences. To mitigate the risk
of illegitimate individuals being incorrectly authorized, the authentication system
employs optional MFA, meaning that even in the case of FPs there is another factor
of authentication.
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7.4 Limitations

Although the system has been successfully implemented, certain limitations remain.
These limitations became evident throughout the development process and persist
even in the final version of the system. The primary constraints concern the selection
of models and the limited extent of user testing, both of which have a direct impact
on the system’s performance.

7.4.1 Model Constraints

One of the key limitations in this work concerns the selection and evaluation of
facial detection and recognition models. The models were systematically evaluated
and selected as described in Section 4.1. However, although the decision was based
on objective data, the resulting metrics are entirely based on the application on the
LFW dataset. The dataset contains faces from varying angles, lighting, and pose,
which makes it ideal for evaluating models for detecting and recognizing faces in
unconstrained conditions.

The application of this authentication system differs slightly due to the fact that
the system exerts partial control over captured images. Since there is interaction
between the user and the system, the system can provide feedback such as that
the user must look straight-forward. As a result, most images that are used in the
facial recognition pipeline tend to share a similar angle and pose. Evaluating the
pipeline on a dataset containing strictly frontal and centered face images would pro-
vide metrics more precise to the application of the system. In turn, other models
might out-perform YuNet and FaceNet in this particular application.

Another limitation in model selection is that the evaluation was constrained to
using Euclidean distance. It is possible that one model combination with cosine
similarity, for example, would perform better than the selected models. This is be-
cause the distance metrics perform differently depending on the models. However,
due to time and hardware constraints, comparing all different model combinations
with all distance metrics would not be feasible.

7.4.2 User Testing

Another notable limitation is the minimal amount of user testing conducted dur-
ing development. While the system was designed with usability and responsiveness
in mind, its performance and user experience have not been extensively validated
through real-world interaction. This limits the ability to assess how intuitive, acces-
sible, and reliable the system is across a diverse user base. Without broader testing,
potential issues related to camera quality, lighting conditions, or user behavior may
have gone unnoticed. More comprehensive user testing would be necessary to eval-
uate the system’s effectiveness and robustness in varied, practical scenarios.
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7.5 Future Work
While the current system provides a solid foundation, several areas can be explored
and expanded upon in future iterations. Enhancing its functionality and security
features, as well as extending its reach across different platforms, will contribute to
its long-term effectiveness and adaptability in real-world applications.

7.5.1 Anti-Spoofing Improvement
The current system could be enhanced by adding a more robust anti-spoofing feature
to address vulnerabilities such as deepfakes or photo-based impersonation. Future
development could include implementing blink recognition and challenge-response
mechanisms, strengthening the system’s defense against these attacks. Incorporating
these measures would elevate the system’s security, making it more robust and
trustworthy for high-stakes applications.

7.5.2 Scalability and Deployment
In the future, the application could be expanded to support both mobile and desktop
platforms, allowing users to authenticate across a wide range of devices. Addition-
ally, it could integrate with other applications, enabling users to log in seamlessly
via the system as part of a broader identity management system. Continuing to
develop this project could lead to it becoming a key authentication solution for var-
ious services, offering flexibility and scalability as it adapts to the needs of both
individual users and businesses.

7.5.3 Model Fine-tuning
To improve fairness and accuracy in diverse user groups, future development should
include fine-tuning of the facial recognition model using additional datasets that
reflect a wider range of demographic characteristics, such as skin tones, facial struc-
tures, and lighting conditions. By adapting the model using more representative
training data, the system can better generalize to real-world users and reduce po-
tential algorithmic bias. This would enhance the reliability of the system and help
ensure consistent performance between various demographic groups.
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8
Conclusion

In this thesis, an implementation of a facial recognition-based authentication system
is presented. It successfully combines the DAR pipeline and the verification stage
in order to efficiently handle facial data input. The system offers MFA in the form
of a TOTP to strengthen security against spoofing. To ensure confidentiality and
integrity of stored user data, the AES algorithm is used at registration for encrypt-
ing sensitive user data at rest. To ensure flexibility and ease of access, the platform
also offers alternative sign-in methods, including password authentication, RSA key
signing, and SSO with Google.

Based on a comprehensive literature review and a series of group-designed tests,
YuNet and FaceNet were identified as the most effective detection and recognition
models, respectively. The facial recognition pipeline was initially implemented using
the DeepFace library at every stage. However, peer feedback from prototype testing
revealed that the registration and login process lacked the responsiveness expected
by end users. This prompted the development of a second implementation that
allows full control over each stage of the pipeline. Even though the accuracy was
slightly lower for the second implementation, the considerable speed improvement
deems it a worthwhile trade-off. The consistency of the registration and login times
also makes the second implementation more desirable.

Several areas of the system face limitations due to time and resource constraints.
A more comprehensive model selection process would involve using a dataset better
aligned with the system’s requirements, such as facial angle, pose, and a broader
range of demographic characteristics. Evaluating alternative distance metrics, such
as cosine similarity, on the previously discarded recognition models could also yield
improved performance. Additionally, integrating advanced techniques such as blink
detection could enhance the system’s already existing anti-spoofing capabilities.
Gathering user feedback would further support this effort by identifying missing
features and guiding improvements to the user interface.

In conclusion, the developed authentication system demonstrated the practical vi-
ability of facial recognition as a secure and accessible authentication method. It
enabled meaningful evaluation of detection and recognition models within a modu-
lar framework and offered insight into the complexities of real-world system deploy-
ment. Lastly, discussions surrounding privacy, bias, surveillance, and related ethical
concerns highlighted broader implications of deploying this technology.
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A
Additional ROC Curves

Each plot represents the ROC curves for one detection model in combination with
all chosen recognition models.

(a) RetinaFace (b) OpenCV

(c) MTCNN (d) SSD

Figure A.1: Additional ROC curves for detection and recognition model combina-
tions evaluated on LFW.
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B
Development Workflow

To ensure consistency and minimize environment-related issues, a development con-
tainer was set up using Visual Studio Code’s Dev Containers feature. This creates
a standardized Docker-based environment with the same dependencies and Oper-
ating System (OS) across all contributors, avoiding common issues such as missing
drivers, OS-specific Python packages, or version conflicts.
Project management was handled through GitHub Projects, using kanban boards
to organize tasks into “To Do”, “In Progress”, “Review”, and “Done”. Each issue
corresponded to a feature or fix and was addressed in a separate branch. Once
completed, changes were submitted via pull requests. Before the changes could be
merged, it had to pass linting and automated tests in a GitHub Actions workflow,
see Figure B.1.

Figure B.1: The GitHub workflow for pull requests before code changes could be
merged into the main branch

The GitHub Actions pipeline enforces code quality and correctness. Before a pull
request can be merged, the code must pass the linting and unit testing steps. The
linting ensures that the code complies with the Python Enhancement Proposal 8
(PEP8) coding standard. Any failing tests or linting errors will block the pull
request from being merged until the issues are resolved.
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C
Additional Pages of Application

Figure C.1: The home page, main entry point to the application
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C. Additional Pages of Application

Figure C.2: Password Login

Figure C.3: RSA key singin
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C. Additional Pages of Application

Figure C.4: The About page, detailed information about the application

Figure C.5: The Registration page
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C. Additional Pages of Application

Figure C.6: The Dashboard

Figure C.7: A diary feature for collecting notes
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C. Additional Pages of Application

Figure C.8: A Setting page where a user can enable MFA and activate other login
methods
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