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Abstract

The most common form of dementia is Alzheimer’s Disease (AD), a progressive neu-
rodegenerative disorder, but so far no methods of curing or preventing it are known.
Amyloid-fg proteins have been the focus of therapeutic development but clinical tri-
als focused on reducing amyloid-3 production or preventing its aggregation have
failed, leading to increased interests in other areas of AD pathology. There is evi-
dence of impaired metabolism in those with AD, and in this project gene expression
data from the ROSMAP study was used to construct single-sample genome-scale
metabolic models in an effort to see what differences can be discerned between
models from those with AD and not. Although there was no observed separation
between the groups when using PCA and t-SNE, the aggregate metabolic coverage
between groups differed in several metabolic subsystems. The differences found had
support in literature, but subsystems C5-branched dibasic acid metabolism, GPI-
anchor biosynthesis, heparan sulphate degradation, and lipoic acid metabolism had
not been identified as differing in comparable in silico metabolic AD model studies.

Keywords: Alzheimer’s Disease, Genome-Scale Metabolic Model, Metabolic Dys-
function, RNA-seq
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TPM Transcripts per million
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Introduction

1.1 Background

Improved health standards and medical advances have caused life expectancy world-
wide to nearly double in the last 100 years [1]. In the intervening time we have also
gone from understanding dementia as an inevitable part of ageing — i.e. senility — to
a disease that could potentially be avoided, prevented, or cured [2]. The increased
life expectancy in combination with low fertility rates in most developed countries
has also resulted in older people accounting for a growing share of the total popu-
lation [3]. Because of this, dementia is increasing in prevalence and finding ways to
prevent it is important both from a health and societal perspective [4].

1.1.1 Alzheimer’s Disease

The most common form of dementia is Alzheimer’s Disease (AD), a progressive
neurodegenerative disorder. More than 10 million people are diagnosed with AD
annually, but so far no methods of curing or preventing it are known [5]. Although
sporadic ("typical', late-onset) AD is estimated to be 70% heritable, its genetic basis
is not well understood in contrast to familial (autosomal dominant, early-onset) cases
which are caused by mutations in the amyloid-5 precursor protein (APP) and its
processing proteins [6]. Since aggregations of amyloid-f and tau proteins in the
brain are characteristic of AD [7], and amyloid-3 or APP seemed to be the primary
cause of familial AD, it prompted the hypothesis that amyloid-5 was the cause of
sporadic AD as well and that any tau pathology was a downstream effect [8]. APP
and amyloid-3 proteins have been the focus of therapeutic development but clinical
trials focused on reducing amyloid-3 production or preventing its aggregation have
failed which points to a more complicated relationship between AD and amyloid-£
[9]. Only one gene (APOE) has been repeatedly shown as a risk or protective factor
for sporadic AD cases in genetic association studies while other genes have not been
replicated by subsequent studies [10]. While the lack of replicable gene associations
may be explained by gene-gene, gene-environment, or epigenetic interactions, it is
also important to consider the significant heterogeneity among AD phenotypes for
which different genes may be more or less important [11, 12]. Furthermore, due to
the late onset there is also an increased chance of comorbidities that interact with
AD to create an even more unique clinical phenotype in each patient [13]. If each
patient is afflicted with their own version of AD, what might treatment look like?
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1.1.2 Personalised treatment of AD

Tailoring medical interventions to each individual patient is evidently good. But
the degree to which it can be tailored is limited by our understanding of the patient
and the disease, as well as what data that can be measured. An example would
be the blood thinning medication Wafarin, which is very effective but also hard to
dose appropriately. Two genes — CYP2C9 and VKORC1 — were found to account
for 35-50% of dosing variability [14]. In order to utilise the finding we both need
to measure what gene variants the patient has with gene sequencing technology,
and we need to know how to implement that information into a model, here a
dosing algorithm. What models are used for AD, and what data is needed to use
them? As was mentioned before, previous hypotheses and models of AD, mainly
focused around amyloid-/3, are currently being reevaluated due to failure in clinical
trials [15, 16]. In this project I have therefore chosen to conveniently sidestep this
issue by evaluating if metabolism modelling can distinguish those with AD from
non-cognitively impaired (NCI) individuals. Metabolism modelling of AD could
subsequently aid in personalising treatment to the patient by evaluating the effect
of medicine or intervention to them specifically, taking into account AD phenotype
and comorbidities.

1.1.3 AD metabolism

There are also further reasons to investigate metabolism in relation to AD. At an
early stage in the disease, studies have found impairments to glucose metabolism
[17, 18] and proteostasis abnormalities [19, 20, 21] likely caused by oxidative stress
[22]. Additionally, impaired lipid metabolism has been identified as a contributing
factor to AD [23]. Some of these symptoms can even be detected in brain peripheral
tissue, which may be a potential method of diagnosis [24]. If the models in this
project are accurate, we should see these changes reflected in our results. But how
will the models be constructed?

1.1.4 Modelling metabolism with GEMs
What is a GEM?

On a micro-level, metabolism is the way a cell picks up nutrients from the blood and
uses them to produce proteins and to sustain itself, while sending any waste back
into the bloodstream. But cells have different needs depending on their specialisa-
tion and purpose, location in the body, and signals from other cells, all of which
changes across time. A versatile model of cell metabolism should have the potential
to represent any one of them, even if it is only a snapshot.

In the simplest terms, the process described above is just a bunch of reactions.
Through their shared metabolites the reactions create the metabolic network, where
the products of one reaction are used as the substrate of another. Luckily for us,
in the body almost every reaction is catalysed by an enzyme, which is translated
from mRNA which in turn is transcribed from a gene. Hence a model with all
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the metabolic genes should contain all of human metabolic potential; it would be a
genome-scale metabolic model (GEM). Metabolic genes can be found in the genome
by consulting enzyme databases, but reactions without enzymes — such as sponta-
neous reactions — also need to be implemented into the model. The same goes for
information on enzyme kinetics, which compartment in the cell the reaction occurs
in, etc. [25].

How are context-specific GEMs constructed?

In most practical cases, all of the metabolic network is not in use at the same time.
In order to analyse metabolic conditions in a sample, we need to measure what
reactions are present in the metabolic network to create a GEM specific to that
context — whether that context is the type of tissue, the individual, or a disease.
By measuring what enzymes are present, or inferring that information from gene
expression, it is possible to estimate what parts of the metabolic network are avail-
able and functional, as well as the throughput of those parts [25, 26, 27|. From
modelling the entire metabolic system, we are also able to see effects that might be
far up- or downstream from any enzyme dysfunction, or interactions between several
changes to gene expression. Such effects would be hard do discover from looking at
the individual gene or enzyme.

While constructing GEMs based on the aggregate results of several samples is com-
mon, the same methods are applicable to individual samples. In such a way the
GEM can be tailored to represent tissue in an individual patient, and the effects
of treatments can be tested in silico, making them suitable for personalised and
precision medicine [28, 29, 30].

1.2 Aim

In the thesis I aim to take post-mortem bulk brain (dorsolateral prefrontal cortex)
gene expression (RNA-seq) data from the ROSMAP study [31] to build GEMs. A
model will be constructed from a single tissue sample from each participant, creating
a single-sample GEM (ssGEM). The models will subsequently be used to investigate
associations between it and the clinical phenotype of the individual. I will be looking
at differences between AD, minor and no cognitive impairment (MCI, NCI) models
to see if they can be distinguished from each other. In contrast to a GEM constructed
from the average of several samples, ssGEMs could potentially show heterogeneity
inside each group of AD, MCI, and NCI, which could be analysed to see if there are
patterns or clusters within the groups. This study will evaluate the viability of such
analysis as there have not been previous ssGEM AD studies.
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Theory

2.1 Normalising count data

Over the last 20 years DNA and RNA sequencing technology has developed rapidly
and it is now possible to sequence at low cost and large scale. Commonly the new
methods that have enabled this development are grouped under the term next-
generation sequencing. RNA-seq is a workflow that uses next-generation sequencing
to obtain estimates of the relative abundance of RNA transcripts in a sample [32].
The level of an RNA transcript is both a direct indication of how much the corre-
sponding gene is expressed, and in the case of mRNA it can be a proxy for protein
abundance [33]. The level of expression is commonly referred to as the 'count’ or
number of 'reads’ for that gene or transcript. But before the data can be used in
downstream applications, it needs to be normalised.

2.1.1 TPM

In RNA-seq each read represents a 25 bp fragment being matched to a gene. As
such, longer genes will have more reads [34]. Additionally, due to differences in
experimental design (mainly sequencing depth) as well as both natural and technical
variance, total transcript abundance — the sum of all counts or reads — varies between
samples [35]. To be able to compare measurements within and between samples,
they need to be normalised to some common standard. Originally converting to
reads per kilobase million (RPKM) was a common way to normalise for length and
abundance, but it is gradually being superseded by transcripts per million (TPM)
normalisation [34, 36]. The following formula summarises TPM normalisation for a
gene ¢ in a sample:

RPK; 10°. RPK, — reads

TPM; = ——— e ——
> RPK; gene length

Step-by-step, TPM normalisation entails:
1. Dividing the reads of each gene with its length to obtain the reads per kilobase
(RPK)
2. Calculating the fraction of each gene in the sample
3. Multiplying with 1 million to obtain per million counts (for readability).

A caveat to the method above is that RNA is only composed of intronic regions
(non-coding regions or non-transcribed regions) of a gene, making it shorter than

4
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gene length. Hence transcript length — the combined length of all intronic regions —
is used in practice.

2.1.2 Quantile normalisation

As will be described in the results, the distribution of gene counts in samples di-
verged significantly after TPM normalisation — even within a single batch of samples.
mRNA values will typically follow a log-normal distribution, and we would expect
samples to be drawn from the same or similar distributions as a minority of genes
are differentially expressed [37]. To correct for the divergence, which is assumed to
be from technical variation, quantile normalisation (QN) was applied. The goal of
QN is quite simple: making the gene counts of each sample follow the same statisti-
cal distribution. In QN, counts are normalised based on the their rank within their
sample, such that the count of the n:th most expressed gene in each sample is set to
the average across the samples. Afterwards the rank of genes in the sample will be
the same as before normalisation, but quantiles (e.g. max and min, 25th and 75th,
median, etc.) are now identical across samples [38, 39].

2.2 Modelling metabolism with GEMs

2.2.1 How does a GEM work?

A cell must convert nutrients from the blood into energy and materials to survive.
By looking at the reactions that occur along the way — metabolism — we can simplify
a complex real world process into a network of reactions connected by their sub-
strates and products (metabolites). Since almost every reaction in the body needs
an enzyme, and every enzyme is a protein, every reaction will correspond to one or
more genes. Figure 2.1 shows the citrate cycle as a metabolic network where the
nodes are metabolites and the edges are enzymes. Thanks to the combined work of
several studies and projects, these networks are available for human metabolism as
well as other model organisms [40, 41, 42]. Genome-scale metabolic models (GEMs)
are similar to figure 2.1 but more extensive. Genome-scale means that they are
no longer a ’local’ map, but a ’global’ map that encompasses the entire metabolic
network by including every enzyme. GEMs will also model the cell compartments
and transport reactions between them, so not every metabolite is available to the
entire cell at once. In downstream analysis attempting to estimate the "use" of or
flux through each reaction GEMs are considered steady-state models: they assume
that no metabolite accumulates in the cell. Every metabolite either enters or ex-
its the cell as a boundary condition or is consumed by a psuedo-reaction such as
biomass synthesis — i.e a sink in the model which simulates accumulation by remov-
ing metabolites from the system [43, 44].

But of course not every tissue or cell can do all metabolic tasks, and to model
the metabolism of a tissue in an individual we need a way to estimate the network
for them and that tissue specifically: a context-specific GEM. As was mentioned,
there is a relation between gene, protein (enzyme), and reaction, which is formalised

5
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Figure 2.1: Reference pathway map of the citrate cycle (map00020) taken from
KEGG [40, 41, 42]. The map is not specific to any one organism. Labels on the

edges signify an enzyme that can catalyse a reaction that converts one metabolite
into the other.
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as the gene-protein-reaction (GPR) association. Due to cases where reactions could
be catalysed by one enzyme or another, and cases where the enzyme is a complex of
several proteins, GPR associations are not 1:1:1 but more accurately described by
logical statements. Take an imaginary reaction R that could be catalysed by two
similar enzyme complexes Ra and R3. The complexes share 2 proteins but require
a different third protein. The logical statement to determine if reaction R is present
in the network could be written as a gene rule:

(gene A and gene B and gene C) or (gene A and gene B and gene D)

If these gene rules are known we can determine what enzymes are likely present
by measuring the gene expression in a tissue sample and evaluating the gene rule
[45]. Since gene rules are included in most GEMs, it is not necessary to construct
a context-specific GEM from scratch. Instead a reference GEM is tailored by using
the expression data to determine what reactions to keep.

2.2.2 GEM construction algorithm

This project will use the model "Human1’ as a reference [46]. From the model single-
sample GEMs (ssGEM) are constructed by filtering for reactions that are supported
in the ROSMAP expression data. More specifically the ssGEMs will be constructed
according to the 'ftINIT -algorithm from the RAVEN MATLAB package [47, 48],
which can be roughly described by the following steps:

1. Choose a reference model

2. Assign a score to each reaction by comparing expression data of the associated
genes against a threshold. If the genes exceed the threshold it is given a positive
score, and a negative score is given to genes below the threshold.

3. Exclude reactions from the reference model such that the summed score of
remaining reactions is maximal, but still making sure that the final model has
no isolated reactions or dead ends.

4. Test if the model can perform essential tasks for cell growth and survival. If
not, add the needed reactions while still fulfilling step 3.

Because the GEMs are assumed to be steady-state, the dead ends mentioned in step
3 are useless since no metabolite is allowed to accumulate at or can be used from
that dead end. If a part of the model cannot be used, it should not be included.
The same goes for isolated reactions.

When scoring the reactions in step 2 the threshold is set to the average TPM value
of that gene across all samples, hence why it is so important to normalise the values
before construction. Gene expression data is given a score based on the logarithmic
fold change against the threshold, so a gene twice as expressed as the threshold
would get a score proportional to In (2) ~ +0.69, while one half as expressed would
get a score proportional to In (%) ~ —0.69 . The scores are also bounded such that:

—1 < In (fold change) < 2
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After performing all the scoring, summing, and task-testing, the result of the algo-
rithm is a 'structural GEM’: a road map of the system’s metabolism. But much like
a road map, it only contains qualitative information — what pathways can or cannot
be used — and it does not contain quantitative information, e.g. what pathways are
more or less used. It is possible to estimate the usage with methods such as flux
balance analysis, but we can also discern a lot about the similarity between models
from only the structural information.

2.3 Clustering and comparison of GEMs

2.3.1 Clustering by distance

To measure the similarity or dissimilarity of two data points, we need to assert a
metric — a ’'distance’ between data points. With a distance measurement we can
subsequently group data points which all are close to each other, and look how the
data distributes itself between the groups (ex. hierarchical clustering or stochastic
neighbour embedding). The structural GEMs can be compared by their Hamming
distance as they can mapped to a binary array: 1 if a reaction is present, 0 if it is
not. Two models that are identical except for one reaction would be 1 step apart,
identical except for two reactions would 2 steps apart, and so on [49, 50]. Through
the binary arrays we can also use variance analysis such as PCA to cluster the
models.

2.3.2 Subsystem coverage comparison

In addition, we can compare subsystem coverage in the models. Similar to the
concept of a metabolic pathway, a metabolic subsystem is a collection of reactions
aimed at a specific task or several related tasks [51]. Subsystem coverage is based
on the number of reactions present from that subsystem, and if coverage is worse
than the control group — those with no cognitive impairment (NCI) or those with
no plaques — the functioning of that subsystem is likely impaired [46, 50, 51]. By
averaging coverage across the groups and comparing with NCI, we can infer what
subsystems are likely impaired in those with minor cognitive impairment (MCI) and
AD.
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Results

3.1 Data analysis

3.1.1 Excluding samples

The data acquired from ROSMAP was analysed in order to detect missing critical
metadata or other problems in samples. Table 3.1 shows a breakdown of excluded
data and reason for exclusion. The metadata considered critical was the AD diag-
nosis of the participant, their age at death, and the quality (RNA integrity number)
of the sample. Overall 63 of the original 639 samples were discarded. Additionally,
of the 60,725 genes in the data set 118 genes were excluded from the subsequent
analysis as we lacked their transcript length — which is needed for normalisation —
and 38,025 genes were pre-filtered due to low expression (less than 10 reads in a ma-
jority of samples before normalisation). For the most part samples were annotated
with all critical metadata and as can be seen from table 3.1 the largest exclusion
of samples was due to participants having other cognitive impairments (CI). Not
only do we not know what other kinds of CI affected these participants, but these
cohorts are also small leading to less conclusive results. To streamline the analysis
these were excluded.

3.1.2 Association of metadata

Each sample was annotated with a lot of associated metadata. All metadata that was
the same across all samples after exclusion was discarded and the annotations that
varied were kept. The annotations that varied and what they measure are explained
in table 3.2. Association between metadata in the samples was calculated based on
methods by Yoon et al. [55] and is shown in a heat-map in figure 3.1. Associated
annotations provide (statistical) information about each other. For example, if a
participant last visited at age 85 we immediately know that they could not have

’ Reason for exclusion ‘ Amount ‘
Sample duplication 1
Lacking critical metadata 7
Diagnosed with non-AD cognitive impairment 55

Table 3.1: Number of samples excluded from the data set and reason for exclusion


https://doi.org/10.1080/10618600.2021.1882468
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’ Annotation

Explanation

cts mmse30 lv

MMSE cognitive test result at last visit

Clinical consensus diagnosis of cognitive

cogdx status at time of death
defdx_1v Clinical diagnosis of (':c?gmtlve status at
last visit
Semiquantitative measure of severity of
braaksc :
tau protein pathology
ceradsc Semiquantitative measure of amyloid-3

plaques

ceradsc_ binary

Simplification of ceradsc into a binary
(AD or not) classification

msex Male/Female
age_at_ visit_max Age at last visit
age_death Age at death
race Self-reported race
spanish Self-reported Span%slil /Hispanic/Latino
origin
Whether patient is from ROS or MAP
Study
study
educ Years of education
apoe_genotype APOE genotype
pmi Postmortem interval

PCT PF READS ALIGNED

Percentage of reads in sample that
aligned to human DNA; Picard metric

Number of unmapped reads in sample;

N_unmapped STAR metric
RIN RNA integrity number
Batch Sample sequencing batch

PCT_ RIBOSOMAL_ BASES

Fraction of bases in sample aligned to
ribosomal RNA; Picard metric

N_ multimapping

Number of multimapped reads in sample;

STAR metric

N_ambiguous

Number of ambiguously reads in sample;

STAR metric

N noFeature

Number of reads in sample aligning but
not mapping to a gene; STAR metric

PCT_CODING_BASES

Fraction of bases in sample aligned to
coding regions; Picard metric

PCT INTERGENIC BASES

Fraction of bases in sample aligned to
intergenic regions; Picard metric

PCT_INTRONIC_BASES

Fraction of bases in sample aligned to
intronic regions; Picard metric

Table 3.2: Sample metadata annotations and what they measure[52, 53, 54].
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died before the age of 85, and there should be a heavy association between the
annotations [56]. An association of 1 gives complete information while a 0 gives
no information. Based on the hierarchical clustering dendrogram in figure 3.1, the
annotations can be divided into three groups.

Clinical diagnoses, age, and sex

At the top right of the heat-map the various ways of diagnosing AD are clustered.
cogdx is the diagnosis given when considering all information up to the time of
death. Because the clinician bases it on all data gathered prior to death it is not
surprising that it is heavily associated with cts mmse30_lv and dcfdx_1v which are
pre-mortem assessments of AD. Similarly, ceradsc_binary is just a binning of the
4 ceradsc categories of amyloid- aggregation into 2 categories which makes them
heavily associated. The last way of diagnosing AD is braaksc which doesn’t actually
diagnose AD but measures tau protein pathology which is thought to be the cause
of neuronal degradation in AD [57]. Because the diagnoses methods are less then
fully associated, which one is used to analyse the data will affect the results. In
recognition of the debated role of amyloid-5 and tau proteins in AD, we reasoned
that cogdx is a more important diagnosis since it: (1) avoids cases where the person
had NCI in life but is post-mortem classified as AD due to finding amyloid-g and tau
proteins, and (2) captures the metabolism of MCI participants which is important
for early diagnosis and — hopefully in the future — treatment.

Compared to the association between the different diagnoses methods, the asso-
ciation between them and the age of death or age at last visit is not that strong,
which is a bit surprising as age is a major risk factor for developing AD [58]. The
sex of the participant being clustered with age is expected since men have a lower
life expectancy.

Technical metadata

In the lower right of the heat-map are several annotations measuring the collection
of RNA, sequencing of the complementary DNA, and mapping of the sequenced
DNA to human DNA. Some must be associated, such as number of bases aligned
to introns (PCT_INTRONIC BASES) with the number of bases aligned to genes
(PCT_INTERGENIC_BASES) since introns are part of genes. The association be-
tween batch and RIN is explained later and shown in figure 3.4, but because RIN is a
measure of RNA degradation it should be and is associated with the number of bases
aligned with ribosomal RNA (PCT__RIBOSOMAL_BASES) due to it being more
stable than mRNA [59]. However, it is surprising that PCT_RIBOSOMAL_BASES
is more associated with batch than RIN. A strong but expected association can be
seen between number of reads aligned to human DNA (PCT_PF_READS ALIGNED)
with the number of reads that did not map onto a gene (N_unmapped) since
N_unmapped is not given as a fraction of the total and therefore should rise with
the total number of reads aligned.
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Figure 3.1: Heat-map of association between sample metadata annotations along
with a hierarchical clustering dendrogram

Other metadata

In the center of the heat-map are various metadata annotations which are weakly
associated to other annotations or not associated at all, with the exception of two
pairs of annotations. Years of education — educ — is strongly associated with which
study the person belonged to since ROS and MAP have tried to aim at different so-
cial groups: while both are from the US, ROS is composed of Catholic nuns, priests,
and brothers but MAP tried to get a diversity of participants and aimed for a third
of participants to have 12 or fewer years of education [60]. The other pair of strongly
associated annotations are self-reported race and Spanish, Hispanic, or Latino origin
which is understandable from demographic differences between the US and Spain or
South America. Surprisingly there is no strong association between APOE genotype
and the various AD diagnoses methods, even though it can significantly alter the
risk of getting AD [10].

3.1.3 Correlation of count data to metadata

Just as associations between metadata annotations can tell us about trends in the
metadata, we can analyse the relationship between metadata and the RNA-seq
count data to see trends. With the help of DeSeq2 [61] principal component anal-
ysis (PCA) was performed on the count data and can be seen in figure 3.2. The
PCA plots have been annotated with different metadata to see if they correlate
with principal component (PC) 1 or 2. Out of the different metadata annotations,
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Figure 3.2: Principal Component plots of variance stabilised sample gene count
data using only genes that are differentially expressed: (a) showing M/F and batch
annotations (b) showing RIN and a post-mortem AD assessment (ceradsc).

only batch and RIN visibly correlated with the PCs as seen in figures 3.2a and 3.2b.

For the batches there is some correlation with PC1, but the batches still overlap
a lot on this axis. There is however a clear separation along PC2 of batches 7 and 8
from the rest. RIN does not have a clear separation along PC2, but has a clearly vis-
ible correlation with PC1. These results indicate that there is technical (unwanted)
variation in the data which might affect downstream analysis. Since batches were
separated based on RIN by the experimenters [31] as visualised in figure 3.4 it is
hard to know whether the variation is due to RIN or a batch effect. Looking at
figure 3.2 it seems likely that variation along PC2 is more of a batch effect since
batches 7 and 8 are totally separate but RIN seems to be uncorrelated with PC2.

To avoid any batch effect subsequent analysis and processing of the data was done
batch-wise. Batches had roughly 70-80 samples each (with the exception of the deep
coverage reference batch 0) and would hopefully still yield significant results even
with the smaller size.

Most importantly annotations of AD diagnoses, shown in figures 3.3a and 3.2b,
did not correlate to PC1 or 2, which shows us that there is no simple and easy
way to differentiate NCI, MCI, and AD on the basis of the data. This is reflected
in the literature as genetic association studies are unable to find genes consistently
associated with AD (except APOE) [10].

3.2 Normalisation

3.2.1 TPM and gene distributions

Count data was converted into TPM to account for differences in gene length and
total reads per sample. As described in section 2.1 RNA-seq results would ideally
represent samples drawn from the same gene expression distribution as only a mi-
nority of genes are differentially expressed [37]. A couple of the batches are displayed
in figures 3.5 (not all batches, see Appendix A), and show right-skewed log-normal
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Figure 3.4: Boxplot showing the pooling of RIN in different batches reflecting
what is described by experimenters Mostafavi et al. [31].
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Figure 3.5: Sample gene count distributions after TPM and log-transformed for
visualisation, with batches (a) 3 and (b) 7 as examples

distributions: normal distributions when TPM-values are log-transformed, but with
long-tails towards higher values. We can also see that the skewness varies between
the samples; some samples have a distribution with a taller peak while other samples
have a more equal spread over the range of TPM values. So although the samples
seem to be drawn from the same type of distribution, the parameters of that dis-
tribution diverge between them. Since the threshold in the ftINIT-algorithm (see
section 2.2) was set as the average across the samples, it is even more important
that samples are directly comparable.

3.2.2 Relative log expression plots and quantile normalisa-
tion

Another way of visualising the sample gene distributions is with relative log ex-
pression (RLE) plots, which show how much a sample deviates from others [62]. In
contrast to gene distributions which don’t care which of the genes are highly or lowly
expressed, RLE plots compare the expression of a gene against the median expres-
sion of that gene and creates box-plots of those differences per sample, reminiscent
of error box-plots in regression analysis. As an example, a sample with overall higher
expression — mostly positive differences against the median — would have a box with
a mean higher than 0, but if some amount of the genes are less expressed than the
median — a negative difference — the whiskers of the box will still stretch beneath 0.
Figures 3.6a and 3.6b show RLE plots from a couple of batches, and we can see that
even in NCI (control) samples deviate from each other. To correct for the divergent
distributions quantile normalisation (QN) was performed on each batch. Although
QN modifies the the quantities of the data a lot, it has been shown to perform well
in comparisons with other common normalisation methods [38].

After QN the gene distributions in a batch are identical, and we can see the ef-
fects on the RLE in figure 3.7. Each batch now has the same mean deviation for
all its samples, and we can see that some samples deviate from the overall mean
more than others, most prominently batch 4 and 7 (excluding batch 0 because of
the smaller size). Since batch 4 and 7 had the lowest mean RIN, as shown in figure
3.4, that might be the cause of the deviation. However, batch 5 seems not to deviate
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that much even though it also has a slightly lower RIN than other batches.

Relative Log Expression in batch 3 before quantile normalisation Relative Log Expression in batch 7 before quantile normalisation
NCI MCI AD NCI MCl AD

Figure 3.6: RLE plots by premortem AD diagnosis, with batches (a) 3 and (b) 7
as examples
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Figure 3.7: RLE plot comparing all batches

3.3 Structural GEM differences

3.3.1 PCA and tSNE clustering

From the normalised data single-sample genome-scale metabolic models (ssGEMs)
were constructed according to the ftINIT-algorithm. After construction, the models
were analysed based on which reactions had been included and excluded. As de-
scribed in section 2.3 the reactions of a GEM can be mapped onto a binary array
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Figure 3.8: PCA and t-SNE plots annotated with premortem AD diagnosis, with
batches (a,b) 3 and (c,d) 7 as examples

with a 1 if included and 0 if excluded. Based on the variance in reaction presence
and the Hamming distance between arrays, PCA and t-SNE plots of each batch were
constructed and a couple are shown in figure 3.8 annotated with the AD diagnosis
at death. When looking at these plots, no clustering of AD, MCI, or NCI models
can be seen. Because later analysis shows group differences between the models, it
is surprising that these cannot be seen in the PCA or t-SNE. Plots were annotated
with other metadata as well but no pattern emerged from these either (not shown,
see appendix A).

3.3.2 Differences in subsystem coverage

An aggregate measure of the model differences can be obtained from comparing
subsystem coverage in the ssGEMs. A subsystem is a part of the metabolic network
with a certain function or group of functions, and we assume that when a large
number of reactions are absent from that system — i.e. the coverage is low — the
functioning of it will be impaired [51]. A heat-map of the subsystem coverage in
each group is shown in figure 3.9. The heat-map compares the mean coverage in
AD and MCI models against the mean coverage in the control group of NCI models.
The subsystems in figure 3.9 are those where coverage in a group deviated from the
overall mean of all models by more than 10%.

Many of the subsystems shown recapitulate what was mentioned in the introduction.

Lipoic acid is an antioxidant and important cofactor to proteins in mitochondrial en-
ergy generation [63, 64]. S-oxidation of fatty acids are an intermediary step for lipids
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Figure 3.9: Heatmap of the mean subsystem coverage score in each peri-mortem
diagnosis compared to the NCI mean.

to be processed into energy [65], and similarly C5-branched dibasic acid metabolism
is related to glycolysis and the TCA cycle as well as the metabolism of a number of
amino acids, which are of course needed in protein synthesis [66]. Phenylalanine is
an essential amino acid [67], and folate metabolism is important for the synthesis of
some amino acids as well as maintaining oxidative balance [68]. As for poor coverage
of GPI-anchor [69] and cholesterol biosynthesis [70, 71], heparan sulfate degradation
[72, 73], and biotin metabolism [74], they have all been directly or tangentially as-
sociated with AD in previous studies.

While it is good that the significant findings agree with literature, some consid-
eration should be given to what was not found to be significant. One of the most
supported metabolic impacts of AD is glucose hypo-metabolism [75, 76], but few
of the subsystems found significant are related to glucose metabolism. Of course
the complex interactions of the different subsystems could cause this effect indi-
rectly, but nevertheless. Impairments may also be "falsely" missed since subsystem
classification is, to some degree, arbitrary. For example, there is some evidence
of impaired glucose transport in AD [77] but these reactions are all part of the
"Transport reactions’-subsystem where they only constitute a small part: 6 of 4187
possible reactions in Human-GEM according to Metabolic Atlas [46, 78]. Even with
all transport reactions absent such a difference would not be seen as significant with
this method.
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3.3.3 Comparison to other in silico AD metabolism studies

To determine if these results had been previously found in in silico metabolic AD
models a literature search of articles with "Alzheimer" and "metabolic model" in
their abstract was performed. Not many studies have been performed on in silico
AD metabolism, and it was necessary that pathways or subsystems were evaluated in
the study to compare with the above results. The search yielded 22 results of which
5 were accessible and comparable to the results in this project. Table 3.3 shows the
articles and whether their findings match this project. Notably none of the articles
find an alteration of C5-branched dibasic acid metabolism, GPI-anchor biosynthesis,
and heparan sulphate degradation. Bayraktar et al. show that there is less lipoic
acid metabolism coverage in ROSMAP AD and NCI samples — which are taken
from the dorsolateral prefrontal cortex (DLPFC) — in comparison to samples from
the cerebellum (CBE) and temporal cortex (TCX) , but do not show any difference
between AD and NCI [79]. Another point of difference is that MCI models are only
considered in Stempler et al. [80] and this project, while there is no discussion of
them in the other articles.
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Table 3.3: Comparing the subsystem coverage findings to findings in other in silico
metabolic AD modelling articles
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Conclusion

This project looked at single-sample genome-scale metabolic models (ssGEMs) for
modelling of Alzheimer’s Disease (AD) metabolism. As could be seen in the results
there have not been many in silico metabolic AD models in general, and to my
knowledge none have been constructed from individual samples. The results from
the subsystem coverage analysis in this study and various analyses by the other
comparable studies show that metabolic differences can be found between AD, MCI,
and NCI in silico models.

4.1 Subsystem coverage

Subsystem coverage measured in the AD and MCI ssGEMs was significantly lower
than NCI models in several subsystems, all of which had support in the literature.
MCI models also had a coverage in-between AD and NCI which lends additional sup-
port to the findings. The decreased coverage of lipoic acid metabolism, GPI-anchor
biosynthesis, and heparan sulfate degradation had not been found in comparable
studies, but have been the main subject of other AD articles. C5-branched dibasic
acid metabolism had not been found in the comparable studies, and has not been
the highlighted much in other AD articles, though I suspect the reason to be that
its function is too vague to have been of interest. Perhaps that is even more of a
sign that it should be further investigated in relation to AD.

4.2 MCI modeling

Regarding the MCI models, it was surprising to find that it was so rare to model
this in-between step of AD. Many of the studies try to find metabolomic markers for
AD or therapeutic targets, which would be much more important at an early stage
of AD, hopefully even before MCI. Granted, many studies may not want to use pre-
mortem assessments to determine sample diagnosis since post-mortem assessments
are more objective, but perhaps a similar early-stage AD category can be used for
the post-mortem assessment as well. To fully understand AD, modelling the disease
at different stages of progression seems essential and I hope that future studies are
encouraged to explore this option.
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4.3 Clustering and normalisation

The project was not able to identify AD or MCI in individual models based on
clustering of variance in the structural information (presence or lack of metabolic
reactions) or Hamming distances between models. As group differences were shown
in subsystem coverage, the lack of clustering indicates that other variance within
the groups is overshadowing this difference. Here it worth examining whether the
choice of normalisation and analysis could have been improved. As can be seen
from the post-QN RLE plot in figure 3.7, some samples are likely outliers and will
affect the threshold described in section 2.2. Another potential issue is the batch
sizes. In a batch each group of NCI, MCI, and AD contains around 10-20 samples,
which is possibly too small to highlight the similarities between them. Combining
all batches but removing those batches that deviated significantly might be a better
choice. Alternatively samples could have been pooled into bigger groups based on
RIN. Regardless, this exploration of single-sample GEMs does not substantiate their
usefulness in AD metabolism research.

4.4 Gene filtration

Another aspect that could be improved is the gene filtration. The main reason
for filtering out low expression genes is to speed up downstream analysis, but the
exclusion criteria still leaves us with roughly 20,000 genes. The total amount of
metabolic genes (genes in Human1) is 2920 so simply choosing these and discarding
the rest would achieve this goal while also giving a PCA that is more representative
of the data that are later used in model construction, and the same goes for TPM
distribution and RLE plots. It also eliminates the chance of a gene being highly
expressed in a small cohort or single sample but being discarded due to very low
expression in the rest of the samples. That will not matter for most models, but
seems more suited to the single-sample nature of the project.

4.5 Future use

If the models were to be further analysed in the future, the next step would be
to perform flux balance analysis (FBA) on the models to evaluate if the impaired
subsystems induce energy hypo-metabolism i.e. lowered ATP generation. Through
such analysis we would be able to see the aggregate effects of all the impaired
subsystems, at least when it comes to that one aspect of AD metabolism. Since FBA
maximises some flux, it would likely not be suitable for targets such as proteostasis
or oxidative stress where a balance between several fluxes is important. Here random
sampling of flux values seems more appropriate to show what effects the impaired
subsystems have on them.
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A

Appendix

In this appendix are large equivalents of all small plots found in the results. If you are
interested in equivalent plots from other batches, or other annotations of the plots
shown, they are available on the Polster-lab GitHub: https://github.com/Polster-
lab/ssADGEM.
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Figure A.1: Principal Component plots of variance stabilised sample gene count
data using only genes that are differentially expressed: (a) showing M/F and batch
annotations (b) showing RIN and a post-mortem AD assessment (ceradsc).
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Figure A.2: Principal Component plots of variance stabilised sample gene count
data using only genes that are differentially expressed: (a) showing post-mortem
(ceradsc) and peri-mortem (cogdx) assesment (b) showing simplified post-mortem
assessment (binary ceradsc).

ITT



A. Appendix

Gene distribution in batch 3 after TPM

D4- | '
- \
e
=
02-
00-
i 5 10 15
laga( 1+ TPM)
(a)
Gene distribution in batch 7 after TPM
075 -
050~ i
= 1
. )
= ;
A
i
AR
fah
LA W
)
o v
D25+ 7 -
|
it
0D0-
0 H 10 15
loga( 1+ TPM)

(b)

Figure A.3: Sample gene count distributions after TPM and log-transformed for
visualisation, with batches (a) 3 and (b) 7 as examples
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