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Abstract
One of the main challenges in making autonomous vehicles a reality is to provide
them with an accurate representation of their surroundings. Multi-object tracking
is a perception task enabling such a representation by tracking the states of an un-
known number of objects using noisy measurements. For kinematic state tracking,
state-of-the-art performance has thus far been achieved by model-based Bayesian
filters which, in theory, these have the potential to provide Bayes-optimal estimates.
Apart from relying on models, these methods must resort to approximations in or-
der to remain computationally tractable in complex scenarios, thus impacting their
performance.

In contrast, model-free methods based on deep learning have the potential to learn
the optimal filter from data, thus providing an attractive alternative to model-
based methods. However, to the best of our knowledge, such approaches have never
been compared to the high-performing Bayesian filters, especially in a setting where
accurate models are available. This thesis proposes new deep learning methods
based on the transformer architecture to perform the multi-object tracking task. The
performance of these methods is compared to state-of-the-art model-based methods,
in a setting where the correct model is assumed to be given. While this gives an
advantage to the model-based methods, it also allows us to train the deep learning
models on an unlimited amount of data. The transformer models are shown to
outperform the Bayesian filters on complex tasks, while performing on par for simpler
scenarios. Thus, we display the applicability of the transformer in yet another field,
and show the potential of data-driven approaches in a territory dominated by model-
based approaches.

Keywords: Transformers, Deep Learning, Multi-Object Tracking, Multi-Target Track-
ing, Poisson Multi-Bernoulli Mixture Filter, delta-Generalized Labeled Multi-Bernoulli

v





Acknowledgements
First and foremost, we would like to express our sincerest gratitude to our academic
supervisor Lennart Svensson. Not only did he come up with the idea that spawned
this thesis, but also provided us with new avenues to explore throughout this spring.
Without him, the multi-object tracking field would remain un-transformed.

Also, we would like to thank Juliano Pinto who has been instrumental throughout
this thesis, both in debugging and brainstorming. Moreover, we thank Yuxuan Xia
for providing the code for our model-based baselines and for all the assistance in
making them work in our framework. We would also like to thank all of the people
mentioned above, as well as Henk Wymeersch, for their valuable advice and ideas
during our weekly meetings.

We also acknowledge that our computations were enabled by resources provided
by the Swedish National Infrastructure for Computing (SNIC) at C3SE, partially
funded by the Swedish Research Council through grant agreement no. 2018-05973.

Lastly, we would like to give a shoutout to our beloved friends that have had to
endure our endless discussions about (to them) meaningless transformer-related is-
sues.

Georg Hess & William Ljungbergh, Gothenburg, May 2021

vii





Contents

List of Figures xiii

List of Tables xvii

Acronyms xviii

1 Introduction 1
1.1 Problem formulation . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.2 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.3 Contributions and main results . . . . . . . . . . . . . . . . . . . . . 4
1.4 Thesis outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

2 Theory 5
2.1 Multi-object tracking . . . . . . . . . . . . . . . . . . . . . . . . . . . 5

2.1.1 Formal definition . . . . . . . . . . . . . . . . . . . . . . . . . 5
2.1.2 GOSPA . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6
2.1.3 GOSPA for extended objects . . . . . . . . . . . . . . . . . . . 7

2.2 Probability distributions . . . . . . . . . . . . . . . . . . . . . . . . . 8
2.2.1 Bernoulli distribution . . . . . . . . . . . . . . . . . . . . . . . 8
2.2.2 Binomial distribution . . . . . . . . . . . . . . . . . . . . . . . 9
2.2.3 Poisson distribution . . . . . . . . . . . . . . . . . . . . . . . . 9
2.2.4 Gaussian distribution . . . . . . . . . . . . . . . . . . . . . . . 9
2.2.5 Gamma distribution . . . . . . . . . . . . . . . . . . . . . . . 10
2.2.6 Inverse Wishart distribution . . . . . . . . . . . . . . . . . . . 10

2.3 Model-based approaches . . . . . . . . . . . . . . . . . . . . . . . . . 11
2.3.1 Bayesian state estimation . . . . . . . . . . . . . . . . . . . . 11
2.3.2 Poisson multi-Bernoulli mixture filter . . . . . . . . . . . . . . 12
2.3.3 Delta-generalized labeled multi-Bernoulli filter . . . . . . . . . 15

2.4 Transformers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.4.1 Attention . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 16
2.4.2 Multi-head attention . . . . . . . . . . . . . . . . . . . . . . . 17
2.4.3 Encoder . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 17
2.4.4 Decoder . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18
2.4.5 Positional encoding . . . . . . . . . . . . . . . . . . . . . . . . 18
2.4.6 Detection transformer . . . . . . . . . . . . . . . . . . . . . . 18

2.5 Contrastive learning . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

ix



Contents

3 Methods 21
3.1 Data generation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.1.1 Point objects . . . . . . . . . . . . . . . . . . . . . . . . . . . 22
3.1.2 Extended objects . . . . . . . . . . . . . . . . . . . . . . . . . 24

3.2 Primary loss functions . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.2.1 Matching . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25
3.2.2 Point object L1-loss . . . . . . . . . . . . . . . . . . . . . . . . 26
3.2.3 Gaussian-Wasserstein loss . . . . . . . . . . . . . . . . . . . . 26
3.2.4 Extended object L1-loss . . . . . . . . . . . . . . . . . . . . . 27
3.2.5 Trajectory loss . . . . . . . . . . . . . . . . . . . . . . . . . . 27

3.3 Auxiliary loss functions . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.3.1 Adjustment loss . . . . . . . . . . . . . . . . . . . . . . . . . . 28
3.3.2 Contrastive loss . . . . . . . . . . . . . . . . . . . . . . . . . . 29

3.4 Transformer models . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
3.4.1 DETR . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 30
3.4.2 MOTT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32
3.4.3 STRAT . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 34

3.5 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36
3.6 Training and implementational details . . . . . . . . . . . . . . . . . 37

4 Results 39
4.1 Point object tracking . . . . . . . . . . . . . . . . . . . . . . . . . . . 39

4.1.1 Point single-object tracking . . . . . . . . . . . . . . . . . . . 39
4.1.2 Point multi-object tracking - base case . . . . . . . . . . . . . 41
4.1.3 Point multi-object tracking - high complexity . . . . . . . . . 43

4.2 Extended object tracking . . . . . . . . . . . . . . . . . . . . . . . . . 44
4.2.1 Extended single-object tracking - base case . . . . . . . . . . . 45
4.2.2 Extended single-object tracking - high complexity . . . . . . . 46

4.3 Transformer insights . . . . . . . . . . . . . . . . . . . . . . . . . . . 47
4.3.1 Attention maps . . . . . . . . . . . . . . . . . . . . . . . . . . 48
4.3.2 Trajectory estimation . . . . . . . . . . . . . . . . . . . . . . . 49
4.3.3 Contrastive learning . . . . . . . . . . . . . . . . . . . . . . . 50

5 Discussion 53
5.1 Discussion of results . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

5.1.1 Discussion of point object tracking results . . . . . . . . . . . 53
5.1.2 Discussion of extended object tracking results . . . . . . . . . 56

5.2 Discussion of methods . . . . . . . . . . . . . . . . . . . . . . . . . . 57
5.3 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 57

5.3.1 Differentiable matching and GOSPA loss function . . . . . . . 58
5.3.2 Downsampling transformer . . . . . . . . . . . . . . . . . . . . 58
5.3.3 Complete state prediction with uncertainty . . . . . . . . . . . 59
5.3.4 Trajectory transformer . . . . . . . . . . . . . . . . . . . . . . 59

6 Conclusion 61

Bibliography 63

x



Contents

A Data generation I
A.1 Data generation hyperparameters . . . . . . . . . . . . . . . . . . . . I
A.2 Point object tracking tasks . . . . . . . . . . . . . . . . . . . . . . . . III

A.2.1 Single object . . . . . . . . . . . . . . . . . . . . . . . . . . . . III
A.2.2 Multi-object - base case . . . . . . . . . . . . . . . . . . . . . IV
A.2.3 Multi-object - high complexity . . . . . . . . . . . . . . . . . . V

A.3 Extended object tracking tasks . . . . . . . . . . . . . . . . . . . . . VI
A.3.1 Base case . . . . . . . . . . . . . . . . . . . . . . . . . . . . . VI
A.3.2 High complexity . . . . . . . . . . . . . . . . . . . . . . . . . . VII

B Model configurations IX
B.1 DETR model configuration . . . . . . . . . . . . . . . . . . . . . . . . IX
B.2 MOTT model configuration . . . . . . . . . . . . . . . . . . . . . . . X
B.3 STRAT model configuration . . . . . . . . . . . . . . . . . . . . . . . XI

xi



Contents

xii



List of Figures

2.1 Overview of the different parts of the PMBM filter. The filter itera-
tively repeats these steps in the given order. Illustration inspired by
[1]. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 13

2.2 Overview of the transformer architecture. The input sequence is fed
through N encoder layers, each consisting of one multi-head attention
and a feed-forward network. The output sequence aggregates infor-
mation from the input embeddings throughout the N decoder layers
via the the second multi-head attention module. Schematics taken
from the original paper [2]. . . . . . . . . . . . . . . . . . . . . . . . . 16

2.3 Visualization of attention map, borrowed from [2]. Line transparency
reflect the amount of attention from the word “making“ to all other
words in the sentence. Different colors represent different heads. . . . 17

2.4 DETR original architecture, used for set predictions. Schematics
taken from the original paper [3]. . . . . . . . . . . . . . . . . . . . . 19

3.1 Overview of the data generation module. High-level description of
how a single scenario is generated. After the object initialization,
the state update, object removal, object creation and measurement
generation are repeated for t time steps. . . . . . . . . . . . . . . . . 22

3.2 Schematic overview of our adaptation of the DETR architecture. . . 31
3.3 Schematic overview of the MOTT architecture. Note that following

the selection mechanism, the scene-based object queries and initial
predictions are used by the decoder. . . . . . . . . . . . . . . . . . . . 32

3.4 Schematic representation of the selection mechanism. Based on the
predicted p̂, the top-k operator finds the indices of the k largest el-
ements. The corresponding embeddings and predictions and used as
scene-based object queries and initial predictions, respectively. . . . 34

3.5 Schematic overview of the STRAT model. Following the first encoder,
embedded measurements are discarded if they are predicted to be
clutter, thereby reducing the sequence length. . . . . . . . . . . . . . 35

xiii



List of Figures

4.1 Example from the point object tracking task with a single target.
The measurements are visualized as circles or crosses, depending on
whether or not they are clutter measurements. The measurement’s
opacity reflects at which time they are collected, where darker equals
most recent measurements. The object’s trajectory is shown as a solid
blue line, and the position at the final step is shown with a diamond.
The MOTT predictions, along with their existence probabilities, are
shown in green, while the PMBM estimates are shown in red. . . . . 40

4.2 Point object tracking task with multiple targets. The measurements
are visualized as circles or crosses depending on whether or not they
are clutter detections. The measurement opacity reflects at which
time they are collected where darker equals the most recent measure-
ments. The trajectory of each object is shown as a solid line, and the
state at the final time step is shown as a diamond. Here, blue lines
correspond to objects alive at the final time step, while black ones
represent objects that died in advance. The prediction and existence
probabilities obtained from the MOTT model are shown in green,
while the PMBM estimates are shown in red. . . . . . . . . . . . . . . 42

4.3 Point object tracking task with multiple targets. The measurements
are visualized as circles or crosses depending on whether or not they
are clutter detections. The measurement opacity reflects at which
time they are collected where darker equals the most recent measure-
ments. The trajectory of each object is shown as a solid line, and the
state at the final time step is shown as a diamond. Here, blue lines
correspond to objects alive at the final time step, while black ones
represent objects that died in advance. The prediction and existence
probabilities obtained from the MOTT model are shown in green,
while the PMBM estimates are shown in red. . . . . . . . . . . . . . . 43

4.4 Extended object tracking task with a single target. The measure-
ments are visualized as circles or crosses depending on whether or
not they are clutter detections. The measurement opacity reflects at
which time they are collected where darker equals the most recent
measurements. The trajectory of the object is shown as a solid line.
The object’s extent is constant over the entire sequence and visualized
as a blue ellipse at the final time step. Furthermore, the estimates
obtained using the top-performing STRAT model and the PMBM
filter are shown as green and red ellipses, respectively. . . . . . . . . . 45

4.5 Extended object tracking task with a single target. The measure-
ments are visualized as circles or crosses depending on whether or
not they are clutter detections. The measurement opacity reflects at
which time they are collected where darker equals the most recent
measurements. The trajectory of each object is shown as a solid line.
The objects’ extent is constant over the entire sequence and visualized
as a blue ellipse at the final time step. Furthermore, the estimates
obtained using the top-performing STRAT model and the PMBM
filter are shown as green and red ellipses, respectively. . . . . . . . . . 47

xiv



List of Figures

4.6 One training example (top-left) generated using the PMOT base case,
defined in Section 4.1.2. The remaining three graphs show the atten-
tion maps of three object queries whose predictions were matched to
the ground truth. The attention maps were computed by a trained
MOTT architecture where the opacity of each measurement corre-
sponds to the attention weight of that measurement. . . . . . . . . . 49

4.7 The attention map for two of the object queries in Figure 4.6 after the
first decoder layer. The bottom row shows the attention map when
computed using DETR model and the upper is computed using the
MOTT model. The training example, objects and the color scheme
is the same as in Figure 4.6. . . . . . . . . . . . . . . . . . . . . . . . 50

4.8 Average GOSPA score over the entire sliding window for 1000 exam-
ples. Obtained by performing trajectory estimation using the STRAT
architecture. The left graph show the extended object base case while
the right show the complex task. . . . . . . . . . . . . . . . . . . . . 51

4.9 t-SNE 2D representation of a high-dimensional embedding sequence
produced by an MOTT encoder. Here, blue scatter points (id = −1)
correspond to clutter measurements while measurements originating
from objects are colored by object id. . . . . . . . . . . . . . . . . . . 52

xv



List of Figures

xvi



List of Tables

4.1 GOSPA score and decomposition for the DETR, MOTT and STRAT
models, as well as the model-based methods PMBM and δ-GLMB
for the point object tracking with single target. Lower scores equal
higher performance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . 41

4.2 GOSPA score and decomposition for DETR and MOTT, as well as
the model-based methods PMBM and δ-GLMB for the point object
tracking with multiple targets, base case. Lower scores equal higher
performance. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 42

4.3 GOSPA score and decomposition for DETR and MOTT, as well as
the model-based methods PMBM and δ-GLMB for the point object
tracking with multiple targets, high complexity. Lower scores equal
higher performance. . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.4 Average GOSPA score and decomposition for the MOTT model, the
two STRAT models as well as the PMBM filter for the extended
object tracking with single target on the base case. Lower scores
equal higher performance. . . . . . . . . . . . . . . . . . . . . . . . . 46

4.5 Average GOSPA score and decomposition for the MOTT model, the
two STRAT models as well as the PMBM filter for the extended
object tracking with single target on the high complexity task. Lower
scores equal higher performance. . . . . . . . . . . . . . . . . . . . . . 48

A.1 Summary of all the data generation hyperparameters used to control
the complexity of the scenarios created. . . . . . . . . . . . . . . . . . I

A.2 Summary of the additional data generation hyperparameters used
when generating data for extended objects. . . . . . . . . . . . . . . . II

A.3 Hyperparameter configuration for point single object tracking task. . III
A.4 Hyperparameter configuration for point multi-object tracking task,

base case. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . IV
A.5 Hyperparameter configuration for point multi-object tracking task,

complex task. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . V
A.6 Hyperparameter configuration for the base case in extended single

object tracking. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . VI
A.7 Hyperparameter configuration for the high complexity task in ex-

tended single object tracking. . . . . . . . . . . . . . . . . . . . . . . VII

B.1 Hyperparameter configuration for DETR model. . . . . . . . . . . . . IX
B.2 Hyperparameter configuration for MOTT model. . . . . . . . . . . . X

xvii



List of Tables

B.3 Hyperparameter configuration for STRAT model. . . . . . . . . . . . XI

xviii



Acronyms

δ-GLMB Delta-Generalized Labeled Multi-Bernoulli. xvii, 2, 5, 15, 41–44, 61

AD Autonomous Driving. 1
ADAS Advanced Driver-Assistance Systems. 1
AS Active Saftey. 1

DETR Detection Transformer. xiii, xv, xvii, 18, 19, 21, 30–33, 35, 39, 41–44, 48,
50, 53, 54

DML Deep Machine Learning. 1, 2
DNNs Deep Neural Networks. 1, 25

EMOT Extended Multi-Object Tracking. 5–7, 21, 24, 57
ESOT Extended Single-Object Tracking. 44, 57

FFN Feed Forward Network. 29, 30, 32–36, 59
FOV Field of View. I, III–VII, 14, 22, 23

GLMB Generalized Labeled Multi-Bernoulli. 15
GOSPA Generalized Optimal Sub-Pattern Assignment. xv, xvii, 5, 6, 36, 37, 40–

49, 51, 53, 55–58, 61

MBM multi-Bernoulli mixture. 12–15
MOT Multi-Object Tracking. 1–6, 8–15, 21, 22, 25, 28–30, 32, 36, 39, 54, 55, 57,

58
MOTT Multi-Object Tracking Transformer. iv, xiii–xv, xvii, X, 21, 30, 32, 33,

39–44, 46–50, 52–58
MTT Multi-Target Tracking. 1

NLP Natural Language Processing. 2, 17

PMBM Poisson Multi-Bernoulli Mixture. xiii, xiv, xvii, 2, 5, 12, 13, 15, 35, 40–48,
55, 56, 61

PMOT Point Multi-Object Tracking. xv, 5, 6, 21–24, 41, 43, 48, 49, 55, 57
PPP Poisson Point Process. 9, 12–14

RFS Random Finite Set. 8, 12, 15

STRAT Single-Trajectory Transformer. xiii–xv, xvii, xviii, XI, 21, 30, 35, 36, 41,
43–49, 51, 53–58

xix



Acronyms

xx



1
Introduction

Advanced Driver-Assistance Systems (ADAS), Active Saftey (AS) systems, and Au-
tonomous Driving (AD) all denote different techniques that allow vehicles to drive
by themselves in some sense, and aim at assisting or replacing human drivers. They
have the potential to make road transport more efficient and safer, both for the
passengers in the vehicle and for other road users. Further, starting in 2022, some
ADAS functionality will become mandatory for all new cars sold in the EU to im-
prove safety in the automotive sector [4]. Examples of such features include advanced
emergency braking, intelligent speed assistance, and lane-keeping assist.

One fundamental function in enabling vehicles to take sensible actions is having
an accurate representation of the environment surrounding the vehicle, a task com-
monly denoted as perception. An accurate representation often covers the same
information humans utilize when driving a vehicle, which includes the detection and
classification of objects or semantic segmentation of the surroundings. Specific ex-
amples are the localization of other vehicles, vulnerable road users and traffic signs,
or knowing which part of the road is driveable. The same way humans rely on their
eyes, vehicle sense their surroundings using a suite of sensors such as cameras, lidars
and radars. Based on their input, different representations can be built and used by
downstream tasks to safely navigate the vehicle.

Multi-Object Tracking (MOT), or Multi-Target Tracking (MTT), is a perception
task that, given noisy detections, should locate multiple objects, track their identi-
ties, and output their individual trajectories [5]. Challenges include data association,
i.e., determining which detections should be associated with what object, handling
occlusions, and the initialization and termination of trajectories. A robust and high-
performing tracker gives accurate estimates of the number of objects in a scene as
well as their states, e.g., their position and velocities. Such a tracker allows other
AD features to make sound decisions and enables the prediction of future object
locations.

The field of MOT can be divided into two sub-fields. The first one is concerned
with tracking objects in images and video sequences by leveraging Deep Machine
Learning (DML) methods. The rapid increase in available computational power has
made it feasible to use Deep Neural Networks (DNNs) in computer vision, which
has sparked the development of such methods for MOT. For this field, there ex-
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1. Introduction

ist common datasets and benchmarking frameworks with leaderboards [6, 7, 8, 9],
where many contestants constantly push the state-of-the-art forward, see [10, 11]
for examples. In contrast, the second sub-field, which is the focus of this thesis,
is concerned with performing tracking using low-dimensional measurements such as
position and velocity, also known as kinematic states. For this modality, the state-
of-the-art is instead achieved by model-based Bayesian methods such as the Poisson
Multi-Bernoulli Mixture (PMBM) filter [12] or the Delta-Generalized Labeled Multi-
Bernoulli (δ-GLMB) filter [13]. For this type of tracking, potential sensor modalities
include lidar and radar. Some datasets for this exist [14, 15], however it is common
for these methods to evaluate their performance on custom scenarios with synthetic
data.

While these model-based algorithms, in theory, can provide Bayes-optimal estimates,
this is not the case in practice due to multiple reasons. Firstly, the complexity of
the data association and track management makes it intractable to compute the
optimal solutions [12, 13]. Therefore, these methods must resort to approximations
that decrease in accuracy as the data association problem becomes increasingly
complex. Secondly, they rely on models to represent reality, e.g., describing the
birth, death and motion of objects or modelling sensor characteristics. For the filters
to perform adequately, selecting suitable models and proper tuning of associated
hyper-parameters becomes essential. This is both time-consuming and introduces
modelling errors that reduce the estimates’ quality even further.

In order to mitigate the issues associated with model-based approaches, this thesis
explores to what extent DML methods can achieve state-of-the-art performance for
kinematic state tracking. The data-driven approach has the potential to alleviate
any modelling errors since any expressive neural network may learn the true data
distribution, given enough data. The DML approach also removes the need for
repeated model selection and parameter re-tuning when changing data distribution.
So far, such methods have relied on image and video data, high-resolution lidar
data, or a combination of both [16, 17, 18, 19]. All these sensor modalities usually
allow objects to be detected in a single frame, reducing the data association problem
to be frame-by-frame. Thus, the applicability of DML methods in a domain where
long-range temporal reasoning is needed for proper data associations remains to be
examined.

Specifically, in this thesis, a neural network architecture known as the transformer is
utilized to perform MOT. While traditionally used for Natural Language Processing
(NLP) [2] in models such as BERT [20] or GPT-3 [21], transformers have displayed
great performance in other areas such as object detection [3] and more recently also
for MOT in images [10, 22, 23]. Besides producing great results for many tasks,
the transformer has several traits that make it a suitable candidate to solve kine-
matic MOT. Firstly, the architecture is tailored to be used as a set-to-set function
approximation. In a MOT setting, this can be used to map a set or sequence of mea-
surements to a set of predictions. Secondly, the transformer can model long-range
dependencies in its input sequence, giving it the capabilities to reason about data
associations and produce context-aware predictions. Nevertheless, the performance
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of transformers for kinematic MOT has not been explored in research prior to this
thesis and needs further investigations.

1.1 Problem formulation
This thesis aims to apply a neural network structure known as the transformer to
solve the task of MOT. Concretely, given a sequence of noisy measurements that
span over a certain time frame, the objective is to predict the state vectors of all
objects currently alive. We do so by devising novel transformer architectures and
modifying existing ones to suit our needs. As is customary in the field, we work
with synthetic data where the underlying models are assumed to be known. This is
usually done to ensure that the model-based methods can perform at their maximum
level by reducing modelling errors that arise when using real-world data. However,
it brings several benefits to our data-driven approach as well. The use of synthetic
data removes the need for manual labelling labour and, in theory, allows for an
infinite amount of training data. Further, this allows for precise control over the
complexity of the data that is generated. This type of control is not possible with
real-world data sets, which already are close to non-existent for kinematic MOT in
general.

Subsequently, to get a complete understanding of each model’s performance, they are
subjected to tasks of varying complexity, and are compared with baselines consisting
of state-of-the-art model-based methods. These tasks include point object tracking,
which assumes that objects can only generate at most one measurement per time
step, and extended object tracking, where objects can generate an arbitrary number
of measurement per time step. For point object tracking, both single- and multi-
object tracking tasks are considered. However, for extended object tracking, only
single-object tracking is considered.

To summarize, in this thesis we aim to do the following:

• Design novel, and modify existing, transformer-based architectures to solve
different types object tracking tasks. These tasks include single-, and multi-
object tracking at varying levels of complexity.

• Using synthetic data, compare the performance of our transformer-based mod-
els with current state-of-the-art model-based approaches.

1.2 Limitations
The transformer-based models, as well as the model-based approaches, are exclu-
sively evaluated on synthetic data. Finding a relevant real-world data set and train-
ing the neural networks on it, as well as tuning the baselines for said data set, is
considered out of scope for this project. Furthermore, we only consider 2d-data
in this thesis. The reason for this is mainly for ease of visualization. The models
proposed can easily be configured to produce 3d predictions.
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1.3 Contributions and main results
The main contributions of this thesis are:

• We present multiple transformer-based models, methods of how to train them
for the kinematic MOT setting and display their usability in this domain.

• We compare these methods to model-based approaches and establish new
state-of-the-art performance for a variety of MOT tasks.

• We adapt the contrastive learning framework to kinematic MOT and show
that it boosts performance.

Further, the works of this thesis have resulted in a paper [24] presenting a comparison
between model-based methods and a developed transformer model.

1.4 Thesis outline
In Chapter 2 the preliminaries needed for understanding this thesis are introduced.
The concept of MOT is defined mathematically, and related performance metrics
commonly used within the field are presented. Further, we provide an overview of
the model-based methods later used as baselines. Next, we give a background of the
transformer architecture and the intuition behind it. Lastly, one application of the
transformer that has inspired the methods designed in this thesis is presented.

Next, Chapter 3 gives a detailed explanation of the methodology used in the thesis.
First, the synthetic data set and the generation thereof is presented. Secondly, we
present the loss functions used for training the neural networks, followed by an in-
depth description of all transformer-based models designed and their motivation.
Lastly, we present our evaluation framework, used to evaluate our models and our
baselines.

Afterwards, the experimental evaluation is described in Chapter 4. This chapter
also provides insights into the workings of the transformer models. The results are
subsequently discussed and analyzed in Chapter 5. The chapter also gives potential
directions of future work. The thesis concludes with Chapter 6, where the work is
summarized.
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2
Theory

This chapter aims to introduce the concepts, and the theory behind them, required
to understand the subsequent chapters. First, a mathematical definition of the
multi-object tracking problem is given. This definition is split into Point Multi-
Object Tracking (PMOT) and Extended Multi-Object Tracking (EMOT). Here,
we also introduce a performance metric, Generalized Optimal Sub-Pattern Assign-
ment (GOSPA), used throughout the thesis. Secondly, we provide an overview
of the existing model-based filtering approaches, which we use as baselines when
evaluating our models. These methods include the current state-of-the-art Poisson
Multi-Bernoulli Mixture (PMBM) filter, as well as the Delta-Generalized Labeled
Multi-Bernoulli (δ-GLMB) filter. Thirdly, we present the relevant background of
the transformer architecture and its variants, including the concept of self-attention
and cross-attention, which are the main building blocks of the transformer encoder
and decoder.

2.1 Multi-object tracking
Before diving deeper into transformers and traditional methods to solve multi-object
tracking, we give a formal definition of the task itself. Further, we introduce the
GOSPA metric used to compare performance between different methods.

2.1.1 Formal definition
While one may come across slight variations in the literature, in this section, we
aim to introduce the definition of MOT that is used throughout this thesis. As
mentioned previously, the field of MOT can be divided into two fields: tracking
objects in a high-dimensional space using images and video sequences, and tracking
the state of objects using low-dimensional measurements. Henceforth, whenever a
reference to MOT is made, it refers to the latter of the two. Concretely, it refers to
estimating the state of an unknown number of objects in the scene and maintaining
their identities over time to form trajectories using low-dimensional measurements.

More specifically, at each time-instant t, a set of measurements Zt is collected. This
set is the union of the set of measurements originating from objects alive at the
current time-instant Ztobj and possible clutter measurements Ztclutter. Clutter mea-
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surements, also sometimes referred to as false measurements, are measurements that
do not originate from any object, but are used to model some of the shortcomings
in the sensors used to obtain measurements in a real-world setting. Formally, the
measurement set obtained at time t can be written as

Zt = Ztobj ∪ Ztclutter. (2.1)

It should be pointed out that it is assumed that any object has a probability
pmeas ∈ [0, 1] of being measured at any time step. In other words, the fact that
there are objects alive at time-instant t does not guarantee that Ztobj contains any
measurements. Furthermore, one of the differences between extended and point ob-
ject tracking can be highlighted here. In PMOT it is assumed that each object may
at most give rise to one detection per time-instant, while in EMOT this assump-
tion is not made. In summary, this means that the following can be said about the
cardinality of the object measurement set for the two different tracking settings

PMOT: 0 ≤ |Ztobj| ≤ n

EMOT: 0 ≤ |Ztobj| <∞

where n is the number of objects alive at time-instant t.

The task of multi-object tracking then becomes, given access to the measurements
from the current and previous time-instances Zt,Zt−1, · · · ,Z0, to estimate the un-
known number of objects n and their individual states Xt = {xt1, xt2, · · · , xtn} at the
current time-instant. The state vector that is to be estimated varies from applica-
tion to application. However, in PMOT the state vector is commonly composed of
a position and a velocity. Moreover, in EMOT, the state additionally contains the
spatial extent of the object.

The main challenges of MOT can coarsely be summarized as three sub-challenges.
The first one is to determine the unknown number of n objects currently alive in
the scene. While this is seemingly easy in a scenario where the objects are well
separated and the clutter intensity is low, this sub-problem gets more challenging as
the scenarios become increasingly realistic. This task can also increase in difficulty
when objects give rise to fewer measurements, as these can easily be mistaken as
clutter. Secondly, measurements should be associated with the object from which
the measurement originated. This task is known as the data association and is
arguably the most challenging part of the MOT problem. Lastly, the state xti of
each object {oi}ni=1 has to be estimated using the measurements associated with
that object, which is commonly denoted filtering.

2.1.2 GOSPA
In multi-object tracking, both the ground truth and estimates are commonly rep-
resented as a set of object states. Depending on the performance of the applied
tracking algorithm, the cardinality of these sets might differ. Further, the task of
assigning estimates to ground truths is non-trivial. In [25], the GOSPA metric was
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presented, which provides a mathematically sound way of measuring the distance
between two finite sets of objects often used to evaluate the performance of tracking
algorithms. The metric can be expressed as an optimization over assignment sets

dc,2p (X, Y ) =
min
γ∈Γ

 ∑
(i,j)∈γ

d(xi, yj)p + cp

2 (|X|+ |Y | − 2|γ|)
 1

p

. (2.2)

Here X = {x1, . . . , xi} denotes the set of ground truth objects and Y = {y1, . . . , yj}
is the set of estimates. Let γ denote an assignment set, containing pairs (i, j) of
ground truths i and estimates j that are assigned to each other. Formally, an
assignment set γ between the sets {1, . . . , |X|} and {1, . . . , |Y |} holds the following
properties:

γ ⊆ {1, . . . , |X|} × {1, . . . , |Y |}, (2.3a)
(i, j), (i, j′) ∈ γ =⇒ j = j′, (2.3b)
(i, j), (i′, j) ∈ γ =⇒ i = i′. (2.3c)

Further, the metric is minimized over all possible assignment sets Γ, meaning we
search for an optimal γ∗ that minimizes (2.2). Note however that the assignment
set can be smaller than both the set of ground truths and estimates. In (2.2),
the parameter c is referred to as cut-off distance and regulates at which distance
a ground truth object should be considered to be missed and similarly when an
estimate should be considered to be a false positive. The value of p can be used
to regulate how much outliers are penalized, commonly chosen to be 1. For point
objects, the metric d(xi, yj) is often set to be Euclidean distance between the points
xi and yj. Equation (2.2) facilitates the decomposition of the GOSPA metric into
three parts:

• sum of state errors, localization error: ∑(i,j)∈γ d(xi, yj)p,

• misdetection error: cp

2 (|X| − |γ|), and,

• false detection error: cp

2 (|Y | − |γ|).

To clarify, in the misdetection error, the number of ground truth objects that have
not been matched to any estimate are multiplied by a scalar cp

2 . Similarly, for the
false detection error, the number of unmatched estimates is multiplied by the same
scalar.

2.1.3 GOSPA for extended objects
When doing EMOT, several options of selecting d(·) in (2.2) exist, all of which must
incorporate both localization and shape errors. It has been shown that for extended
elliptic objects, the Gaussian Wasserstein metric is suitable to use as a distance
metric [26]. However, in order to use the Gaussian Wasserstein metric, an ellipse x
firsts has to be represented as a multivariate Gaussian distribution as

Nx = N (mx,Σx), (2.4)
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where mx specifies the center of the ellipse and Σx the extent. The extent can be
parameterized as

Σx = RDRT , (2.5a)

R =
[
cosα − sinα
sinα cosα

]
, (2.5b)

D =
[
(l1)2 0

0 (l2)2

]
, (2.5c)

where R denotes a rotation matrix with ellipse rotation α, and D a diagonal matrix
with the ellipse’s semi-major and semi-minor axes l1 and l2 respectively. The squared
L2 Wasserstein distance between two multivariate Gaussians can, according to [27],
be written as

dGW (Nx,Nx̂)2 = ‖mx −mx̂‖2 + Tr
(

Σx + Σx̂ − 2
√√

ΣxΣx̂

√
Σx

)
. (2.6)

2.2 Probability distributions
Both the generation of synthetic data and the model-based methods used as baselines
utilize a variety of probability distributions. This section aims at giving a brief
introduction to a selection of relevant distributions.

2.2.1 Bernoulli distribution
The Bernoulli distribution is a discrete probability distribution of a random variable
x that takes the value 1 with probability p and 0 with probability q = 1 − p. The
mean of the distribution is p and its variance is p(1−p) = pq. The probability mass
function over different outcomes k is

f(k; p) =

1− p if k = 0,
p if k = 1.

(2.7)

In a MOT setting, the Bernoulli density is commonly considered to be a Random
Finite Set (RFS), i.e., a set whose cardinality is a random variable, and its set
members also are random variables. This extends the expression of a Bernoulli
density to

f(X) =


1− r if X = ∅,
rp(x) if X = {x}.,
0 otherwise,

(2.8)

where r denotes the probability that an object x exists and p(x) denotes the objects
state density.
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2.2.2 Binomial distribution
The binomial distribution is a discrete probability distribution modelling the num-
ber of successes when doing a sequence of n independent experiments, each with
probability of success p. When doing a single trial n = 1, the binomial distribution
is a Bernoulli distribution. For a random variable x that is binomially distributed
x ∼ B(n, p), its probability mass function is

f(k, n, p) =
(
n

k

)
pk(1− p)n−k, (2.9)

where k is the number of successful trials and
(
n
k

)
= n!

k!(n−k)! .

2.2.3 Poisson distribution
The Poisson distribution is a discrete probability distribution used to model the
number of occurrences of an event over a fixed interval, e.g., in time or space, given
the events occur with known constant rate and independently of each other. The
distribution is parameterized by λ > 0 and the probability mass function of a Poisson
distributed random variable x is

f(k, λ) = Pr(x = k) = λke−λ

k! . (2.10)

Further, λ is both the expected value and the variance of x. To denote that a
random variable follows a Poisson distribution one writes x ∼ Pois(λ).

A random process with a close connection to the Poisson distribution is the Poisson
Point Process (PPP). Let λ be the intensity of a PPP. The intensity equals the
expected number of events within a unit length interval, which, for example, can
be an interval over time or space. Given that a random number of points within
a finite interval are a PPP, then their cardinality is a Poisson distributed random
variable. In a MOT context, PPP are often used to model clutter measurements.

2.2.4 Gaussian distribution
The Gaussian, or normal, distribution is a continuous probability distribution for a
real-valued random variable. In one dimension, its probability density function is

f(x) = 1
σ
√

2π
e−

1
2(x−µσ )2

, (2.11)

where µ denotes the mean, or expected value of the distribution, and σ is the
standard deviation. The variance of the distribution is σ2. When a random variable
x ∈ R is normally distributed this is often written x ∼ N (µ, σ2).

The generalization of the normal distribution to higher dimensions is commonly de-
noted multivariate normal distribution, or multivariate Gaussian distribution. The
multivariate normal distribution of a vector x ∈ Rk is given by x ∼ N (µ,Σ), where
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µ ∈ Rk is the mean and Σ ∈ Rk×k is a positive semi-definite covariance matrix.
However, its probability density function exists only if Σ is positive definite, and is
then

f(x;µ,Σ) =
exp

(
−1

2(x− µ)TΣ−1(x− µ)
)

√
(2π)k|Σ|

, (2.12)

with |Σ| being the determinant of Σ.

2.2.5 Gamma distribution
The gamma distribution is a continuous probability distribution for a random vari-
able x ∈ (0,∞). It can be parameterized using two parameters, the shape parameter
k > 0 and the scale parameter θ > 0. A random variable x that is gamma-distributed
is denoted x ∼ Γ(k, θ) and has a probability density function

f(x; k, θ) = xk−1e−
x
θ

θkΓ(k) , (2.13)

where Γ(k) is the gamma function evaluated at k,

Γ(z) =
∫ ∞

0
tz−1e−tdt. (2.14)

The gamma distribution can be used in Bayesian statistics as the conjugate prior for
a Poisson density. In short, for a Poisson likelihood function p(x|θ), choosing a prior
p(θ) to follow the gamma distribution ensures that the posterior p(θ|x) also follows
the gamma distribution. The concept of conjugacy is used in many Bayesian filters,
specifically also for the model-based approaches used as baselines in this thesis.

2.2.6 Inverse Wishart distribution
The inverse Wishart distribution is a probability distribution for real-valued positive-
definite matrices. If a p × p positive definite matrix X follows the inverse Wishart
distribution, this is denoted by X ∼ W−1(Ψ, ν). Here, Ψ is a p× p positive definite
scale matrix and ν > p − 1 is a real scalar denoting the degrees of freedom. In a
MOT setting it is used as the conjugate prior to a multivariate normal likelihood
with unknown mean and covariance. The probability density function is

f(X; Ψ, ν) = |Ψ|ν/2

2νp/2Γp(ν2 ) |X|
−(ν+p+1)/2e−

1
2 Tr(ΨX−1), (2.15)

where | · | denotes the determinant and Γp(·) the multivariate gamma function,

Γp(a) =
∫
S>0

exp (−Tr(S)) |S|a−(p+1)/2dS. (2.16)
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2.3 Model-based approaches
As mentioned previously, the field of kinematic MOT is currently dominated by
model-based approaches since accurate models are available for this problem for-
mulation. These approaches are used as baselines for this thesis and are therefore
introduced to give an understanding of how they solve the MOT task. All these
methods rely on the Bayesian framework, thus, a short overview of Bayesian statis-
tics and filtering in general is given prior to the detailed model descriptions. For an
in-depth description of Bayesian filtering, the interested reader is referred to [28].

2.3.1 Bayesian state estimation
Optimal filtering refers to methods used for estimating the state of a time-varying
system, observed through noisy measurements [28]. Here, optimal is meant in terms
of statistical optimality. Further, in Bayesian filtering, the filtering is formulated
using Bayesian statistics. In mathematical terms, the objective in filtering is to
estimate a vector-valued time series x0:T = {x0,x1,x2, . . . ,xT} by observing a set
of noisy measurements y1:T = {y1,y2, . . . yT} [28]. In a Bayesian setting this can
also be formulated as trying to find the posterior density p(x0:T |y1:T ), i.e., modelling
the true states x0:T as random variables given y1:T . This can be solved using Bayes’
theorem

p(x0:T |y1:T ) = p(y1:T |x0:T )p(x0:T )
p(y1:T )

= p(y1:T |x0:T )p(x0:T )∫
p(y1:T |x0:T )p(x0:T )dx0:T

∝ p(y1:T |x0:T )p(x0:T ),

(2.17)

which shows that the posterior p(x0:T |y1:T ) is proportional to the likelihood model
for the measurements p(y1:T |x0:T ) times the prior p(x0:T ). The prior reflect the
beliefs about x0:T prior any observed measurements, while the likelihood models the
probability of observing measurements y1:T given x0:T .

Using (2.17) is however not computationally tractable, as the full posterior distribu-
tion would have to be recomputed each time a new measurement arrives. By limiting
the class of dynamic models to probabilistic Markov sequences, the posterior of the
state at time k can be found by Bayesian filtering in a recursive fashion. The recur-
sion relies on two steps, namely the prediction and the measurement update. In the
prediction step, the estimate is updated based on measurements received up until
time k − 1, giving p(xk|y1:k−1). Specifically, the Chapman-Kolmogorov equation is
utilized

p(xk|y1:k−1) =
∫
p(xk|xk−1)p(xk−1|y1:k−1)dxk−1, (2.18)

where p(xk|xk−1) denotes the transition density, also known as the motion model.
Again, it is assumed that the state progresses as a Markov chain, i.e., conditioned
on the current state state xk, the system’s past and future states are independent.
Further, we assume the measurements to be independent of each other.
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The measurement update step then updates the estimate once a new measurement
has been observed, improving the estimate. The update step is based on Bayes’
theorem (2.17)

p(xk|y1:k) = p(yk|xk)p(xk|y1:k−1)∫
p(yk|xk)p(xk|y1:k−1) ∝ p(yk|xk)p(xk|y1:k−1), (2.19)

where the likelihood p(yk|xk) is described by measurement models, and the prior
p(xk|y1:k−1) was calculated in the prediction step.

In general, the Bayesian filtering equations have no closed-form solution. However,
by utilizing certain types of distributions to describe x and by resorting to approx-
imations, one can find closed-form solutions. The equations then yield the poste-
rior p(xk|y1:k), from which one can extract the Bayes optimal estimate. However,
depending on the approximations made, the quality of the estimates can vary. Ex-
amples of approximations can be only using linear motion and measurement models
to describe non-linear processes or describing variables as approximately Gaussian
distributed. One of the most famous Bayesian filters is the Kalman filter, which for
instance assumes linear models with additive Gaussian noise [28].

2.3.2 Poisson multi-Bernoulli mixture filter
The Poisson Multi-Bernoulli Mixture filter was first derived in [29, 30] and later
extended by [12]. However, the description and equations below are based on the
explanations given in [31] unless specified otherwise. The PMBM filter is an algo-
rithm based on Random Finite Set (RFS) theory and is used to solve the multi-object
tracking problem. The filter is highly configurable, and multiple formulations of it
exist, depending on the specific MOT task at hand. For instance, it is applicable
for both point object [12] and extended object tracking [32]. A general overview
of the steps taken by the algorithm is provided in Figure 2.1. On a high level, the
algorithm consists of PMBM predictions, data association, PMBM update and
reduction of hypotheses. Here PMBM refers to a Poisson multi-Bernoulli mixture
density, which is used to model the multiple targets that are to be tracked. Before
describing the building blocks in Figure 2.1, this density and why it is useful for
MOT is explained.

PMBM distribution. In the PMBM filter, the set of objects x at any given time
is separated into two disjoint subsets, the set of objects that have been detected
xd, and the set of undetected objects xu [33]. For the undetected objects a PPP
density is used, while the detected objects are modelled using a multi-Bernoulli
mixture (MBM). Explicitly modelling undetected objects allows the filter to handle
occluded objects, e.g., a car located behind a truck and thus not visible to a sensor.
The PMBM density at time t can be written

PMBMt(x) =
∑

xu]xd=x
Pt(xu)MBMt(xd), (2.20)

where ] denotes the disjoint union, P is a PPP density and MBM is a multi-
Bernoulli mixture density.
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Data	Association

PMBM	Prediction

Reduction PMBM	Update

Measurements

Undetected	objects:	
PPP	Prediction

Detected	objects:	
MBM	Prediction

Build	cost	matrix

Murty’s	algorithm

Generate	new	tracks

Update	
undetected/detected	

objects	states

Prune,	cap,	gate,	
recycle	and	merge	
hypotheses/states

Figure 2.1: Overview of the different parts of the PMBM filter. The filter itera-
tively repeats these steps in the given order. Illustration inspired by [1].

The PPP density used for undetected objects xu is typically modelled with a mixture
intensity, meaning it is a weighted sum of densities. LetNu be the number of mixture
components, then the intensity can be written

λu(xu) =
Nu∑
i=1

wu,ipi(xu), (2.21)

where wu,i is the weight of density pi(xu).

The multi-Bernoulli mixture density is useful for modelling detected objects in MOT
since it allows the handling of multiple possible hypotheses, where each hypothesis
contains an estimate for the set of current targets and their states. The density
enables the PMBM filter to capture different potential data associations. Formally,
the MBM density is defined as a weighted sum of multi-Bernoullis

MBM(xd) =
H∑
h=1

whMBh(xd), (2.22)

where h denotes a current hypothesis and H is the total number of hypotheses.
Further, wh is the weight of a multi-Bernoulli component, reflecting the belief in that
hypothesis. A multi-Bernoulli is a distribution consisting of multiple Bernoullis. For
MOT, each Bernoulli represents a potential object with a probability of existence
and state estimate as in (2.8).

Prediction. The PMBM filter follows the typical Bayesian filtering approach with a
prediction step and an update step. Given a posterior distribution from the previous
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timestep PMBMk−1|k−1(xk−1), the prediction is calculated as

PMBMk|k−1(x) =
∫
p(xk|xk−1)PMBMk−1|k−1(xk−1)dxk−1 (2.23)

where p(xk|xk−1) is the transition density. This density models multiple things.
Firstly, it handles the probability of an object surviving to the next timestep, e.g.,
setting low probability for objects leaving the FOV. Secondly, it contains a transition
density describing the progression of object states, i.e., the motion model. Lastly,
it has a PPP birth model to model the possibility of new objects appearing in the
scene.

Concretely, the prediction updates the intensity of the PPP process density in the
PMBM distribution and the multi-Bernoullis contained in the MBM part. For the
multi-Bernoulli mixture, each multi-Bernoulli/hypothesis can be predicted indepen-
dently of the other multi-Bernoullis. This is possible since no new information is
added in the prediction step.

Data association. A key challenge in MOT is the unknown association between
measurements and objects. For each collected measurement, there are three possible
associations. One possibility is that the measurement originated from an object that
is already considered to be detected. Alternatively, the measurement came from an
undetected object, thus making that object detected. The final option is that the
measurement did not originate from any object, i.e., it is a clutter measurement.

Given the current multi-object estimate PMBMk|k−1(x), for each hypothesis, i.e.,
each multi-Bernoulli mixture component, a cost matrix is created to reflect the
likelihood of measurements being assigned to an old object, a new object or clutter.
Using a solver such as Murty’s algorithm [34] the M assignments with the lowest
cost are extracted and used to create new hypotheses. Selecting onlyM assignments
is done to remove unlikely data associations and reduce computational complexity
by limiting the number of hypotheses.

Update. After acquiring the potential data associations, the estimates are updated
based on how the measurements are assigned. This is done according to

PMBMk|k(xk) = p(yk|xk)PMBMk|k−1(xk)∫
p(yk|xk)PMBMk|k−1(xk)dxk−1

, (2.24)

where p(yk|xk) is the multi-object measurement model. Similar to the motion model
in the prediction step, this contains three main components. Firstly, it models the
probability for an object to be detected. Secondly, it contains a measurement model
for individual object states. Lastly, it models the presence of clutter measurements
as a PPP.

Hypothesis reduction. Although the data association can contain some hypoth-
esis gating, it only limits how many new hypotheses each old hypothesis can spawn.
To decrease computational complexity and run the filtering steps within a reason-
able time frame, further reduction of the number of hypotheses is usually needed.
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Examples of standard techniques include pruning, capping, gating, recycling and
merging. Pruning removes both hypotheses with low weights from the MBM, as
well as objects with low probability from the respective multi-Bernoullis. Capping
can do the same but is based on a maximum number of hypotheses and objects al-
lowed. Gating reduces the number of possible data associations by not considering
assignments where the estimated object state and the measurement are far from
each other. Recycling refers to moving detected objects with a low probability of
existence to the set of undetected objects. Lastly, merging can be used to merge
multiple hypotheses into a single one.

Estimate extraction. In order to evaluate the PMBM filter, the final step is to
extract a single hypothesis used as the current estimate of object states. Multiple
techniques exist, but a simple strategy is to use the multi-Bernoulli with the largest
weight and extract the object state densities with existence probability above some
threshold, for example, objects with existence probability above 0.5. For these
densities, the final state estimate could be extracted using, for instance, the expected
value or maximum a posteriori estimate, i.e., the mode of the posterior state density.

2.3.3 Delta-generalized labeled multi-Bernoulli filter

The Generalized Labeled Multi-Bernoulli (GLMB) filter was first shown in [35, 36]
and later an efficient implementation was derived in [37]. It is an algorithm using
the RFS framework and relying on the GLMB density for the Bayesian filtering
equations to solve the MOT task. In implementation, the GLMB filtering density is
expressed differently and referred to as Delta-Generalized Labeled Multi-Bernoulli
(δ-GLMB). The δ-GLMB shares a common structure with the PMBM filter, and
this section aims to highlight some key differences and their implications. For de-
tailed expositions, the reader is referred to the original works [35, 36, 37], or for an
implementation-oriented introduction see [38].

In [12], the connection between the PMBM and δ-GLMB filters was shown, as
well as the fact that the δ-GLMB density is a labeled MBM but with less efficient
parameterization. A labeled MBM can be seen as a type of MBM where each
Bernoulli, besides the probability of existence and the state density, also contains
a unique label. The labels are tuples specifying the birth time of an object and
holding a unique identifier.

Because of this inefficient parameterization, [12] argues that the δ-GLMB filter must
resort to approximations in its prediction step, something that is not needed by the
PMBM filter. Further, they show that certain types of birth models can easily be
handled by the PMBM filter, while needing an infinte amount of hypotheses/mixture
components to be represented as a δ-GLMB density. Thus, we expect the perfor-
mance of the δ-GLMB filter to be surpassed by the PMBM filter, but nevertheless
it is included as a baseline for completeness.
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2.4 Transformers
The transformer is a specific type of neural network architecture introduced in [2] and
is based on the idea to solely utilize a mechanism called attention. The overall ar-
chitecture follows an encoder-decoder structure, where the encoder maps a sequence
of inputs Z = [z0, . . . , zn] to some encoding representation E = [e0, . . . , en]. Using
E, the decoder then produces an output sequence Y = [y0, . . . , ym]. An overview of
the transformer architecture can be seen in Figure 2.2.

Multi-Head Attention Scaled Dot-Product Attention

Figure 2.2: Overview of the transformer architecture. The input sequence is
fed through N encoder layers, each consisting of one multi-head attention and a
feed-forward network. The output sequence aggregates information from the input
embeddings throughout theN decoder layers via the the second multi-head attention
module. Schematics taken from the original paper [2].

2.4.1 Attention
The attention module is the core of the transformer architecture, and it is what
enables the model to reason about contextual dependencies over sequences. The
transformer’s attention mechanism takes as input a sequence of queries, keys and
values, q, k, v ∈ Rl×dmodel , and outputs a sequence which is a weighted sum of the
values. Here, l is the length of the input sequence and dmodel is the hidden dimen-
sionality of the architecture, usually set to 256. The queries, keys and values are
linearly projected using unique projection matrices WQ, WK and WV respectively
before the attention is calculated as

Attention(Q,K, V ) = softmax
(
QKT

√
dk

)
V, (2.25)

where Q, K and V are the projected versions of the queries, keys and values re-
spectively and dk is the dimensionality of the keys. This is equivalent to the scaled
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dot-product attention depicted in Figure 2.2. In attention, each element in the query
sequence can attend to every element in the sequence of keys; this way, long-range
dependencies can be modelled and allows the transformer to reason about the con-
text in the sequence. An example of what the attention looks like in a model trained
for NLP can be seen in Figure 2.3. Clearly, the model has learned some dependency
in the phrase “making ... more difficult“ and can reason about context.

Figure 2.3: Visualization of attention map, borrowed from [2]. Line transparency
reflect the amount of attention from the word “making“ to all other words in the
sentence. Different colors represent different heads.

2.4.2 Multi-head attention
The authors of [2] found it beneficial to, instead of using single-attention as explained
above, performing attention several times in parallel, as seen in Figure 2.2. Using
h heads, the multi-head attention projects the queries, keys and values h times
with different, learned projections before concatenating the results and aggregating
them by projecting them to suitable dimensions. The main advantage of multi-head
attention is that it allows the model to reason about different types of contextual
dependencies in each of the heads. Another advantage of the multi-head attention
layer is that the attention in each head can be computed in parallel, allowing for
efficient implementation using highly optimized matrix multiplications.

2.4.3 Encoder
The transformer encoder [2] is a permutation equivariant neural network architecture
that maps a sequence of inputs Z = [z0, . . . , zn] into a sequence of contextually aware
embeddings E = [e0, . . . , en]. The encoder itself is made up ofN encoder layers where
each encoder layer consist of a multi-head attention layer and feed-forward neural
net and two skip connections, as shown in Figure 2.2. At the first encoder layer,
the queries, keys and values are all set to be the input sequence Z, and as we move
up through the encoder layers, the queries, keys and values are set as the output of
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the previous encoder layer. This means that the entire sequence can always attend
to itself and is therefore referred to as self-attention.

2.4.4 Decoder
The transformer decoder [2] maps a sequence of initial output embeddings O =
[o0, . . . , om] into a sequence of outputs Y = [y0, . . . , ym] using the information aggre-
gated by the encoder. Similarly to the encoder, the transformer decoder is made up
of M identical decoder layers. However, each layer contains the multi-head atten-
tion, feed-forward neural network, and the skip connections we find in the encoder
layer and contains yet another multi-head attention layer referred to as the cross-
attention layer. In this layer, the keys and values are set to be the embeddings E
computed by the encoder, while the queries are the propagated output embeddings
from the preceding multi-head (self) attention layer.

2.4.5 Positional encoding
The transformer was initially developed for use in Natural Language Processing
(NLP) tasks. In such a setting and many other sequence prediction tasks, the
sequence order plays a crucial part in its meaning. For example, the sentences “I
want my dog to eat” and “I want to eat my dog” have very different meanings even
though the sequences are made up of identical words. However, as stated previously,
the transformer is permutation equivariant, meaning that it has no notion of order
and can not distinguish between the two sentences above. As this is undesirable, the
authors of [2] proposed using a positional encoding that is generated based on the
inputs place in the sequence. These positional encodings are then added to the input
and output sequence, which allows the transformer to reason about where in the
sequence this particular query is located. The authors proposed two different ways
of generating these positional encodings. The first is to let the encoding be based
on sine and cosine functions with different frequencies depending on the absolute
position in the sequence, commonly denoted the Fourier frequencies in the literature.
The other is to learn a positional embedding vector for each possible position during
training. Note that the latter implies that one must set a maximum length of the
input sequence, which is not a limitation when using sine and cosine positional
embeddings.

2.4.6 Detection transformer
In [3], the authors provided an alteration of the original transformer architecture that
enabled the model to perform object detection in images. When compared to the
vanilla transformer in Figure 2.2, the Detection Transformer (DETR) architecture
shown in Figure 2.4 display two major differences.

First, rather than adding the positional embedding to the input and output sequence
prior to the encoder and decoder, in the DETR architecture, the positional embed-
dings are added to the sequence at each encoder and decoder layer. The authors
showed that this substantially improved performance of their predictions. Secondly,
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in the vanilla transformer, the output sequence is generated in an auto-regressive
fashion. That is, it generates the output one item at a time and is fed all previously
generated output items when generating the current one. Without any alterations
of the model architecture, the authors of DETR introduced the concept of object
queries. These are a small set of learned positional embeddings O ∈ Rnq×dmodel

that accumulate valuable information as they are propagated through the decoder.
Here, nq is the number of positional embeddings and dmodel is the hidden dimen-
sionality, usually set to 256. By using object queries, the authors digress from the
auto-regressive use of the decoder and instead formulate the object detection task as
a set prediction problem that can be solved in one single forward pass of the model.
Once propagated, each of the object queries is fed through two FFNs that predict
either an object class or the no object class and a bounding box.

Figure 2.4: DETR original architecture, used for set predictions. Schematics taken
from the original paper [3].

2.5 Contrastive learning
Contrastive learning is a common technique for representation learning, which is a
task concerned with learning informative representations from data. These repre-
sentations tend to improve the performance when used in downstream tasks, such as
classification or detection. Contrastive learning has achieved state-of-the-art perfor-
mance in unsupervised training of deep image models. However, recently methods
to leverage it in a supervised fashion have been shown to be successful as well. In
this thesis, it is utilized to learn sensible representations of embedded measurements,
and thus a short introduction of the main concepts is given here.
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Popular frameworks in the self-supervised domain include SimCLR [39, 40] and
MoCo [41, 42], but there are also approaches leveraging annotated data [43]. Com-
mon for all these approaches is that they try to pull an anchor and “positive” samples
towards each other in the embedding space and push the anchor away from “nega-
tive” samples. For unsupervised learning, the anchor is a sample from the minibatch.
Simultaneously, a positive example often is an augmented version of the anchor, and
a negative example is a randomly chosen sample from the same minibatch. In [43],
they utilize existing labels and use samples from the same class as positives and
samples from different classes as negatives. They formulate a contrastive loss func-
tion

Lcont =
∑
i∈I

−1
|P (i)|

∑
p∈P (i)

log exp(ei • ep/τ)∑
a∈A(i) exp(ei • ea/τ) , (2.26)

where I is the set of indices in a minibatch, P (i) is the set of indices in the minibatch
that have the same label as i, and, A(i) ≡ I \ {i}. Further τ ∈ R+ is a scalar
parameter denoted temperature. Common choices are τ = 0.1, as smaller values
help training more than larger ones, but can be harder to train due to numerical
instabilities [43]. Finally, e denotes the embeddings of the samples, with • being the
inner dot product.
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Methods

In this chapter, the methods used to solve the task of MOT using the transformer
architecture are presented in-depth. Initially, we present the type of data used
and how this data is collected. More specifically, we introduce the data-generation
module created for this thesis and how the data is generated in a step-by-step
fashion. Subsequently, we describe the loss functions used to train the models.
This includes loss functions crucial to solving the task of MOT for both PMOT
and EMOT as well as auxiliary losses to aid training. Mainly, we illustrate and
explain the models we adopted and created to solve the task of MOT. This includes
our adaptation of the DETR architecture and two novel model architectures: the
Multi-Object Tracking Transformer (MOTT) and the Single-Trajectory Transformer
(STRAT). Lastly, we present the methodology we have used to evaluate our models
and our baselines. This evaluation framework utilizes the data-generation module
and Monte-Carlo sampling module to obtain an average performance of each of the
models and baselines.

3.1 Data generation
In many, if not all, deep learning applications, the amount of data plays a crucial
role in obtaining models with good performance. This holds especially true for
transformer architectures as they commonly require copious amounts of data dur-
ing training [3, 20, 21] to achieve their competitive performance. Throughout this
thesis, we have worked with synthetic data, partly to ensure that sufficient amounts
of data were available when training our models. Furthermore, it is customary to
evaluate using synthetic data in the MOT community, and it ensures that no mod-
elling errors occur in the model-based baselines used for evaluation. That is, we
created a module that can generate realistic scenarios, thus allowing us to generate
an infinite amount of training data and give complete control over task complexity
and provide full annotation of the data used. To achieve this, the data-generation
module is highly parameterized, meaning many hyperparameters govern the com-
plexity of the data it generates. A tabular overview of each of the hyperparameters
and different hyperparameter configurations used during training and evaluation is
shown in Appendix A.1. Furthermore, an overview of the data generation is shown
in Figure 3.1, and the details of the module are further described below. It should
be noted that the data-generator is designed to be in line with what is considered
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Figure 3.1: Overview of the data generation module. High-level description of
how a single scenario is generated. After the object initialization, the state update,
object removal, object creation and measurement generation are repeated for t time
steps.

to be common practice within the model-based MOT community, meaning that all
models, equations, and assumptions are commonly found in MOT literature [31].
While some design-choices are made, such as the use of a constant velocity motion
model, all of these are made within the bounds of what is viewed as standard in the
community.

3.1.1 Point objects
The data-generation module initializes a new scenario by sampling the number of
starting objects, traditionally denoted birth objects, from a Poisson distribution

nbirth ∼ Pois(n̄birth), (3.1)

where n̄birth is a hyperparameter of the data-generator. Furthermore, it also samples
an initial state x0 ∈ R4 for each of the objects that are created. In PMOT the state
of each object consist of a 2D position and velocity which are initially sampled from
a uniform and a multivariate Gaussian distribution respectively

p0 ∼ U(FOVlb,FOVub) ∈ R2, (3.2a)

v0 ∼ N (µv0, σ
2
v0I2) ∈ R2 (3.2b)

where FOVlb and FOVub is the lower and upper bound of the Field of View (FOV)
respectively and µv0 and σv0 are two hyperparameters that govern the average and
standard deviation of the initial velocity. The FOV represent the area in which
objects are considered to be alive and generate measurements.

After the initialization the data-generator will iteratively update the state of each
object according to a motion model. Throughout this thesis a discretized constant
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velocity motion model has been used

xk = I2 ⊗
[
1 ∆t
0 1

]
xk−1 + q, (3.3)

where
q ∼ N (04,Q), (3.4a)

Q = I2 ⊗ σ2
q

[
∆t3/3 ∆t2/2
∆t2/2 ∆t

]
. (3.4b)

Here ⊗ is the Kronecker product, ∆t is the size of the time step, and σ2
q is the

process noise intensity, where the latter two both are tuneable hyperparameters of
the data-generator.

After each state update step, objects that are outside the FOV are terminated. Fur-
thermore, object deaths are simulated by potentially removing each object according
to a Bernoulli distribution with mean premove, i.e., each object is terminated with a
probability of premove.

At each time step, there is a chance that new objects are created. The number of
new objects created at each time step is again sampled from a Poisson distribution,
as in (3.1), but with a different hyperparameter nadd. Each of the new objects is
distributed according to (3.2).

Subsequently, each object may give rise to a noisy measurement. The chance that
a certain object yields a measurement follows a Bernoulli distribution with mean
pmeasure. If the object o is to generate a measurement zok at time-instant k, it will
be collected based on the object’s true state at that time according to the following
measurement model

zok ∼
[
I2 02

]
xk +N (02, σ

2
yI2) ∈ R2, (3.5)

where σ2
y is a parameter of the data-generator denoted measurement noise intensity.

Note that in PMOT, each object may give rise to at most one measurement, as
explained in Section 2.1.

By doing this for all objects that are currently alive we obtain a set of measurement
that originate from objects Zkobj at the current time k. If we combine this with
the set of clutter measurement Zkclutter we obtain the set of measurements Zk at the
current time step which is saved to later be used as input to our models and the
baselines. The number of clutter measurements at each time step is sampled from
a Poisson distribution with mean nclutter and each of the measurements are sampled
uniformly in the FOV

|Zkclutter| ∼ Pois(nclutter), (3.6a)
z ∼ U(FOVlb,FOVub), ∀z ∈ Zkclutter. (3.6b)

By repeating this process iteratively for τ time steps, we can obtain a collection of
measurements Z = {Z1, · · · ,Zτ} and the corresponding object states for all objects
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at all times X = {X1, · · · ,Xτ} which can be used during training and evaluation as
input and ground-truths respectively.

3.1.2 Extended objects
While the general structure of the data-generator remains the same when generating
data for EMOT, modifications are required to relax some of the assumptions made
in PMOT. Firstly, in EMOT each object has a spatial extent included in the state
vector. While there are several ways of parameterizing this extent, we chose to
represent the extent as an ellipse parameterized by a 2 × 2 dimensional matrix.
During initialization, the initial position and velocity is sampled according to (3.2),
and the extent-state is sampled from the inverse-Wishart distribution as

e0 ∼ W−1(Ψ, ν) ∈ R2×2, (3.7)

where both e0 and Ψ are 2× 2 positive definite matrices and ν a real scalar. Here,
both Ψ and ν are tuneable parameters of the data generation. As explained in Sec-
tion 2.2.6, a positive define matrix is obtained by sampling from the inverse Wishart
distribution. This allows us to interpret e0 as the covariance of a multivariate Gaus-
sian, which is one way to represent ellipses, as shown in Section 2.1.3.

Note that throughout the iterative state updates, the extent state ek ≡ e0 of a
particular object remains constant, meaning that the constant velocity motion model
equation described in (3.3) still can be used to update the position and velocity for
all objects. Furthermore, the termination of objects and the creation of new ones
follow the same methodology as described in Section 3.1.1.

The main difference between EMOT and PMOT is the relaxation of the assumption
that each object can at most give rise to one measurement per time step. To reflect
this in the data-generation, each object has an average number of measurements it
gives rise to. This number is sampled from the gamma distribution

n̄omeas ∼ Γ(α, β) ∈ R, (3.8)

where α and β are denoted as the scale and rate parameter respectively and are
both hyperparameters of the data-generation. Each time an object is to generate
measurements, the actual number of measurements that are collected from that
particular object is sampled from a Poisson distribution using the number sampled
in (3.8)

nomeas ∼ Pois(n̄omeas), (3.9)

Note that the number of measurements one object yields nomeas can vary with each
time step while the average number n̄omeas is constant over all time steps for one
object.

Since each object now has a spatial extent, the measurement model described in
3.5 has to be modified slightly to reflect this. While the measurement will still
be centered around the object’s true position, the covariance of the sample has to
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change in order to account for the spatial extent. This is done by modifying the
covariance matrix as follows

Σ = σ2
hI2e0 + σ2

yI2, (3.10)

where σh is a parameter of the data-generator denoted as the multiplicative noise
parameter which regulates the spread of measurements. By setting σh = 1/2, it has
been shown that this approximates uniform sampling of measurements across the
object’s extent [33]. This leads to the measurements being collected as

zok ∼
[
I2 02

]
xk +N (02,Σ) ∈ R2. (3.11)

The set of measurements generated by object o at time step k can thus be written
as

zok = {zok,i}
nomeas
i=1 , (3.12)

where nomeas is given by (3.9).

3.2 Primary loss functions
For DNNs to learn how to solve a task, it is crucial to provide them with suitable
loss functions. Depending on the model architecture, the type of predictions and the
task at hand, many potential loss functions are available. Note that the distinction
between a primary and an auxiliary loss function is that a primary loss functions’
main objective is to teach the model to perform the task of MOT. In contrast, an
auxiliary loss supports the model to learn helpful information that can be used to
solve the task. Throughout the project, a variety of primary loss functions have
been utilized, which are introduced below.

3.2.1 Matching
Many of the created architectures infer a fixed-size set of N predictions, where N is
larger than the number of ground truth targets. This poses a challenge, as one has
to score these large number of predictions with respect to the ground truth. Inspired
by [3], we use an optimal bipartite matching between predictions and ground truth
and then optimize object-specific losses.

Let y denote the set of ground truth targets, and ŷ = {ŷi}Ni=1 the set ofN predictions.
Assuming N is larger than the number of ground truth targets, y can be padded
with instances of the no object class ∅, to be of equal size as ŷ. The bipartite
matching between the two sets is found by searching for the permutation of N
elements σ ∈ SN that minimizes

σ̂ = arg min
σ∈SN

N∑
i

Lmatch(yi, ŷσ(i)), (3.13)

where Lmatch(yi, ŷσ(i)) denotes a pair-wisematching cost between ground truth target
yi and the prediction with index σ(i). The optimal permutation is found by using the
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Hungarian algorithm, which is an optimization algorithm for assignment problems
introduced in [44]. Depending on the downstream loss function, different matching
costs can be utilized, and these are further described below.

One issue with this approach is that, while the object specific loss is differentiable,
the matching itself is not. This is due to the discrete nature of the assignment
problem, where algorithms to find the optimal assignment, such as the Hungarian
algorithm, contain non-differentiable operations. The object specific loss applied
based on the matching trains the network to improve the predictions, but does not
convey any direct information to the neural network how the matching was done.
Approaches to make the assignment in a differentiable manner exist and have shown
to improve final performance, e.g., [45, 46], but are considered out-of-scope for this
thesis.

3.2.2 Point object L1-loss
For point objects, the ground truth labels can be written as yi = 〈pi, xi〉 where
pi ∈ {0, 1} is the probability of existence (with pi = 0 for ∅ objects) and xi is the
object state vector containing the position of the object. The prediction with index
σ(i) consists of an existence probability p̂σ(i) ∈ [0, 1] and a predicted state vector
x̂σ(i). The matching cost is written as

Lmatch(yi, ŷσ(i)) = ‖xi − x̂σ(i)‖1 − p̂σ(i), (3.14)

where ‖ · ‖1 is the l1 loss. This matching cost is used in (3.13) to obtain an optimal
assignment σ̂. Given the optimal matching, we can formulate a loss function for all
matched pairs. Again inspired by [3], the point object L1-loss consists of a weighted
binary cross-entropy loss for the existence probability and a l1 loss for the state
regression

Lpoint(y, ŷ) =
N∑
i=1

[
−
(
ωpi log p̂σ̂(i) + (1− pi) log p̂σ̂(i)

)
+ pi‖xi − x̂σ̂(i)‖1

]
, (3.15)

where ω is a weight term to account for class imbalance between true targets and
padded ∅ targets. It is calculated as number of padded targets divided by number
of true targets. Effectively, the loss function encourages the model to push predicted
existence probabilities towards 1 if the prediction is matched with a true object, and
zero if it is matched with an ∅ object. Similarly, for predictions matched with true
objects, the loss is minimized by pushing predicted states towards true target states.

3.2.3 Gaussian-Wasserstein loss
For extended objects, the ground truth labels are written in the same way as for
point objects, namely yi = 〈pi, xi〉 where pi ∈ {0, 1} is the probability of existence
(with pi = 0 for ∅ objects) and xi is the object state vector. However, here the state
vector contains both the position and the extent of the object. The prediction with
index σ(i) consists of an existence probability p̂σ(i) ∈ [0, 1] and a predicted state
vector x̂σ(i), again containing both position and extent. Assuming the object extent
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is elliptic, it can be parameterized as a Gaussian, as described in Section 2.1.2. The
position of the object is then interpreted as the Gaussian mean, while the remaining
states describe the shape and thus the Gaussian covariance. The matching cost is
written as

Lmatch(yi, ŷσ(i)) = dGW(xi, x̂σ(i))− p̂σ(i), (3.16)
with dGW being the Gaussian Wasserstein distance defined in (2.6). The matching
cost is very similar to the one used for point objects in (3.14), with the only differ-
ence that the distance between ground truth and prediction is measured using the
Gaussian Wasserstein metric instead of the l1 norm. Now, using this matching cost
in (3.13) the optimal assignment σ̂ can be found. For this optimal matching, the
loss function is defined as

LGW(y, ŷ) =
N∑
i=1

[
−
(
ωpi log p̂σ̂(i) + (1− pi) log p̂σ̂(i)

)
+ pidGW(xi − x̂σ̂(i))

]
. (3.17)

Again, this loss is very similar to its point object counterpart, consisting of a binary
cross-entropy loss and a state regression loss.

3.2.4 Extended object L1-loss
As for the previous sections, the ground truth labels are written as yi = 〈pi, xi〉
where pi ∈ {0, 1} is the probability of existence (with pi = 0 for ∅ objects) and xi
is the object state vector. While the object extent is still elliptic, the state vector is
instead interpreted to consist of a position, ellipse semi-major and semi-minor axis,
as well as ellipse rotation. The cost matrix and loss are formed in the same way as
for regular point objects, i.e.,

Lmatch(yi, ŷσ(i)) = ‖xi − x̂σ(i)‖1 − p̂σ(i), (3.18)

and

Lextended(y, ŷ) =
N∑
i=1

[
−
(
ωpi log p̂σ̂(i) + (1− pi) log p̂σ̂(i)

)
+ pi‖xi − x̂σ̂(i)‖1

]
. (3.19)

While [26] argues the GaussianWasserstein metric to be the most suitable measure of
distance between ellipses, the Wasserstein distance contains several matrix square
roots, which can give rise to implementation and numerical issues, and thus can
make it harder to compute reliably. The computation follows the Newton-Schulz
implementation described in [47] and because of the approximations it introduces we
chose to include the extended L1-loss to act as a base for comparison in subsequent
evaluations.

3.2.5 Trajectory loss
While the trajectory loss is not novel in any way, minor modifications have to be
made to account for loss over entire trajectories. Similar to previous sections, the

27



3. Methods

ground truth labels are written as yti = 〈pti, xti〉 where pti ∈ {0, 1} is the probability
of existence (with pti = 0 for ∅ objects) and xti is the object state vector. The
predictions are also composed of an existence probability and a state vector ŷti =
〈p̂ti, x̂ti〉. Note that the added superscript t indicates what time step the ground truth
label corresponds to, while the subscript i refers to which object it corresponds to
as in previous sections.

This loss is trivial to use in the presence of only one object. In such a scenario, the
prediction at each time step is simply matched with the ground truth corresponding
to the same time step and then use any of the loss functions defined in (3.15), (3.17)
or (3.19). However, in order to utilize this loss in the presence of multiple objects,
one has to find a permutation σ̂ that maps ground truth trajectories to predicted
trajectories by minimizing a matching loss Ltrajmatch. Unlike previous loss functions, the
trajectory matching loss function has to take all time steps into account, meaning
that the matching loss between a ground-truth and a prediction can be calculated
as

Ltrajmatch(yi, ŷi) =
t∑

k=t−τ
Lmatch(yki , ŷki ), (3.20)

where Lmatch(yki , ŷki ) could be any of the matching losses defined in (3.14), (3.16) or
(3.18) above depending on the use-case.

Once the optimal permutation σ̂ has been obtained the loss can be calculated simi-
larly to previous sections, with the addition of a summation over all time steps

Ltraj(y, ŷ) =
N∑
i=1

t∑
k=t−τ

L(yki , ŷkσ̂(i)), (3.21)

where L(·) can be any of the loss functions defined in (3.15), (3.17) or (3.19).

3.3 Auxiliary loss functions
Training on auxiliary tasks often helps the training process and the generalization
performance of the final model. It does so by leveraging information helpful for
the task present in the inputs but not directly used by the primary loss chosen for
training [48]. In MOT, this could be whether a measurement is clutter or not, or if
it comes from the same object as another measurement. Although such information
is helpful for solving the task, it is not directly used by the losses in (3.15), (3.17) or
(3.19). Below we introduce two auxiliary loss functions that can be used to speed
up and improve training.

3.3.1 Adjustment loss
As we have access to the complete annotation of the data during training, it is
reasonably easy to create auxiliary loss functions to support training. One example
of such an auxiliary loss created in this thesis is the adjustment loss function La.
Intuitively, this loss aims to adjust each measurement towards the ground truth
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state from which it was sampled, thus actively trying to remove the effects of the
measurement noise simulated during the data generation.

In more detail, let z be a measurement sampled from an objects’ ground truth state
x such that

z ∼ N (x, σ2
y), (3.22)

where σ2
y is the measurement noise intensity. Moreover, let δ̂ be an adjustment vector

computed by feeding the measurement embedding e into a FFN. The adjustment
loss then aims to minimize the L1-norm between the ground truth state and the
sum of the adjustment vector and the measurement

L′a(e, z,x) = ‖(FFN(e) + z)− x‖1. (3.23)

The full adjustment loss is formed over an entire embedding sequence E = [e1, · · · , el]
of length l, a measurement sequence Z = [z1, · · · , zl] and the corresponding ground
truth states X = [x1, · · · ,xl]

La =
l∑

i=1
L′a(ei, zi,xi). (3.24)

Note that in the presence of clutter measurement in the measurement sequence,
no corresponding ground truth state exist for the items labeled as clutter. The
loss handles this by simply ignoring the items in the embedding and measurement
sequence labeled as clutter. This is possible due to the complete annotation obtained
from the data generation.

3.3.2 Contrastive loss
In order to steer the model into quickly learning how to perform the task of MOT, we
use an idea inspired by Supervised Contrastive Learning [43] to create the contrastive
loss Lc, with the aid of object labels for each of the measurements. The idea is to
encourage the encoder to generate embeddings of measurements that are similar for
measurements coming from the same object but dissimilar for measurements coming
from different objects. Clutter measurements are treated as coming all from the
same dummy object (and therefore, their encoded representations should be similar
to each other but dissimilar to the representations of all other measurements).

Concretely, for a given sequence of measurements z1:n, let bi be the object from which
measurement zi came from, i ∈ Nn with Nn being the natural numbers ranging from
1 to n. We define Pi = {j ∈ Nn | j 6= i , bi = bj}, that is, Pi is the set of indices of
measurements that came from the same object as zi. The auxiliary loss Lc is then
defined as:

Lc(u1:n,P1:n) =
n∑
i=1

−1
|Pi|

∑
i+∈Pi

log eu>i ui+∑
j∈Nn\{i}

eu>i uj
(3.25)

where, u1:n is a sequence of vectors computed by processing each ei, i ∈ Nn (embed-
dings of z1:n computed by the encoder) with an FFN layer and normalizing to unit
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length,

ui = FFN(ei)
‖FFN(ei)‖2

. (3.26)

Minimizing this loss can be understood as making u>i uj large when zi and zj are
from the same object, but small when they are from different objects. Training on
the sum of this auxiliary loss and the primary loss accelerated learning and improved
the final performance of the trained models in all tasks considered in Chapter 4.

3.4 Transformer models
To solve the task of MOT, several different model architectures have been devised.
This section aims to give an in-depth explanation of the models and their respective
pipelines. Initially, we will present our adaptation of the DETR [3] architecture
to the MOT problem. Subsequently, we will introduce the Multi-Object Tracking
Transformer (MOTT), a novel model architecture utilizing the concepts of iterative
refinement and scene-based object queries. Finally, we will introduce the Single-
Trajectory Transformer (STRAT), another novel model architecture that tries to
distinguish between true and false measurements to reduce the computational com-
plexity of the model.

In the coming sections, all models take as input a measurement sequence Z and
produce a prediction set Y. While the contents of the prediction set vary between the
models, the definition of the input remains the same. Here, a measurement sequence
Z is a set of low dimensional measurements (containing position measurements)
collected in a sliding window approach. That is, each measurement sequence is
compromised of several independent measurement sets collected at different times

Z = {Zt−τ ∪ · · · ∪ Zt}, (3.27)

where Zt is the set of measurement collected at the current time, and τ is the sliding
window size.

3.4.1 DETR
In Figure 3.2 our adaptation of the DETR architecture to the MOT problem is
shown. The low-dimensional measurement sequence is initially projected into a
high-dimensional representation using a learnable linear projection layer

F : Rl×2 −→ Rl×dmodel , (3.28)

where dmodel is a tuneable hyperparameter of the model architecture, commonly set
to 256, and l is the length of the measurement sequence. It should be noted that each
measurement is projected independently of each other. We hypothesize that using
high dimensional embeddings gives the model more flexibility as each embedding
can store more complex representations compared to when using low dimensional
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Figure 3.2: Schematic overview of our adaptation of the DETR architecture.

equivalents, thus enabling the model to reason about contextual dependencies in a
more sophisticated fashion.

The projected sequence is then propagated through a DETR encoder as explained
in Section 2.4.6, meaning that at each layer, a positional encoding is added to the
sequence. However, as the location of each measurement in the sequence is irrelevant
(as the measurement sets are unordered), we semantically change the positional
encodings to what we call temporal encodings. Instead of adding an embedding
depending on where in the sequence each item is located, we add an embedding
based on at what time the corresponding measurement was sampled. The temporal
encodings can be generated in different ways, as explained in Section 2.4.5, and here
they are chosen to be learned vectors. This means that for each time step in the
sliding window, a unique embedding is learned during training to help the model
distinguish between measurements from different time steps.

Once propagated through the encoder, the initial low-dimensional measurement se-
quence Z ∈ Rl×2 has been transformed in to a high-dimensional contextually aware
embedding sequence E ∈ Rl×dmodel . The embedding sequence E is used in the subse-
quent decoder, but can also be used to form an auxiliary contrastive loss objective,
as explained in Section 3.3.2.

A sequence of nq learned object queries O ∈ Rnq×dmodel , see Section 2.4.6 for a
full explanation, is fed to a DETR decoder. These aggregate information from
the embedding sequence E as they are propagated throughout the decoder via the
cross-attention module. Note that, while the number of queries nq is small relative
the length of the embedding sequence l it is assumed that the number of queries
are always larger or equal to the number of objects alive in the scene nmax such
that nmax ≤ nq. In practice, this can be enforced by setting nq to the maximum
number of ground-truths (potentially with an additional safety margin to account
for differences during inference) found in any of the examples in the dataset or, as
in our case, never generate data that has more than nq objects alive at any time.
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Finally, a state vector x̂t ∈ Rn and an existence probability p̂t ∈ [0, 1] is predicted
for each of the object queries by feeding them through two separate FFNs. Here, the
dimensionality n of the predictions is set to match the dimensionality of the ground
truths, which differs between point and extended object tracking. The existence
probability indicate whether or not the associated state vector is valid or not, where
p̂ = 1 indicates that the object exists. Thus, we obtain the set of predictions

Y = {〈x̂ti, p̂ti〉}
nq
i=1, (3.29)

which can be used to train the model using the loss functions described in Section
3.2 but also perform inference by thresholding p̂ and considering all object that are
above said threshold to be valid. Note that the superscript t indicates that the
estimations are of the state vector at the final time step.

3.4.2 MOTT
A schematic overview of our novel model architecture, the Multi-Object Tracking
Transformer (MOTT), is shown in Figure 3.3. The architecture is an extension of
the DETR architecture, explained in Section 3.4.1, and introduce the concepts of it-
erative refinement and scene-based object queries. These concepts are inspired
by the work in [49] and modified to suit the MOT setting.
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Figure 3.3: Schematic overview of the MOTT architecture. Note that following
the selection mechanism, the scene-based object queries and initial predictions are
used by the decoder.

The concept of scene-based object queries is fairly intuitive. In the DETR archi-
tecture, the nq learned object queries have to be general enough to act as good
initial embeddings for all possible scenarios. As the scenarios can vary quite exten-
sively, this can be considered an inherent limitation of the architecture. This can be
remedied by, instead of letting the object queries be learned, using a subset of the
embedding sequence E computed by the encoder as object queries. By doing so, the
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initial embeddings fed to the decoder depend on the specific scene, hence the name
scene-based object queries.

The intuition behind the iterative refinement is that it is advantageous to iteratively
update and refine the current state estimate rather than just giving a single estima-
tion at the end of the decoder. By doing so, the transformer can adjust its estimates
as it learns new information throughout the decoder. However, to be able to itera-
tively refine an estimate, an initial estimate must be provided. While this could be
done in several ways, it seems natural to base an initial estimate from a measure-
ment, meaning that the iterative refinement will aim to correct a raw measurement
towards the ground truth state from which it was sampled.

As stated previously, the MOTT is an extension of the DETR architecture. The
encoder part of the MOTT architecture follows the same structure as the DETR
model. That is, a measurement sequence Z ∈ Rl×2 is fed to a projection layer (3.28)
which is subsequently processed by the encoder to produce an embedding sequence
E ∈ Rl×dmodel . Like for the DETR model, this sequence is later used in the decoder
but can also be used to form an auxiliary contrastive loss objective, as explained in
Section 3.3.2.

The selection mechanism is then fed the embedding sequence E and the original mea-
surement sequence Z and produces the scene-based object queries O ∈ Rnq×dmodel

and initial predictions Y0 ∈ Rnq×2 as shown in Figure 3.4. Here, the embedding
sequence is passed to two prediction FFNs, where one produces an existence proba-
bility p̂ and the other a refinement state vector δ̂state for each of the embeddings in
the embedding sequence E.

The sequence of existence probabilities P = {p̂i}li=1 is passed to a top-k operator,
which simply returns the indices I of the k highest values in P. To clarify, I =
[i1, · · · , ik] contains k elements, where i1, i2, i3 etc. represent where in the sequence
P the largest, second largest, third largest etc. values of P are located. The value
of k is set to the number of object queries that are desired k = nq. This process
can be understood as selecting elements with the highest probability of existence as
initial guesses for the decoder. Additionally, the refinement state vector sequence
∆state = {δstate,i}li=1 is added to the measurement sequence Z giving the refined
measurement sequence Z′

Z′ = {zi + δ̂state,i}li=1, (3.30)

where l again is the length of both the measurement sequence Z and the refinement
state vector sequence ∆state. Using the indices I obtained from the top-k operator,
the scene-based object queries is then selected to be a subset of the embedding
sequence O ⊆ E, and the initial predictions are selected to be a subset of the refined
measurement vector sequence Y0 ⊆ Z′.

While the structure of the decoder remains the same as in the DETR architecture,
the way it is used is slightly different. Rather than simply making the predictions
after the object queries have been propagated through all the decoder layers, as in
the DETR architecture, here we employ the iterative refinement process after each
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Figure 3.4: Schematic representation of the selection mechanism. Based on the
predicted p̂, the top-k operator finds the indices of the k largest elements. The
corresponding embeddings and predictions and used as scene-based object queries
and initial predictions, respectively.

of the layers. This entails that the scene-based object queries Oj at level j are
fed through two prediction FFNs producing both an existence probability p̂t and a
refinement state vector δ̂tstate for each of the queries. To produce the intermediate
prediction set Yj the state estimate from the previous layer Yj−1 is summed with
the current refinement state vector

Yj = {〈x̂t,ji , p̂
t,j
i 〉}

nq
i=1, (3.31)

where
x̂t,ji = x̂t,j−1

i + δ̂t,jstate. (3.32)
Note here that the state estimation of each query x̂ti is updated iteratively while the
existence probability p̂ti is computed independently at each layer. Furthermore, the
FFNs at each layer do not share weights, meaning that they each have their set own
unique weights that are learned during training.

Applying this process throughout the decoder yields M + 1 prediction sets
Y0,Y1, · · · ,YM . Here Y0 is the prediction set produced by the selection mecha-
nism, Y1,··· ,M−1 are the intermediate prediction sets and YM is the final prediction
set. Each of these can be trained in a supervised manner using the loss functions
described in Section 3.2.

3.4.3 STRAT
The computational complexity of the transformers attention module is O(n2) w.r.t.
the sequence length. This poses a problem as the sequence length increase substan-
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tially when moving from point object to extended object tracking as each object
can give rise to several measurements per time step. While it is fairly similar to the
DETR architecture, our novel STRAT architecture described below was developed
with this in mind. The architecture tries to decrease the sequence length by remov-
ing unnecessary items in the sequence, thus reducing the computational complexity.
This can be compared to the gating performed in many filtering approaches, e.g.,
PMBM, to maintain a tractable computational load. While the architecture could,
in theory, be generalized to work with multiple objects, the explanation below solely
consider single object tracking. In Figure 3.5 a schematic overview of the proposed
STRAT architecture is shown.
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×𝑀Decoder
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Clutter	Measurement	Removal

…
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Figure 3.5: Schematic overview of the STRAT model. Following the first encoder,
embedded measurements are discarded if they are predicted to be clutter, thereby
reducing the sequence length.

Precisely as previous architectures, the STRAT architecture initially projects the
measurement sequence Z ∈ Rl×2 into a higher dimension which is then fed through
an encoder with N1 layers to produce an embedding sequence E ∈ Rl×dmodel . The
embedding sequence is then reduced by removing items classified to be clutter mea-
surements. In the clutter measurement removal, each embedding is classified using
a simple FFN producing a p̂clutter ∈ [0, 1]. As we have access to the full annota-
tion obtained during the data generation, we know which measurements are clutter,
thus this FFN can be trained using a simple binary cross-entropy loss function. All
embeddings that get a clutter classification higher than a tuneable threshold

p̂clutter ≥ pthreshold (3.33)
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are removed from E, which leaves the reduced embedding sequence E′ ∈ Rl′×dmodel ,
where l′ ≤ l. The reduced embedding sequence is subsequently propagated through
a second encoder with N2 layers before passed to the decoder.

In contrast to previous architectures, the STRAT model tries to estimate the object
state throughout the sliding window (the object’s trajectory) rather than only at
the final time step. To do this, we again semantically change object queries to what
we call temporal queries. Here, each temporal query is to aggregate information
relevant to estimating the object’s state at the corresponding time step. To clarify,
the τ temporal queries are responsible for predicting the state of the object at each
time step xt−τ , · · · , xt in the sliding window. Note that we make a semantic distinc-
tion between the temporal queries used by the decoder and the additive temporal
encodings fed to each layer of the encoder to highlight the novelty of the temporal
queries. However, the temporal encodings used by the encoder are, in practice, the
same feature vectors fed to the decoder as temporal queries.

Once the temporal queries are propagated through the decoder, an existence prob-
ability p̂ and a state vector x̂ is predicted for each of the queries using two separate
FFNs. By doing so, we form the prediction set

Y = {〈x̂i, p̂i〉}ti=t−τ (3.34)

which contains one state vector and an existence probability for each of the time
steps in the sliding window. Note that the method is applicable only to single object
tracking and that the object id subscript is therefore left out. This prediction set
can be used together with the ground truth trajectory of the object as well as the
trajectory loss defined in 3.2.5 to train the model.

As mentioned previously, the architecture could, in theory, be extended to han-
dle multiple objects by combining the concept of object and temporal queries into
trajectory queries. Here each of the τ × nq trajectory queries would be associ-
ated with a specific object, determined by the object query, and a certain time step,
determined by the temporal query. This would yield trajectory estimations for a
maximum of nq objects, but this line of research has not been explored during this
thesis.

3.5 Evaluation
As in any development process, it is necessary to assess the performance of the de-
veloped method and compare them to what currently exists. To do this, we utilize
the GOSPA metric, explained in Section 2.1.2, as our performance metric and com-
pare the score obtained by our architectures to the score achieved by our baselines.
These baselines are the model-based approaches explained in Section 2.3, which are
currently considered to be state-of-the-art in MOT. The baseline performance is
computed using code developed prior to this thesis1. During evaluation, the base-
lines are given an advantage as they are always provided with the correct models.

1We humbly thank Yuxuan Xia for the code and his assistance in making it work with our data.
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While modelling errors are one of the drawbacks of model-based methods, by not
introducing any modelling errors during evaluation we ensure a reliable comparison
between our models and the state-of-the-art baselines.

All models created output a prediction set Y, that is made up by items containing
a state vector x̂ and an existence probability p̂. However, the prediction set may
contain invalid objects, and to extract the object that are considered to be valid in
Y a threshold on p̂ must be applied. We can obtain the set of valid predictions as
follows

Yvalid = {xi|xi ∈ Y, p̂i > pthreshold}, (3.35)

where pthreshold is a tuneable hyperparameter of the architecture, commonly set to
pthreshold = 0.9. Now, the set of valid predictions Yvalid, containing only predicted
state vectors, can be used together with the set of ground truth object state vectors
X to compute a GOSPA score and decomposition.

To obtain a statistically significant average performance measure, we perform a
Monte-Carlo simulation and measure the average performance for all samples. Con-
cretely, we generate a test-set containing n = 1000 evaluation examples using the
data generator. While the data generation uses the same parameters as during
training, we utilize random seeds to ensure that the data is previously unseen by
the architectures. This test-set is then processed by our model and the baselines,
yielding an average GOSPA score and decomposition for all evaluation examples,
which gives an adequate basis for comparison.

3.6 Training and implementational details
The architectures were all developed in Pytorch. We make use of an ADAM opti-
mizer with β1 = 0.9 and β2 = 0.999. We initially used a learning rate of lr = 0.0005
and used a learning rate scheduler that reduced the learning rate with a factor
α = 0.25 every time the total loss did not reduce for n = 20000 gradient decent
steps. The architectures were trained on NVIDIA V100 GPUs, and training times
ranged from 24 to 72 hours per architecture, depending on the task complexity. Dur-
ing evaluation a cutoff distance of c = 2 and the order p = 1 was used to compute
the performance in terms of GOSPA for all tasks.
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Results

In this chapter, the transformer-based models are evaluated in the MOT task, and
they are compared to state-of-the-art model-based approaches in terms of perfor-
mance. The results are presented for tasks with increasing complexity to display a
variety of comparisons. First, point object tracking with a single target is consid-
ered. Next, point object tracking with multiple targets is presented. Further, this is
done for two different sets of data generation hyperparameters to adjust complex-
ity within the same task structure. Subsequently, the results for extended object
tracking with a single target are presented, again with two different sets of data
generation hyperparameters. Finally, results displaying the inner workings of the
transformer-based models are shown.

4.1 Point object tracking
For the point object tracking, three different tasks were considered. In the first
task, the number of ground truth objects was limited to one, i.e., it is a single object
tracking task. In the second task, multiple objects are in the scene. The third task
is also considering multi-object tracking but with increased task complexity.

4.1.1 Point single-object tracking
For the point object tracking with a single object, all three transformer-based models
were trained and evaluated. For all three models, the predictions in the decoder
were trained using the point object L1-loss described in Section 3.2.2. This loss was
also used to train the predictions from the encoder for the MOTT model. For the
DETR and MOTT models, the sequence of embedded measurements produced by
the encoder is further used during training by serving as input to the contrastive
loss described in Section 3.3.2, which is added to the total loss.

One training example is used to visualize the task complexity and is shown in Fig-
ure 4.1. The complete configuration of the data generation hyperparameters for this
task can be found in Appendix A.2.1. As we can see in the figure, the object follows
a relatively linear motion over this timeframe, and the measurements are slightly
noisy observations of the true object position. One should note that the object is
not necessarily measured each time step but that a measurement is only collected
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with a probability of 0.9. Furthermore, the scene is rather cluttered, with an aver-
age of 20 clutter measurements per time step. The main challenge for the models
in this task is to discriminate between measurements from the object and clutter
measurements and subsequently estimate the object’s position based on estimated
data associations.
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Figure 4.1: Example from the point object tracking task with a single target.
The measurements are visualized as circles or crosses, depending on whether or not
they are clutter measurements. The measurement’s opacity reflects at which time
they are collected, where darker equals most recent measurements. The object’s
trajectory is shown as a solid blue line, and the position at the final step is shown
with a diamond. The MOTT predictions, along with their existence probabilities,
are shown in green, while the PMBM estimates are shown in red.

The predictions, along with their existence probabilities, obtained from the MOTT
architecture are also shown in Figure 4.1 together with the PMBM estimates. As
seen in the figure, the MOTT model produces a fixed number of predictions and
which ones are valid can be determined using the existence probabilities. The
GOSPA score for this particular case was 0.1263 for the MOTT model and 0.1600
for the PMBM baseline, which can be compared to the average performance in Table
4.1.

For the performance evaluation, 1000 new unseen examples were generated using
the same data generation hyperparameters. All models were then evaluated by
computing their GOSPA scores for their predictions at the last time step. Their
average scores for these 1000 examples and the average values of the decomposition
are shown in Table 4.1.

As is evident from the GOSPA scores in Table 4.1, the PMBM filter achieves the
lowest average scores across the evaluation data set. With a slightly higher GOSPA
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Table 4.1: GOSPA score and decomposition for the DETR, MOTT and STRAT
models, as well as the model-based methods PMBM and δ-GLMB for the point
object tracking with single target. Lower scores equal higher performance.

Method GOSPA Localization Misdetection False detection

DETR 0.6834 0.6834 0.0 0.0
MOTT 0.1413 0.1363 0.0 0.005
STRAT 0.4462 0.4462 0.0 0.0
PMBM 0.1286 0.0936 0.035 0.0
δ-GLMB 0.1944 0.0884 0.09 0.016

score, the MOTT model is the best transformer-based architecture for this task
and second-best in total. Inspecting the decomposition, it is evident that the
transformer-based models all have a low count of misdetections and false detec-
tions compared to the PMBM and δ-GLMB filter. The main thing separating them
in performance is their ability to localize the target correctly. In contrast, the
model-based approaches achieve the lowest localization errors among the evaluated
methods.

4.1.2 Point multi-object tracking - base case
For the first PMOT task, similar hyperparameters as for the single object equivalent
were used, and a complete list can be found in Appendix A.2.2. While the parame-
ters governing the motion of the individual targets and the measurement model are
kept the same, the number of average starting objects and the chance for objects to
appear and disappear have been adjusted. Specifically, the scene starts with four
objects on average, and each time step n ∼ Pois(0.4) new objects appear. Further,
each object has a probability of 0.05 to disappear between time steps. An example of
one scene generated using these hyperparameters is shown in Figure 4.2 along with
the predictions and existence probabilities obtained from the MOTT model and the
estimates from the PMBM baseline. The GOSPA score for this scene is 1.2866 for
the MOTT model and 1.2824 for the PMBM filter, which is close to the average
performance shown in Table 4.2. While not many parameters changed compared
to the single target version, this task is much harder since the models now have to
estimate the number of objects alive and solve a larger data association problem.

For this task the DETR and MOTT model were trained and evaluated. As men-
tioned in Section 3.4.3, the STRAT architecture is not designed to handle multiple
objects and is thus omitted here. Both transformer models were trained in the same
fashion as in the single target task, namely using the L1-loss and the contrastive
loss.

Again, 1000 new samples were generated to evaluate the model performance. The
average GOSPA scores and decomposition can be seen in Table 4.2. For this task,
the lowest average GOSPA score is achieved by the MOTT model, followed by the
PMBM filter. While the MOTT model has a worse localization score, it outperforms
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Figure 4.2: Point object tracking task with multiple targets. The measurements
are visualized as circles or crosses depending on whether or not they are clutter
detections. The measurement opacity reflects at which time they are collected where
darker equals the most recent measurements. The trajectory of each object is shown
as a solid line, and the state at the final time step is shown as a diamond. Here, blue
lines correspond to objects alive at the final time step, while black ones represent
objects that died in advance. The prediction and existence probabilities obtained
from the MOTT model are shown in green, while the PMBM estimates are shown
in red.

the PMBM filter in terms of misdetections and false detections. Even the DETR
model, which has the worst overall GOSPA score, performs well in terms of misde-
tections and false detections when compared to the model-based methods. Finally,
it is worth observing that the GOSPA scores for all models are higher than for the
single target tracking task in Table 4.1, confirming the increase in task complexity.

Table 4.2: GOSPA score and decomposition for DETR and MOTT, as well as
the model-based methods PMBM and δ-GLMB for the point object tracking with
multiple targets, base case. Lower scores equal higher performance.

Method GOSPA Localization Misdetection False detection

DETR 3.475 2.820 0.530 0.125
MOTT 1.118 0.569 0.459 0.09
PMBM 1.2724 0.4474 0.6830 0.1420
δ-GLMB 1.9167 0.0989 1.2190 0.3030
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4.1.3 Point multi-object tracking - high complexity
In comparison to the first PMOT task, the second task, defined by the hyperparam-
eters in Appendix A.2.3, is considerably more complex. Here, the average number
of objects present in the scene and the number of clutter detections per time step
are increased. Furthermore, the process and measurement noise is increased while
the probability that an object gives rise to a measurement is decreased. A training
example with these hyperparameters is shown in Figure 4.3. The figure also shows
the predictions and existence probabilities obtained from the MOTT model, and
the PMBM estimates. The GOSPA score for this particular scene is 3.8890 for the
MOTT model and 4.4991 for the PMBM baseline.
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Figure 4.3: Point object tracking task with multiple targets. The measurements
are visualized as circles or crosses depending on whether or not they are clutter
detections. The measurement opacity reflects at which time they are collected where
darker equals the most recent measurements. The trajectory of each object is shown
as a solid line, and the state at the final time step is shown as a diamond. Here, blue
lines correspond to objects alive at the final time step, while black ones represent
objects that died in advance. The prediction and existence probabilities obtained
from the MOTT model are shown in green, while the PMBM estimates are shown
in red.

Just as for the base case, the DETR and MOTT architectures were trained while the
STRAT model was omitted due to its inapplicability to scenes with multiple objects.
Both models were trained using the L1-loss and the contrastive loss. The average
performance of the trained models as well as the PMBM and δ-GLMB baselines is
shown in Table 4.3.

As we can see from the table, the MOTT model outperforms all other methods with
a significant margin. Similar to the results on previous tasks, it achieves a low score
by having a low misdetection and false detection score. In terms of localization, it is
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Table 4.3: GOSPA score and decomposition for DETR and MOTT, as well as
the model-based methods PMBM and δ-GLMB for the point object tracking with
multiple targets, high complexity. Lower scores equal higher performance.

Method GOSPA Localization Misdetection False detection

DETR 4.716 1.960 2.384 0.372
MOTT 3.619 1.231 2.075 0.313
PMBM 4.2239 0.7279 3.3510 0.1450
δ-GLMB 4.6396 0.2891 3.6860 0.3140

worse than the PMBM and δ-GLMB filters; however, these suffer from high scores
in misdetections.

4.2 Extended object tracking

The evaluation of the extended object tracking functionality is split into two tasks
with different complexity. Both tasks are concerned with only a single object, i.e.,
performing Extended Single-Object Tracking (ESOT). However, they differ in sev-
eral hyperparameters as explained separately for each task below. The models, and
the PMBM baseline, were compared using the GOSPA metric for extended objects
as explained in Section 2.1.3. The δ-GLMB filter was not evaluated for these tasks
since it was repeatedly outperformed by the PMBM filter for all point object track-
ing tasks, and a similar pattern was expected for the extended object tracking. The
GOSPA score was calculated using the state estimates at the final time step, as the
MOTT architecture cannot produce trajectory estimations.

Exactly as in the sections above, the MOTT model for extended objects was trained
using the contrastive auxiliary loss Lc described in Section 3.3.2. However, in con-
trast to previous sections, it employs the Gaussian-Wasserstein loss LGW , described
in Section 3.2.3 as its primary loss. The model is trained separately for each task.

Two separate STRAT architectures were trained and evaluated for each task. Both
of them employ a binary cross-entropy loss function Lbce to train the clutter clas-
sification layer and both also utilize the adjustment loss La, described in Section
3.3.1, as an auxiliary loss function. The only thing that separates the two models is
the fact that one was trained using the Gaussian-Wasserstein loss LGW , described
in Section 3.2.3, as its primary loss function. In contrast, the other model used the
extended object L1-loss Lextended described in Section 3.19. As described in Section
3.2.3, while the Gaussian-Wasserstein distance is used to compute the GOSPA scores
for extended objects, it involves operations that could lead to numerical instabilities
in a deep learning setting. Thus its performance is compared to the more naïve
approach of using the extended object L1-loss.
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4.2.1 Extended single-object tracking - base case
The base case is defined by the hyperparameter configuration found in Appendix
A.3.1. In this task, the object is always measured, the measurement and process
noise are low, and almost no clutter detections are present. One scenario using this
hyperparameter configuration is shown in Figure 4.4. As evident from the figure,
the pattern of motion is fairly linear, and the measurements originating from the
object are collected in close proximity to the actual position of the object. The
distinction between clutter and true measurements is relatively easy, meaning that
the main challenge is to estimate the state using the measurements. In addition, the
figure shows the ground truth as a blue ellipse and the estimates obtained using the
STRAT architecture and the PMBM baseline as green and red ellipses, respectively.
The GOSPA score for this particular scenario was 0.0082 for the STRAT model and
0.0069 for the PMBM baseline, which can be compared with the average performance
shown in Table 4.4.
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Figure 4.4: Extended object tracking task with a single target. The measurements
are visualized as circles or crosses depending on whether or not they are clutter
detections. The measurement opacity reflects at which time they are collected where
darker equals the most recent measurements. The trajectory of the object is shown
as a solid line. The object’s extent is constant over the entire sequence and visualized
as a blue ellipse at the final time step. Furthermore, the estimates obtained using
the top-performing STRAT model and the PMBM filter are shown as green and red
ellipses, respectively.

For each of the models and the PMBM baseline, a performance metric was obtained
by computing the average GOSPA score over 1000 previously unseen examples. The
GOSPA score was computed using the predictions/estimates at the final time step,
and the examples were generated using the same hyperparameter configuration as
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during training. The average performance for each model and baseline is shown in
Table 4.4.

Table 4.4: Average GOSPA score and decomposition for the MOTT model, the
two STRAT models as well as the PMBM filter for the extended object tracking
with single target on the base case. Lower scores equal higher performance.

Method GOSPA Localization Misdetection False detection

MOTT 0.0385 0.0365 0.0010 0.0010
STRAT (L1) 0.04629 0.04629 0.0 0.0
STRAT (GW) 0.0098 0.0098 0.0 0.0
PMBM 0.0069 0.0069 0.0 0.0

As seen in the table, on this simple task, where the data associations are apparent,
the PMBM baseline outperforms all of our transformer-based models. Moreover,
the model trained with the Gaussian-Wasserstein primary loss achieves much better
performance than the model trained using the extended L1-loss. Lastly, the MOTT
architecture performs better than the STRAT architecture trained with the extended
L1-loss but worse than the one trained with the Gaussian-Wasserstein.

4.2.2 Extended single-object tracking - high complexity
The high complexity task is defined by the hyperparameter configuration found in
Appendix A.3.2. In this task, the object is not guaranteed to be measured, the
measurement and process noise are significantly higher than in the base case, and
we simulate a large number of clutter detections at each time step. One example
generated using the hyperparameter configuration is shown in Figure 4.5. As in
the previous task, the figure also shows the ground truth as a blue ellipse and the
estimates obtained using the STRAT architecture and the PMBM baseline as green
and red ellipses, respectively. The GOSPA score for this particular scenario was
0.02402 for the STRAT model and 0.03570 for the PMBM baseline, which can be
compared with the average performance shown in Table 4.5.

The performance of each transformer-based model and the PMBM filter was com-
puted in the same fashion as for the base case in Section 4.2.1. The average perfor-
mance over the 1000 examples is shown in Table 4.5.

From the table, it can be seen that as the task complexity increased, the perfor-
mance of both the PMBM baseline and all models and decreased. As in the less
complex case, the STRAT architecture trained with the Gaussian-Wasserstein loss
achieves better performance than the same architecture trained with the extended
L1-loss. The STRAT architecture achieves the best performance among all the
transformer-based architectures and, in contrast to the less complex base case, it
also outperforms the PMBM filter. However, by inspecting the GOSPA decompo-
sition, it is evident that the main difference in performance between the STRAT
architecture and PMBM filter stems from misdetection. The STRAT architecture
always assumes that there is one object present, while the PMBM filter does not,
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Figure 4.5: Extended object tracking task with a single target. The measurements
are visualized as circles or crosses depending on whether or not they are clutter
detections. The measurement opacity reflects at which time they are collected where
darker equals the most recent measurements. The trajectory of each object is shown
as a solid line. The objects’ extent is constant over the entire sequence and visualized
as a blue ellipse at the final time step. Furthermore, the estimates obtained using
the top-performing STRAT model and the PMBM filter are shown as green and red
ellipses, respectively.

making the comparison slightly biased in favor of the STRAT model. The localiza-
tion error is marginally lower for the STRAT architecture, but this slight difference
can not be considered statistically significant. Nevertheless, the STRAT architecture
achieves performance on par with the PMBM filter, which is currently considered to
be state-of-the-art in the field. Just as in the base case, the MOTT architecture’s
performance is located between the two STRAT architectures.

4.3 Transformer insights

Several interesting insights have been gained during the development and evalua-
tion of the transformer-based architectures shown below. Firstly, we present results
showing how the MOTT architecture reasons about data associations via its atten-
tion maps. Secondly, we show how the GOSPA score varies over the entire trajectory
when using the STRAT architecture. Lastly, we present findings indicating the use-
fulness of the contrastive loss described in Section 3.3.2.
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Table 4.5: Average GOSPA score and decomposition for the MOTT model, the two
STRAT models as well as the PMBM filter for the extended object tracking with
single target on the high complexity task. Lower scores equal higher performance.

Method GOSPA Localization Misdetection False detection

MOTT 0.0532 0.0532 0.0 0.0
STRAT (L1) 0.0602 0.0602 0.0 0.0
STRAT (GW) 0.0237 0.0237 0.0 0.0
PMBM 0.0356 0.0245 0.0110 0.0

4.3.1 Attention maps

All transformers-based architectures rely on the concept of attention explained in
Section 2.4.1, which enable them to reason about contextual dependencies among a
sequence of inputs. Simplified, for each item in the input sequence, it computes an
attention weight for all other items in the sequence, meaning that for any item j,
there exists a sequence of attention weights {aji}li=1, referred to as the attention map,
for that particular item. Again, very simplified, the attention map describes how
much attention that particular item gives to every other item in the input sequence,
which is how it can reason about contextual dependencies.

In Figure 4.6, a scene from the PMOT base case, explained in Section 4.1.2, is shown
along with the attention maps for three of the object queries individually. The at-
tention maps are obtained by feeding the measurement sequence through a trained
MOTT architecture. The attention maps are visualized such that each correspond-
ing measurement in the attention map is plotted, and the opacity corresponds to
its attention weight. Note that the attention weights are averaged over all decoder
layers in the visualization.

From the figure, we can see that the object queries used for the final prediction
of a specific object state have a highly focused attention map. Specifically, they
mostly attend to embeddings related to measurement originating from a given ob-
ject. Most measurement embeddings are deemed irrelevant and receive little to no
attention from the object queries. Further, the attention is mostly on measurement
embeddings from recent time steps, although measurements from many time steps
are available.

In Figure 4.7 the attention maps after the first decoder layer is shown for two different
objects and models. The scenario and color scheme used are the same as shown in
Figure 4.6. The upper and bottom row shows the attention maps of the two objects
when computed by a trained MOTT and DETR architecture, respectively. From
the figure, it is clear that the DETR architecture pays attention more evenly across
all measurements, while the MOTT model has highly focused attention maps only
paying to a small number of measurements.
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Figure 4.6: One training example (top-left) generated using the PMOT base case,
defined in Section 4.1.2. The remaining three graphs show the attention maps of
three object queries whose predictions were matched to the ground truth. The
attention maps were computed by a trained MOTT architecture where the opacity
of each measurement corresponds to the attention weight of that measurement.

4.3.2 Trajectory estimation

When using the STRAT architectures, we obtain a trajectory estimate, meaning
that a state estimate for each time step in the sliding window is available. Using
these estimates, the average performance, in terms of GOSPA, can be computed for
the entire trajectory. In Figure 4.8, the GOSPA score has been computed for the
entire trajectory and averaged over 1000 examples using two different tasks. The
average performance was computed for the extended tasks described in Section 4.2.1
and 4.2.2 and are shown in the left and right parts of Figure 4.8 respectively.

By inspecting Figure 4.8, we can see the same behavior for both tasks, namely that
the GOSPA score follows a U-shape over the trajectory. Starting at the beginning,
we see a decrease in the GOSPA score as we move towards the center of the trajec-
tory. However, as we move away from the center towards the end of the trajectory,
we see the score increasing. To summarize, the architecture is better at predicting
the states in the center of the trajectory than the initial and final states. These
results are highly expected since the model can leverage both past and future mea-
surements when performing the prediction in the center. However, when predicting
the initial and final state estimate, the model can only leverage future and past mea-
surements, respectively. By conditioning on both future and past measurements, the
data associations for that particular time step become simpler, leading to more ac-
curate state regression. This is very similar to what is known as fixed-lag smoother
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Figure 4.7: The attention map for two of the object queries in Figure 4.6 after the
first decoder layer. The bottom row shows the attention map when computed using
DETR model and the upper is computed using the MOTT model. The training
example, objects and the color scheme is the same as in Figure 4.6.

in Bayesian filtering, where the objective is to estimate the lagged state x̂k−N |k by
leveraging on all measurement up to and including time k for a fixed number of
lagged time steps N .

4.3.3 Contrastive learning
The main objective of the contrastive learning framework used in this thesis is to
support the training by helping the encoder produce sensible embeddings. It does
so by encouraging the encoder to produce similar embeddings if the corresponding
measurements originate from the same object and dissimilar if they originate from
different objects.

The embeddings produced by the encoder exist in a high-dimensional feature space
and are therefore hard to interpret. However, using the t-distributed stochastic
neighbor embedding (t-SNE) algorithm [50], it is possible to project these high-
dimensional vectors into a 2d representation. In Figure 4.9 the result of using the
t-SNE algorithm on one embedding sequence is shown. Here, each embedding has
been transformed into a 2d representation to ease visualization. The blue scatter
points represent embeddings corresponding to clutter measurement while the others
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Figure 4.8: Average GOSPA score over the entire sliding window for 1000 examples.
Obtained by performing trajectory estimation using the STRAT architecture. The
left graph show the extended object base case while the right show the complex task.

are colored by object id.

As evident from the figure, the encoder has learned to produce embeddings such that
it is possible to distinguish clutter measurements from true measurements reasonably
well. Furthermore, the embeddings seem to hold information that makes it possible
to cluster measurements originating from the same object close to each other, which
is the objective of the contrastive loss explained in Section 3.3.2. Even though the
t-SNE algorithm is stochastic, the results in Figure 4.9 indicate that contrastive loss
helps the encoder learn to produce embeddings containing valuable information.
While only one example is shown here, this behavior has been seen consistently over
different scenes.
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Figure 4.9: t-SNE 2D representation of a high-dimensional embedding sequence
produced by an MOTT encoder. Here, blue scatter points (id = −1) correspond to
clutter measurements while measurements originating from objects are colored by
object id.
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5
Discussion

In this chapter, the results of this thesis are discussed and analyzed. First, we high-
light trends in the results and discuss some specific observations. The discussion
of results is divided into point and extended object tracking, respectively. Subse-
quently, we reason about the thesis methodology, specifically the choice of using
synthetic data. We analyze the implications of our design choices for both these
topics and suggest directions for future research. Finally, we present several lines of
futures work that were considered out of scope for this thesis.

5.1 Discussion of results
Here we discuss general trends present in the results and share observations that
shed light upon the workings of our transformers. First, this is done focusing on
point object tracking, followed by a similar discussion for extended object tracking
and the differences for that task.

5.1.1 Discussion of point object tracking results
For the point object tracking, some common themes can be observed in the re-
sults across tasks. For one, there is a reoccurring order in the performance ranking
amongst the transformer-based approaches. Further, the ranking between trans-
formers and model-based approaches changes as task complexity increases. Lastly,
the GOSPA decomposition seems to differ in similar ways between transformers and
model-based approaches, even for different tasks. This section aims to dive deeper
into these observations and discuss potential causes and implications for future re-
search.

Transformers comparison. Looking at performance, it seems that for the point
object tracking task, the best transformer-based model is MOTT followed by STRAT
and DETR. For the single target task, the only thing setting them apart is their
ability to estimate the target’s position correctly. While STRAT was not evaluated
for multiple targets, also in this setting, MOTT and DETR differ mainly in their
localization scores. Thus we explore what it is, in the architectures design and their
training scheme, resulting in this performance discrepancy.

Comparing the localization scores for the single target tracking in Table 4.1 shows
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the STRAT model to clearly outperform DETR. However, by inspecting their ar-
chitectures, one finds that, on a high level, they are quite similar in design. They
both use the same number of encoder layers to embedded contextual information
into the measurement embeddings, which then are used by a decoder with generic
learned object queries. While the encoder in the DETR model is trained partly by
the contrastive loss, the first encoder in the STRAT model is trained to discriminate
between clutter measurements and measurements from objects. Other similarities
are that the predictions from the decoder are trained using some L1-loss. For DETR
this is only to predict position at the last time step, while STRAT does so for every
time step in the current frame.

One hypothesis to explain their difference in localization scores is based on multitask
learning. While having a similar structure, the STRAT model is trained to perform
more tasks than the DETR model. Instead of only predicting the object states at
the last time step, it is trained to predict them over the entire time horizon. We
hypothesize that this conveys more information to the model about the structure in
the input and how measurements relate to each other. The model is explicitly told
where the object was located throughout the timeframe, which should help learning
compared to only informing the model about the location at the last time step.
Further, the adjustment loss La explained in Section 3.3.1 is used to train STRAT
and implicitly gives information on which measurements originated from objects and
what the true position of the object at that time was.

While STRATmight outperform DETR, it is further outperformed by MOTT. What
is interesting is that MOTT utilizes the same training scheme as the DETR model;
thus, this performance boost cannot stem from the training or loss function. Instead,
to explain this behavior, we claim that the MOTT model has a suitable inductive
bias built in for performing MOT, meaning reasonable assumption about the task
structure have been incorporated into the model. Specifically, we argue that the
scene-based object queries and iterative refinement are the main reasons for the
improved localization.

We believe that the scene-based object queries enable the decoder to attend to rele-
vant measurement embeddings in earlier decoder layers compared to general learned
object queries. While the encoder might embed context such as potential data as-
sociations into the measurements, the decoder still has to aggregate and interpret
said information. Aggregating such information should be more straightforward if
the object queries already carry context information. An example displaying the
more focused attention of scene-based object queries was further shown in Figure
4.7. Ultimately, this should enable the decoder to extract more valuable informa-
tion and make better predictions. The predictions are further improved by utilizing
iterative refinement. This allows the predictions to have a stronger connection to
the current scene since their base value is the location of some measurement. As-
suming MOTT selects recent measurements from object currently alive, predicting
those measurement locations as positional estimates will yield the model a decent
localization score. Hence this can be seen as a suitable inductive bias.

54



5. Discussion

To summarize, techniques for creating high-performing transformers for MOT in-
clude the design of loss functions that convey relevant information and the use of
domain knowledge when selecting model architecture. In this thesis, these two tech-
niques have been used somewhat exclusively in the STRAT and MOTT models,
respectively. For future work, we suggest combining these two into one uniform
model and training scheme, with the potential to achieve even better performance.

Transformers vs. model-based. While the ranking amongst the transformers is
constant across tasks, how they fare compared to model-based approaches is not.
As tasks become increasingly complex, the general trend is that the performance of
the transformers moves closer to that of the model-based methods. To be precise,
the MOTT model is worse than the PMBM filter at single target tracking, on par
for our base case with multiple objects, and substantially outperforms the filter for
the complex PMOT task.

Inspecting the GOSPA decomposition further reveals that the model-based ap-
proaches and transformer models excel at minimizing different parts of the GOSPA
score, with the former achieving lower localization scores and the latter lower mis-
detection and false detection scores. For the objects tracked by the model-based
approaches, the states are estimated robustly and accurately using well-established
filtering techniques. In contrast, the transformers are better at estimating the cor-
rect number of objects in the scene while being less confident in their true positions.

Splitting the MOT task into part data association and part filtering, we argue that
the transformer is better equipped to solve the data association problem than, for
instance, the PMBM filter. This is also motivated by the fact that when no modelling
errors exist, most approximations are introduced in the PMBM filter when reducing
the number of potential hypotheses and data associations. Given a correct data
association, the filtering in the PMBM filter should provide Bayes-optimal state
estimates. Further, we claim that as tasks become increasingly complex, it is mainly
the data association problem that increases in difficulty. Increased noise intensity
and more objects lead to an increased number of potential data associations. Thus,
for complex tasks, limiting the number of hypotheses in the PMBM filter clearly
reduces the quality of the approximations as more hypotheses must be discarded.

While it is hard to say with certainty what allows the transformers to perform data
association, the Figures 4.6 and 4.9 allow some interpretability. From Figure 4.9 it is
evident that the MOTT model learns to embed context into the measurements such
that it is possible to cluster measurements from the same object. Further, Figure 4.6
shows that the attention indicates that the model is aware of which measurements
are related. Since this is done using high-dimensional vectors, it is reasonable to
assume that these data associations are not done in a hard way, i.e., there is no
single hypothesis, but how measurements are related is done more fluidly. One
interesting line of future work would be to harvest these soft data associations and
combine them with the filtering techniques in the PMBM filter. Such an approach
can utilize the better data associations from transformers in complex scenarios and
improve final predictions by using filtering for state estimation. Further, this would
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allow even greater insight into the model’s internals, enabling some verification of
correctness and robustness in the final predictions.

5.1.2 Discussion of extended object tracking results

Some of the observations from the point object tracking results hold true also for
extended object tracking, e.g., the transformer models outperform the model-based
approaches when task complexity is increased. However, other trends are no longer
present, and the internal ranking amongst the transformers is different than for the
point object tracking. The two main differences are that STRAT now outperforms
the MOTT model and also achieves localization scores on par or better than the
PMBM filter.

Explaining the fact that the STRAT model is worse than the MOTT model in the
point object tracking case but better in the extended object tracking case is not
easy. However, we hypothesize that the inductive bias introduced in the MOTT
model is not as advantageous in the extended tracking case as in the point object
tracking task. The measurements are sampled almost uniformly over the extent of
the object, meaning that a considerable correction could potentially be needed to
move that measurement to the center of the object. We believe that this could harm
the model’s performance and be viewed as a faulty inductive bias, which could be
the reason for the reversed performance ordering.

We generate measurements in the extended object tracking task by sampling multi-
ple measurements centered around the objects true position. An accurate position
estimate can thus be obtained by simply averaging the measurements, provided the
number of measurements is large enough. As discussed previously, the transformer
architecture has been shown to excel in the task of data association. Therefore,
if it can find relevant measurements and average the positional information stored
within the corresponding embeddings, it can obtain good estimates. In both of the
extended tasks, we generate on average 20 measurements per object per time step.
We believe that this number is large enough to obtain a good estimate from averag-
ing all relevant measurements and could be the reason for the improved localization
score.

While both the STRAT and PMBM models provide trajectory estimates, they were
compared based their estimations at the final time step. This was done because
the MOTT architecture is not able to provide trajectories, and therefore, to enable
comparisons between the models, this limitation was necessary. However, as a future
line of work, it could prove interesting to compare the trajectory estimates provided
by the STRAT model and the baseline based on the GOSPA metric generalized for
trajectories developed in [51]. In this case, it would also be interesting to change the
PMBM baseline to a improved variant of the PMBM filter specifically developed for
trajectories [52, 53, 54], and see if the baseline performance can still be surpassed.
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5.2 Discussion of methods
In order to enable a fair comparison between the model-based approaches and
transformer-based models, it was decided to use only synthetic data for training
and evaluation. As mentioned earlier, this erases modelling errors and provides
cheap training data. However, it also raises the question of the applicability of the
designed transformer models in real-world scenarios. This section discusses the im-
plications of using only synthetic data for training transformers for MOT and what
changes are needed to apply a transformer to real-world data.

First and foremost, to apply transformers to real-world data for kinematic MOT a
suitable dataset is needed. Even if the dataset is not large enough for training, it
should still provide a framework for evaluation and benchmarking. While datasets
are common in the community for MOT in videos [7, 8, 9], no equivalent exists
in the kinematic tracking community. Some multimodal datasets containing radar
detections do exist [15] but have not received much attention from the filtering
community. This makes it hard to compare methods for kinematic training as each
new approach is free to choose the setting for evaluation. We believe that it is
crucial for the research community to create such a dataset and agree on a set of
performance metrics.

Assuming a suitable dataset for the evaluation would exist for kinematic MOT, this
would pose several challenges for our existing transformer models. While our data
generation module aims at generating somewhat realistic data, it is still based on
models that only approximate reality. Thus, one potential challenge lies in whether
the transformer can generalize to other data distributions, i.e., can the transformer
be trained on synthetic data and perform well on real-world data. An obvious solu-
tion is to train the transformer directly on real-world data. However, as mentioned
previously, the transformer architecture generally needs a large amount of data. One
way to mitigate that would be to create some method to train using real and syn-
thetic data jointly. Similar approaches exist in the literature [55] and have achieved
new state-of-the-art results.

Furthermore, real-world data, assuming lidar or radar sensors, contains multiple
measurements per object, thus being a EMOT task. This thesis only presents trans-
former models to solve PMOT and ESOT, thus requiring model adjustments to be
able to solve EMOT. With the strong localization scores of STRAT for extended
objects and the low GOSPA scores of MOTT in the multi-object tracking, we believe
that combining them into a single model has the potential to reach state-of-the-art
in EMOT. However, this was not possible within this thesis and is left for future
research.

5.3 Future work
This section presents multiple lines of future research that were out of scope for this
thesis. The suggestions have the potential to further improve transformer perfor-
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mance in MOT and give additional insights into the inner workings of the trans-
former architecture.

5.3.1 Differentiable matching and GOSPA loss function

One issue with the used training methodology is that the matching procedure is non-
differentiable, i.e., gradients to optimize the network cannot be computed through
the matching. Thus the transformers are not given any direct information about
how the matching is done based on their outputs. Further, all methods are trained
with specific loss functions while being evaluated using a different metric, namely
the GOSPA metric. This is because the GOSPA metric is not suited to be used as
a loss function, also being non-differentiable.

In the video MOT community, similar issues exist, where the standard performance
metrics are non-differentiable, and the training schemes rely on some matching pro-
cedure. In [46], they present differentiable proxies for both matching and metrics,
allowing them to optimize their models directly for the relevant metrics. Specifically,
a neural network is used to approximate the Hungarian algorithm, and its output
can be used to formulate differentiable proxies of the performance metrics. Their
approach improved the performance of multiple existing multi-object trackers. A
similar approach was explored in this thesis, using a transformer encoder to ap-
proximate the Hungarian algorithm and creating a differentiable proxy for GOSPA.
While the method suffered from instability during training and did not increase
performance, further research could find ways to mitigate these issues.

5.3.2 Downsampling transformer

In both the STRAT and MOTT model, domain knowledge has been used to motivate
architecture design choices. In STRAT, the sequence of measurement embeddings
is first reduced based on the predictions of each measurement being clutter or not.
Subsequently, that sequence is reduced by letting a set of object queries aggregate
relevant information, where the number of object queries is based on the length of
the time window. In MOTT, only a subset of the embedded measurements is used
as object queries in the decoder, knowing that only some are relevant for final state
predictions. These operations both reduce the models’ computational complexity
and aim to support the model to perform the task at hand.

Methods, where the sequence length is reduced gradually throughout the trans-
former, are an active field of research, see for example [56, 57, 58, 59]. Many ap-
proaches are inspired by the pooling operations used in convolutional neural net-
works. However, we believe more research is needed to find sound and well-motivated
ways of reducing sequence lengths that are not domain-specific. This has the po-
tential to improve the applicability of the transformer not only in MOT but many
other fields.
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5.3.3 Complete state prediction with uncertainty
One advantage of the model-based approaches is that they provide a complete state
estimate and an indication of the uncertainty in the estimates. This could poten-
tially be very useful in many downstream tasks, e.g., decision making. Currently,
all transformer-based models described in this thesis only provide partial state pre-
dictions, e.g., no velocity estimates, and not any uncertainty estimates. We believe
that extending the models to provide the complete state prediction and uncertainty
estimates is an exciting line of research that should be evaluated further. Explor-
ing this would, in theory, allow for the transformer-based models to fully replace
model-based tracking algorithms even in a setting where the full state and uncer-
tainty estimates are essential for other parts of the software stack. The uncertainty
extension could potentially be done by simply letting another FFN provide these un-
certainty estimates or by resorting to more advanced procedures, e.g., Monte-Carlo
Dropout [60].

5.3.4 Trajectory transformer
While we argue that the single most interesting data provided by a tracking algo-
rithm is the states of all object at the current time, some applications may require
an algorithm to maintain identities of targets across time to form trajectories. Cur-
rently, all our models take a sequence of measurements and produce their estimates
for that frame. This could be done iteratively; however, doing so does not provide
any correlation between the estimates provided in the two separate frames. A naive
approach to create this correlation, thus forming trajectories, would be to greedily
assign estimates in one frame to estimates in the next frame via a pair-wise met-
ric, e.g., distance. However, one can imagine that there exist ways of forming this
correlation in a more sophisticated way. Several works [22, 61, 62, 63, 64] have
successfully explored how to build this sort of correlation into the architecture of
the model. Much inspiration could be taken from these approaches to extend our
architectures further.

However, the iterative use of our model raises another concern. As we are already
utilizing a sliding window approach, most of the measurements will be the same
between two separate frames. To clarify, the first frame will have measurement
collected from time t = k − n to t = k. while the second will have measurements
from t = k−n+1 to t = k+1. Intuitively, this seems wasteful as many computational
resources are used to compute something very similar to what was computed in the
previous frame. Trying to remedy this seemingly wasteful use of computational
resources is another possible avenue of future work, potentially leading to a highly
efficient tracking algorithm. Potentially, inspiration for such a model can be drawn
from approaches such as [65].
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6
Conclusion

Multi-object tracking is a key technology in enabling safe, autonomous vehicles of
the future. The field is traditionally dominated by model-based Bayesian filtering
approaches, which achieve the current state-of-the-art. However, these methods
resort to approximations to remain computationally tractable in complex settings,
leaving room for increased performance. In this thesis, we have explored the appli-
cability of the transformer architecture to solve the multi-object tracking problem.
In particular, we modified existing and designed novel, transformer-based models
to estimate the set of object states, given a sequence of noisy measurements. Their
performance was compared in terms of the GOSPA metric to current state-of-the-art
approaches, namely the PMBM and δ-GLMB filters. This was done using synthetic
data to remove any modelling errors and unlock unlimited amounts of easily gener-
ated training data.

Using the transformer models, we outperform the state-of-the-art filtering tech-
niques on complex tasks while performing on par for simpler scenarios. Further, we
show that the margin in performance gains increases with task complexity. This
is attributed to lower counts of misdetections and false detections compared to the
model-based approaches. Furthermore, the interpretability of the transformer archi-
tecture is utilized to highlight internal processes and behaviour. Finally, this thesis
displays the potential of data-driven approaches in a regime dominated by modelling
and filtering and shows that the flexible transformer architecture is applicable in yet
another field.
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A
Data generation

A.1 Data generation hyperparameters

Table A.1: Summary of all the data generation hyperparameters used to control
the complexity of the scenarios created.

Hyperparameter Explanation

Data type What kind of data generated. Potential values are either
point object data or extended object data.

τ The length of the sliding window. How many time steps
are to be simulated.

∆t The size of the time steps
nmax_objects The maximum number of objects that can be present in

the scene.
n̄birth The average number of objects initialized at the start of

each example.
FOVub The upper bound of the Field of View (FOV).
FOVlb The lower bound of the Field of View (FOV).
µv0 The mean velocity sampled for objects during initialization.
σv0 The standard deviation of the sampled velocity for objects

during initialization.
σ2
q The process noise intensity. Controls how much noise is

added to the constant velocity motion model.
premove Probability of removing an object at any given time step.
nadd The average number of new objects created at each time

step.
pmeasure Probability that an object gives rise to measurement(s) at

any time step.
σ2
y The measurement noise intensity. Controls how much noise

is added to the true state vector during measurement gen-
eration.

nclutter Average number of clutter measurement appended to the
true measurements at each time step.
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A. Data generation

Table A.2: Summary of the additional data generation hyperparameters used when
generating data for extended objects.

Hyperparameter Explanation

Ψ 2× 2 scale matrix in the inverse Wishart distribution con-
trolling the uncertainty in the object extent.

ν Degrees of freedom in the inverse Wishart distribution.
Controlling the uncertainty in the object extent.

α Shape parameter in the gamma distribution. Controlling
the number of measurement each object gives rise to at
each timestep. Average number of measurements is α/β.

β Scale parameter in the gamma distribution. Controlling
the number of measurement each object gives rise to at
each timestep. Average number of measurements is α/β.

σ2
h Multiplicative noise. Governs how measurements are gen-

erated based on the object extent.
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A.2 Point object tracking tasks

A.2.1 Single object

Table A.3: Hyperparameter configuration for point single object tracking task.

Hyperparameter Value

Data type Point
τ 20
∆t 0.1 s
nmax_objects 1
n̄birth 1
FOVub 10
FOVlb -10
µv0 [0,0]
σv0 3I2
σ2
q 0.5
premove 0.0
nadd 0.0
pmeasure 0.9
σ2
y 0.1
nclutter 20
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A.2.2 Multi-object - base case

Table A.4: Hyperparameter configuration for point multi-object tracking task,
base case.

Hyperparameter Value

Data type Point
τ 20
∆t 0.1 s
nmax_objects 16
n̄birth 4
FOVub 10
FOVlb -10
µv0 [0,0]
σv0 3I2
σ2
q 0.5
premove 0.05
nadd 0.4
pmeasure 0.9
σ2
y 0.1
nclutter 20
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A.2.3 Multi-object - high complexity

Table A.5: Hyperparameter configuration for point multi-object tracking task,
complex task.

Hyperparameter Value

Data type Point
τ 20
∆t 0.1 s
nmax_objects 16
n̄birth 6
FOVub 10
FOVlb -10
µv0 [0,0]
σv0 3I2
σ2
q 0.9
premove 0.05
nadd 0.4
pmeasure 0.8
σ2
y 0.3
nclutter 30
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A. Data generation

A.3 Extended object tracking tasks

A.3.1 Base case

Table A.6: Hyperparameter configuration for the base case in extended single
object tracking.

Hyperparameter Value

Data type Extended
τ 10
∆t 0.1 s
nmax_objects 1
n̄birth 1
FOVub 10
FOVlb -10
µv0 [0,0]
σv0 10I2
σ2
q 0.1
premove 0.0
nadd 0.0
pmeasure 1.0
σ2
y 0.01
nclutter 5
Ψ 50I2
ν 106
α 1000
β 50
σ2
h 0.15
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A. Data generation

A.3.2 High complexity

Table A.7: Hyperparameter configuration for the high complexity task in extended
single object tracking.

Hyperparameter Value

Data type Extended
τ 10
∆t 0.1 s
nmax_objects 1
n̄birth 1
FOVub 10
FOVlb -10
µv0 [0,0]
σv0 8I2
σ2
q 0.6
premove 0.0
nadd 0.0
pmeasure 0.9
σ2
y 0.15
nclutter 40
Ψ 50I2
ν 106
α 1000
β 50
σ2
h 0.25
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B
Model configurations

B.1 DETR model configuration

Table B.1: Hyperparameter configuration for DETR model.

Hyperparameter Value

Number of object queries 16
dmodel 256
nheads encoder 8
nlayers encoder 6
dfeed-forward encoder 2048
pdropout encoder 0.1
nheads decoder 8
nlayers decoder 6
dfeed-forward decoder 2048
pdropout decoder 0.1
dfeed-foward state prediction 128
Nhidden layers state prediction 3
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B. Model configurations

B.2 MOTT model configuration

Table B.2: Hyperparameter configuration for MOTT model.

Hyperparameter Value

Number of object queries 16
dmodel 256
nheads encoder 8
nlayers encoder 6
dfeed-forward encoder 2048
pdropout encoder 0.1
nheads decoder 8
nlayers decoder 6
dfeed-forward decoder 2048
pdropout decoder 0.1
dfeed-foward state prediction 128
Nhidden layers state prediction 1

X



B. Model configurations

B.3 STRAT model configuration

Table B.3: Hyperparameter configuration for STRAT model.

Hyperparameter Value

Number of object queries 1
dmodel 256
nheads encoder 1 8
nlayers encoder 1 3
dfeed-forward encoder 1 2048
pdropout encoder 1 0.1
nheads encoder 2 8
nlayers encoder 2 3
dfeed-forward encoder 2 2048
pdropout encoder 2 0.1
nheads decoder 8
nlayers decoder 6
dfeed-forward decoder 2048
pdropout decoder 0.1
dfeed-foward state prediction 128
Nhidden layers state prediction 1
pthreshold clutter removal 0.9
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