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Edge technologies in the automotive industry

An experimental latency evaluation of AWS Greengrass usage
Erik Gunnarsson & Alfred Kjeller

Department of Computer Science and Engineering

Chalmers University of Technology and University of Gothenburg

Abstract

The digital transformation of the automotive industry is one of the most significant
changes to the industry in its 140-year history. This transformation bring new
functionalities to vehicles and changes how a vehicle is being used. In conjunction
with the automotive industry’s digital transformation there has been a trend to
move all computational power to the cloud. The cloud offers an efficient way to
deal with data, but the network has started to become a bottleneck. The purpose
of the study is to evaluate how the usage of edge technology can reduce latency and
bandwidth usage in the automotive industry.

The study is based on a controlled experiment where a prototype system was devel-
oped to evaluate different implementations of edge technologies. The system consists
of an accelerometer connected to a car, and a machine learning algorithm that uses
the data from the accelerometer to try to predict the type of road surface the car is
driving on. Three concrete experimental setups was evaluated: One system where
all processing is done in the cloud. One system where the pre-processing is done
in an edge computational layer inside the vehicle instead of the cloud. And finally,
one system where all processing is performed in an onboard edge computational
layer. When testing the different implementations different bandwidth limitations
were enforced as well.

The study showed that moving all computational power to an edge node directly in
the car reduces latency compared to other implementations, no matter the band-
width limitation. The study also showed that with high bandwidth available, a
system only running in the cloud could be faster than a system that uses both edge
and cloud computing. However, when having a limit on the available bandwidth,
a system that uses both edge and cloud computing is faster than a system only
running in the cloud.

Keywords: Edge computing, Cloud, Latency, Bandwidth, Automotive, Greengrass,
AWS
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1

Introduction

The digital transformation of the automotive industry is one of the most significant
changes to the industry in its 140-year history e.g., digital technologies stand for
more than 50% of a modern vehicle’s value [4]. The transformation brings new
functionalities to vehicles and changes how a vehicle is being used. In conjunction
with the automotive industry’s digital transformation there has been a trend to move
all computational power to the cloud. The cloud offers an efficient way to deal with
data, but the network has started to become a bottleneck. This bottleneck is due
to bandwidth limitations and the need for lower network latency. Thus, becoming
an increasingly larger problem as modern vehicles generate a lot of data that gets
processed in the cloud [5].

The data gathered by modern vehicles usually needs some form of processing, ex-
amples include creating range estimations based on battery discharge rates in an
electric vehicle or using machine learning to analyze data from various kinds of sen-
sors, such as video feeds. By doing the processing in the cloud, two problems occur.
Firstly, processing the data in another location could suffer from latency and band-
width limitations. Secondly, each network package sent between the cloud and the
vehicle comes with a monetary cost.

Edge computing could be used to offload processing vehicles do in the cloud or move
the processing directly to the vehicle. For latency-sensitive processing such as using
machine learning to analyze various kinds of data, e.g., video feeds or sensor outputs.
A deployment closer to the data source has the potential to improve performance
by decreasing the time it takes for the vehicle to analyze the given data. Edge
computing also has the potential to improve performance for systems running in
vehicles with bad cellular receptions since the amount of data that needs to be
transferred could be reduced with edge computing.

In this thesis, an experiment is conducted for the following edge computing use case.
A system which consists of an accelerometer connected to a car, and a machine
learning algorithm (in this case, a Random Forest classifier) that uses the data from
the accelerometer to try to predict the type of road surface the car is driving on. As
stated before, this is a type of system that could benefit from edge computing. The
architecture of our system is as follows: Firstly, the accelerometer that is mounted in
a car collects acceleration data. Secondly, a pre-processor that takes the data from
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the accelerometer and calculates statistical metrics. And lastly, a machine learning
classifier that uses the calculated statistical metrics to classify which type of road
surface the car is driving on. Three concrete experimental setups are evaluated:
One system where all processing is done in the cloud, like the current state of the
art. One system where the pre-processing is done in an edge computational layer
inside the vehicle instead of the cloud. And finally, one system where all processing
is performed in an onboard edge computational layer.

This thesis is conducted in collaboration with WirelessCar as an industrial partner.
WirelessCar, a subsidiary of Volkswagen AG and Volvo AB, are creating digital
services for the automotive industry. The purpose of this study has been developed
together with WirelessCar and the result of the study aims to give WirelessCar
further insights regarding cloud and edge computing in the automotive industry.
The study also aims to contribute to global research in this field.

1.1 Purpose

The purpose of the study is to evaluate how the usage of edge technology can reduce
latency and bandwidth used for the automotive industry. As machine learning
becomes more prevalent in the automotive industry our evaluation will be based on
a comparison between a baseline and two implemented systems. All systems send
data to a machine learning classifier trying to predict which kind of road the car is
currently driving on. Figure 1.1 depicts a high-level overview of the three systems,
the first one being completely connected to the cloud and not processing data on
the vehicle at all. Our second system pre-processes the given data on a local edge
computing layer to send less data to the cloud, this is to mitigate the bandwidth
bottleneck in the industry today. Our final system uses an edge computing middle
layer to both pre-process the data as well as classifying it using a machine learning
model. These three systems are described in more detail in the methodology chapter
of this report.

By providing an empirical comparison this thesis intends to benefit both researchers
and practitioners within the automotive industry by giving insight into how the
latency between a device and the cloud behaves in different systems.
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Figure 1.1: Overview of the baseline and the two systems using edge technologies.

1.2 Research Questions

Based on the introduction the following research questions have been chosen to fulfill
the purpose of the study. That is, to evaluate how the use of edge computing can
reduce latency and bandwidth within the automotive industry.

1. By using edge technologies to pre-process data before a sensor sends it to the
cloud for classification, how much can latency be improved when operating at
different network speeds?

2. By using edge technologies to both pre-process and classify data instead of
using cloud technologies, how much can latency be improved when operating
at different network speeds?
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Background

This chapter aims to give the reader relevant background information regarding
important topics for this thesis. The topics explained are the following: cloud
computing, machine learning, edge computing, the MQTT protocol and function-
as-a-service (FaaS).

2.1 Cloud computing

During the last decade the use of cloud computing has risen tremendously. Castro
et al. [6] claims that cloud computing would account for 67% of enterprise IT in-
frastructure spending by the year 2020. At the end of 2021 Amazon Web Services
(AWS) was the market leader in cloud infrastructure with a market share of 33% [7].
Cloud computing could be regarded as a distributed system, able to offer computing
services via the internet. Dillon et al. [8] describes the paradigm as "Cloud comput-
ing is a model for enabling convenient, on-demand network access to a shared pool
of configurable computing resources (e.g., networks, servers, storage, applications,
and services) that can be rapidly provisioned and released with minimal manage-
ment effort or service provider interaction". Thus, cloud resources are transparent
to users, who do not need to know the resources’ physical location. Figure 2.1 shows
an example of a cloud computing architecture.

Users can access applications and data hosted in this kind of system at any time
whilst it is being shared between a large number of users. Sadiku et al. [9] de-
scribes the benefits with the paradigm, stating that if properly used the location-
independent resource pooling and on-demand self-service may have great opportu-
nities for businesses of all sizes.

There are also several challenges with the cloud, specifically in privacy and security.
In some contexts, the latency from request to delivery can also be an issue [9]. Shi
and Dustdar [5] also identifies a challenge with cloud computing, which is especially
prevalent in the automotive sector, in that network bandwidth does not increase as
fast as the number of requests sent to the cloud. With the increasing number of
requests comes a larger strain on the network bandwidth, which in turn leads to
higher latency for the entire system.
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2.1.1 Serverless computing

Castro et al. [6] defines serverless computing as "Serverless computing is a platform
that hides server usage from developers and runs code on-demand automatically
scaled and billed only for the time the code is running'. The use of this kind of
system further improves upon the scalability of cloud computing, which is, according
to Marston et al. [10], one of the major reasons that cloud computing has become
so successful.

Running your code on a pay-as-you-go model removes the cost of having idle servers
for systems that are prone to sudden bursts of extra workload. Developers using
serverless computing also do not have to write their own scaling policies, as well
as no longer needing to care for maintenance, security updates, and availability
of servers. This makes serverless computing beneficial for applications in which an
extra-large workload can come in bursts [6]. Alongside this, developers can often get
the cost savings and scalability that traditional cloud computing offers, without the
high level of cloud expertise usually required for getting the most out of traditional
cloud computing.

While only paying for a server when it is actually used is great, it also has some
inherent challenges, such as cold starts [11]. These cold starts appear as the virtual

6
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servers get shut down after not being used for a period of time, thus slowing down
execution time when the servers themselves need to start up before executing any
code. Developers have tried to circumvent this issue by repeatedly pinging the
cloud to ensure the virtual servers are not shut down, this however goes against the
principle of on-demand scaling.

2.2 Function-as-a-Service

One of the more important services within serverless computing comes in the form of
Function as a Service (FaaS). Faa$S is an approach to building event-driven software
[12] by hosting a function on the cloud and triggering it from a specific event. What
kind of event is used to trigger the function can vary by a lot, for example it could
be a file uploaded to a database or an API request.

FaaS-functions are usually ran in a deeply virtualized manner, often in containers
which could depend on other serverless systems themselves. This makes them extra
prone to cold starts of half a second or more as each serverless sub-system in their
architecture could require its own cold start [13].

2.2.1 AWS Lambda

Our study uses AWS lambda as the FaaS platform of choice for performing our
experiment. Bertilsson and Gronqvist [14] found that AWS had a latency of only two
thirds that of their largest competitor, Microsoft Azure’s FaaS platform. Alongside
this, AWS Lambda also comes with a significantly lower standard deviation when
looking at function trigger times compared to Microsoft Azure [14]. Our industrial
partner, WirelessCar, also uses AWS as one of their cloud providers.

AWS Lambda is Amazon Web Services FaaS platform, and cited FaaS trigger events
include image uploads, in-app activities, website clicks, outputs from connected de-
vices, or other custom requests [15]. AWS Lambda currently supports functions
written in Java, Go, PowerShell, Node.js, C#, Python, and Ruby and can scale
from one to tens of thousands of concurrently running function instances. When
integrating FaaS triggers with AWS Lambda you don’t need to write any code, al-
lowing developers to focus on their applications logic [12]. AWS Lambda is also
designed to be integrated into Amazon Web Services Edge computing and IoT plat-
form, AWS Greengrass.
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2.3 Edge computing

Edge computing refers to a distributed computing paradigm in which processing,
and data storage are brought closer to the source of the data [16]. To enable edge
computing, software is run on devices called edge devices. Shi and Dustdar [5]
describes an edge device as a computing resource that operates between the cloud
and at least one data source. This could be a smartphone handling data from a
body sensor, or a server that is run on the mobile network that operates closer to
the user than a data center.

Multiple research projects have demonstrated that programmers must carefully tai-
lor their edge solutions to work properly between the client and the cloud. This has
mostly been done manually thus requiring much work from the developers. There-
fore, easy-to-use frameworks are needed for greater adoption of edge computing [5].
AWS Greengrass is a framework that might solve this issue and is explained in the
next section.

2.3.1 AWS Greengrass

AWS Greengrass is Amazon Web Services edge computing platform. When using
Amazons AWS Greengrass, a device can be configured to run the AWS Greengrass
Core software, this turns the device into what is called a Greengrass core device.
Multiple components can then be deployed to the Greengrass core device. These
components can offer a wide array of functionality, everything from simple logging
tools to configurations for SSL certification, but they can also contain AWS Lambda
functions that can be run locally on the device. This allows for the same code con-
figured in the same way to be run both in the cloud and on a local Greengrass
device, essentially making the Greengrass core device into a local implementation
of an AWS cloud server. Alongside just running the functions, the Greengrass core
software also allows for easy deployment of modifications to a large group of Green-
grass devices simultaneously. Greengrass also offers native support for AWS MQTT
broker, which lets any Greengrass core device seamlessly connect its surroundings
with the AWS IoT hub via MQTT messages. Finally, Greengrass devices can run
long-lived functions, which can remove the risk of a "cold start" [17]. An example of
how the AWS Greengrass software communicates with AWS central servers can be
seen in Figure 2.2.
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Figure 2.2: Overview of AWS Greengrass connection with Amazon Web Services.

2.4 MQTT

The Message Queue Telemetry Transport protocol (MQTT) is a light-weight mes-
saging protocol designed with Internet of Things (IoT) and Machine-to-Machine
(M2M) communication in mind. The protocol makes use of a client-server archi-
tecture using topics to allow for communication between actors. The protocol is
standardized by the Organization for the Advancement of Structured Information
Standards (OASIS). Clients can subscribe to a topic after connecting to a MQTT
broker, once subscribed the broker forwards any messages on that same topic to the
clients who have subscribed. Similarly, a client can publish a message to a topic
using the same broker. This pipeline is shown in Figure 2.3. The protocol is most
commonly run over TCP/IP and is frequently used within the automotive industry.
MQTT offers three varying degrees of quality of service (QoS), allowing developers
to define if messages should be delivered "At most once", "At least once" or "Exactly
once" depending on their context. As a higher quality of service requires the broker
to publish more messages back to the publisher, a higher quality of service can lead
to a higher cost in terms of data transfer.
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3

Related Work

This chapter aims to relate our work with already conducted research. The chapter
is divided into two parts, one handling latency related papers, and one for bandwidth
related ones.

3.1 Edge computing experiments relating to la-
tency reduction

Baresi et al. [18] performed a study where they compared latency and throughput of
a cloud solution with an edge solution. They used AWS for the cloud solution and
developed a Mobile Edge Computing (MEC) system for the edge solution. MEC is
a system where computational resources are moved to base stations of the cellular
network. The idea is that latency can be improved by moving the servers closer to
the clients, however the processing power is usually more limited and therefore the
throughput tends to decrease. The result of their study was that the cloud solution
had 80% more latency than the MEC system. The throughput was similar between
the systems, but the authors argue that for more requests per time unit the limited
computational power of the MEC would be a bottleneck for the system, whereas the
cloud solution provides almost unlimited resources. Baresi et al. [18] also test their
system where the edge solution is deployed to a local client. This solution performs
poorly for larger amount of request due to overload. The system that uses a local
client is built similar to the systems tested in this study. The key difference is the
number of requests, they send more requests than a single client could produce.
The systems tested in this study are tailored for a single client and therefore more
accurate data for a local edge solution is provided.

Pelle et al. [19] developed a prototype system that utilized both AWS Lambda
and AWS Greengrass. The purpose of the prototype was to showcase that latency
could be controlled by offloading processing to AWS Lambda if the edge node was
congested. The edge node was primarily used to pre-process the data to reduce
bandwidth used. However, Pelle et al. [19] do not present results of extensive testing,
but rather just show a system as a proof of concept. Our study aims to provide data
gathered from benchmarking an edge solution.

11
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Skirelis and Navakauskas [20] compared the network delay, service time and process-
ing time between a device-cloud solution and a solution using an edge middle-layer
in the video streaming domain. Their simulation found a network delay reduction
of more than 70% when using the edge-layer, however they also found that the
hardware of the edge-layer bottlenecks the system for a large number of users. Ul-
timately, they argue that cloud-based solutions without edge devices result in lower
overall service times for domains requiring a large number of concurrent users. Plac-
ing resource limited nodes close to the edge can also drastically reduce network delay
and thus also service time.

According to experiments conducted by Liu et al. [3] the Round-Trip-Time (RTT)
for simply sending data to the cloud and back is barely affected by a wireless edge
layer at message payloads of less than 10kb. By using a device - edge solution and
disconnecting the system from the cloud the system experiences significant latency
reduction for all payload sizes. Depending on what kind of artificial intelligence
model is being utilized for making predictions with the given data the time difference
by doing the prediction in the cloud or on a small raspberry pie is negligible. They
found that a regression model takes less than 1ms on both systems, although there is
as much as a 300ms when comparing predictions done by a long short-term memory-
encoder decoder. These findings suggest that if the prediction can be done accurately
by a simpler model there can be significant latency improvements by making the
prediction on an edge device attached to the car rather than sending the data to
the cloud for prediction.

3.2 Edge computing experiments relating to band-
width strain

Liu et al. [3] also experimented with edge computing relating to different network
speeds. They found that the added edge layer did not suffer from significantly
increased latency for internet speeds above 32kbps. They also found that their edge
system using the MQTT messaging protocol did provide optimal performance for
payloads of 10kb or less. When comparing different message payloads for their device
- cloud system with a system containing an edge layer they had similar results. I.e.,
the systems get strained and suffer from significantly increased at payloads of 10kb
or more. At their maximum payload of 250kb the edge middle layer performed the
worst of the systems, experiencing approximately twice the performance loss as their
other systems, as seen in Table 3.1.

Shi et al. [21] discusses how edge computing affects bandwidth usage. They conclude
that bandwidth usage is lower when using edge computation because pre-processing
could lower the amount of data that gets sent to the cloud. This is specifically useful
in a scenario where the client device might suffer from bad connection. For example,
a smartphone connected to a private WiFi has access to a good connection and is
not bandwidth constrained. However, the same smartphone connected to a cellular
network could suffer connection problems. Shi et al. [21] also discuss how bandwidth

12
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Table 3.1: Perfomance of systems at high payload compared to 10kb. Source: Liu

et al. [3]

System

Performance at 250kb payload

Device - Cloud

59.88%

Device -Edge -Cloud 23.47%
Device - Edge (TCP/IP) | 51.02%
Device -Edge (MQTT) | 44.64%

used relates to overall latency. Our study aims to test how bandwidth is affected by
introducing edge computation for a cloud system, where pre-processing is included.
Our study also provide results regarding how latency is affected by the amount of

bandwidth that is used.
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Methodology

In order to evaluate how edge technologies and bandwidth may affect latency a con-
trolled experiment is conducted where three separate systems using various degrees
of edge technologies are benchmarked to be compared to each other. This section
describes the experiment setup as well as choices made during experiment design.

4.1 Scientific method

Our study intends to learn more about the relationship between the round-trip time
(RTT) latency from our sensor and the cloud and message payload. To achieve this
goal a controlled experiment was conducted. A controlled experiment allows us to
measure the variables more accurately since there is less risk for random events to
impact the result [22]. The study began with implementing the different systems
and designing the experiment. The implementation of the systems is described
in Section 4.2 and the experiment design in Section 4.3. This resulted in three
implemented systems which was later benchmarked to answer the research questions.
Section 4.4 explains the execution of the controlled experiment. Firstly, sensor
data was collected which was used to train our machine learning classifier. Then
the benchmarks were run to gather results data. Lastly, the results data were
statistically analyzed.

A flowchart detailing the experiment design and execution procedure is shown in
Figure 4.1.

4.2 Execution environment
The three developed systems are described in this section. Alongside this, software

configurations are detailed to allow our experiment to be reproduced.

4.2.1 System architecture

In this section the architecture of our three developed systems is described.

15
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Figure 4.1: Flowchart illustrating the high-level phases of the empirical study

4.2.1.1 Device - Cloud

As seen in Figure 4.2 our baseline system is built using an accelerometer connected
to a Raspberry Pi which collects data from the accelerometer, and sends batches of
consecutive data points via a REST API which invokes a lambda function in AWS
Lambda for pre-processing the data. The Lambda function then invokes a second
Lambda function. Upon start-up of the second lambda function a machine learning
model is fetched from an AWS S3 bucket. As the model is fetched on start-up it is not
necessary to fetch the model again between executions, unless the lambda instance
is terminated. The second lambda function then uses the pre-processed data as the
input for our machine learning model. The second Lambda function then returns
the prediction that the random forest classifier made to the pre-processor function
which sends the prediction as a response to the REST API-request sent by the
Raspberry Pi.

On vehicle In cloud
) return® callback return callback
Sensor Raspberry pi
A 5 Lambda

L Classifier
11 o ==
= = Sends data invokes v TREE v

LA

Lambda
Pre-processor

REST API

ML Model

Figure 4.2: Overview of Device - Cloud.
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4.2.1.2 Device - Edge - Cloud

The second system can be seen in Figure 4.3 and is still using the same setup of
a sensor connected to a Raspberry Pi. In this system the Raspberry Pi acts as an
AWS Greengrass core device which lets it run lambda functions locally rather than
in the cloud. The Raspberry Pi uses the paho MQTT broker to publish data to be
pre-processed to a topic that the devices Greengrass MQTT broker is subscribed to.
The pre-processing lambda function is thus invoked by the message being published
to the topic. After pre-processing the data the first lambda function invokes the
classifier in the cloud just as in Device - Cloud. The classifier loads the model on
start-up and predicts the road-type in the same way as the Device - Cloud system
does. After the prediction has been returned to the pre-processor the result is
published to a different MQTT topic which the Raspberry Pi is subscribed to in
order to get the result.

(Local) . ™
MQTT Topic On vehicle In cloud
—

Subscribes Publishes
» » -
‘ MQTT
I
return callback
LLLLL & N
Publishes Subscribes
) ) =
Triggers u 2 v
T Sends data MQTT igg Invoke

) (Lacal) AWS
Raspbery pi MQTT Topic Greengrass

Sensor

tn

v

4

ML Model

Figure 4.3: Overview of Device - Edge - Cloud.

4.2.1.3 Device - Edge

The last system is shown in Figure 4.4. This system does not only pre-process
the data on the Raspberry Pi but also hosts the classifier on the device, in doing
so the system is disconnected from the cloud entirely in its prediction. Similarly
to Device - Edge - Cloud this system act as an AWS Greengrass core device and
uses paho MQTT as a broker to connect to the Greengrass MQTT broker. After
pre-processing the data in the first lambda function, the data is being published to
a topic that our local classifier lambda function is subscribed to. In this system
the machine learning model is also downloaded on startup from our S3 bucket so
that the system does not need to connect to the cloud for each prediction. After
the prediction has been done the classifier lambda function publishes the prediction
directly to the topic that our Raspberry Pi is subscribed to, thus skipping a layer
of callbacks in the process.
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Figure 4.4: Overview of Device - Edge.

4.2.2 Software configurations

Greengrass IoT

For the greengrass IoT configuration a Raspberry Pi acts as both a Greengrass core
device as well as a MQTT broker endpoint to allow the Greengrass MQTT broker
to communicate with the devices local MQTT broker. There are ten Greengrass
components deployed onto the core device, three of which are responsible for the
communication with AWS lambda services, two of which are required to authorize
the use of AWS SSL certificates for use over MQTT, another two for communica-
tion between the Greengrass local MQTT broker and the MQTT broker endpoint
configured in AWS, one for simplistic logging using the AWS greengrass CLI and
finally one for the pre-processing lambda function and one for the machine learning
classifier.

Python
As AWS greengrass v2 is not compatible with a python version after 3.8 all code
has been developed for python 3.8.

Paho MQTT

The client application uses Paho MQTT in order to subscribe and publish messages
to a local MQTT broker. The client is configured with an SSL certificate provided
by AWS and the clients QoS is set to 1 as we need to guarantee a message is delivered
at least once.

AWS
All AWS services are hosted on AWS Frankfurt servers as it is the closest AWS
servers to our location in Gothenburg where greengrass is available.
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4.2.3 Client application

The client application is written in python and consists of a serial reader and a
connection class. The serial reader reads values from the connected accelerometer
and saves them as a .csv file. This allows the client to send information to the
lambda functions in real time as well as saving a specific dataset to use later on to
ensure retestability. The connection class handles connection to the AWS lambda
functions and allows for using both real time data and a pre-saved .csv file. The
data can both be sent to the cloud using a POST call to a REST API gateway
as well as being transmitted via a paho MQTT broker. This enables the client to
communicate with the devices” AWS greengrass [oT core independent of which of
the three systems are being used. Upon a callback from the cloud or a message being
published to the correct MQTT topic the connection writes the measured response
time(s) to a .csv file for later analysis.

4.2.4 AWS Lambda functions

Function 1

Pre-processes the data by extracting mean, median, standard deviation and the
variance from the given data batch. This information then gets forwarded to the
machine learning model in Function 2 in order to be used in the prediction.

Function 2

The model is a pre-built RandomForestClassifier and trained on 488 batches of data.
The model is stored in an AWS S3 bucket and is pre-loaded on startup. Pre-loading
the model allows a greengrass device to use the model without connecting to the
internet (except for when the device is turned on).

4.2.5 Hardware

In this section we discuss the hardware used to conduct our controlled experiment.

Raspberry Pi
We use a Raspberry Pi 3 which uses 4x ARM Cortex-A53 1.2GHz and runs on the
Raspbian operating system.

Accelerometer

Our accelerometer uses the ADXL345 integrated circuit which streams data via
CSV. In our experiment we set the frequency of the accelerometer to 100Hz and its
range to + 2g. The accelerometer is connected to our Raspberry Pi using a standard
USB 2.0 cable.
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4.2.6 Bandwidth limitation

To answer the research questions, the network bandwidth must be controlled for the
benchmarks. The Greengrass Core device uses Ethernet to connect to internet and
the internet connection is a 100Mbps fiber connection. This setting is not suitable
for a system that represents a vehicle driving around. Vehicles rely on a cellular
connection which in many cases are far slower than a 100 Mbps fiber connection.
2G is a cellular network with good coverage and since cars might drive in rural areas,
2G is a suitable network connection for the benchmarks. 3G is a faster connection
but might have less coverage.

The bandwidth limitation for 2G is 64Kbps [23] and one setting of the benchmarks
was therefore 64 Kbps. 2G might seem like a worst-case scenario but an important
note is that a typical vehicle has more than one system that needs an internet con-
nection and therefore needs to share the bandwidth. 3G has a far higher theoretical
bandwidth but according to Qureshi et al. [24], the peak upload network speed for a
vehicle using 3G is less than 140 Kbps. Therefore, 128 Kbps were also chosen as one
of the bandwidth limitations. The third setting for our benchmark was by running
the system without any bandwidth limitation, which is the 100 Mbps fiber connec-
tion. This is the best-case scenario for the systems. A tool called Wondershaper
[25] was used to limit the bandwidth of the systems during the benchmarks.

4.3 Experiment design

In the experiment we benchmark the RTT of three edge-cloud systems (Device-
Cloud, Device-Edge-Cloud and Device-Edge). The client application deployed on
the edge device is written in python and every second it asks our AWS lambda
function to classify which kind of road the car our sensor is connected to is driving
on. A visual representation of the three systems can be seen in Figure 4.5.

In the baseline system (Device - Cloud) the data sent is simply all collected values
from our sensor. This data is processed by our lambda function before being passed
onto a machine learning classifier which returns its prediction to our device.

In the Device - Edge - Cloud (RQ 1) system the collected data is sent to a local
lambda function implemented with AWS Greengrass in order to pre-process the data
in the same way that the first lambda function in Device - Cloud does. After being
processed, the data is sent to the same, cloud based, machine learning classifier as
in the Device - Cloud system to get our prediction.

In the Device - Edge (RQ 2) system the collected data is pre-processed on the edge
device in the same manner as in Device - Edge - Cloud, but the edge device also
carries out the machine learning prediction (also implemented with the use of AWS
Greengrass).
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Figure 4.5: Overview of the benchmarked systems.

4.3.1 Experiment variables

Dependent variables

In our experiment the dependent variable is the RTT latency for classifying what
kind of road the car is driving on. The RTT is measured by the time it takes for
the system to send a batch of 100 sensor datapoints to be pre-processed and later
classified by our machine learning model before returning the result to our device
again.

Independent variables

The independent variable for this experiment is which system is being used (Device
- Cloud, Device - Cloud - Edge or Device - Edge), this is used to answer RQ 1
and RQ 2. The network bandwidth for the systems connected to the cloud is being
varied between 100Mbps (fiber connection), 128kbps (3G) and 64kbps (2G). This is
also used to answer RQ 1.

4.4 Experiment execution

The execution of the experiment consists of three steps. Firstly, data from the
accelerometer needs to be collected, secondly the random forest classifier is trained
on parts of the collected data, and lastly the collected data needs to be used to
run the benchmark of the systems. The reason why accelerometer data needs to be
collected is that the systems is not benchmarked with live data. The collected data
is used to simulate a car driving to ensure we can reproduce the experiment and to
ensure that each system run on the same conditions. The collecting of sensor data
is explained in Section 4.4.1, the training of the random forest classifier is explained
in Section 4.4.2 and how the benchmarks were run in Section 4.4.3.

21



4. Methodology

4.4.1 Collecting sensor data

The built systems require collected accelerometer data to be tested. By mounting the
accelerometer in a car and driving, data could be gathered. The accelerometer was
fastened to the car’s dashboard as seen in Figure 4.6. The mounting point provided
a flat surface as well as connecting the accelerometer to the car’s vibrations. A
script recorded data from the accelerometer and saved it in csv files on a connected
computer. Since the system’s purpose is to predict the road surface which the car
is driving on, data collection from different roads was required. Two long stretches
of both gravel and tarmac were selected in southern Sweden. Each stretch was
suitable for 5 minutes of driving. The data collection started and stopped while
the car was in motion and cruise-control was used to maintain a stable velocity of
50 km/h. Although the accelerometer sends data for three dimensions, only the
acceleration in the z-axis was stored because the classifier only relies on vibrations
up and down for the classification. Thus, each single data input is a floating-point
number representing acceleration in the up and down dimension. The accelerometer
records 100 data points each second and therefore did the 10 minutes of driving
resulted in 61 000 data points.

These data points are saved and stored in csv files and later used to simulate a driving
car when benchmarking our systems. This is done so that network conditions can
stay constant during the experiment, as conditions may vary vastly while actually
driving.

Figure 4.6: How the sensor was attached to a car for data collection.

4.4.2 Training the classifier

The collected data was first split into two datasets, a training set, and a test set. The
training set contained 80% of the collected data (48 800 data points) and the test
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Classifier Accuracy
Dummy Classifier 56.36%
Decision Tree Classifier | 90.91%
Random Forest Classifier | 92.73%

Perceptron 50.91%
Logistic Regression 89.09%
Linear SVC 81.82%
MLP Classifier 50.91%

Table 4.1: Cross-validation accuracy of different classifiers on the training set.

set contained the other 20% (12 200 data points). Secondly were multiple machine
learning classifiers evaluated with cross-validation on the training set. As seen in
table 4.1, Random forest classifier were the best performing classifier on the training
set, and therefor was it chosen as the classifier. Thirdly were the parameters for the
random forest classifier configured. Cross-validation was used to train and get an
accuracy score for the classifier on the training data. Different parameters were
evaluated and the default parameters of Scikit-learns [26] implementation of the
random forest classifier managed to get the highest accuracy rating (92.73%), and
therefore the default parameters were chosen for the model. The third step was to
train a new model that utilized all training data available, this is the final model.
This model was evaluated on the test set and had an accuracy of 92.86%. Further
tuning might have improved the result but since this thesis is not about building
the best classifier this model was chosen for the benchmarks.

4.4.3 Benchmarking the systems

After the systems were built and the sensor data had been collected the benchmark
was run. The collected data consisted of 61000 data points, that were sent in batches
of a hundred to the systems. The order which the systems were tested in can be
seen in Table 4.2.

Order | System Bandwidth
1 Device - Cloud 100 Mbps
2 Device - Edge - Cloud | 100 Mbps
3 Device - Edge -
4 Device - Cloud 128 Kbps
) Device - Edge - Cloud | 128 Kbps
6 Device - Cloud 64 Kbps
7 Device - Edge - Cloud 64 Kbps

Table 4.2: The order the systems were tested

The systems were rebooted after each run to ensure that all systems had the same
starting conditions. Device - Edge was only benchmarked once since it only requires
an internet connection on startup, and therefore is not affected by the bandwidth
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limitations during the benchmark. When extracting data, we have only used values
from executions that finished. This is likely to lead to a difference in sample size
between the systems due to a slight difference in errored /unfinished executions.

4.5 Analysis procedure

In order to test if the differences between the systems are statistically significant,
different statistical tests will be performed. R Studio will be used for the tests,
by using the car and effzise library. A normality test will be performed for each
population, both by performing a Shapiro-Wilk test but also by looking at QQ-
plots. If the populations turn out to be normally distributed, pair-wise-t-testing
will be conducted to test for statistically significant differences between each system.
Should the data turn out to not be normally distributed, a Kruskal-Wallis test will
be performed limitation followed by a Wilcoxon signed rank test in order to ensure
statistically different distributions between the systems. These tests will compare
all systems with the same bandwidth limitation with each other.

If the pair-wise-t-test show a statistically significant difference between two sys-
tems, the effect size for this difference will be calculated using Cohen’s D. If the
Kruskal-Wallis and Wilcoxon signed rank test show a statistically significant differ-
ence between systems Cliff’s Delta will be used to calculate the effect size instead.
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Results

In this section we provide results from our controlled experiment. Figures 5.1,
5.4 and 5.7 show boxplots for our results. In our boxplots we have removed any
outliers larger than (03 + 1.5 % IQQ R and smaller than @)1 — 1.5 % IQ R from the plot.
While Figure 5.1 shows the mean, median and standard deviation of the systems.
Figures 5.2, 5.5 and 5.8 shows the cumulative distribution functions for all systems
at different network connections and Figures 5.3, 5.6 and 5.9 shows histograms of all
finished executions. The results from the experiment is being provided grouped by
the network conditions. Finally the statistical significance of the results is provided
at the end of the section.

5.1 Experiment results

In Table 5.1 we can see a slight difference between the sample sizes used to test
our systems as a handful of calls did not return but instead errored during their
execution of one of our functions. The difference in successful executions is small
enough to most likely be due to chance. For all systems their mean latency is slightly
larger than their median latency, this is to be expected when measuring delay.

Device - Cloud performed well when connected to a good network connection, per-
forming at a mean latency of 308.3ms at 100Mbps. From our results in Table 5.1,
we can see that when the network bandwidth drops down to 128Kbps there is a
notable increase in mean as well as median latency by about 12%. The standard
deviation is significantly increased indicating an increase of outliers, this can also
be seen when looking at the 99th percentile of executions for the system. The same
trend continues when network connectivity is throttled to 64Kbps.

Device - Edge - Cloud performs as well at 100Mbps as it does at 128 Kbps having
a near identical mean, median and 75th percentile latency. It can however be seen
that the slowest executions at 128 Kbps seem to have been slightly impacted by
the throttled network connection. Interestingly enough, the standard deviation for
128Kbps is more than 10% lower than for the same system running at 100Mbps, this
indicates fewer outliers. When dropping the network bandwidth down to 64Kbps
the mean and median increase by 10.6% while the standard deviation is increased
by more than 350%.
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Our proposed Device - Edge system was only tested once as it does not rely on any
network connection in order to classify which road a car is driving on. The system
performs at a mean latency of 173.8ms while having a low standard deviation of
14.8 showing a low spread of execution times. This is further proved by the 75th
percentile being just more than 5ms slower than the median RTT latency.

D-C D-C D-C D-E-C D-E-C D-E-C D-E

100Mbps | 128Kbps 64Kbps 100Mbps | 128Kbps 64Kbps
Sample size 609 (-1) 608 (-2) 604 (-6) 607 (-3) 607 (-3) 607 (-3) 605 (-5)
Mean (ms) 308.4 349.2 375.6 325.4 325.7 360.4 173.8
Median (ms) 307.2 342.4 364.3 324.2 322.7 350.2 172.1
Standard Deviation 19.7 51.6 89.2 17.1 21.3 96.9 14.8
75th percentile (ms) | 318.2 352.9 372.3 331.8 330.4 357.5 177.7
99th percentile (ms) | 383.9 467.5 629.9 395.1 413.5 577.0 230.6

Table 5.1: Summary of results from our controlled experiment.

5.1.1 Comparison of results with a bandwidth limitation of
100 Mbps

In Figure 5.1 we can see that the Device - Cloud system and Device - Edge - Cloud
systems perform similarly to one another, but that the Device - Cloud system seems
to perform slightly better when running at a 100Mbps fiber connection. The Device
- Edge - Cloud system does have a narrower boxplot, meaning that more of its
executions finished around the mean RTT. Our proposed Device - Edge system
performs much better than both other systems, both in terms of mean value and
when looking at how closely most executions finish around the mean. After removing
outliers we can see that the Device - Cloud and Device - Edge - Cloud systems have
approximately the same highest execution time.
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Figure 5.1: Boxplot of experiment results when running at 100 Mbps
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If we look at the cumulative distribution functions for these systems at 100Mbps
(Figure 5.2) we can see that the Device - Cloud actually have some executions that
have a longer RTT than the Device - Edge - Cloud system. This can be reflected
in the D-E-C systems slightly lower standard deviation seen in Table 5.1. This also
explains the steeper slope of the distribution for the Device - Edge - Cloud system
than its Device - Cloud counterpart.

Cumulative Distribution Function for all systems running at 100 Mbps
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Figure 5.2: Cumulative Distribution Function for our three systems running at
100Mbps.

By looking at Figure 5.3, some similar characteristics can be seen between the
systems running at 100 Mbps. All systems seem to have a similar distribution.
They all look rather normally distributed but are slightly right skewed since all
systems have outliers on the right side of their peak. This is also reflected in the
longer tail at the top of the distributions cumulative distribution functions than at
their bottom. None of the systems are multi-modal since they all have a distinct
single peak. The histogram (Figure 5.3) does show that Device - Cloud and Device
- Edge - Cloud have many overlapping values, but Device - Cloud have more of its
mass to the left of Device - Edge - Cloud.
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Figure 5.3: Histogram for our three systems running at 100Mbps.
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5.1.2 Comparison of results with a bandwidth limitation of
128 Kbps

The difference between the Device - Edge system and the Device - Cloud system is
more noticeable in these network conditions as the Device - Edge is not dependant
on network speed. 128kbps might also be a more realistic setting than 100Mbps as a
car is unlikely to have access to an upload speed of 100Mbps when driving anywhere
else than a large city centre. In contrast to our results when running at 100Mbps we
can see in Figure 5.4 that the Device - Edge - Cloud system performs better than the
state-of-the-art Device - Cloud system when running at slower network connections.
For 128 Kbps specifically we can see that our implementation of a Device - Edge -
Cloud system runs at almost exactly the same RTT as when it is running on a full
100Mbps connection.
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Figure 5.4: Boxplot of experiment results when running at 128 Kbps

In Figure 5.5 we can also see that the Device - Edge - Cloud system performs very
similarly to when it is running at 100Mbps, it does however have a few more outliers
at the top of the distribution that cannot be seen in the boxplot. The cumulative
distribution function also shows that the Device - Cloud system seems to perform
much worse than both other systems at these network conditions. The tail for this
system now goes past the 1000ms mark at which we have decided to cut off the
graph. Similarly to the results at 100Mbps, the slope for our Device - Edge - Cloud
is steeper than the traditional Device - Cloud system.
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Cumulative Distribution Function for all systems running at 128 Kbps
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Figure 5.5: Cumulative Distribution Function for our three systems running at
128Kbps.

Even though the bandwidth has been limited to 128 Kbps, the histogram (Figure 5.6)
shows the same characteristics as the histogram (Figure 5.3) for when the systems
are limited to 100 Mbps. The systems are still not multi-modal since they each have
a clear peak. One difference that is notable when comparing Figure 5.3 and Figure
5.6 is the distance between the peak for Device - Cloud and Device - Edge - Cloud.
When those systems were limited to 100 Mbps, their peaks were much closer to each
other. When changing the bandwidth limitation to 128 Kbps, the peaks are further
apart and have switch place. Device - Edge - Cloud is clearly faster than Device -
Cloud when the bandwidth limit is 128 Kbps. The number of overlapping values
between Device - Cloud and Device - Edge - Cloud has decreased as well.
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Figure 5.6: Histogram for our three systems running at 128Kbps.

29



5. Results

5.1.3 Comparison of results with a bandwidth limitation of
64 Kbps

Finally, when looking at the systems running at a severely limited bandwidth of 64
Kbps we start to see that the performance of the Device - Edge - Cloud system de-
creases. It still outperforms the Device - Cloud system at these network conditions,
but not as much as when running at 128 Kbps. In Figure 5.7 we can see that the
boxplot for both the Device - Cloud and the Device - Edge - Cloud systems start
to get compressed, which shows that the executions perform closer to the mean
RTT. This seems counter intuitive as the standard deviation for these systems in-
crease when running at a slower network connection, but this is due to the fact that
the outliers now start to be even further away from the mean which influences the
standard deviation.
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Figure 5.7: Boxplot of experiment results when running at 64 Kbps

The cumulative distribution function (Figure 5.8) also indicates that the systems
start to behave more similar to one another when running at these network condi-
tions. The Device - Cloud and Device - Edge - Cloud systems slopes start to have
more similar inclines at 64 Kbps and although it might be hard to see as they lie so
close to each other, both systems now have datapoints that go past to 1000ms mark
when our graph gets cut off.
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Cumulative Distribution Function for all systems running at 64 Kbps
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Figure 5.8: Cumulative Distribution Function for our three systems running at
64Kbps.

The histogram (Figure 5.9) does still show similar characteristics as both previous
histograms (Figure 5.3 & 5.6). The systems do still have a single peak and are
slightly right skewed. Device - Cloud and Device - Edge - Cloud are closer to each
other then they were when the bandwidth limit was 128 Kbps. Device - Cloud and
Device - Edge - Cloud also have a lot more overlapping values when limiting the
bandwidth to 64 Kbps.
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Figure 5.9: Histogram for our three systems running at 64Kbps.
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5.2 Statistical Significance

Neither of the populations were normally distributed according to the performed
Shapiro-Wilk test and the QQ-plots. Therefore a Kruskal-Wallis test was used for
determining wether the different systems produce results with different distributions.
As seen in the results of the Kruskal-Wallis test in Table 5.2 there is a difference in
distributions at all bandwidths when tested for 95% confidence. After performing
a Wilcoxon signed rank test to determine which distributions differ we can see in
Table 5.3 that there is a significant difference between all systems.

Bandwidth | P-value
100 Mbps | P < 0.05
128 Kbps | P < 0.05

64 Kbps | P < 0.05

Table 5.2: Results of Kruskal-Wallis Test for all systems.

In order to determine how large of an impact the system difference has we have
calculated the Cliff’s Delta for all comparisons within the same bandwidth limitation.
As seen in Table 5.4 there is a very large positive effect on latency from using the
proposed Device - Edge system as compared to any other system. There is also a
largely negative effect of using the Device - Edge - Cloud system when operating at
unthrottled bandwidths. When bandwidth is limited to 128Kbps or 64Kbps there is
however a largely positive effect of using the Device - Edge - Cloud system instead.

Table 5.3: Pairwise comparisons with Wilcoxon test.
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System A | System B | Bandwidth | P-Value
D-C D-E-C 100 Mbps | P < 0.05
D-C D-E 100 Mbps | P < 0.05

D-E-C D-E 100 Mbps | P < 0.05
D-C D-E-C 128 Kbps | P < 0.05
D-C D-E 128 Kbps | P < 0.05

D-E-C D-E 128 Kbps | P < 0.05
D-C D-E-C 64 Kbps | P < 0.05
D-C D-E 64 Kbps | P < 0.05

D-E-C D-E 64 Kbps | P < 0.05
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System A | System B | Bandwidth | Cliff’s Delta
D-C D-E-C 100 Mbps -0.604
D-C D-E 100 Mbps 0.996

D-E-C D-E 100 Mbps 0.999
D-C D-E-C 128 Kbps 0.656
D-C D-E 128 Kbps 1

D-E-C D-E 128 Kbps 0.999
D-C D-E-C 64 Kbps 0.579
D-C D-E 64 Kbps 1

D-E-C D-E 64 Kbps 1

Table 5.4: Cliff’s Delta for all systems.
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Discussion

This chapter reflects upon our findings from our controlled experiment in order to
draw a conclusion to our research questions. Alongside this, any potential concerns
about threats to the validity of our findings are discussed at the end of the chapter.

6.1 Research questions

This section aims to discuss how the results of our experiment answer our previously
discussed research questions.

6.1.1 Research question 1

By using edge technologies to pre-process data before a sensor sends it
to the cloud for classification, how much can latency be improved when
operating at different network speeds?

Based on the results of our controlled experiment, using edge technologies to pre-
process data before sending it to the cloud can reduce latency by upwards of 24ms
when running on a slower network connection. If the systems have access to a large
amount of bandwidth, however, one can expect that using an edge node to pre-
process data is likely to slow the system down compared to sending it directly to the
cloud. Alongside a lower mean at some network speeds, the edge layer also has the
added benefit of reducing the spread of latency which can make the system more
predictable.

When working on a 100Mbps internet connection it is clear that pre-processing data
at the network edge does not lead to lower latency for the settings in this thesis.
When our message payload to the cloud is so small the network can easily handle
one node sending a payload of 100 datapoints every second.

Our Device - Edge - Cloud system likely was able to surpass the performance of
the regular Device - Cloud system as the data was not pre-processed in a way that
required a large amount of computational power. Thus, as both the AWS lambda
function running on Amazons cloud servers and on our local hardware were able
to pre-process the data at comparable speeds, the reduction in data payload from
pre-processing our accelerometer data allowed for faster transmission to the cloud.
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6. Discussion

After doing a statistical analysis of our controlled experiment we found that the
usage of an edge layer in this kind of setting had a largely negative effect on latency
when running at a full 100Mbps. When running the experiment on a 128Kbps
connections the edge layer had a largely positive effect instead and when throttled
to 64Kbps a small positive effect was found.

This effect is likely due to the fact that the cloud has an advantage in terms of
computational power over our local hardware. This advantage becomes decreasingly
important as the network becomes more of a bottleneck as less bandwidth is available
to the network. If the message payload required more computational power to
process it is likely that the Device - Cloud implementation would outperform a
Device - Edge -Cloud solution regardless of network connectivity. The same would
apply if the difference between pre-processed and unprocessed payloads would have
been smaller.

6.1.2 Research Question 2

By using edge technologies to both pre-process and classify data instead
of using cloud technologies, how much can latency be improved when
operating at different network speeds?

By running all computations at the network edge our experiments showed a sig-
nificantly lowered latency compared to both other tested implementations. At a
network connectivity of 100Mbps our Device - Edge implementation managed to
outperform the state-of-the-art Device - Cloud implementation by 134ms. By drop-
ping the connection to 64Kbps the difference between implementations were even
greater, with a difference of more than 200ms between the mean latencies.

The usage of our Device - Edge system led to a very large positive effect on the
latency when compared to all other systems at any given network connection. This
effect seems to increase as available bandwidth decreases while showing no signs of

stopping.

Similarly, to our findings in RQ1 this effect is likely to be less noticeable when work-
ing with data that needs computation-heavy pre-processing. Unlike our previous
findings this system does not suffer from the bottleneck that is introduced when
throttling the bandwidth below 128Kbps. This is unsurprising as our implemen-
tation is not reliant on the internet at all. Thus, no matter the payload size and
computational power required there should exist some limit of network speed where
our proposed system would outperform the state-of-the-art device - cloud solution.
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6. Discussion

6.2 Threats to validity

In this section potential threats to validity of our findings are discussed. The discus-
sion is composed of two popular categories of validity, internal and external validity.
Internal validity refers to the extent that the tested relationship is trustworthy and
not influenced by other factors. External validity refers to the extent that our find-
ings can be generalized to other settings within the automotive industry.

6.2.1 Threats to internal validity

The dependent variable for this study is round-trip time. It is measured as the
time between the client sends a request and it gets a response. The measured time
could be broken down into smaller segments. Each system consists of multiple steps
which could be measured individually. Each system tested has two computational
steps. These steps do not run on the same hardware for the different systems, the
cloud-based computation is done in AWS Lambda and the edge computation on a
Raspberry Pi 3. The Raspberry Pi is considered to have more computing power than
most vehicles on the market. Thus, results might differ when running on weaker
hardware.

All three systems run a pre-processor and a classifier. The pre-processor calculates
statistical variables such as mean, median and variance. The classifier uses a random
forest classifier with the calculated statistical variables as input. The computational
time for the pre-processor and the classifier is included in the round-trip time. If
different workloads had been used instead the results might have differed since the
computational time would not have been the same.

When benchmarking the systems, ethernet was used and connected to internet with
fiber. A tool called Wondershaper was used to throttle the bandwidth of the connec-
tion. However, this throttling does not affect the latency of the connection. A car
would use a cellular connection and would therefore have longer round-trip times.
The benefit of an ethernet connection for the benchmarks is that it is a stable con-
nection and would therefore presumably give similar results whenever it is tested.
A cellular connection could be affected by many external factors, such as weather
and location, and therefore generate more variance to the testing.

When running our experiment, we only ran it once on one specific day. There is a
possibility that the Amazon server we were communicating with was experiencing
issues that caused it to slow down the latency. Such an issue is likely to impact the
Device - Cloud system the most and would likely not impact our proposed Device
- Edge system at all since it only communicates with AWS at startup. This could
however be argued to be an advantage of the proposed new system since these kinds
of disturbances lose their impact on latency.
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6. Discussion

6.2.2 Threats to external validity

The thesis intends to investigate the effect of using edge computing by testing a
single cloud service provider, in our case AWS. Different cloud services might behave
differently, especially since their edge computing platforms are also different. There
will always be inherent differences between platforms, but by using the current
market leader our experiment is tailored to a large part of the cloud development
community.

The sensor data for our experiment was collected using a prototype rather than
deploying our system directly to a real car. Although running the experiment in
a live setting would produce more realistic results the network connectivity on a
road can be impacted by many outside factors. This would make it hard to draw
any real conclusions from such an experiment. Alongside this, when running our
experiment, we had only a single device sending requests to AWS. Cloud servers
connected to thousands, or even millions of nodes could suffer from performance
issues not present when requests come from a single node at 1 second intervals.

In our experiment we send a specific message payload and perform relatively simple
computations on that payload. This might make the results hard to generalize to
other contexts within the automotive industry and testing different settings might
give deeper insight in how these kinds of systems behave in general.
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Conclusion

The purpose of this study was to evaluate how the usage of edge technology can
reduce latency and bandwidth used for the automotive industry. This section con-
cludes the findings of this report.

The latency between a device and the cloud is greatly affected by the usage of edge
computing, whether you use it as a middle layer or move all computations to the
edge of the network. These results are of interest to actors within the automotive
industry, and our industry partner WirelessCar in particular. Some computations
done within the automotive industry are very latency-sensitive and thus by knowing
how to reduce latency, companies could greatly improve parts of their products.

To answer our research questions from Section 1.2, three systems were implemented
using AWS Lambda and AWS Greengrass. To test the latency between these systems
and the cloud over 4200 requests were made and the latency for each one was
recorded. From our research the following conclusions can be drawn:

When working on an unthrottled fiber connection at 100Mbps you can afford to
send a lot of data to the cloud and process it there. Thus, the use of an edge layer
in this kind of setting is likely to lead to a decrease in performance as data gets
processed by weaker hardware. Running the same experiment on a slower network
connection, i.e., 128Kbps allows the edge layer to outperform the state-of-the-art
Device - Cloud solution by an average of 24ms. When working on an even slower
network connection of 64Kbps the edge layer still outperforms the state-of-the-art,
but only by a mere 15ms.

By moving computational resources to the edge of the network we can disconnect
the system from the network conditions entirely. The Device - Edge system managed
to outperform the state-of-the-art by 134ms at the unthrottled fiber connection of
100Mbps, 175ms on a reasonable 3G connection (128Kbps), and 201ms on a perfect
2G connection (64Kbps). Regardless of network speed the proposed Device - Edge
system manages to outperform the state-of-the-art by a significant amount. At the
worst reasonable network conditions, the proposed system outperforms a Device -
Cloud equivalent by reducing RTT latency by upwards of 50%.
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7. Conclusion

7.1 Future work

Our research has shown that adding an edge computation layer between a device
and the cloud can reduce latency when working at specific network conditions with
specific message payload and specific computational requirements. Future work in
this field could preferably study the implications of varying message payloads and
computational requirements within the automotive industry. This could include
looking at sensors collecting different kinds of sensor data, such as video feeds which
can collect a larger amount of data. Such a large amount of data could need more
computational power to pre-process which could be in favor of the state-of-the-art
Device - Cloud system.

Future work could also encompass the use of different trigger types within AWS
Lambda. Our research has been using a REST API, other ways to communicate
with AWS servers include uploading data to an S3 bucket or streaming it through
Amazons DynamoDB.

There also exist several different edge computation platforms other than AWS Green-
grass, and future work could be done in benchmarking different platforms. Other
platforms could include Microsoft Azure IoT or Google IoT. It should be noted that
it is usually hard to compare different platforms to each other as configuring them
to be similar to each other is not an easy task.

Studying the effects of running a similar experiment on other AWS servers could also
be beneficial as it is plausible that server location has an impact on RT'T latency,
especially if the invoker and the lambda functions are in different geographical areas.

Finally, running the experiment on an actual car is likely the best way to get results
from realistic network conditions. By continuously running our systems from a
driving vehicle in different areas and comparing their latency, researchers can more
realistically simulate real-world conditions. This would give a better insight for
developers in the automotive industry of the usefulness from the Device - Edge
system proposed in this report.
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