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Learning-Based Detection of Events in Eye-Tracking Data
An Investigation Into Small-Scale Models for Automotive Applications
Martin Due
Department of Mathematical Sciences
Chalmers University of Technology

Abstract
Detection of eye movement events in eye-tracking data is integral to various re-
search fields and commercial applications. Traditionally, the detection has been
accomplished either by hand or with threshold based detectors with the inherent
drawback that thresholds levels and other parameters had to be hand picked for
each scenario. In recent years machine learning methods have been employed for
eye movement event detection that do away with that requirement. However, these
models tend to be too large to run on limited resources in embedded applications,
particularly automotive ones. This thesis focuses on creating models that are smaller
but with retained performance. Five machine learning methods were evaluated and
hyperparameters were tuned to create well performing small models. Furthermore,
the usage of synthetic data for training was investigated, both as a supplement to
real data and as a sole source of training data. The study found that a Multi-
layer Perceptron model (MLP) trained on a combination of real and synthetic data
struck the best balance between size and performance. Additionally, results show
that models trained purely on synthetic data also performed reasonably well. The
findings of this thesis suggest that small, efficient models can effectively detect eye
movement events, with potential applications in automotive contexts.

Keywords: Eye movements, Event detection, Fixations, Saccades, Machine Learn-
ing, Model Optimization.
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CNN Convolutional Neural Network
GT Ground Truth
I-DT Identification by Dispersion Threshold
IRF Identification by Random Forest
I-VT Identification by Velocity Threshold
kNN k-Nearest Neighbour
MLP Multi-Layer Perceptron
PCC Pearson Correlation Coefficient
PSO Post Saccadic Oscillation
RF Random Forest
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1
Introduction

Eye tracking refers to using technology to track the movements of the eye. In recent
years its use has soared in many disciplines, particularly in research. The research
disciplines that make use of eye-tracking include psychology, reading research, psy-
cholinguistics and neurophysiology [1]. It also has numerous commercial applica-
tions in areas such as human-computer interaction [2], and drowsiness monitoring
in vehicles [3].
There are multiple types of eye-trackers, but what they all have in common is that
their output consists of information about where a user is looking. To successfully
make conclusions about human behaviour from such data it has to be processed
somehow. A common way to do that is to divide the data into segments that
represent the different states that the eye can be in. These states are called oculu-
motor events and they include fixations, where the gaze pauses on a point of interest
for some time, and saccades, where the eye rapidly moves to a different position.
Although other types of events exist [4], in this thesis, we will limit ourselves to con-
sidering only these two. The detection of these events can either be done manually
by a human, which is a very time consuming process, or it can be done automatically
with software.
Automatic event detection has been a field of study for several decades, with some
work being published as early as 1967. It involved placing a contact lens with a
stalk on the eye of the recording subject, whose movements were recorded onto an
analogue magnetic tape through the use of an intricate system. The magnetic tape
was then digitized and analyzed on a computer [5]. The traditional event detection
algorithms that were employed are based on thresholds. A significant drawback with
such algorithms is that the user is required to manually set those thresholds for what
constitutes as an event. Reasonable threshold levels tend to vary between datasets
and individuals. Some approaches with adaptive thresholds have been presented [6],
but they perform suboptimally on too noisy data [7].
With learning-based methods, such manual decisions are not necessary because, with
adequate training data, the algorithm can learn to detect events even at moderate
noise levels present in the data to be analyzed.
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1. Introduction

1.1 Background and Related Work

1.1.1 Traditional algorithms
Some of the first algorithms for automatic detection of eye-tracking events that are
still commonly in use today were proposed in the year 2000 [8]. Here an explanation
of two of those will be provided to give context for understanding more complex
methods in modern event detection research.
The I-VT (Identification by Velocity Threshold) identifies eye movement events by
analyzing the angular velocity of the gaze. A threshold for the speed of the eyes
movement is set. Samples above that threshold are classified as saccade samples
and samples below as fixations.
The I-DT (Identification by Dispersion Threshold) uses the fact that fixation points,
due to their low velocity, tend to be grouped together. I-DT identifies fixations as
groups of points that are within some maximum separation that is set by the user.
Since fixations have a minimum duration, a corresponding threshold for this dura-
tion must also be established.The algorithm uses a sliding window and checks the
dispersion of the points in the window. The dispersion in each window is calculated
as D = [max(x) − min(y)] + [max(y) − min(y)] where x and y are the gaze pitch
and heading respectively. If the dispersion is below the maximum separation thresh-
old the entire window represents as a fixation. Then the window is expanded by
adding additional points to the right, until the dispersion goes above the threshold.
This process continues with the window moving right until it reaches the end of the
dataset that is being analyzed [8].
In 2022 a study found that these methods are outperformed by CNN and Random
Forest based methods in all performance metrics that were evaluated except saccade
recall [9].

1.1.2 Learning based methods
In recent years several learning based methods for eye movement event detection
have been proposed. These methods use machine learning or statistical learning
approaches where a model has to be trained to make predictions. That is in stark
contrast to the previously discussed traditional algorithms that all rely on predefined
rules or heuristics. Two studies that proposed learning based methods will be covered
here.
The first one is known as IRF (Identification by Random Forest) [10]. It relies on
feeding a set of pre-calculated features based on gaze direction data into a random
forest model. The features are window based, so for each sample and feature a value
is calculated based on the surrounding gaze direction samples. The main drawback
of this model is that it requires a large amount of memory to run.
The second one is called gazeNet, and it uses a radically different approach compared
to IRF. Instead of calculating a set of features for each sample, the raw gaze direction
data is fed into a CNN, and eye movement event predictions are generated. This
can be thought of as an end-to-end approach. [11]

2



1. Introduction

Both these methods have in an independent review been found to generally outper-
form traditional methods [9].

1.1.3 Smart Eye
Smart Eye is a company that specialises in software and hardware that allow for
insights into human behaviour. Their primary products are eye-tracking systems
for Advanced Driving Assist Systems (ADAS) in cars, and a system targeted at
behavioural research.
The system for behavioural research is called Smart Eye Pro, and it is used in
a multitude of settings, ranging from aviation and aerospace to psychology and
neuroscience.

1.2 Objective and Method
The purpose of this thesis is to create and evaluate models for the detection of events
in eye-tracking data. A special emphasis is put on producing small models, in terms
of memory usage, so that they can be run on low-performance embedded hardware
in vehicles. The thesis will address a three questions related to this, the first of
which is:

Can a data-driven model for the detection of events in eye-tracking data,
with satisfactory performance, be created while maintaining a small model
size?

One of the main objectives of the thesis is to create a model that can be used to detect
saccades and fixations. Although existing literature includes successful attempts for
these tasks, they often do not explicitly state model size as a constraint. This thesis
aims to replicate those results while focusing on minimizing the model’s size.
In the context of machine learning the collection of relevant training data is some-
thing that large amounts of resources is devoted to. In some cases it is possible
to artificially create synthetic data to supplement the real data, hence the second
question that will be addressed is:

Can synthetic data be used in combination with real data to increase
performance?

If real world data collection can be avoided all together it would be even better.
Therefore, it is of interest to investigate if a model with satisfactory performance
can be created through training on synthetically generated data exclusively, leading
to the third question:

Can purely synthetic data be used to train a model with sufficient perfor-
mance?

3



1. Introduction

1.3 Scope
There are at least 8 different type of events that can occur in eye tracking data
[12], but in this thesis only two of them are considered: fixations and saccades.
The reasoning behind that delimitation is twofold. Firstly, those event types are
by far the most commonly occuring in comparison to other event types. Secondly,
detection of those event types in particular are especially important in automotive
contexts. Detection of saccades can be used to infer different psychological states,
such as drowsiness and intoxication, both of which are helpful to detect in automotive
settings [13][14]. Since saccades and fixations are both the most prevalent event
types and their detection has very meaningful applications the decision to focus
solely on them in this thesis has been made.

1.4 Thesis Outline
The second chapter reviews the underlying theory necessary to understand the fol-
lowing chapters. It begins with a short look into the human eye and eye tracking
technology. Thereafter supervised learning is discussed, first with a general mathe-
matical formulation based on the expected value, and thereafter in terms of specific
algorithms. Then different methods for evaluating classification results are consid-
ered.
The third chapter discusses the experimental methods used in the thesis. It begins
with an overview of the different datasets that are used, and special emphasis is
placed on the dataset that was collected and annotated specially for this thesis.
In the fourth chapter the results are presented. First the performance of different
models and combinations of datasets are presented, and then a selection of the two
best models is made. These two models are evaluated further, and some factors
that impact model performance are investigated. Then some metrics derived from
the classification results are presented. Lastly, some qualitative comparisons to the
existing Smart Eye Pro classifier is made.
In the fifth and final chapter the key findings are summarized and interpreted,
and conclusions are drawn. In the end an overview of potential future research is
presented.

4



2
Theory

This chapter aims to introduce the necessary theory for this thesis. It starts with an
overview of how the human eye moves and how modern eye tracking works. Then a
description of the models used is given, and finally an introduction to the modern
literature about evaluating results in the field of eye movement event detection.

2.1 Movement of the eye

Figure 2.1: Schematic view of the human eye, with key parts labeled. The small
region in the back of the eye called the fovea is of particular interest. For us to have
a sharp view of something light has to hit the fovea. That is the reason behind the
need for humans to move their gaze. Image belongs to the public domain and is
taken from [15].

Due to the physiological structure of the eyes the human visual system does not
process the entire visual input at the same resolution. In the back of the human

5



2. Theory

eye there is a small area with a high amount of cone photorecptors known as the
fovea. It spans about 5◦ of the visual field. At the center of the fovea there is an
1◦ area with thin and even more tightly packed cones. Light that gets projected in
that narrow region of the eye is perceived by us with the highest resolution. Our
objective in observing objects is therefore to direct the light towards the central area
of the fovea, a task facilitated by the movement of both the head and, notably, the
eyes [4].
Typically the gaze lingers around a point for 200 to 300 ms before it jumps to
another one. This lingering is known as a fixation [1]. The fast jump to a different
point is called a saccade. Saccades typically last 30 to 80 ms. After the saccade
there is sometimes a bit of a transient, where the eye oscilliates around the next
fixation point before settling in. That is called a Post Saccadic Oscillation (PSO)
[16]. These can make it difficult to distinguish where a saccade ends and where a
fixation begins.

2.1.1 Eye tracking
Video based eye trackers consist of two parts, infrared illumination and video cam-
era(s). These systems can either be head mounted or, more commonly, statically
mounted [17]. An example of how a statically mounted system could look is given
in Figure 2.2.

Figure 2.2: A statically mounted eye-tracking system with two cameras, and one
infrared light for each camera. This system in particular is a Smart Eye Pro system
[18].

2.2 Supervised learning
Supervised learning is a type of machine learning where the model is trained on a
dataset with labels, which means that each training example comes with an associ-
ated label. More precisely, in this setting we are given a set of examples {(xi, yi)},
assumed to be approximately related by yi ≈ ftrue(xi). The goal of supervised learn-
ing is to approximate ftrue with a function or model that maps inputs to outputs
such that it can be used to accurately predict the output for new, unseen inputs. It
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is possible to either let machine learning algorithms extract features from the input
data, or to hand craft features based on expert knowledge. In this work the latter
approach has been used.

2.2.1 General mathematical formulation
The following formulation is based on [19]. Let D = {(xi, yi)}n

i=1 represent the train-
ing dataset, where xi ∈ X is the input (feature) vector, yi ∈ Y is the corresponding
output (label). X and Y is the input and output space, respectively. The dataset D
is assumed to be independently drawn from an unknown joint distribution P (x, y)
on X × Y .
The goal is to learn a function f : X → Y that maps inputs to outputs. To evaluate
the quality of the function f it is evaluated using a loss function L : Y × Y → R+
where L(y, ŷ) measures the difference between the true output and the predicted
output, ŷ = f(x).
The average loss is called risk, and is given by

R(f) = E(x,y)∼P (x,y)[L(y, f(x))] =
∫

X ×Y
L (y, f(x)) dP (x, y). (2.1)

When learning the optimal function f , this is what we want to minimize. The
challenge stems from the fact that the probability measure P (x, y) is unknown, and
only the training data D is given. Hence the task of the learning algorithm is to
minimize the risk without having the ability to evaluate it directly. Therefore the
empirical risk can be minimized instead, which is an approximation of the risk based
on the dataset D:

Remp(f) = 1
n

n∑
i=1

L(yi, f(xi)). (2.2)

The empirical risk can be thought of as a sample-based estimate of the risk.
After these definitions we are now ready to state the supervised learning problem.
It can be formulated as an optimization problem where the objective is to find the
function f ∗ that minimizes the empirical risk

f ∗ = arg min
f∈F

Remp(f), (2.3)

where F represents the hypothesis space, i.e. the set of all possible functions that
the learning algorithm can choose from. It turns out that this in general is a com-
putationally very hard task. Only in specific simple cases it is possible to find an
efficient algorithm or closed form solution for minimizing the empirical risk. The
methods for supervised learning used in this thesis all represent implementations of
the general procedure described above.

2.2.2 Binary classification
Binary classification refers to the process of assigning samples to one of two cate-
gories based on some attributes of those samples [20]. This is the type of learning
problem that is the focus of this thesis.

7



2. Theory

2.2.2.1 Binary cross entropy and Kullback-Leibler divergence

The Kullback-Leibler (KL) divergence is a fundamental concept in statistics used
to measure the difference between two probability distributions. It can be used to
quantify the dissimilarity of one probability distribution from another. As such,
it can be used to evaluate classification results or to compare distributions. It is
defined as

DKL(P ∥ Q) :=
∑

k

P (k) log
(

P (k)
Q(k)

)
, (2.4)

so it is zero when the two distributions are equal everywhere, i.e. P (k) = Q(k) ∀ k,
since log(1) = 0. Note that DKL is asymmetric with regard to the two distributions.
In particular, the contribution to DKL is small from terms where P (k) is close to zero
but Q(k) is large. In the context of comparing some ground truth distribution to
a predicted distribution this asymmetry can be helpful. The asymmetry allows the
KL-divergence to place more emphasis on regions where the predicted distribution
assigns high probability, but the true distribution does not. This helps identify areas
where the predictive model is confidently wrong.
According to [21], equation (2.4) can be rewritten as

DKL(P ∥ Q) =
∑

k

P (k) log P (k)−
∑

k

P (k) log Q(k) = −H(P ) + H(P, Q), (2.5)

where H(P, Q) is called the cross entropy, and

H(P, Q) := −
∑

k

P (k) log Q(k). (2.6)

In the special case where there are only two classes this simplifies to

Binary Cross Entropy = − 1
n

n∑
i=1

[yi log(pi) + (1− yi) log(1− pi)] , (2.7)

where n is the number of samples, yi is the label of sample i, and pi is its corre-
sponding probability. The binary cross entropy is also known as the log loss for
binary classification.

2.2.3 Logistic regression
Logistic regression is a statistical method used for binomial classification tasks [22].
Given some feature vector ϕ it predicts the probability of an event e1 occurring,

p(e1|ϕ) = y(ϕ) = σ(wT
1 ϕ + w0) ∈ (0, 1). (2.8)

Here w is a vector of weights and σ is the sigmoid function,
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σ(a) = 1
1 + exp (−a) . (2.9)

The loss function that is commonly used when finding the optimal weights is the log
loss as in equation (2.7). To avoid overfitting the weights to specific data points in the
training set an additional regularization term can be added to the loss function. One
such regularization term is called L2-regularization or ridge regression. It constitutes
of the sum of squares of all weights. Hence large weights are penalized, which leads
to all weights being around the same size and close to zero. That decreases the risk
of over reliance on a single feature, and thereby reduces overfitting [23].

2.2.3.1 Advantages and limitations

A key advantage of logistic regression is the small model size. For a M -dimensional
feature space the model only hasO(M) adjustable parameters, which are the weights
for each feature [22]. Since this is a linear model it has a high degree of interpretabil-
ity, in the sense that if the model fits the data well it is possible to read out the
importance of each feature by looking at the relative sizes of the weights. A draw-
back of the method is that it is a linear model, which is unable to capture non-linear
relationships in the data. Another factor to consider is that if the different input
variables are correlated with each other, the effect of each on the regression model
becomes less precise [24].

2.2.4 k-Nearest Neighbour (kNN)
The k-Nearest Neighbour algorithm is a fundamental and widely used supervised
machine learning technique for classification and regression tasks. For each data
point that is to be classified it assigns the class label of the majority of the k nearest
neighbours. A visualization of this procedure for the case where there are two classes
and k=3 is given in Figure 2.3.
To find the nearest neighbours a distance metric has to be used. In Rq it is common
to use the Minkowski metric (also known as the p-norm), which is the Euclidean
norm when p = 2. For a query point x′ the distance to a training point xj is

d(x′, xj) = ∥x′ − xj∥2 . (2.10)

Then the points are sorted, such that

d
(
x′, x(1)

)
≤ d

(
x′, x(2)

)
≤ · · · ≤ d

(
x′, x(n−1)

)
≤ d

(
x′, x(n)

)
. (2.11)

Finally, a label ŷ is assigned to x from the set of the C possible labels, {1, 2, . . . , C},
based on the majority vote of among the labels of the k nearest neighbours xi

identified in (2.11):

ŷ = argmaxc ∈ {1,2,...,C}

k∑
i=1

1
(
y(i) = c

)
, 1[a = b] =

1 if a = b,

0 if a ̸= b.
(2.12)
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Query Point

Class 1

Class 2

Decision: Class 1 (based on majority vote of k=3)

Figure 2.3: Visualisation of the k-Nearest neighbour algorithm with k=3. Here
two of the three closest points belong to class 1, so the query point gets classified as
belonging to that class.

Here, y(i) denotes the label corresponding to the i-th nearest neighbour x(i) to x′,
and ŷ represents the predicted label for x′.

2.2.4.1 Advantages and limitations

kNN models are capable of capturing non-linear relationships. Their flexibility can
easily be adjusted by tuning the k value. A higher value creates a more robust and
rigid model whereas a lower value leads to a more flexible model.
A significant drawback of kNN models is that they tend to be quite large since their
size grows at the rate O(n) with the size of the training dataset. Furthermore, the
inference time grows at the rateO(n log(n)) with the size of the training dataset since
the step in (2.11) requires the list of distances to be sorted. These two problems are
likely exacerbated when handling complex functions by the fact that those require
a large amount of training data.

2.2.5 Support Vector Machines
A support vector machine is a powerful class of supervised learning algorithms used
both for regression and classification. In a binomial classification setting a sup-
port vector machine attempts to find the optimal hyperplane such that the margin
between the two classes is maximized. The margin is the distance between the
hyperplane and the nearest points from each class [25].

2.2.5.1 Advantages and limitations

Linear SVMs are very simple and quite interpretable. The decision boundary is
a hyperplane, and the magnitudes of the coefficients that describe this hyperplane
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give insights into which features are important. They are also very computationally
efficient, so they scale well with large data sets and high dimensional data.
However, linear SVMs can only model linear relationships between features and
classes. They may not perform well on features where the decision boundary is highly
non-linear. To improve performance on complex datasets feature engineering can
be used to make the data more linearly separable, however this requires additional
effort.

2.2.6 Random Forest
A random forest is a widely used ensemble learning method for classification or
regression. The random forest consists of multiple decision trees that are trained
on different subsets of the features and training data [26]. At the end, predictions
from all trees are aggregated by taking a majority vote. For brevity, the details
are omitted but the interested reader is referred to [27] for a more comprehensive
account.

2.2.6.1 Advantages and limitations

Random forests are able to learn complex and non-linear decision boundaries. They
are also very stable with regard to outliers. Another benefit is that no feature
scaling is required, since the method uses a rule based approach instead of distance
calculations. The method can also provide information about the importance of
each feature, which can give insights into the underlying patterns in the data.
A large drawback of random forests in contexts where the computational resources
are limited is that the model can take up a lot of memory, depending on the number
of trees and their depth.

2.2.7 Multi-Layer Perceptron (MLP)
A Multi-Layer Perceptron is a simple feed-forward neural network. It consists of
multiple layers of interconnected neurons, including an input layer, one or more
hidden layers and an output layer. Each neuron is connected to all neurons in the
adjacent layers, forming a fully connected architecture. This structure is visualised
in Figure 2.4. The connections between neurons are associated with weights, which
are adjusted during the training process. The neurons in the MLP use non-linear
activation functions, which allow the network to capture complex non-linear patterns
in the data [22].
A MLP network defines a mapping y = fθ(x; θ). The network can be represented
as a composition of functions, where each layer constitutes a function. Consider a
network with layers l = 1, 2, . . . , L. The function for the l-th layer is

fθl

(
a(l−1)

)
= σ(l)

(
w(l)a(l−1) + b(l)

)
, (2.13)

where a(l−1) is the output from the previous layer (or the input vector x for the first
layer), w(l) and b(l) are the weights and biases for the l-th layer, and σ(l)(·) is the
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Input
Layer

Hidden
Layer 1

Hidden
Layer 2

Output
Layer

Figure 2.4: Network diagram for fully connected Multi-Layer Perceptron with three
dimensional input, two hidden layers and two dimensional output. Each link has an
associated weight parameter, and each neuron contains an activation function.[22]

activation function for the l-th layer. The entire function can then be written as

fθ(x) = fθL
◦ fθL−1 ◦ · · · ◦ fθ2 ◦ fθ1(x). (2.14)

For more details, see for instance the book [23].

2.2.7.1 Advantages and limitations

An advantage of MLPs is that they are capable of learning complex, nonlinear
relationships in the data. A disadvantage is that the task of finding the optimal
weights and biases is a highly non-convex optimization problem. To find good
weights and biases the stochastic gradient descent method is utilized. After the
model has been trained it offers a low level of interpretability.

2.3 Evaluating classification results
There exists multiple methods for evaluating eye movement event detectors, and
which one is the best to use depends on the specific intent of the evaluation. For
example, when comparing a large number of event detection algorithms, it would be
appropriate to use a concise set of measures that can be clearly presented in a table
or plot. Conversely, comparing labels from two human annotators may require a
more detailed and qualitative description. Preferably, a set of metrics that are both
concise and descriptive should be used. The most common approach to evaluate
event detection performance involves comparing predicted labels to ground truth
labels, which can be done with two fundamentally different techniques: either on a
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sample-by-sample basis, or by considering continuous sequences of samples with the
same label, known as oculomotor events, for example saccades and fixations [28].
When choosing a suitable metric for evaluating an event detection algorithm, one
might initially consider a sample-level evaluation, where the predicted label is com-
pared to the ground truth on a sample-by-sample basis. However, this approach
has significant drawbacks, particularly when dealing with unbalanced class distri-
butions, which is often the case in eye-tracking data, where saccades often account
for only a small portion of the total samples. Using a metric like sample-level accu-
racy could misleadingly suggest good performance if a classifier consistently predicts
that every sample is a fixation. This issue can be mitigated to some extent by using
metrics that account for class imbalance, such as ROC-AUC, F1-score, and G-Mean
[29]. Figure 2.5 illustrates a case where sample-level evaluation fails, as all three
of these metrics yield the same score despite drastically different perceived levels of
performance.

Figure 2.5: The grey areas represent fixations and the pink represent saccades.
This figure illustrates two situations where the sample level accuracy would be ex-
actly the same, but the practical performance differs substantially. On the left side
there is one false saccade, whereas on the right side there are three. Figure recreated
with small adjustments from [28] with permission.

2.3.1 Event matching
The other way to evaluate classification performance is to do it on an event level,
where entire events are matched to each other based on some sort of matching
algorithm. Then some metric can be applied to evaluate the aggregate level of
correctness for those matchings. There are several strategies for matching events
(an overview is provided in [28]), and a few will be briefly presented to provide
context for the strategy chosen in this thesis.
In 2016, Majority voting was proposed by [30], where performance is evaluated
by checking, for each ground truth event, whether over 50 % of the samples in
the predicted output have a certain class label, and assigning that class to the
event. This is a simple approach, but just like the sample-level method it tends
to give inflated scores. Effectively it is the same as a sample-level approach, with
the difference being that correctness is decided for each ground truth event rather
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than for each sample [28]. In the two cases presented in Figure 2.5 the majority
voting method gives the same score for both, since one ground truth event would
be matched with one event in the prediction sequence, even though the two cases
show a large qualitative difference.
Another approach is called the Maximum overlap matching, first introduced in 2019
[11]. For every ground truth event all overlapping events in the prediction are
considered, and a match is made with the one that has maximum overlap. Unlike
in Majority voting (where each ground truth event is just assigned a predicted
label), this approach explicitly matches events, which allows for further evaluation
with the metrics in Section 2.3.2. In certain situations however, the Maximum
overlap method is prone to make matches that could be interpreted as mistakes.
The classes in eye-movement event detection are inherently unbalanced with regard
to their duration. Saccades are typically much shorter than fixations. So for a 30 ms
saccade a 20 ms overlap with a fixation should intuitively be worth ’less’ than a
10 ms overlap with another saccade. In Figure 2.6 there is such a case, where the
P8 saccade is matched with the GT5 fixation rather than the (intuitively correct)
GT6 saccade.

Figure 2.6: Example of the Max-
imum Overlap matching algorithm.
Grey areas are fixations and pink ar-
eas are saccades. The black lines
between predicted and ground truth
events represent event matches. The
matching GT5↔P8 is sub-optimal.
Figure recreated with adjustments
from [28] with permission.

Figure 2.7: Example of the Maxi-
mum Intersection-Over-Union match-
ing algorithm. Grey areas are fix-
ations and pink areas are saccades.
The black lines show between pre-
dicted and ground truth events repre-
sent event matches. Figure recreated
with adjustments from [28] with per-
mission.

Luckily, there is another matching algorithm, introduced by [31] that handles these
cases in a better way. It is called the Maximum intersection-over-union (IoU) match-
ing. For a ground truth event A and a predicted event B it is calculated as

IoU = Area of Intersection
Area of Union = |A ∩B|

|A ∪B|
. (2.15)

The IoU values are calculated for all combinations of overlapping events, and then
those pairs are placed in a sorted list. The list is then iterated through from pairs
with the largest value to the smallest. If neither one of the events in the candidate
pair are already matched a match is made, otherwise the candidate pair is skipped.
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Since this method divides the overlap with the total combined area it is more likely
to match events with similar sizes to each other. In Figure 2.7 the same ground
truth and predictions as in Figure 2.6 are shown, but with the matchings made by
the Maximum intersection-over-union algorithm rather than the Maximum overlap
algorithm.
These matching algorithms do not provide matches for all events. The events in the
ground truth in Figure 2.6 and 2.7 without a black line going to them are undetected,
and the events in the prediction without a black line going to them are either false
positive or false negative events.
Here only three matching algorithms have been discussed. There are other ones, but
according to [28] none of them can reach the same levels of usability and versatility
as the Maximum intersection-over-union algorithm. Hence, this is the one that will
be used in this thesis.

2.3.2 Evaluation metrics
Once matches between the ground truth and prediction sequences have been estab-
lished the detection power can be quantified through the use of various metrics.
The simplest, yet most informative method is to use a confusion matrix. It not
only gives information about the proportion of misclassified events, but also in what
manner they have been misclassified. It shows if an event has been misclassified or
missed completely. The drawback of using a confusion matrix for evaluation is that
it is not particularly concise. If there are N classes it consists of N2 values. Instead
it is often better to use a metric that somehow distills the confusion matrix into
a single value. There are many such metrics, and [28] evaluates the following: ac-
curacy, balanced accuracy, precision, sensitivity, specificity, F1-score, Jacard index,
Cohen’s Kappa, Matthew’s Correlation Coefficient (MCC), ROC AUC, and Length
normalized Levenshtein distance. They conclude that the Matthew’s Correlation
Coefficient is the best metric for evaluating the performance of eye movement event
detectors, and therefore it is the one which will be used. It is defined as

MCC = TP × TN − FP × FN√
(TP + FP )(TP + FN)(TN + FP )(TN + FN)

(2.16)

where TP is true positive, TN is true negative, FP is false positive and FN is false
negative.
The range of the MCC value is [−1, 1], where 1 is the highest score and−1 the lowest.
A MCC score of 0 means that the performance is equivalent with random guessing.
A negative MCC score implies that the model’s predictions are negatively correlated
with the actual outcome, so that it performs worse than random guessing. If the
MCC score is 1 all predictions are correct, and conversely if they are all incorrect
the score is -1.

15



2. Theory

2.4 Savitsky-Golay filtering
A Savitsky-Golay filter (commonly referred to as a savgol filter) is a well-known type
of filter for digital signal processing. It smooths the signal by fitting a low-degree
polynomial to groups of adjacent data points with the linear least squares method,
and then using the central point of the fitted polynomial as the new value. The key
advantage of the Savitsky-Golay filter in comparison with simpler methods such as
window based averaging is that it preserves features such as peaks and valleys in
the original signal, while smoothing the data, and thereby improving the signal to
noise ratio.
Mathematically, the procedure can be described as follows: given a set of datapoints
(xi, yi), a polynomial P (x) of degree r is fitted to a window of 2m+1 points centered
at x0:

P (x) = a0 + a1x + a2x
2 + · · ·+ arx

r. (2.17)
The coefficients a0, a1, . . . , ar are found by minimizing the least squares error:

min
P ∈Pr

m∑
i=−m

(yi − P (xi))2 . (2.18)

After the polynomial has been fitted the value at the middle of the window is taken
as the new smoothed value. This procedure is repeated for all points in the dataset.
The filter has a two main parameters that have to be chosen. The first is the
selection of the window size 2m + 1, where a larger window size results in better
noise reduction at the risk of losing important details in the signal. The second is
the order r of the fitted polynomial, where a higher value allows for the capturing
of more complex signal shapes, but also increases the risk of overfitting.
Simultaneous differentiation and filtering of the signal is also possible, simply by
differentiating the polynomial P (x) the desired amount of times after it has been
fitted, hence for the first derivative we have

P ′(x) = a1 + 2a2x + 3a3x
2 + · · ·+ rarx

r−1. (2.19)

Just as in the undifferentiated case the smoothed value is found by evaluating the
polynomial at the center of the window [32].

2.5 Two parameter noise analysis
In 2020 a method to characterize noise in eye-tracking data was proposed, utilizing
two parameters [33]. One parameter describes the magnitude of the noise and the
other one quantifies its shape or behaviour. They are both based on standard
deviation and sample-to-sample root mean square values, which in turn are defined
as:

STD =
√√√√ 1

n

n∑
i=1

(
(xi − x̄)2 + (yi − ȳ)2

)
=
√

STD2
x + STD2

y (2.20)
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and

RMS-S2S =

√√√√ 1
n− 1

n−1∑
i=1

(
(xi+1 − xi)2 + (yi+1 − yi)2

)
(2.21)

respectively. The RMS-S2S provides insight into the step size of the signal between
consecutive samples, and the STD value indicates the overall variability or dispersion
of the signals value around the mean. These two metrics can be combined to form a
new one that weighs both aspects of noise magnitude equally, which will be referred
to as signal magnitude;

signal magnitude =
√

RMS-S2S2 + STD2. (2.22)

The parameter that describes the shape of the noise is called signal type, and is
defined as

signal type = RMS-S2S
STD . (2.23)

It can be thought of as the ratio between displacement of successive samples and the
dispersion or spatial extent of the segment that includes those samples. When this
ratio is high it means that the distance between successive gaze positions covers a
substantial portion of the segments spatial range, which is typical for high frequency
noise. In contrast, when the ratio is low the gaze position changes smoothly, which
is characteristic of low frequency noise. The quantity is dimensionless, since it is a
ratio between two spatial measures with the same units.
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Figure 2.8: Generated two dimensional signals with different types and magnitudes
of noise. On the left side are sequences with smooth, low frequency noise, and on
the right side are sequences with rugged, high frequency noise. Each example is 200
samples long. The magnitude of the noise increases along the vertical axis. The
figure is recreated from [33].

Figure 2.8 shows some examples of two dimensional noise with different signal types
and magnitude. These two parameters can be used both to describe the properties
of noise signals, but also to generate new noise that can be applied to synthesized
signals, or as augmentation for existing ones. The interested reader is referred to
[33] for a detailed account of how any two dimensional noise can be generated given
the desired type and magnitude values.
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Methods

This chapter begins with an overview of the datasets that have been used in the
thesis, and a description of the process that was undertaken to record a new dataset
for this thesis. Then an account of the feature extraction procedure is given. The
final section delves into the model training, inference, post processing, evaluation
and hyperparameter optimization.

3.1 Overview of datasets
Three different datasets were considered: one collected specifically for this thesis,
one publicly available dataset from a previous study, and one that was synthetically
generated. Validation and testing were conducted on the self-collected data.

3.1.1 Self-collected dataset
To verify that the created prediction models perform well on the type of data where
the models eventually will be used, a rather significant amount of training, validation
and test data was collected from 20 volunteers, using the open source software
PsychoPy [34] and a two camera Smart Eye Pro eye-tracking system. In the coming
chapter this dataset will be referred to by the name SER.

3.1.1.1 Physical setup

An experimental setup was built up in a room. It consisted of a projector, a table,
two Smart Eye Pro cameras and an adjustable chair. The Infocus IN118HDxc
projector created a 215 by 105 centimeter screen with a 1920×1080 resolution on
the wall. As can be seen in Figure 3.1 it was mounted in the ceiling of the room,
to allow it to project over the top of the seated test subject. The walls in the room
were a bright grey color and all light sources in the room other than the 3200 lm
projector were turned off during recordings. The participant was seated in a chair
that could be adjusted backwards and forwards to make it possible to place the face
of every subject in the focus range of the cameras.

3.1.1.2 Procedure

To find subjects to record employees at Smart Eye were asked to participate. We
attempted to find subjects with a good variation of factors such as genders and
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Figure 3.1: The recording setup viewed from the side. The length units are in
centimeters and the schematic is roughly to scale. To achieve a rectangular image
despite the projector being tilted at an angle, the vertical keystoning feature of the
projector was used.
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Figure 3.2: Top down view of the experiment setup. The length units are in
centimeters and the schematic is roughly to scale.
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ethnicity, but since the employees predominantly are European males the pool of
subjects is slightly skewed, which can be seen in Table 3.1.
After a subject had been recruited I explained that their task was to follow a target
with their gaze for approximately one minute. This was done twice, once with their
head fixated with a chin rest (as in Figure 3.6) and once where they could move
their head freely. Random counterbalancing was performed by flipping a coin to
determine the order of the recordings with and without the chin rest.

Recruiting Explanation
of experiment

Data
recording

Data
processing Annotation

Figure 3.3: Diagram showing the overall experiment procedure.

The participants were tasked with following a viewing target displayed on the wall
with their gaze. PsychoPy was used to create the viewing target and control its’
movement. The viewing target itself, which can be seen in Figure 3.5, consisted of
a red dot at the center of a circle with a cross inscribed. It has been proven that
such a shape is optimal for increasing fixational stability [35]. This target jumped
around to 30 random positions on the screen with a minimum gaze angle between
consecutive points set to 2◦. The target was displayed at each point for a randomly
sampled duration between one and three seconds. A constant duration was avoided
because it might have allowed the subjects to anticipate when the target would jump,
potentially influencing their saccades. Ten consecutive positions were sampled from
positions covering just the center 25 % of the screen whereas the other twenty were
chosen from positions on the entire screen. This was done to increase the number
of short saccades in the collected dataset. Which one of those two groups of stimuli
that was displayed first was randomised for each trial, to rule out any potential
impact from the ordering.
Each subject underwent the recording procedure twice. Once with their head fixated
with a chin rest and once where they were able to move their head freely. These are
known as lizard and owl gazes respectively [36]. This was done to allow for more
variation in the dataset, and to provide both simpler and more difficult cases to test

Figure 3.4: The experiment layout as shown in the PsychoPy Experiment Builder.
Time moves from left to right in the chart. First an information screen (represented
by the Saccades_info block) is displayed which says what the task is, and asks the
participant to give a verbal cue once they are ready to start. Then the part where
the saccades occur and data is recorded takes place (in the Saccade block). Finally
an end screen is displayed, thanking the participant for their time (represented by
the block labeled END).
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Category Count Percentage
Gender

Male 15 75 %
Female 5 25 %

Glasses wearer
Yes 5 25 %
No 15 75 %

Age Range
20-25 1 5 %
26-30 6 30 %
31-35 5 25 %
36-40 2 10 %
41-45 4 20 %
46-50 2 10 %

Table 3.1: Aggregated characteristics of subjects in the study.

and validate the algorithms on. The eye-tracking generally works better when the
head is stationary.

Figure 3.5: The target that the
participants had to focus their
gaze on. On the screen it ap-
peared with a total diameter of
10 cm. The diameter of the red
circle in the middle was 2.5 cm.

Figure 3.6: The chin rest that
was used to fixate the heads for
one recording of each participant.

3.1.1.3 Data annotation

The data was annotated using a tool that enabled simultaneous viewing of the
recorded video and the eye-tracking data. The eye-tracking data was presented to
the annotator in a normalized format, where the range of the gaze position signals
spanned from -1 to 1. The video was used to mark the start and endpoints of events,
while the gaze and heading signals from the eye-tracking data served as guides to
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identify roughly where saccades occured in the video. Some saccades, not visible in
the signal view, were detectable in the video feed and were therefore annotated. The
graphical user interface of the annotation tool is displayed in Figure 3.7. It took
circa 45 minutes to annotate one minute of data, so for each recorded subject 1,5
hours were devoted to annotation. In total the annotation time amounted to 30 h.
In some rare cases it was not possible to see a saccade in the video where there
was supposed to have been one. That led to some fixations being labeled as 5 s to
6 s, which is unreasonable considering that the fixation target moved at least every
third second. The likely cause for those cases is that the gaze target moved a short
distance, and the focus of the cameras might have been slightly poorly set.

Figure 3.7: The graphical user interface of the event annotation tool, that allows
for annotation of events in the data. In the bottom section the labels can be seen,
and in the middle are normalised plots of the heading and pitch of the gaze. In the
upper section there is a video feed of the participant and a zoomed in view of one
of their eyes.

3.1.1.4 Data splitting

The recorded data was split into three groups, test data, train data and validation
data as described in Table 3.2. The training set was used for training and data
exploration, the validation set was used for tuning of hyperparameters, and the test
dataset was solely used to test the models. Splitting was done on a subject level,
so both recordings from each subject were placed in the same split. If that had not
been the case recordings from the same subject could have ended up in both the
training and test sets, which would severely limit what conclusions could be drawn
from the results. With this approach the algorithm can be tested on completely
unseen data, i.e. data from a different subject.
As can be seen in Table 3.2 the largest split is the test split, at about 50 % of the
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recorded data. In other studies a split of 80 / 20 % is commonly used [37]. Here a
larger portion of test data was selected because other datasets will also be used for
training, so in the end the size of the test set will be reasonable.

Data Split Time
(minutes)

Percentage
of Total Time # Saccades

Test 22.7 49.8% 927
Train 11.7 25.6% 345

Validation 11.2 24.5% 421
Total 45.6 100% 1693

Table 3.2: Amount of recorded data in each split. Synthetic data and data from
other sources is also used in the thesis, so the distribution in this table is not
representative of the overall distribution.

3.1.2 Synthetic data
Synthetic data was generated by iteratively producing an alternating sequence of
fixations and saccades. In the coming chapters this dataset will be referred to by
the name SYN. Let z ∼ P denote a random variable with distribution P , and let
Unif(a, b) denote the uniform distribution over the integers {a, a + 1, ..., b}. Addi-
tionally, let x and y be vectors with cardinality C where the generated heading and
pitch values will be stored, and let the index i denote the current position in the
vectors x and y where new values will be inserted. Given a sampling frequency f
and a target maximum gaze angle α, the following steps were performed:

1. Iterate over the steps (a) and (b) until the end of x and y has been reached:
(a) Sample a fixation duration, τfix ∼ Unif (⌊a · f⌋ , ⌊b · f⌋), corresponding

to a fixation duration between a and b seconds. Add τfix to i: i← i+ τfix.
Fill the entries of x and y with the last populated values until the index
i is reached.

(b) Sample two saccade durations, one for pitch and one for heading,

τsaccx ∼ Unif (⌊c · f⌋ , ⌊d · f⌋)
τsaccy ∼ Unif (⌊c · f⌋ , ⌊d · f⌋) ,

corresponding to saccade durations between c and d seconds. The saccade
amplitudes sx and sy are calculated as sx = τsaccx ·v

f
and sy = τsaccy ·v

f
, where

v represents the average velocity of the saccade in degrees per second.
Let δx, δy ∈ {+1,−1} be direction variables.

• Let x be the last populated value in x. If x /∈ [−α, α], choose the
direction of δx to bring x closer to the allowed range.

• Otherwise, if x ∈ [−α, α], flip the sign of δx with a probability of 0.5.
Do the same for y and δy.
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Insert the saccadic movements in x- and y-directions into x and y respec-
tively using scaling by the function g(t) = σ (5(2t− 1)), where σ is the
sigmoid function. The updated x and y vectors are expressed as:

x =
(

x1, ..., xi, xi + δx · g
(

1
τsaccx

)
sx, . . . , x + δx · g

(
τsaccx

τsaccx

)
sx, ∗, ∗, . . .

)

y =
(

y1, ..., yi, yi + δy · g
(

1
τsaccy

)
sy, . . . , y + δy · g

(
τsaccy

τsaccy

)
sy, ∗, ∗, . . .

)

where ∗ denotes undefined values that will be populated later. The func-
tion g(t) has the properties g(0) ≈ 0 and g(1) ≈ 1.

2. Add noise to the vectors x and y after completing the iterations. The noise
was generated as described in [33], with a noise type value of 1.24 and mag-
nitude of 1.5◦. The definitions of noise type and magnitude are provided in
Section 2.5.

The values for α and f used were 35◦ and 60 Hz respectively. The fixation durations
went from a = 1 s to b = 3 s, and the saccade durations ranged from c = 16 ms to
d = 160 ms.
The saccades were modelled as sigmoid functions, which corresponds well with how
the human eye actually rotates during a saccade, with an acceleration phase, a
middle phase with constant velocity and finally a deceleration phase [38].
To find a suitable value for the average saccade velocity, v, two different sources
were considered, and the recorded dataset was analyzed. In 1988 a relation between
saccade amplitude in degrees and duration in milliseconds was proposed:

duration = 2.2 · amplitude + 21 [39]. (3.1)

Later in the same year another study considered centrifugal saccades (where the eye
rotates away from a neutral position) and centripetal saccades (where the eye rotates
toward a neutral position) separately [40]. They reported the following relationships:

centripetal duration = 2.5 · amplitude + 27 (3.2)
centrifugal duration = 3.9 · amplitude + 13. (3.3)

which both are slightly slower than what was initially proposed. In Figure 3.8 the
amplitudes and durations of saccades in the self-collected dataset are presented. A
least squares fit to those data points without offset is also included, as well as the
previously mentioned relationships. There is a large spread in the recorded data,
which none of the plotted lines can capture. All of the plotted lines are quite similar,
however in the end it was decided to use the least squares fit as the basis for the
synthetic saccade average velocity, primarily because it was desired for the synthetic
data to be as similar as possible to the recorded data that will be used for testing
and validation. It amounts to the relationship duration(ms) = 4.02 · amplitude(◦),
which is the same as 249 ◦/s.
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Figure 3.8: The saccade amplitude plotted against the saccade duration for the
dataset that was recorded with the Smart Eye Pro system. The blue dashed line is a
least squares fit of the data points, which gives a relation of 4.02 ms/◦, and the green
dash-dotted line is the relation proposed by [39], which corresponds to 2.2 ms/◦ +
21 ms. The solid purple and dotted green lines were both proposed by [40] and their
formulas are displayed in equations 3.2 and 3.3.

3.1.3 IRF dataset
The IRF dataset is a publicly available dataset [41] and consists of manually an-
notated eye-tracking data. It was collected in 2018 for the purposes of a paper in-
vestigating the usage of random forest classifiers for event detection in eye-tracking
data [10]. The five participants were asked to track a 0.2◦ silver dot with a black
2× 2 pixel center that jumped around in a 7× 7 grid with equal spacing. PsychoPy
was used to control this viewing target, and it stayed at each position for 1 second
before it jumped to another.
The data was recorded monocularly at 1000 Hz using the Eyelink 1000 eye tracker.
This type of tracker has a very small amount of noise. The data is 8.1 min long and
contains 847 saccades. It consists of recordings of six different subjects, each being
one minute and twenty seconds long. In this study the entire dataset was purely
used for training. Since the noise level was so low the dataset was augmented with
noise to give it greater resemblance to the self-collected validation and testing data.
The added noise had signal magnitude of 1.5◦ and signal type of 1.24, as defined in
Section 2.5.

3.2 Feature extraction
The previously mentioned datasets all contain gaze pitch and heading data. To
make the events easier for the models to detect, twelve features have been extracted
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from the raw data. Table 3.3 contains a list of all features and a description of
how they were calculated. All of the features are window-based, which means that
for every sample, the feature value is calculated based on the surrounding samples.
Three different window widths were set, one for the velocity and acceleration, one
for the average acceleration and one for all other features. These window widths
were considered hyper-parameters that were tuned specifically for each model type,
and can be viewed in Table B.2. Previous works that have relied on window based
features have used fixed window widths based on expert knowledge of the time-scales
of the eye movement events [6][10]. It is conceivable that the tuned window widths
in this study might contribute to a small performance gain.
Since the datasets had different sampling rates, the window widths were expressed
in terms of time rather than as the number of samples. Further, when calculating
velocity and acceleration, those values were converted to ◦/s and ◦/s2 respectively,
to remove the effect of varying sampling rates on the feature values.

3.3 Model pipeline
The models were trained using the package Scikit-learn [42]. The velocity and ac-
celeration features were calculated using the savgol_filter function from the scipy
package [43]. The other features were calculated using the the rolling window func-
tion from the Pandas package [44] in the manners described in Table 3.3.

EvaluationModel
prediction

Post
processing

Feature
scaling

Feature
extraction

Missing data
interpolation

Figure 3.9: Inference pipeline that was ran on validation and testing data. Scaling
of the features was not applied for the random forest model.

Figure 3.9 shows a schematic view of the model pipeline. Below some further details
will be provided. The validation and testing dataset consisted of 25 % and 50 % of
the SER dataset respectively. For training all possible combinations of the SYN,
IRF and the remaining 25 % of the SER data was used. Linear interpolation was
used to fill in missing values in the data, primarily caused by tracking loss due to
blinks. That is not optimal since the real data never is linear, but this issue is
mitigated by the fact that only a very small amount of the data is missing. The
features were extracted in the manner described above, and then they were scaled to
zero mean and unit variance using the scikit-learn StandardScaler class. No scaling
was performed when random forest models were used. During training the features
and corresponding labels were fed to the models with the scikit-learn fit(feature,
label) function, which uses different loss functions depending on what model is
used.
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Table 3.3: Extracted features from raw data. All of them except for the avg-acc
feature come from [10], with some implementation changes. The rms feature in
particular deviates significantly, which is discussed in Section 5.2.

Feature Description Formula/Method Units

vel velocity. Rate of change
of position

Computed using
Savitzky-Golay
filter (polynomial order 3)

◦/s

acc acceleration Rate of
change of velocity

Computed using
Savitzky-Golay filter
(polynomial order 3)

◦/s2

avg-acc Mean acceleration Moving average of the acc
feature

◦/s2

std Standard deviation of
the recorded gaze
position

Hypotenuse of the std. dev.
in x and y-direction

◦

mean-diff Difference in mean gaze
position. Measures the
change in the average
gaze position between
two windows

Computed as the hypotenuse
of the differences between the
mean x and y positions in the
window before and after the
current sample

◦

med-diff Difference in median
gaze position. Measures
the change in the
median gaze position
between two windows

Computed as the hypotenuse
of the differences between the
median x and y positions in
the window before and after
the current sample

◦

bcea bivariate contour ellipse
area

Measures the area of an
ellipse in which the gaze
resides P% of the time during
a window. P=68.

◦2

rms root mean square The hypotenuse of the root
mean square values of the
pitch and heading. The rms
in one dimension of a window
of lentgh n is√

1
n

(x12 + x22 + · · ·+ xn
2)

◦

std-diff,
rms-diff,
bcea-diff

Absolute difference in:
standard deviation, root
mean square and
bivariate contour ellipse
area

These are similar to mean-diff
and med-diff in the sense that
they use windows before and
after the current sample, but
instead of differences in gaze
position these are differences
in measures of noise

◦

disp dispersion Sum of the
range in x values and
the range in y values

disp = [max x−min x] +
[max y−min y]

◦
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3.3.1 Post processing
After predictions into the classes saccades and fixations had been made for each
sample, post processing was applied. It consisted of two different actions, which both
are based on knowledge about typical properties of eye movement events. Saccades
with an amplitude of less than 1◦ were converted to fixations. Fixations shorter
than 60 ms (corresponds to three samples in validation and testing data since it was
recorded at 60 Hz) were labeled as saccades. These values are recommended by [45].

3.3.2 Evaluation
The post-processed predictions were evaluated using the intersection over union
matching algorithm with the Matthew’s correlation coefficient as described in Sec-
tion 2.3.2 to quantify the accuracy and reliability of the detected eye movement
events.

3.3.3 Hyperparameter optimization
An optimal set of hyperparameters was determined using the Optuna framework
[46]. Some of the hyperparameters were related to the feature extraction from the
data, for example window sizes and the width of the Savitsky-Golay filter. These
were set individually for each model and combination of datasets, to make sure that
the features were optimally engineered for each model and dataset combination.
This approach ensured that the feature extraction process was tailored to the specific
characteristics of each combination of datasets. Other hyperparameters were model
specific, like the number of trees and their depth in the random forest model. In
Table B.2 the hyperparameters related to the feature extraction are listed, and in
Table B.1 the model specific hyperparameters for the best performing model of each
type can be found. Hyperparamters not listed in that table were set to the default
values in scikit-learn version 1.2.2.
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4
Results

This chapter begins with an overview of the extracted features, which is followed
by a comparison between synthetic and real data. Next, the results of the hyperpa-
rameter tuning and model evaluation are presented, including the evaluation of the
different model types trained on all possible combinations of datasets included in the
study. Then the two best-performing models are analyzed further, and factors that
could potentially explain the difference in performance between test subjects are
investigated. This is accompanied by an exploration into how well a set of derived
metrics line up with the ground truth. Finally, a comparison with the algorithm
included with the Smart Eye Pro eye-tracking system is made.

4.1 Analysis of features
It is reasonable to expect that the features are either correlated or anticorrelated,
since they have been engineered to give a response when saccades take place. In
Figure 4.1 we see that the features are all fairly correlated with each other, and since
the absolute value has been applied to all features the correlation matrix contains
mostly positive values. The correlation is calculated as the Pearson correlation
coefficient. The values for the features rms and rms-diff deviate from all others.
This is likely due to a mistake in the implementation of the feature calculation
or processing by the author, which is discussed further in Section 5.2, since these
features appear uncorrelated with the std and std-diff features in particular.
Considering the fact that both these pairs of features are measures of noise, one
would expect them to be correlated. Since they are not, the rms and rms-diff
features will be disregarded in the further analysis.
The standard deviation and dispersion features have a particularly high correlation
of 0.99. This is logical given that they are both measures of variability in the data,
though they assess it in different ways. The dispersion feature is a measure of the
range between the smallest and largest values in the window, and the standard
deviation provides a measure of the how far the values deviate from the mean.

31



4. Results

Figure 4.1: Correlation of the hand crafted features. In general there is a strong
correlation between the features. The values shown are the Pearson correlation
coefficient and the features are calculated solely from the SER dataset.

Two other features with a high correlation coefficient are the mean-diff and med-diff
features. They both give insight into how much the center position of the gaze has
shifted from a window before the sample point to a window after.

Figure 4.2: The importance of each feature, calculated as the Gini impurity for
the random forest model and as the absolute value of the coefficients for the logistic
regression model (trained using L2-regularization). Both are normalized such that
the sum of all importances is 1.
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The importance of the features in the random forest and logistic regression classifiers
has been calculated to provide insight into which features carry the most relevance.
These results are presented in Figure 4.2. In Figure 4.3 and 4.4 there are examples
of a feature that carries a lot of importance and one that is slightly less important,
respectively. At first glance it appears reasonable to assume that acceleration would
be a good way to detect saccades, as they involve changes in gaze position and
acceleration measures the rate of such changes. However, there are two issues with
the acceleration feature. During very long saccades the gaze direction moves at a
constant velocity for some time (this can be inferred from the fact that 35◦ and 80◦

saccades have the same peak velocity in Figure 4.11). As a result, the acceleration
feature approaches zero both during fixations and during the middle of very long
saccades, so it has reduced predictive power for distinguishing between these event
types. Moreover, it is very sensitive to noise since the already noisy gaze position
signal has been differentiated twice, amplifying the effect of the noise. That means
that very small saccades can get confused with noise. These two issues collectively
explain the large overlap between fixations and saccades in Figure 4.4 and the low
importance of acceleration in Figure 4.2.
The standard deviation in Figure 4.3 on the other hand has a large separation
between values for fixations and saccades. This might be because it is a measure
of the variability in the data, and the variability is much higher during saccades
than during fixations. Since fixations involve relatively stable gaze, the standard
deviation remains low, while saccades involve rapid shifts in gaze position, leading
to greater variability. This clear separation explains why the standard deviation
feature is assigned higher importance in Figure 4.3, as it effectively distinguishes
between the two states, unlike acceleration, which shows overlap between fixations
and saccades.

Figure 4.3: The distribution of stan-
dard deviation values for saccades and
fixations. The majority of the over-
lap lies between 1 and 2 degrees. In
general there is quite a good separa-
tion between fixations and saccades in
terms of this feature.

Figure 4.4: The distribution of ac-
celeration values for saccades and fixa-
tions. There is a significant region with
overlap, between 0 and 4000 ◦/s2.
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4.2 Synthetic data
Qualitative and quantitative aspects of how the synthetic data relates to the real
data will be discussed here. The impact of training on synthetic data, or a combi-
nation of real and synthetic data, in relation to model performance is explored in
Section 4.3.

Figure 4.5: Thirty seconds of ran-
domly selected gaze data from the
real SER dataset.

Figure 4.6: Thirty randomly se-
lected seconds of generated syn-
thetic data.

The synthetic data in Figure 4.6 appears somewhat similar to the real data in 4.5.
The largest apparent difference is that the synthetic data has a wider field of view,
especially along the pitch axis. It also appears that purely horizontal and vertical
movements are more common in the synthetic data, whereas movements in the real
data tend to be more diagonal.
In Table 4.1 some properties of the synthetic and real data are quantified. They are
quite similar, however the average saccade peak velocity is higher for the synthetic
data.

Table 4.1: Comparison of eye-tracking metrics for real and synthetic data.

Metric Mean Median
Dataset SER SYN SER SYN
Saccade Amplitude (°) 20.49 19.77 13.21 15.23
Sac. Peak Velocity (°/s) 313.74 413.84 302.89 433.62
Saccade Duration 61.93 61.91 49.83 33.33
Fixation Duration (ms) 1369.83 1903.26 1413.65 1866.67

To give some further insight into the distributions of saccade amplitude, peak veloc-
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ity and duration as well as fixation duration, histograms are presented in Figures 4.7
– 4.10. Some details worth taking note of is that the maximum saccade amplitude
only reaches 54◦ in the synthetic data, whereas it goes above 80◦ in the real dataset.
Since the synthetic saccades do not reach the same amplitudes they also do not
reach the same durations as the real saccades. The distribution of peak velocities
in Figure 4.8 is slightly skewed toward saccades generally being too fast in the syn-
thetic data, however the maximum values are similar. The synthetic data contains
fixations with durations uniformly distributed between 1 s to 3 s. That is the same
range as in the stimulus that was displayed to test subjects, so an elevation can be
seen between those values in the real data as well in Figure 4.10. Although the real
dataset also contains numerous short fixations that occurred in conjunction with
small corrective saccades, those are completely lacking in the synthetic data.

Figure 4.7: Histogram of amplitudes
for saccades in the SER and SYN
datasets.

Figure 4.8: Histogram of peak ve-
locities for saccades in the SER and
SYN datasets.

Figure 4.9: Histogram of durations
for saccades in the SER and SYN
datasets.

Figure 4.10: Histogram of durations
for fixations in the SER and SYN
datasets.

The observation that synthetic saccades are slightly too fast is reinforced by Figure
4.11. For larger saccades, the synthetic data shows a noticeably higher peak velocity
compared to the recorded saccades. However, for smaller saccades, particularly those
up to around 10◦, the synthetic saccades closely resemble the real ones.
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Figure 4.11: Peak saccade velocity against saccade amplitude in synthetic and
recorded data. According to [1] the relationship should be approximately linear up
to an inflection point at about 15◦, which appears to hold true for the saccades
in this study as well. The dashed blue and dash-dotted green line are exponential
fits for the recorded and synthetic saccades respectively, which fit well for larger
amplitudes [47].

4.3 Selection of best models
Hyperparameter sweeps were conducted for the different model types and all com-
binations of training datasets. The best models found from those studies were then
evaluated against the test dataset, and the result of that evaluation is displayed in
Figure 4.12. It shows that the kNN model trained on the dataset that was recorded
for this study (SER) produced the highest score. The second highest score came
from the MLP model trained on a combination of the SER and the synthetic SYN
dataset. Interestingly, models trained purely on synthetic data also had decent per-
formance. For the models trained on purely synthetic data the random forest model
had the highest score.
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Figure 4.12: Matthews Correlation Coefficient (MCC) score for Intersection Over
Union event matching for different combinations of training datasets. These scores
come from applying the model to previously unseen testing data. The model with
the highest score is the kNN model trained only on the Smart Eye Recorded dataset
(SER), which is highlighted with a black circle. The model with the second highest
score was the MLP model (marked with a red circle), trained on a combination of
the SER and synthetic (SYN) datasets.

It is as previously mentioned of interest to find a small model in terms of storage, for
it to be able to fit on embedded hardware where it can eventually be implemented.
In Figure 4.13 the performance in relation to the size is displayed for the best model
of each model type that was investigated. The SVM and logistic regression models
were both very small, with their sizes being less than 1 kB, but their performance was
significantly worse than the other models. The kNN model has the best performance
but also the largest size. In contrast, the MLP model is significantly smaller while
retaining performance similar to the kNN model.
Since the kNN and MLP models had the best performance they will be investigated
further.
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Figure 4.13: Average performance across all participants in the test dataset against
model size for different models. The models displayed here are the ones trained on
the collection of training datasets that gave the best result for each respective model
type. Note that the x-axis is logarithmic.

4.4 Further evaluation of selected models
In Figure 4.14 and Figure 4.15 are the confusion matrices for the kNN and MLP
models. Interestingly, the kNN model does not misclassify any saccades as fixations
or the other way round. It does however completely miss 226 saccades and 223
fixations, which amount to 24 % of the total number of events. The MLP model is
more sensitive, it only misses 206 saccades and 199 fixations (22.5 % of total events),
but at the same time it has falsely classified 1 fixation as a saccade.
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Figure 4.14: Confusion matrix for
the kNN model. In the bottom row
are predicted events that could not be
matched with an event in the ground
truth. In the column furthest to the
right are events in the ground truth
that could not be matched with an
event in the predictions.

Figure 4.15: Confusion matrix for
the MLP model. In the bottom row
are predicted events that could not be
matched with an event in the ground
truth. In the column furthest to the
right are events in the ground truth
that could not be matched with an
event in the predictions.

4.4.1 Factors that impact model performance
The models performed dissimilarly on different test subjects. Impressively, the kNN
model managed to perfectly classify every single event correctly in the recording
of one subject. For the most difficult subject only a IoU-MCC score of 0.27 was
obtained by the kNN model. It is reasonable to assume that those differences in
model performance between can be explained by some quantifiable factors. In Figure
4.16, 4.17 and 4.18 three such potential factors are investigated.

Figure 4.16: Relationship between
saccade rate and performance for the
kNN and MLP models. Saccade rates
are calculated as the average across
a recording of a single subject. The
lines are linear fits to the datapoints.
There is a strong negative correlation
between saccade rate and performance
for both models.

Figure 4.17: Relationship between
average saccade amplitude and perfor-
mance for the kNN and MLP models.
Each data point is the average value
for all saccades from a recording of one
subject.
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Figure 4.16 shows that if there are more saccades in a given timeframe the perfor-
mance tends to decrease. This can be due to multiple causes. On a sample level it
can for example be challenging to find a very short fixation in between two saccades,
since a window based approach is used to calculate the features. If samples from
both the preceding and subsequent saccade are present in the window centered at
a sample in the fixation they will impact the feature values and make the fixation
harder to classify correctly. From an event-level perspective, a higher concentration
of fixations and saccades increases the likelihood that small detection errors, such
as inaccurately estimating event duration, will result in incorrect matches.
As mentioned in Section 3.1.1.2 the viewing target made 30 jumps in a period
of roughly one minute in the stimulus that was provided to the participants. In
Figure 4.16 the highest scores are obtained for participants that only made those
30 saccades, without having to do any additional corrective saccades to reach the
viewing target with their gaze. In the trial with 55 saccades per minute where the
models performed the worst, the subject was not able to properly fixate on the
stationary viewing target. They made one or two 1◦ to 2◦ saccades in every period
that was supposed to be a fixation. Those saccades proved very hard to detect.
Figure 4.17 shows that trials with higher average saccade amplitude tended to get a
higher score. This is in line with what is reasonable to expect, since larger movements
are easier to detect than small ones. The subjects with the lowest average amplitudes
either made many corrective saccades, or they were not able to fixate properly on
the viewing target.

Figure 4.18: Relationship between fixational noise (RMS) and model performance.
Each data point represents a recording of one subject. There is a weak negative
correlation: with increased noise the score tends to decrease but it is not a majorily
contributing factor.

Figure 4.18 shows the relationship between fixational noise and model performance.
The fixational noise is calculated as the average noise for each fixation, where the
noise for a fixation with length n is defined as

RMS =

√√√√ 1
n

n−1∑
i=1

[
(Xi+1,1 −Xi,1)2 + (Xi+1,2 −Xi,2)2

]
. (4.1)

40



4. Results

In Table 3.3 it was mentioned that RMS is used as a feature to detect saccades.
In this case the formula used is the same, but here only segments of consecutive
data points that have been labeled as fixations are considered, instead of the whole
recording. Therefore, the value can in this case be seen as a measure of the back-
ground noise that is present in the recording, since the gaze is supposed to be
stationary during the considered samples. This noise primarily comes from two
sources, noise inherent to the measurement device and rotations of the eyeball itself
[33]. Seeing that the fixational RMS values in Figure 4.18 range from numbers as
high as 1 to 1.4 degrees, the largest contribution to the noise likely comes from the
measurement devices, and not from movements of the eye. The variation between
subjects potentially stems from how well the focus of the camera was set during the
recording. Even though an adjustable chair was used to place the eyes of all sub-
jects at the same distance from the cameras, some variation was still observed. In
the recordings with the highest fixational noise the eyes of the subjects are slightly
out of focus. Interestingly the negative correlation between noise and model per-
formance between subjects is rather weak, so the saccade rate and average saccade
amplitude are stronger predictors of the differences between subjects. Something to
consider is that saccades with amplitudes lower than the fixational noise effectively
are impossible to detect, since they are hidden below the noise floor.
In Figure 4.19 and 4.20 the saccade amplitudes of detected and undetected saccades
are shown for the kNN and MLP model respectively. The smallest detected saccades
had an amplitude of 2.8◦ and 2.4◦ respectively. However, below five degrees the
performance was quite poor and the vast majority of saccades were missed. The
blue vertical lines in the figures show the amplitude above which 95 % of saccades
were detected. For the kNN model this was 4.7◦ and for the MLP model it was 4.3◦.
The amplitudes in these figures were calculated based on the ground truth, and a
saccade was considered to be detected if a match between the saccade event in the
ground truth and the predictions could be established.
The large spike in the saccade amplitude distribution for small values is likely due to
corrective saccades, and to some extent involuntary saccades (known as microsac-
cades) that were conducted when the subject was supposed to be fixating. The
amplitude distribution of movements in the stimulus, resulting from the parame-
ters set in the procedure described in Section 3.1.2, was like a right skewed normal
distribution.
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Figure 4.19: Amplitudes of sac-
cades detected and undetected by
kNN model. The amplitude of the
smallest detected saccade was 2.8°,
and the largest undetected saccade
was 15.5°. The blue dashed line at
4.7◦ represents the amplitude above
which 95 % of the saccades are de-
tected.

Figure 4.20: Amplitudes of sac-
cades detected and undetected by
MLP model. The smallest detected
saccade was 2.4°. The largest unde-
tected saccade had an amplitude of
29°, and is further analysed in Fig-
ure 4.21. The blue dashed line at 4.3◦

represents the amplitude above which
95 % of the saccades are detected.

Figure 4.21: A case where the MLP model does not manage to find a large saccade.
Fixations are grey and saccades are pink. The first saccade in the ground truth is
matched with the predicted saccade. The second saccade (which is 29°) remains
unmatched.

The largest undetected saccade in Figure 4.20 was significantly larger than the other
undetected saccades. We shall examine the reasons for this discrepancy. In Figure
4.21 the raw data recorded gaze pitch and heading data is displayed over the ground
truth and prediction labels. Here the viewing target has moved about 80◦ from the
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middle right side to the top left side of the screen. The participant divided this
large movement into two saccades with an intermediary fixation. This intermediary
fixation is not observed in the MLP model’s prediction. The first saccade in the
ground truth is matched with the predicted saccade because the intersection divided
by the union is maximal for that matching. The following fixation and saccade
remain unmatched, and therefore the second saccade is counted as not detected,
even though there are samples that are labeled as saccades in the predictions for that
time frame. These unmatched events correspond to the top right of the confusion
matrix in Figure 4.15.

4.5 Eye-tracking metrics
In many cases where saccade detection is used, the user is primarily interested in
the metrics that can be derived from those detections, rather than the detected
events themselves. Such derived metrics include the mean, median and distribution
of saccade amplitudes, durations and peak velocities, as well as the mean, median
and distribution of the fixation durations.

Metric Mean Median
Model GT kNN MLP GT kNN MLP

Saccade Amplitude (°) 20.49 25.35 23.85 13.21 19.99 17.31
Sac. Peak Velocity (°/s) 313.74 383.56 364.77 302.89 391.19 368.66
Saccade Duration (ms) 61.93 72.22 74.58 49.83 50.05 49.93
Fixation Duration (ms) 1369.83 1643.75 1451.55 1413.65 1696.38 1513.43

Table 4.2: Comparison of eye-tracking metrics between the ground truth (GT)
and predictions from the kNN and MLP models. Both mean and median values are
provided.

As demonstrated by Table 4.2 the mean and median saccade amplitude in the ground
truth and predictions are quite close to each other, however the predictions produce
a slightly higher value. That is likely because short saccades are missed more often
than large ones, which means that the average predicted saccade amplitude becomes
somewhat larger than the true value. A similar reasoning can be applied to the
peak saccade velocity. In accordance with Figure 4.11 larger saccades have a higher
peak velocity, up to about 30◦ where the curve begins to flatten out, and since
shorter saccades are more often missed the average peak velocity is prone to be
overestimated. The same principle applies to the overestimation of saccade duration.
Saccades with shorter duration are more likely to be missed, so the mean saccade
duration is a little bit overestimated. Note however that the predicted median
saccade duration for both models almost perfectly align with the corresponding
ground truth value. The overestimation of the fixation duration is probably due to
missed saccades, which mean that multiple fixations get interpreted as one.
The distributions of the metrics in Table 4.2 are presented in Appendix C. In general
the predictions follow the ground truth distributions well.
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Figure 4.22: The figure shows a 16 second long purposefully selected segment
where the built-in Smart Eye Pro event detector has performed well. Grey areas
are fixations and pink areas are saccades. The white areas are sections where no
predictions are available.

4.6 Comparison to Smart Eye Pro event detector
The Smart Eye Pro system that was used to record the SER dataset has a built
in algorithm for detecting saccades and fixations. The way it is implemented is
not known to the public nor the author of this thesis, but it can nonetheless be an
interesting reference point for comparison of the performance of the models created
in this paper. Note that the Smart Eye Pro software runs on a normal PC, and not
on embedded hardware.
Two sixteen second long segments have been selected, one where the saccades are
large and the Smart Eye Pro system performs reasonably well (Figure 4.22) and
one where they are smaller and it struggles to make good predictions (Figure 4.23).
The output of the kNN and MLP models for the same segments of data is also
presented in those figures. The figures show that the built-in algorithm misses more
saccades than the kNN and MLP models, and it fails to provide any predictions at
all for many samples. In Figure 4.22 it appears to overestimate the length of some
saccades.
Figures 4.22 and 4.23 have both given qualitative insights into how the algorithm
that is included with the Smart Eye Pro software performs in comparison with the
models developed in this study, for specific cases. In Figure 4.24 on the other hand,
a quantitative assessment of the algorithms performance on all individuals in the
test dataset is provided. The results point towards the models developed here being
clearly better than the included algorithm. The score of the easiest subject for the
Smart Eye Pro built in model is almost on par with the scores of the most difficult

44



4. Results

Figure 4.23: A 16 second long segment where the Smart Eye Pro built-in event
detector appears to perform rather poorly. Grey areas are fixations, pink are sac-
cades and white areas signify that no prediction has been provided for that sample.

cases for the kNN and MLP models.
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Figure 4.24: Box plot for IoU-MCC scores attained across different subjects in the
test dataset for the Smart Eye Pro built-in, kNN and MLP models. Note that some
scores for the built-in algorithm are even negative.
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5
Discussion, conclusion and outlook

The primary objective of this thesis was to create and evaluate models for detecting
events in eye-tracking data, with a particular emphasis on creating models that are
small in terms of memory usage. This focus on model size is essential to enable
deployment on low-performance embedded hardware, or on hardware where limited
resources are shared between many processes, such as in-vehicle systems. The thesis
aimed to answer three research questions:

1. Model size and performance: Can a data-driven model for detecting events
in eye tracking data be created with satisfactory performance while maintain-
ing a small model size suitable for embedded hardware?

2. Use of synthetic data: Can synthetic training data be used to enhance
model performance?

3. Training with synthetic data only: Is it possible to train a model solely
on synthetic data, that still achieves sufficient performance, potentially elimi-
nating the need for real-world data collection?

5.1 Summary of key findings
After an initial evaluation of 5 different models, the two best performing models were
more closely evaluated. They both achieved commendable performance with some
small differences. The kNN model trained on the Smart Eye Recorded (SER) dataset
achieved the highest performance in terms of the Matthews Correlation Coeffiecient
(MCC) applied to the Maximum intersection-over-union (IoU) event matches. The
MLP model trained on a combination of the SER and synthetic (SYN) datasets
followed closely. Models trained on purely synthetic data also demonstrated fair
performance, particularly the random forest model, albeit slightly lower than models
trained on real or mixed datasets.
There was a clear trade-off between model performance and size. The kNN model,
despite its superior performance, was the largest in size (2.0 MB), making it less
suitable for for embedded hardware deployment. In contrast the MLP model offered
a balance between size and performance, being significantly smaller (3.0 kB) than the
kNN model while retaining comparable accuracy. Also note that the kNN algorithm
has the inherent property that the model size scales with the size of the training
dataset, which means that if a larger and more diverse training dataset were to be
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collected before deployment the difference in size between the models would become
even larger.
The confusion matrix analysis showed that the kNN model had a high specificity,
with no misclassifications between saccades and fixations. However it completely
missed a significant portion of events ( 24 %). The MLP model on the other hand
was more accurate and missed fewer events ( 22.5 %) but it introduced some mis-
classifications, falsely identifying a small number of fixations as saccades and vice
versa.
A few factors in the testing data were investigated to see if and how they influenced
detection performance. The first one was saccade rate. A higher saccade rate nega-
tively impacted model performance. Trials with fewer saccades, where participants
more accurately followed the visual stimuli yielded better results. The reason for
increased number of saccades in some recordings was two-fold, some participants
where unable to fixate without doing small micro saccades and some participants
followed each large saccade with a small corrective saccade. The impact of the sac-
cade amplitude was also investigated. Larger saccades were easier to detect, with
performance improving as saccade amplitude increased. A factor that only had a
small impact on performance was the amount of background noise present in the
gaze signal. Although noise had a weak negative correlation with performance it was
not the primary factor affecting model accuracy. However, high noise levels could
potentially have obscured the smallest saccades, making them more challenging to
detect.
Metrics such as average saccade amplitude, peak velocity and duration were slightly
overestimated compared to the ground truth, likely due to the models missing
smaller, shorter saccades. Specifically, saccade amplitude was overestimated by
16.3 %, peak velocity by 16.2 %, and duration by 20.4 %. Average fixation duration
was also overestimated, which is probably a consequence of missed saccades leading
to longer contiguous periods being labeled as a single fixation.

5.2 Interpretation of findings
The conclusion of the experiment is that it is possible to create a small learning based
model for detecting eye movement events. The developed models perform really well
for saccades larger than about 4.5◦. Depending on the specific intended use case
that might be sufficient, but there are applications where better performance on
small saccades is required.
The easiest way to improve event detection performance further is likely to use better
hardware with higher resolution and sampling rate. Both those improvements come
at the cost of increased demand for processing capability. However, in vehicles
where computational resources are shared across all programs and systems that are
running such increased demands are often not feasible to fulfill. For systems that run
on personal computers, however there are no such tangible hardware constraints, so
in settings where such systems can be used performance is possible to be improved.
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Discussion of method Something to consider is that throughout this thesis a
high IoU-MCC score has been equated with good performance, and is what has been
optimized for. So in essence most findings and conclusions that can be drawn from
this study hinge on the idea that a high value in this metric properly encapsulates
what it means for an eye-tracking event detector to be ’good’. It is claimed by
[28] that this is the case, but they also point out that if event timing errors are of
particular interest to the end user of the model, it is better to use a matching method
known as the earliest overlap method. If that method of evaluating performance
would have been used it is conceivable that other model types would have been
the highest performing ones. However, other studies like [48] and [9] used sample-
based evaluation to assess models, so relative to their approaches, this study likely
performs well regardless of the specific matching algorithm used.
A post processing algorithm is applied to the models output that merges fixations
that have very small saccades between them, and also merges saccades with short
fixations between them. This post processing likely stands for a large contribution to
the overall performance of the algorithms, as each such case would otherwise result
in an additional event that needs to be matched. Potentially the built-in Smart Eye
Pro algorithm could attain better performance with such post processing measures,
but that is uncertain, since the inner workings of the Smart Eye Pro algorithm is
unknown to the author of this study. It could even be the case that such post
processing rules already are applied.
The implementation of the RMS feature in this thesis is faulty. Here the RMS
value was calculated directly for the gaze pitch and heading signals, whereas in
previous works the RMS value was calculated on derivatives of those signals. By
differentiating the position those previous works effectively attained a RMS value
for the velocity. This oversight explains why there is no separation between fixations
and saccades in Figure A.10, and why the RMS features are uncorrelated with other
features in Figure 4.1. Further, it also explains the reason behind the low importance
of the RMS features in Figure 4.2.

Discussion of data Using the IRF dataset for training rendered poor results.
It is completely expected for it to be outperformed by the SER dataset, since the
validation and testing datasets were recorded under the same conditions and with
the same experimental setup as the self-collected training dataset. The IRF dataset
was recorded on cameras with significantly less noise, and even though synthetic
noise was added to make it more similar to the testing data there might still have
been differences in the noise levels. Another possible explanation is that the IRF
dataset is smaller than the SER dataset, but since only 25 % of the SER data was
used for training the actual difference ended up being quite small (8.1 and 11.2
minutes for the IRF and SER datasets respectively).
Three different window widths were used when extracting the features, one for the
Savitzky-Golay filter, one for the average acceleration, and one for all other features.
It is possible that results could have been improved slightly by tuning the window
widths for all features individually. Although, only a small improvement is to be
expected since it is reasonable to assume that the optimal length for all windows is
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similar to each other, as they all aim to capture saccades, which occur on a certain
time scale.
In Figure 4.1 it can be seen that several features are strongly correlated (standard
deviation and dispersion for example). This means that they largely contain the
same information, so it’s likely that some of them could be removed without af-
fecting the model’s performance. That would align with one of the goals of this
thesis, which is to create a solution that can run on low-power hardware. If com-
putational resources can be saved by eliminating the need to calculate unnecessary
features, that would be beneficial. However, in Figure 4.2 it appears that almost all
features are important. For random forests it can happen that some trees rely on
certain features, while other trees rely on others. This can make multiple correlated
features all appear important. For the logistic regression based feature importance
calculation it might have been better to use L1 regularization instead of L2, as this
potentially could have zeroed out the importance of some of the features in Figure
4.2 [23]. Future research could explore removing correlated features to see if per-
formance is maintained. In general, reducing the number of features could decrease
the computational load for feature calculation and reduce the model size.
An area where this thesis is slightly lacking is that linear interpolation has been
used to fill in the approximately 1 % of values that are missing. It would have been
much better to interpolate saccades and fixations in different manners. The fixations
could still have linear interpolation, but it would be preferable to add some suitable
noise to them, to make it more similar to the real fixation data. Saccades could be
interpolated either with a sigmoid function or a higher order polynomial, depending
on how much of it is missing.
There are some way that the synthetic data could be improved. From Figure 4.7 and
4.10 it can be inferred that small corrective saccades that took place in conjunction
with a larger primary saccade were very common. Those saccades were the most
difficult to detect correctly, and Figure 4.21 even shows an instance where the MLP
model was unsuccessful at such a task. A possible reason why such short fixations
might be difficult to detect is that the saccades on both sides of the fixation might
end up being part of the window used to calculate features for the samples within
the saccade. In the synthetic data there are absolutely no such cases, since the
minimum fixation duration was set to one second. So to improve performance of
models trained on synthetic data on small saccades it is not enough to include more
short saccades, the fixation duration also has to be shortened. A viable strategy
could be to introduce a probability of fixations being split into multiple segments
with one or more short corrective saccades in between.
Another way that synthetic data can be improved is to make the saccade peak
velocities better resemble the real data. In Table 4.1 it can be seen that the synthetic
data has significantly higher peak velocities than the real data. In the generation
of synthetic data, the saccade peak velocity is influenced by two parameters: the
average saccade velocity v which was based on the fitted line in Figure 3.8, and the
scaling factor of the composite sigmoid function, g(t) = σ(5(2t− 1)), which was set
to 5 based on the value used by [49]. These two parameters could be fine tuned
further until the peak velocities of the synthetic data match those found in the real

50



5. Discussion, conclusion and outlook

dataset.
The noise type and magnitude in the synthetic data was set to an average of the
values that were found in the recorded data. To make the models trained on the
synthetic data able to generalize better to other setups and conditions, it would be
a good idea to vary the noise type and magnitude when generating the synthetic
data.

Practical considerations If one were to use the models created in this thesis in
real time there would mainly be two sources of delay. Firstly, all the features in
Table 3.3 that have diff in their name would contribute to close to 300 ms, since
they consider windows both in front and behind of the current sample. Secondly, the
post processing where event merging takes place requires at least two events in the
buffer to know what events to merge. Two fixations could potentially take up to 3 s.
Therefore the total delay could be around 3.5 s. The fact that there is a delay does
not pose a problem for applications like driver monitoring systems, where real-time
feedback is not critical, particularly in tasks such as drowsiness detection. These
systems can tolerate delays as their purpose is to analyze eye movements over time
rather than provide instantaneous responses. Therefore, even with a total delay of
around 3.5 seconds, the models can still perform effectively in such contexts. For
psychology research where the eye tracking recording can be processed after the fact,
this delay does not pose an issue at all.
The models proposed in this thesis perform well for large saccades, however for small
ones the performance is a bit lacking. That limits the range of possible practical
applications of them. For example, performing neuroscience research on micro-
saccades is not possible with the models and system used in this thesis. Nevertheless,
for drowsiness detection in cars, it should be sufficient.

5.3 Ethical and Sustainability Aspects
A large ethical consideration when working with machine learning models that get
applied to humans is that they might have inconsistent performance depending on
factors such as gender and ethnicity of the person. It has previously been shown
that ethnicity has a large impact in the performance of eye-tracking systems [50]. It
is possible that the models produced in this thesis suffer from similar effects, possi-
bly as a cascading consequence of disparities in the raw eye-tracking performance.
However, this has not been investigated.
This thesis proposes a way to synthesize data, which can alleviate some privacy
concerns that might arise from collecting data from real humans. Nevertheless, it
introduces the challenge of ensuring that the synthetic data accurately represents
real-world conditions.
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5.4 Final conclusions and outlook
MLP based models appear to be a good fit for eye movement event detection running
on embedded hardware, since they strike a good balance between model size and
performance. The raw performance is likely on a similar level as RF based models
proposed by previous studies, but the large benefit and novelty here is the fact that
the MLP model can be made significantly smaller while retaining performance. The
size of the random forest model proposed by [10] is ∼200 MB, whereas the MLP
model proposed in this study is only 1 kB. However, the comparison is not entirely
just, since the previously mentioned random forest classifier was capable of detecting
additional events beyond just fixations and saccades.
The models trained on purely synthetic data had reasonable performance, perform-
ing better than models trained on the IRF dataset but worse than models trained
on the self-collected dataset. The conclusion that can be drawn from this result is
that synthetic data, with some additional development, can be a viable alternative
to real data. In addition, combining the self-collected dataset with synthetic data
generally led to performance increases in this study.
Future studies can look into further development of the synthetic data. It is likely
possible to make the synthetic data better resemble the real data. Furthermore,
if evaluation of models point toward them under-performing in certain cases more
synthetic data resembling those cases can be produced.
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A. Feature Distributions for Saccades and Fixations

Figure A.1: Distribution of calculated
velocity for samples labeled as fixations
and saccades.

Figure A.2: Distribution of calculated
acceleration for samples labeled as fixa-
tions and saccades.

Figure A.3: Distribution of averaged
acceleration for samples labeled as fixa-
tions and saccades.

Figure A.4: Distribution of standard
deviation for samples labeled as fixations
and saccades.

Figure A.5: Distribution of standard
deviation difference for samples labeled
as fixations and saccades.

Figure A.6: Distribution of mean dif-
ference for samples labeled as fixations
and saccades.
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A. Feature Distributions for Saccades and Fixations

Figure A.7: Distribution of median
difference for samples labeled as fixa-
tions and saccades.

Figure A.8: Distribution of bivariate
contour ellipse area for samples labeled
as fixations and saccades.

Figure A.9: Distribution of differences
of bivariate contour ellipse areas for sam-
ples labeled as fixations and saccades.

Figure A.10: Distribution of rms val-
ues for samples labeled as fixations and
saccades.

Figure A.11: Distribution of differ-
ences in rms values for samples labeled
as fixations and saccades.

Figure A.12: Distribution of differ-
ences in dispersion values for samples la-
beled as fixations and saccades.
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B
Hyperparameters

Model Hyperparameters
MLP hidden_layer_sizes: 30, activation: tanh, solver: lbfgs
RandomForest n_estimators: 41, max_depth: 25, max_features: 3
KNN n_neighbors: 8, weights: distance, metric: euclidean
SGD SVM alpha: 4.2379552507070424e-10, penalty: l1
Logistic Regression C: 6.619705958704763e-07, penalty: l2

Table B.1: Hyperparameters for the models with best performance for each type
(those in Table B.2 with yellow highlighting). Parameters not mentioned are the set
to default values in Scikit-learn version 1.2.2.
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B. Hyperparameters

Model Dataset
Window width

for other
features

Avg acc
window
width

Savgol
Filter
Width

MLP SER + IRF 287 213 159
SER 77 278 85
SER + SYN + IRF 196 269 104
SER + SYN 104 278 88
IRF 229 111 94
SYN + IRF 138 262 58
SYN 206 234 69

Random
Forest SER 77 292 73

SER + IRF 230 218 125
SER + SYN + IRF 85 182 61
SER + SYN 80 294 56
IRF 199 169 192
SYN + IRF 268 269 123
SYN 190 232 121

kNN SER + IRF 266 232 120
SER 71 270 58
SER + SYN + IRF 244 251 126
SER + SYN 92 257 131
IRF 179 200 123
SYN + IRF 181 211 126
SYN 154 251 120

SVM SER 72 283 51
SER + IRF 224 249 129
SER + SYN 97 280 69
SER + SYN + IRF 227 253 158
IRF 250 68 162
SYN 112 176 93
SYN + IRF 245 250 164

Logistic
Regression SER 88 189 164

SER + IRF 89 247 160
SER + SYN 195 149 127
IRF 296 279 99
SYN 181 96 137
SYN + IRF 285 168 127
SER + SYN + IRF 84 256 154

Table B.2: Window widths used for various models and datasets. The numbers pre-
sented are in milliseconds. However, only the IRF dataset was recorded at 1000 Hz.
Since the SER and SYN dataset are 60 Hz values within 16 ms of each other can
be considered the same. The rows highlighted in yellow shows the best performing
model for each model type.
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C
Comparison of Eye-Tracking

Metrics: Ground Truth Versus
Model Predictions

In this appendix histograms comparing metrics from the recorded data and predic-
tions are presented. These are the underlying distributions that form the mean and
median values presented in Table 4.2.

Figure C.1: Histogram of saccade
durations comparing kNN model pre-
dicted saccades (red) with ground
truth saccades (grey background).
The Kullback-Leibler (KL) diver-
gence between the distributions is
1.7988, indicating the difference be-
tween the predicted and actual distri-
butions.

Figure C.2: Histogram of saccade
durations comparing MLP model pre-
dicted saccades (red) with ground
truth saccades (grey background).
The Kullback-Leibler (KL) diver-
gence between the distributions is
1.8152, indicating the difference be-
tween the predicted and actual distri-
butions.
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C. Comparison of Eye-Tracking Metrics: Ground Truth Versus Model Predictions

Figure C.3: Histogram of saccade
amplitudes comparing kNN model
predictions (red) with ground truth
saccades (grey background). The
Kullback-Leibler (KL) divergence be-
tween the distributions is 0.4020, indi-
cating the difference between the pre-
dicted and actual distributions.

Figure C.4: Histogram of saccade
amplitudes comparing MLP model
predictions (red) with ground truth
saccades (grey background). The
Kullback-Leibler (KL) divergence be-
tween the distributions is 0.3290, indi-
cating the difference between the pre-
dicted and actual distributions.

Figure C.5: Histogram of fixa-
tion durations comparing kNN model
predictions (red) with ground truth
fixations (grey background). The
Kullback-Leibler (KL) divergence be-
tween the distributions is 0.0838, indi-
cating the difference between the pre-
dicted and actual distributions.

Figure C.6: Histogram of fixa-
tion durations comparing MLP model
predictions (red) with ground truth
fixations (grey background). The
Kullback-Leibler (KL) divergence be-
tween the distributions is 0.0489, indi-
cating the difference between the pre-
dicted and actual distributions.
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C. Comparison of Eye-Tracking Metrics: Ground Truth Versus Model Predictions

Figure C.7: Histogram of peak sac-
cade velocity comparing kNN model
predictions (red) with ground truth
fixations (grey background). The
Kullback-Leibler (KL) divergence be-
tween the distributions is 1.0040, indi-
cating the difference between the pre-
dicted and actual distributions.

Figure C.8: Histogram of peak sac-
cade velocity comparing MLP model
predictions (red) with ground truth
fixations (grey background). The
Kullback-Leibler (KL) divergence be-
tween the distributions is 0.2381, indi-
cating the difference between the pre-
dicted and actual distributions.
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