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Towards More Accurate and Adaptable Surrogate Models

Evaluating Autoencoders, LSTMs, and Data-Driven Techniques in a Surrogate Model
framework for Hydrodynamic Simulations

Elsa Delshammar, Adina Hellstrom

Department of Mathematical Sciences, Chalmers University of Technology

Abstract

Physics-based models are essential for understanding and predicting environmental
change, but their high computational cost limits their use in rapid forecasting and
scenario analysis. This study explores data-driven surrogate models for approxi-
mating physics-based models to reduce computational demands without sacrificing
accuracy. Building on an existing surrogate modeling framework, we aim to: (1) en-
hance model performance in a coastal case study through alternative dimensionality
reduction and regression techniques, (2) improve realism by integrating observational
data into latent space representations, and (3) evaluate the framework’s transferabil-
ity through application to an urban case study. The results from the coastal case
indicate that surrogate models using autoencoders and LSTM networks improve
predictive performance by approximately 20% compared to the baseline implemen-
tation of PCA and linear regression, as measured by RMSE. This improvement is
primarily attributed to the LSTM model. However, the autoencoder also demon-
strated potential, such as its ability to incorporate observational data into the latent
space. The urban case demonstrated the framework’s potential, but revealed new
challenges. While predictions were acceptably accurate in most instances, model
instability suggested that the dataset was insu [cieht and that alternative methods
may be more suitable. Overall, the results highlight the strong potential of surrogate
modeling as a computationally e [cieht complement to physics-based models. This
capability enables rapid evaluation of climate scenarios and real-time forecasting.
Future work should focus on incorporating extreme events into training objectives
and tailoring model complexity to specific application needs.

Keywords: Autoencoder, Principal component analysis (PCA), LSTM, Surrogate
model, Reduced order model, Scientific machine learning, Hydrodynamical model
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1

Introduction

A physics-based model is a way to describe a system through the fundamental princi-
ples of physics, which are expressed as mathematical equations. These equations are
then solved with appropriate boundary conditions to predict the system's behavior.
Physics-based modeling has been used for decades in many scienti ¢ and engineering
applications, including design optimization and forecasts. In the context of climate
change, such modeling is especially important as it enables us to simulate complex
environmental systems, anticipate future impacts, and develop strategies to reduce
damages [2]. These models are essential tools for informing policy decisions and
supporting short- and long-term planning in the face of a rapidly changing climate.

Modeling a complex system often requires an extensive number of computations
which can be highly computationally demanding, especially when ne resolution,
multiphysics interactions, or large-scale domains are involved [3]. As a result, the
computational cost limits the possibilities of exploring di erent scenarios or making
real-time predictions. This challenge underscores the need for more e cient model-
ing approaches that can approximate system behavior with reduced computational
cost.

Surrogate modeling is an established technique for addressing the problem with
computationally intensive digital simulators. Purely data-driven surrogate models
imitate physics-based models by learning the behaviors through input-output re-
lationships from simulated data, often by using machine learning techniques. The
application areas are many, and a wide range of techniques are used in the eld. Con-
cepts such as digital twins [4] and graph-based surrogate models [5] has shown to be
successful in providing early warnings and better predictions for extreme weather
events, such as tropical cyclones, atmospheric rivers, and extreme temperatures.
With these types of models, results can be delivered in seconds rather than hours
or days, while maintaining a high level of accuracy.



1. Introduction

1.1 Previous work

Data-driven surrogate models have been implemented in various scienti ¢ elds [6],
including design optimization [7] and environmental modeling [8]. A previous study
has proposed a framework for a exible-mesh reduced order model (FMROM) to
serve as a surrogate [1]. The framework combines dimensionality reduction with a
regression model to map input values to output values. It was evaluated on three
test cases from the hydrodynamical MIKE 21 Flow Model FM [9], all achieving a
speed-up factor of 1,000 while maintaining 90% accuracy. However, the study only
investigated three speci ¢ implementations of the FMROM framework, combining
one reduction method with three di erent regression models. Although the study
yielded promising results, it is interesting to explore other implementations of the
framework. As this study builds upon the FMROM framework, it is described in
more detail in Section 2.5.

Another similar framework has been proposed by Jamlech Iram Gojo Cruz et al.
[10]. In this work, a pipeline of PCA and di erent regression models is used to
predict temperatures in urban areas, and the results generally show good perfor-
mance. Some aspects are related to this work, both in terms of the application on
time-dependent weather data, such as wind velocity and precipitation, and the tech-
niques used, such as using PCA to project data into a latent space for regression.
However, this is not a surrogate model framework as it relies on real data and does
not aim to emulate a physics-based model. In addition, the pipeline is designed to
predict a single variable output and does not generate a time series across a full
spatial domain.

In the eld of surrogate modeling for urban case studies, Lishu Xu and Liang Gao
propose a hybrid surrogate model for real-time coastal urban ood prediction ap-
plied to a region in China [11]. In the work presented in the article, a long short-
term memory (LSTM) neural network for predicting drainage out ows is combined
with a one-dimensional convolutional neural network (1D CNN) for predicting wa-
ter depths. Flood simulation results produced by the physics-based models MIKE21
and MIKE Urban framework [12] are used to train and assess the hybrid surrogate
model. The study area was divided into 1.2 million cells, and to reduce training
costs and improve training accuracy, cells with water depths below 0.05 m were ex-
cluded in the surrogate model. To further reduce computational cost, a suggestion
to use a lower resolution (40 m x 40 m) is proposed but not implemented, and no

2



1. Introduction

other types of dimensionality reduction techniques are mentioned. When working
with even larger domains, other types of dimensionality reduction techniques, such
as PCA or autoencoders, could instead be highly relevant techniques to decrease
computational cost.

Comparisons between techniques in the eld of dimensionality reduction has shown
that autoencoders in many cases outperform linear models like POD (referred to
as PCA in this report). Milano et al. [13] performed a study showing that for
a relatively small additional computational cost nonlinear neural networks provide
improved reconstruction and prediction capabilities for the near wall velocity elds.
Similarly, [14] shows that in both test scenarios, autoencoder-based ROMs exhibit
better prediction accuracy in emulating spatial distributions for physical variables
of interest than POD-based ROMs.

The in uence of number of hidden layers nodes on performance of autoencoders is
investigated in [15]. The paper nds that when the size of the hidden layer in an
autoencoder matches the true underlying structure (intrinsic dimensionality) of the
data, it performs better. This suggests that autoencoders work best when they're
neither too simple nor too complex but just enough to capture the essential features.

When it comes to surrogate model forecasting, LSTMs are widely used and often
outperforms other models. Roy et al. [16] show that a surrogate model trained on
high- delity physics-based model accurately forecasted street-scale ooding, with
the sequence-to-sequence LSTM demonstrating superior performance, especially for
long-term forecasts, by e ectively modeling both input and output sequences jointly.

A study by Laviola da Silva et al. [17] demonstrates the LSTM's capability to en-
hance the accuracy of signi cant wave height predictions, a testament to its ability
to assimilate and learn from complex temporal patterns within the data. It also
states that challenges arise when using results from numerical models for training,
as the inherent biases of these models can also be transferred to the neural network.
Ideally, observed data should be used to train the network to accurately learn the
actual behavior of natural phenomena, thus avoiding the consistent underestima-
tion or overestimation of variables. This further motivates the need of integrating
observation data when working with physics-based model.

Another study combines POD and LSTM as a surrogate model for predicting counter
jet behavior [18]. It demonstrates the e ectiveness of combining POD for spatial di-

3



1. Introduction

mensionality reduction with LSTM for capturing temporal dynamics and emphasizes
the importance of su cient training data, noting that model performance improves
with increased training data. The identi cation of higher predictive errors in regions
with complex vortex dynamics highlights the challenges in modeling turbulent or
highly dynamic ow features. This suggests that special attention may be needed
in areas with similar complexities, such as water current velocities, and that such
variables may require more sophisticated modeling techniques or additional data.

In summary, current applications of data-driven surrogate models still face limita-
tions in accurately predicting state variables across diverse spatial structures, such
as coastal [19, 1] and urban environments [11]. Therefore, enhancing these models
and implementing frameworks in various settings represents a valuable contribution
to the eld of surrogate modeling for water-related systems. This advancement could
lead to more robust and generalizable solutions that better support decision-making
in complex, real-world hydrological scenarios.

1.2 Aim

This research project aims to improve the performance of a surrogate model, follow-
ing the FMROM framework. Speci cally, it will investigate whether the prediction
error of the surrogate model, when compared to physics-based model data, can be
reduced. It also aims to examine whether data assimilation with observational data
can make the surrogate potentially surpass the physics-based model in approximat-
ing real-world behavior. Furthermore, this project will assess the model's exibility
and adaptability across other scenarios.

1.3 Research questions

To achieve the aim, this project will address the following research questions.
1. Can the performance of the surrogate model be improved by:
(a) using an alternative dimensionality reduction technique that yields more
informative latent space representations?

(b) using an alternative regression model that may better capture the rela-
tionships between the input and output values in the reduced-order data?
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2. Can the physics-based model data align better with real-world behavior by
incorporating observation data into the latent space representations?

3. Can the surrogate model framework be applied to an urban model and does
it show the same potential?

1.4 Limitations

The scope of this report include analysis of two test cases produced by the hydro-
dynamical MIKE 21 Flow Model [9] and MIKE+ [20]. Drawing overall conclusions
about MIKE models might not be possible, since their properties may di er signif-
icantly. Also, the surrogate model is tied to the setup of the physics-based model,
and no structural modi cations are possible. However, there are hybrid model types,
such as physics-informed neural networks (PINNs), where physical constraints can
be incorporated, but these are not explored in this project. Further, the two cases are
limited to speci ¢ geographical domains and to datasets of limited size and diversity,
which constrain the generalizability and applicability of the results to other contexts.

In surrogate modeling, a key advantage is the signi cant savings in computational
resources enabled by faster model execution. This study primarily focuses on en-
hancing performance in terms of accuracy, while also exploring the framework's
applicability and adaptability across di erent contexts. Consequently, model run-
time is limited to be addressed in the discussion rather than reported as a primary
result.
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Theory

This chapter begins with an overview of the theoretical background of the data
types used in the study. It then describes the statistical and machine learning
models applied in the project. Finally, the FMROM framework, which serves as the
foundation for this work, is described in detail.

2.1 Physics-based models

The behavior of a complex system can be simulated and predicted with the help
of physics-based models. These models use physical laws and equations to create
computational representations of reality. When numerically solving these equations
on which the representations are built, we get physics-based models. One example
is the numerical solutions of some patrtial di erential equation (PDE) or systems of
PDEs, often used to describe real-world dynamical systems where the components
change in multiple directions or over time.

2.1.1 MIKE software

The MIKE software developed by DHI is a tool for water-related modeling. The
MIKE 21 Flow Model FM [9], Hydrodynamic Module is used for applications of
hydraulic phenomena in lakes, estuaries, bays, coastal areas and seas. It is based
on the numerical solution of the two-dimensional shallow water equations, obtained
by depth-integrating the incompressible Reynolds averaged Navier-Stokes equations.
The model is based on a xed set of parameters, such as bed roughness and turbu-
lence coe cients. The model calculates the resulting ow and distributions of salt
and temperature, subject to a variety of forcing and boundary conditions.

The 2D Overland module in MIKE+ [20] is used for modeling 2D free-surface ows.
It allows simulation of hydraulic phenomena on land surfaces, overland water bod-
les, and coastal areas. The models for urban modeling include topography and
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infrastructure layers, and simulates water level variations and ows in response to a
variety of forcing functions.

2.1.2 Data assimilation

Data assimilation is a methodological framework that combines observations with
numerical models to improve the estimation of a system's state [21]. In the context
of physics-based models, such as models for weather forecasting, oceanography, or
climate science, data assimilation integrates real-world measurements into simula-
tions governed by physical laws. Because observations are often sparse, noisy, or
incomplete, and models may have uncertainties or simpli cations, data assimila-
tion provides a way to optimally merge both sources of information. Techniques
like the Kalman lIter, variational methods, or ensemble-based approaches update
the model state by adjusting it toward observations while respecting the underlying
physical dynamics. This process helps maintain physical consistency, improves fore-
cast accuracy, and supports better decision-making in complex systems where both
observational data and theoretical models are essential but individually insu cient.

2.2 Neural Networks

Neural networks are a class of machine learning models that mimic how neurons in
the human brain process information. They consist of interconnected units, typically
organized in layers. Neural networks are designed to identify complex, nonlinear pat-
terns in data and are used for tasks such as forecasting and classi cation. There are
various types of neural networks. This section will introduce one type of feedforward
neural network and one type of recurrent neural network, followed by a discussion
about activation functions, which play a crucial role in all neural networks. Finally,
we bring up the issue of over tting and introduce some regularization techniques.

2.2.1 FRully connected Neural Networks

A fully connected neural network is a type of feedforward neural network, where in-
formation ows in a single direction from the input layer to the output layer, without
any cycles or loops. In this architecture, each neuron in one layer is connected to ev-
ery neuron in the next layer, forming a dense pattern of connections. This structure,
illustrated in gure 2.1(a), enables the network to learn complex representations by
allowing maximum interaction between layers. Looking at an individual neuron,
as shown in gure 2.1(b), each unit receives inputs through weighted connections.

7
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When data are passed through the network, each neuron computes a weighted sum
of its inputs, adds a bias term, and applies an activation function to this sum. The
activation function determines the neuron's output, which is then transmitted to
subsequent layers. Performing this process across all neurons in the network gener-
ates an output, which is the model's prediction.

(a) A neural network

(b) A single neuron

Figure 2.1: Overview of a neural network with a closeup of a single neuron, marked
with an orange box.

For a neural network with L layers, the activation vector of layerl, which contains
the activations of all units in that layer, is given by:

8
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d=g) wth zZ=w'a 1+

whereW!' is the weight matrix containing all the weights associated with the incom-
ing connections to layed [22]. The vectorb holds the biases for each unit in layet,
and g denotes the activation function applied uniformly across all units in the layer.
The activation vector of the input layer, a°, correspond to the input data, and the
activations of the output layer, a-, correspond to the network's prediction. In an
untrained neural network, the weights and biases are typically initialized in a de ned
manner. A feedforward neural network then learns by passing training data through
the network, computing a loss based on the error between the predicted output and
the target output, and then adjusting the weights and biases to minimize the loss.
The loss function can be de ned in various ways. The mean squared error (MSE)
IS @ common choice:

X
LMSE:;II- i %) (2.1)

i=1

where n is the total number of data points,y; is the actual value of theith data
point and ¥ is the predicted value of theith data point. The process of computing
the gradient of the loss function with respect to the weights and biases, and then
updating the parameters based on these gradients, is known as backpropagation. To
compute the gradients, the process begins with the loss functibnand propagates
the error backward [23]. This allows us to determine how much each weight and
bias contributes to the error, so they can be adjusted accordingly during training.
The error in each layer is determined by:

r.l  o¥zh) (2.2)
P=(whHT 1 %2y, 1=L L 2:::;2 (2.3)

Here,r ,L is the gradient of the loss function with respect to the activations at the
output layer, and  denotes the Hadamard product (element-wise product). The
gradients of the parameters of the network are computed as:
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Q _ T
@W - (a )
a _
@b
How the gradients are used is de ned by the optimizer. The most basic is gradient
descent which is de ned as:

@
| !
@
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where is the learning rate. A more advanced and widely used optimization method
Is adaptive moment estimation (Adam) [24], which adjusts the learning rate for each
parameter individually during training, improving convergence and stability.

2.2.2 Long Short-Term Memory

A Recurrent Neural Network (RNN) is a type of neural network characterized by a
looped network structure, allowing to keep past information and obtain new infor-
mation by going backward and forward in the network structure. During training,
data is passed forward through the network, incorporating not only the current time
step but also information from previous time steps, as seen in Figure 2.2(a). The
states of each unit are computed as follows:

ht = g(Zt) with Zy = W Xi + Whht 1+ bn

wherex; is the input at time step t, and h; ; is the hidden state capturing informa-
tion from previous time step. The hidden state vector is also known as the output
vector of the RNN unit; hence, the notationa used in feedforward networks is re-
placed with h. As in feedforward neural networks, the error between the network's
prediction and the target is calculated using a loss function, with mean squared
error being a common choice (2.1). To update the network's weights, gradients are
propagated back through both the layers and the time steps, following the equation:

0
@ _X @; Yy @h @h
@W tO@ t=0 tk+1@h1 @W
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If the term highlighted in red is less than one, the network has problems learning
long-term dependencies. This problem is called the vanishing gradient problem.
If the term is greater than one, the learning process becomes unstable, which is
called the exploding gradient problem [25]. This issue has led to several extensions
of RNNs and one of the most popular extensions is the Long Short-Term Memory
(LSTM) [26].

LSTM functions are similar to standard RNNs, they just have another way of com-
puting the hidden states, following the equations:

it = XtW)i( + ht ]_Wl.ll + h

—h
—-
11

xW! + h W/ + b
o= (XWQ+ h W+ hy)

C; = tanh (x;W2 + h; W?+ )
Ci=ft Ci1+it G

h; =tanh(C;) o

The variablesi, f and o are called the input, forget, and the output gates. The
input gate regulates the amount of new information incorporated into the cell state,
while the forget gate determines how much information from the previous state to let
through. The output gate controls the extent to which the internal state is exposed
to the external network, including higher layers and the next time step. The variable
C; can be interpreted as a candidate for the hidden state and is computed in the
same way as the hidden states in the standard RNN. Furthermor€; represents the
internal memory of the unit, which is updated based on the previous memofy; ;
and the candidateC;. The proportions of the two are determined by the forget gate
f and the input gatei. Finally, the updated internal memory is used to compute
the hidden state h; weighted by the output gateo. The calculation of the hidden
state candidateC; uses the sigmoid activation function, whild, uses the hyperbolic
tangent activation function, and by ; b; , and b, represent the biases for each term.
The design of this network allows for memory and temporal dependencies, making
LSTMs appropriate for sequential data. A visualization of an RNN cell and an
LSTM cell can be seen in 2.2(b) and how an LSTM network could be used for
regression tasks will be further discussed in section 2.4.
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(a) A recurrent neural network processes sequences by maintaining a hidden
state, h, that evolves over time, shown here as an unrolled sequence of time
steps. x is the input and o it the output of the network.

(b) Comparison of a basic RNN cell and an LSTM cell, highlighting the
internal structure of each.

Figure 2.2: An overview of a recurrent neural network and a close-up of two
cell types, RNN and LSTM. represents vector concatenationt and x represent
element-wise addition and multiplication and and tanh are activation functions

12
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2.2.3 Activation functions

The purpose of activation functions are to introduce nonlinearity to a neural network
[27]. A widely used activation function is the sigmoid function, de ned as:

1
l+e?

(2) =

The sigmoid activation function maps any input value to a range between 0 and 1,
e ectively normalizing the output. However, during backpropagation, the gradient
of the activation function plays a signi cant role in updating the network's weights,
see equation (2.2) and (2.3). As the activation of the neurons approaches the at-
ter regions of the sigmoid function, the gradient diminishes, leading to ine cient
weight updates. This phenomenon, known as the vanishing gradient problem, can
hinder the learning process and slow down convergence, particularly in deep neural
networks. A second popular activation function is the hyperbolic tangent function,
de ned as:

&€ e’
ee+erz’
It has a shape similar to the sigmoid function but outputs values in the range of -1

tanh (z) =

to 1. Because the hyperbolic tangent function is centered around zero, it can handle
negative values more e ectively. However, like the sigmoid function, it also su ers
from the vanishing gradient problem. A third example of an activation function is
ReLU, which is an example of a piecewise linear function, de ned as:

ReLU(x) = max(0; x)

The RelLU activation function help mitigate the vanishing gradient problem in deep
neural networks due to its piecewise linear structure. Additionally, it is computa-
tionally e cient, making it well-suited for larger models. However, ReLU has a
drawback known as the 'dying neuron' problem, where neurons become inactive by
outputting zero for all negative values. Leaky RelLU is a variation of ReLU that
addresses the 'dying neuron problem' by allowing small negative values instead of
zero. It is de ned as:

Leaky ReLU(x) = max( x;X )

Finally, there are also fully linear activation function which in practise is the same
as using no activation function at all. Such activation function could be suitable for
cases when nonlinearity is unwanted in shallow neural networks. It is also widely
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used in the output layer of deep neural networks for regression problems. The
linear activation function does not transform the output in any way, and the actual
predicted value is therefore returned.

2.2.4 Over tting and regularization

Under tting occurs when a machine learning model fails to capture the underlying
patterns within the training data, resulting in poor performance on both the training
and test sets. If a model performs well on the training set but poorly on the test set,
over tting occurs. This indicates that the model has not only learned the underlying
patterns in the training data but also memorized noise, which hinders its ability to
generalize to unseen data. To improve the model's ability to generalize one can take
on di erent regularization techniques. The idea behind regularization is to keep
the network's weights small, thereby limiting the model's complexity and helping
to prevent over tting. Regularization applies penalties on the layers' parameters,
which are added to the loss function the network seeks to minimize. The penalties
can be computed in various ways, two common ways are L1- and L2 regularization,
de ned as follows:

L= I—original + _ JWij

Lo = I—original + Wi

whereL yiginal IS the original loss, commonly de ned as the mean squared erray;
are the model parameters, and is the regularization strength.

Two other techniques for regularization are early stopping and dropout. Early stop-
ping halts the training process when the model's performance on a validation set
ceases to improve - either after a set number of stagnant epochs or when improve-
ments fall below a certain threshold. Dropout is when a random fraction of neurons
Is temporarily dropped out (i.e., set to zero) during training, with a given proba-
bility p. Each element is dropped independently using a Bernoulli distribution, and
to keep the overall output scale consistent, the remaining active elements are scaled
by 1—1p during training. During evaluation, dropout is turned o, and the layer
simply passes the input through unchanged. This encourages the network to de-
velop redundant representations and reduces reliance on any single neuron, thereby
improving generalization.
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2.2.5 Transfer learning

Transfer learning involves using a pretrained machine learning model and applying
it to a new, yet related, problem. The idea is to leverage the knowledge the model
has acquired from a task with a lot of training data to improve performance on a
di erent task where data is limited. To adapt the pretrained model to the new task
it needs to be retrained, this process is often referred to as ne-tuning.

In transfer learning, the layers of the neural network are typically categorized as
either frozen or trainable. Frozen layers retain the knowledge acquired during pre-
training and remain unchanged during the ne-tuning process. In contrast, trainable
layers are updated during ne-tuning to adapt the model to the new task. The train-
able layers can consist of either selected layers from the original model or new layers
added to the existing architecture for this purpose. What layers to freeze depends
on the task. Generally, it is advisable to freeze the layers that capture more generic
features, which are applicable to both the original and the new problem.

2.3 Dimensionality reduction

The goal of dimensionality reduction is to transform high-dimensional data into a
lower-dimensional space while preserving the most important information. High-
dimensional data can lead to over tting, where a model becomes too complex and
learns noise in the data rather than meaningful patterns. In many cases, high-
dimensional data contains redundant or irrelevant features, which can obscure true
relationships. By reducing the number of dimensions, noise is minimized, improving
the model's ability to generalize. Additionally, lowering the number of features
reduces computational complexity and storage requirements, making the model more
e cient. There are numerous di erent techniques for dimensionality reduction, two
of them are described in more detail in the following subsections.

2.3.1 Principal Component Analysis

Principal Component Analysis (PCA) is a statistical technique used to transform
data into a new coordinate system where the axes (principal components) are or-
dered by the amount of variance they capture in the data. The rst principal
component represents the direction of maximum variance, the second captures the
second highest variance, and so on. Each principal component is orthogonal to the
others. When the data matrix contains temporal data, where each column repre-
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sents a feature (e.g., a spatial element) and each row corresponds to a time step, the
technique is known as Proper Orthogonal Decomposition (POD). However, since
Principal Component Analysis (PCA) is a more widely recognized term, we have
opted to refer to this technique as PCA throughout the report, regardless of the
structure of the data matrix.

The principal components can be obtained by performing Singular Value Decompo-
sition (SVD) of the feature data matrix X:

X=UW T

Here,W are the right singular vectors and contain the principal directions, holds
the singular values , and U contains the left singular vectors. W is the spa-
tial basis in this case, andU the temporal, and the projected data are given by
U = XW . Since the principal directions are ordered by the variance they explain,
the projected data exhibits decreasing variance across dimensions.

Dimensionality reduction is achieved by selecting the rstd principal directions,
corresponding to the rstd columns ofW , and projecting the data accordingly. The
number of dimensionsd, to which the data is reduced can be chosen in various ways.
One approach is to set a threshold for the amount of variance from the original high-
dimensional data that the low-dimensional representation should retain. Another
way to determined is to retain the principal components whose eigenvalue exceed
the average eigenvalue. This approach is called North's rule [28].

2.3.2 Autoencoder

An autoencoder is a nonlinear dimensionality reduction method that can be de-
scribed as a type of feedforward neural network that learns to compress and recon-
struct data. An autoencoder is able to extract relevant features from data to deliver

a lower-dimensional representation, which is embedded into a nonlinear manifold.
It consists of two components: an encoder and a decoder. The encoder learns a
latent representation of the input data and reduces full-dimensional data to a lower-
dimensional representation. The decoder uses the encoded vector to reconstruct
the data back to its original dimensions. A visual representation of an autoencoder
network can be seen in 2.3.
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Figure 2.3: Schematic representation of an autoencoder.

2.4 Regression models

The idea of regression is to use statistical methods to nd a relationship between
independent variables (features) and a dependent variable (target). In machine
learning and time series modeling, features refer to the input variables used by a
model to make predictions. These can include past values of the target series, trans-
formations of those values (such as time lags or rolling statistics), or external inputs
such as weather or calendar data. These external features, also called covariates, are
typically exogenous variables that are not part of the target series but may carry
useful information for improving predictions. Unlike endogenous features (which are
derived from the target itself), covariates come from external sources and are not
predicted by the model. In the context of forecasting, the target is the series to be
predicted, and covariates are incorporated at timé to help predict the target at
that same time step [29].

The goal of the regression model when used for time series prediction is to nd a
function that can predict the value of the next time step based on past data. When
making multiple predictions, there are di erent approaches to utilizing past data:
one can either use actual historical values for each step, or recursively feed previously
predicted values into the model to generate further forecasts. The latter approach
is known as autoregressive forecasting.
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In many practical applications, a single target series may be in uenced by multiple
factors simultaneously. Multivariate regression extends the basic regression frame-
work to model the relationship between multiple independent variables and one or
more dependent variables. In the context of time series forecasting, multivariate
regression models can leverage both endogenous and exogenous features to make
predictions. For example, instead of predicting the future value of a single time
series using only its own past values, a multivariate model can incorporate informa-
tion from other related time series or external covariates. This allows the model to
capture interactions and dependencies between variables, which can be especially
bene cial when the target variable is in uenced by complex, interconnected factors.
When applied to multiple targets simultaneously, this becomes a multivariate multi-
output regression problem.

There are several types of regression models, the following sections will describe two
in more detail: Linear Regression and LSTM Regression.

2.4.1 Linear Regression

Linear regression estimates the linear relationship between independent variable(s)
and a dependent variable. A simple linear regression, using one dependent variable
to predict one independent variable is de ned as:

Y= ot Xp 1t ¢ (2.4)

wherey; is the dependent variable at timet. The coe cients , and ; denote
the intercept and the slope of the line respectively. The error term,, captures
anything that may a ect y; other than x;. When multiple independent variables are
used to predict multiple dependent variables, the model is referred to as multivariate
multiple linear regression and equation (2.4) transforms to:

Yi= o+ Xi + ¢

A common approach when using linear regression for time series forecasting is to
incorporate lagged values into the feature matrix. Lags refer to past values of a vari-
able shifted in time, for exampley; 1, y: 2 (referred to as one and two lag values).
One can also incorporate lead values; future values of the variable shifted in time.
They help the model learn from historical and/or future patterns to improve predic-
tions for the next time step. This allows the model to capture temporal dynamics
and autocorrelation structures present in the data.
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Linear regression is a relatively simple model based on traditional statistical in-
ference. It relies on several key assumptions to produce reliable and interpretable
results. These include linearity and, in the context of time series data, stationarity,
meaning that the relationship between independent and dependent variables is lin-
ear and stable over time. It also assumes that the residuals (errors) are uncorrelated.
In time series settings, this implies that any autocorrelation (correlation of a time
series with its own past values) in the data has been successfully modeled and is no
longer present in the residuals.

2.4.2 LSTM Regression

A Long Short-Term Memory (LSTM) model is well-suited for sequential data be-
cause it e ectively captures temporal dependencies, as detailed in Section 2.2.2. For
regression tasks, the model must be trained to predict continuous values at the next
time step based on previous values. Lags are not used in the same way as in linear
regression. Instead, a sequence of historical data is provided to the model, which
it uses to make a prediction. Through training, the model will weigh the historical
data in a way that optimizes the results.

The LSTM model is a fully recurrent RNN, meaning that during prediction, each
output is generated using several inputs [30]. One of these inputs is the previous
target value, and for the rst prediction, this is set to the last known target value.
For all subsequent predictions, the previous target value will instead be the model's
previous prediction, following an autoregressive approach. The model also uses the
previous hidden state, which carries temporal information forward.

The autoregressive approach leverages the sequential nature of time series by using
past outputs to inform future predictions, allowing the model to capture complex
temporal dynamics. Also, the model can adapt and adjust its trajectory based on
its own evolving forecast path. However, since each prediction is based on previ-
ous predictions, any small error can accumulate over time and lead to increasingly
inaccurate forecasts, especially for long horizons.

2.5 Surrogate models

A surrogate model provides a simpli ed approximation of physics-based models and
strives to emulate it by mapping inputs to outputs, often without explicitly un-
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derstanding the relationship between them. This approach is valuable as many
physics-based models are complex, high-order, and computationally expensive to
run. Instead of solving the full physical equations, surrogate models typically rely
on statistical methods or machine learning techniques. As a result, surrogate mod-
els can serve both as an alternative to, and as a complement for, computationally
intensive models.

In order to speed up predictions of a physics-based model for coastal modeling,
Freja Petersen et al. have proposed a surrogate modeling framework for a exible-

mesh reduced order model (FMROM) [1]. The framework uses a combination of

reversible dimensionality reduction and a regression model to produce predictions

of some state variables over a spatial domain. It suggests a ow map , based on

a regression model trained on states and some external forcings. The forcings are
assumed to be known in the next time step. The ow map is then described by

Xk+1 = M (Xk; Ugs1); k=0;::Nt:

Here, X Is the state vector,Nt is the number of time steps andiy the forcings. If
the history of the state variables and forcings are known, lags can be included in
the ow map according to

Xier = M (Xi5 Xk 15225 Xk 1y Uk ; Uk 25 Uk 1) k=0;:u5Ny:

wherel, and |, is the number of lagged values for the state variables and forcings
respectively. The critical steps of the owmap are 1) the projection into a latent
space using spatial dimensionality reduction, 2) the mapping of the states from one
time step to the next (regression), and 3) the projection back to the original space.
The results of the surrogate model is a full-domain prediction of the state values.
In gure 2.4, originally from [1], the steps of the model framework are visualized in
a schematic illustration.
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Figure 2.4: Visualization of FMROM framework suggested by Freja Petersen et
al. [1]
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Methodology

This chapter presents the methodology of two case studies separately: the coastal
case in Section 3.2, followed by the urban case in Section 3.3. The coastal case
forms the core of the project, investigating di erent implementations of the FMROM
framework and examines which types of models yield the best performance. In
contrast, the urban case serves as a secondary exploration, examining how well the
framework adapts when applied to a di erent context.

3.1 Used Software

In this report, we use physics-based model results as input to the surrogate frame-
work (from now on referred to as MIKE model data or just MIKE data). For the
coastal case, the MIKE21 Hydrodynamic model is used to produce the data, and
for the urban case, MIKE+ urban ooding model. Both datasets are preprocessed
with the open source Python libraries ModelSkill [31] and MIKEIO [32].

Autoencoders are developed using the built-in functionality of the Python library
TensorFlow [33], which enables layer-level customization of the architecture. Re-
gression models are developed using Darts [34], a Python library built on PyTorch
[35] and TensorFlow, designed for user-friendly time series forecasting, supporting
both univariate and multivariate time series models.

3.2 Coastal case

As mentioned above, the FMROM framework was originally proposed for surrogate
modeling in coastal scenarios. In this section, we investigate whether alternative
implementations of the framework can improve the performance of the surrogate
modeling. In Section 3.2.1, we describe the data used for the surrogate model and
how it is preprocessed. In Section 3.2.2 and 3.2.3, we describe the details of the
FMROM implementations, followed by a description of how the evaluation of the
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results are conducted, in Section 3.2.4.

3.2.1 Data collection and preprocessing

The coastal case study focuses on the @resund region, a strait located between
Skane (Sweden) and Zealand (Denmark), the geometry can be seen in 3.1. The
data comes from the physics-based MIKE21 Hydrodynamic model of the @resund
region [36]. Both the input variables to the physics-based model, referred to as forc-
ing variables, and the model outputs, referred to as state variables, are utilized in
training the surrogate model. Details about the data are given in Tables 3.1 and 3.2.

Figure 3.1: Geometry of the @resund region used for the coastal case, containing
mesh elements in an unstructured grid.

The available dataset spans ten years (2014 2023). Producing this amount of data
is highly resource-intensive and time-consuming, which makes it uncommon to have
access to such a large dataset. Relying on the full dataset would undermine the
main advantage of using a surrogate model, namely, the ability to achieve signi -

cant time savings. To make our results more relevant in a real-world context, where

data availability is often limited, we choose to make most of the development based
on a subset of the full dataset, referred to as the regular dataset. However, in some
cases it is relevant to see how the amount of data a ects the results, which is when
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States Description Unit

Surface elevation Water height above or below a xed reference m
point. 3,320 unstructured mesh elements.

U velocity (water current) Vector component in u (x) direction. m/s
3,320 unstructured mesh elements.

V velocity (water current) Vector component in v (y) direction. m/s
3,320 unstructured mesh elements.

Table 3.1: Description of state data variables in the coastal case

Forcings Description Unit

Surface elevation north boundary Water height above or below a xed m
reference point. 13 point elements.

Surface elevation south boundary Water height above or below a xed m
reference point. 27 point elements.

Air pressure 2D grid data le, 16 (4x4) elements. hPa

U velocity (wind) Vector component in u (x) direction. m/s
2D grid data le, 16 elements.

V velocity (wind) Vector component in v (x) direction. m/s
2D grid data le, 16 elements.

Table 3.2: Description of forcing data variables in the coastal case

we use the full dataset, from now on referred to as the extended dataset. To ensure
that seasonal variations are captured, we use one year of data for the regular train-
ing dataset, one month for validation, and just under a year for testing. Validation
and test sets are the same regardless of which training set is used. For models that
are not trained iteratively, it is not feasible to use a separate validation set; instead,
the validation set is merged into the training set. The data contains variables with

di erent temporal resolutions, some recorded at 30-minute intervals and others at
hourly intervals. To ensure consistency, we extract evenly distributed time steps
with an hourly resolution for all state and forcing data. The temporal distribution

of the datasets is presented in Table 3.3.

Since the dataset is the output of a simulation with the MIKE software, there are no
missing values or signi cantly incorrect outliers. Hence, no pre-processing in terms
of gap- lling or outlier removal is performed. However, scaling data before applying
machine learning algorithms is crucial for several reasons. We want to ensure equal
weights for all variables and faster convergence in gradient-based algorithms. Hence,
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Set Period Resolution
Extended training set 2014-01-15 00:00 to 2022-12-31 23:00 60 min
Regular training set  2022-01-01 00:00 to 2022-12-31 23:00 60 min
Validation set 2023-01-01 00:00 to 2023-01-31 23:00 60 min
Regular training set  2022-01-01 00:00 to 2023-01-31 23:00 60 min
(when no validation)

Test set 2023-02-01 00:00 to 2023-12-31 23:00 60 min

Table 3.3: Train-, validation- and test-split of the dataset.

we standardize the features by removing the mean and scaling to unit variance.

3.2.1.1 Observation data

In addition to the simulated data, we also have access to observational data, consist-
ing of real-world measurements of the three state variables. For surface elevation,

observation data are available in 13 stations. Additionally, three of the stations

(Helsingborg, Flinten7, and Drogden) also provide observations for U and V veloc-

ity but these will not be used due to low coverage. The location of observation

stations can be seen in Figure 3.2, together with the temporal converge of surface

elevation measurements.

Figure 3.2: Temporal (to the left) and spatial (to the right) coverage of observation

data for surface elevation.
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The MIKE model simulation does not perfectly represent real-world conditions, so
discrepancies between the MIKE data and observational data are to be expected.
To enable meaningful comparison between the two datasets, it is necessary to cor-
rect for systematic bias. This is particularly important for variables like surface
elevation, which are measured relative to a xed reference point. In this study, we
address this by applying a mean bias correction, adjusting the observational data by
the di erence in mean values between the observed and simulated datasets. Figure
3.3 illustrates the relationship between the MIKE simulation data and the observa-
tional data, in three selected observation stations. The blue line represents a perfect
1:1 correspondence, while the red line depicts the actual relationship between the
datasets after applying the mean bias correction. Across all observation stations, the
tted slopes are less than one, suggesting that MIKE 21 exhibits a general tendency
to overestimate observed values.

Figure 3.3: Observation data vs MIKE data in three evenly distributed points.
The blue line shows a perfect relationship, i.e. the MIKE 21 simulation is perfectly
aligned with the observed data. The red line shows the tted line functiory = kx
+m. From left to right: Koege, Flinten7, and Helsingborg.

In Table 3.4 the di erence between MIKE simulation data and observational data
is pesented. The di erence is computed as the Root Mean Squared Error (RMSE)
across time, averaged across all stations.

State Average RMSE
Surface elevation 7.41 cm
U velocity 8.17 cm/s
V velocity 9.27 cm/s

Table 3.4: RMSE between observed data and MIKE data across training (regular),
validation, and test periods. Errors are computed per station against corresponding
mesh elements and averaged across all stations.
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3.2.2 Dimensionality Reduction

This section focuses on the details of the dimensionality reduction. Speci cally, we
concentrate on the state variables as they have a signi cantly higher dimensionality.
The state variables have 3,320 dimensions to be compressed, whereas the forcings
range from only 12 to 27 dimensions. As a result, forcings do not require as much
compression. This suggest the state variables have greater potential for improve-
ment with an alternative reduction technique. For this reason we focus solely on the
state variables when exploring di erent reduction techniques.

As stated by Freja Petersen et al., there is a design choice regarding the use of a
separate or combined projection of the variables [1]. A separate projection, i.e. pro-
jecting the physical space of each state variable into separate latent spaces, imply
higher interpretability and exibility. On the other hand, using a projection of a
combined, i.e. shared physical space of the variables, will lead to a lower dimensional
latent space since the variables are correlated. However, a combined projection of
the variables may also lead to certain variables dominating the latent space. To
maintain exibility and enable separate regression models we reduce the state vari-
ables separately.

We do not impose a speci c rule for selecting the latent space dimensionality in
either method, as our primary focus is to compare PCA and autoencoders. Instead,
we choose to compress the data to the same number of dimensions for both tech-
nigues; surface elevation is reduced to 50 dimensions and U and V velocities to 25
dimensions, respectively. The size remains consistent with the order of magnitude
used in [1].

3.2.2.1 Principal Component Analysis

Principal Component Analysis (PCA) is used as a baseline for comparison with the
autoencoder. We apply PCA separately to all three state variables and the principal
components are computed using the reduced training dataset, which consists of ap-
proximately one year of data, as described in Table 3.3. Additionally, we conduct an
extended analysis to assess the impact of training data size by computing principal
components from the full training dataset spanning approximately ten years. The
performance of the PCA-based dimensionality reduction transformations is evalu-
ated on the test set.
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3.2.2.2 Autoencoder

The use of an autoencoder is explored for dimensionality reduction, as it represents
a nonlinear alternative to traditional linear techniques. Building on the analysis in
[1], which characterizes surface elevation data as highly linear while U and V veloc-
ity data exhibit greater nonlinearity, we design separate autoencoder architectures
for surface elevation and velocity components to better capture their distinct char-
acteristics. During the experimental phase, we focus exclusively on the V velocity
to determine the optimal architecture for the velocity components, given that the
velocities share similar characteristics. Once the nal model architecture is found,
we de ne two models with identical architecture: one is trained and evaluated on
the U velocity data, and the other on the V velocity data. In this step of the process,
we use the regular training set and the validation set to monitor when over tting
occurs. The temporal coverage and resolution of the datasets are presented in Table
3.3.

We start with the simplest architecture: a model without hidden layers and with
only linear activation functions, which is functionally equivalent to a linear trans-
formation. If the results suggest that incorporating nonlinearity could be bene cial,
we explore more complex architectures. Beginning with this basic model, we in-
crementally increase the complexity until the network becomes complex enough to
over t the training data. We increase the complexity by adding hidden layers. We
start with no hidden layers, then introduce a single hidden layer in both the encoder
and decoder with 64 neurons. Next, we expand to two hidden layers with 64 and
256 neurons, in both autoencoder components. The tested architectures rst utilize
ReLU activation functions in the hidden layers to mitigate the vanishing gradient
problem and enhance training stability. However, the network su ers from dying
neurons, so RelU is replaced with Leaky ReLU using a slope of 0.1. The activation
function for the bottleneck layer is varied experimentally, and the one that results
in the lowest reconstruction error is selected. Finally, a linear activation function
is applied in the output layer to maintain the original scale of the data without
introducing any transformations.

We have now identi ed su ciently complex autoencoder architectures to over t the

training data, and the next step is to apply regularization techniques to prevent over-
tting. This is a methodology performed to ensure the network is complex enough
and able to learn, focus on improving its generalizability. When applying regular-
ization, we begin with a weak L1 regularization strength and gradually increase it
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until the desired e ect is achieved. Interestingly, surface elevation does not show
improvement with regularization, while the U and V velocity components bene t
from L1 regularization strengths of10 ° and 10 °, respectively. The nal choice
of architecture for the surface elevation autoencoder consists of an input layer, no
hidden layers, and an output layer, presented in Table 3.5. The autoencoders for U
and V velocity consist of one input layer, two hidden layers, and an output layer,
presented in 3.6.

Component  Encoder Decoder Activation
Input Layer Input (n;Ny) Input(n;Nz) -
Hidden Layers - - -
Output Layers Densén;N;) Densdn;Ny) Linear

Table 3.5: Autoencoder architecture for the surface elevation variable wheiéy
denotes the input dimension (3,320)Nz is the dimensionality of the latent space
(50), and n is the number of samples feed to the autoencoder.

Component  Encoder Decoder Activation

Input Layer Input (n;Nvy) Input(n;Nz) -

Hidden Layers Densg; 256) Densén;64) Leaky RelLU
Densdn; 64) Densdn; 256) Leaky RelLU

Output Layers Densén;Nz) Densén;Ny) Tanh/ Linear

Table 3.6: Autoencoder architecture for the U velocity and V velocity variables
where Ny denotes the input dimension (3,320)N; is the dimensionality of the
latent space (25), andn is the number of samples feed to the autoencoder.

For the nal evaluation of the autoencoders, the unregularized networks are trained

for 10,000 epochs with a batch size of 128, and ADAM optimizer with a learning

rate of 0,0001 is employed to minimize the mean squared error (MSE) loss function.
The regularized autoencoders follow the same training procedure, with the addition
of early stopping, using a patience of 100 epochs.

As with the PCA, we conduct an extended analysis to evaluate the impact of training
data size by training the autoencoders with the expanded dataset covering approx-
imately ten years. Since the autoencoders for U and V velocity show improved
performance after regularization, the regularized autoencoders are chosen for the
extended dataset. For surface elevation, the autoencoder without L1 regularization
is used. However, early stopping is applied for practical reasons in this extended
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analysis. We evaluate the performance of three con gurations on the test set: 1)
unregularized autoencoders trained on the regular training set, 2) regularized au-
toencoders (applied only to the velocity components) trained on the regular training

set, and 3) regularized autoencoders trained on the extended training set.

3.2.2.3 Autoencoder with observations

Until now, the autoencoder has been trained exclusively on MIKE model data.
However, as this data is based on simulations, it does not provide a fully accurate
representation of reality. Table 3.4 presents the RMSE between MIKE model out-
puts and observational data collected from 13 di erent monitoring stations. The
RMSE for surface elevation reaches up ta41cm (from Table 4.3), highlighting the

di erence between the MIKE data and actual observations. To reduce this gap and
adjust the reconstructed data closer to reality, we introduce observational data into
the training process. This step can be interpreted as a form of data assimilation.
Due to limited availability of observation data of U and V velocity, we restrict this
part of the study to surface elevation only.

We adopt a transfer learning strategy in which the autoencoder is rst pretrained on
MIKE model data and subsequently ne-tuned using observational data. A common
practice in transfer learning is to freeze selected layers of the neural network during
ne-tuning, meaning the parameters in those layers remain unchanged during the
second training phase. Since the original surface elevation autoencoder lacks hidden
layers (Table 3.5), we modify the architecture by adding a hidden layer on each side
of the bottleneck. This extension, presented in Table 3.7, allows for e ective layer
freezing during ne-tuning.

Component Encoder Decoder Activation
Input Layer Input (n;Ny) Input(n;Nz) -

Hidden Layer Densén;64) Densdn;64) Linear
Output Layer Densgn;Nz) Densén;Ny) Linear

Table 3.7: Autoencoder Architecture for the surface elevation

Once the new autoencoder architecture is de ned, the rst step is to pretrain the
model. This pretraining follows the procedure outlined in the previous section. The
MIKE data covers the full spatial domain, compared to observational that which
Is limited to only 13 elements. Therefore, pretraining with MIKE data enables the
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autoencoder to learn general spatial patterns across the entire domain.

The second phase of training aims to align the reconstructed data more closely with
real-world observations. During ne-tuning, the autoencoder is trained using stan-
dard MIKE data as input, while the target data consists of a modi ed version of
the MIKE data in which values at observation station locations have been replaced
with observation data. The loss function combines two mean squared error (MSE)
terms; one measuring the error between the observation data and the reconstructed
data in the corresponding elements, and another measuring the error between the
simulated MIKE data and the reconstructed data in all elements except those with
observational data. The error terms are unequally weighted: the rst term is mul-
tiplied with (1- ) and the second is multiplied with . With an alpha value of 0:99
we put most emphasis on the MSE associated with observation data.

To ensure that the in uence of the observation data extends beyond the elements
in question, we freeze the outermost layers of both the encoder and decoder during
this part. As a result, only the parameters near the bottleneck, representing the
most compact latent representation, are updated. Because these parameters encode
higher-level spatial and temporal patterns, modifying them is more likely to produce
broader spatial e ects across the reconstructed output.

For ne-tuning, the autoencoders are trained for 10,000 epochs with a batch size of
128, and ADAM optimizer with learning rate 10 °. Early stopping is applied with

a patience of 10 epochs. Since the observational data closely resembles the data
the autoencoder has already been trained on, there is a high risk of over tting. To
mitigate this, both the learning rate and the early stopping patience are reduced,
compared to the regular autoencoder.

To validate performance, we use a leave-one-out cross-validation strategy by iter-
atively excluding data from one observation station at a time during the second

training. This allows us to assess whether the reconstructions are in uenced by
the observational data in a broader spatial domain. The goal is to ensure that the

model does not merely adjust to speci ¢ elements for which it has been trained on
observational data. By repeating this process for all stations, we can evaluate the
model's generalization across the entire domain.

The autoencoder serves to demonstrate the feasibility of the approach, and we do
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not perform any regression in the latent space found by this autoencoder. The
goal of this ne-tuned autoencoder is not to achieve perfect reconstruction of the
MIKE data, but to generate outputs that more accurately represent observed reality.
Consequently, error metrics can only be computed for the spatial elements where
observational data is available. This limitation makes it challenging to meaningfully
evaluate a downstream regression model. Therefore, we assess the performance of
the ne-tuned autoencoder solely based on its reconstruction metrics.

3.2.3 Regression

The three steps of the FMROM framework are, as mentioned, 1) dimensionality
reduction into latent space, 2) regression in latent space and 3) transformation back
to physical space. This section explains the methodology of putting together one
technique for dimensionality reduction with one regression model, with focus on the
regression part.

The state variables are reduced with either PCA or with autoencoders, as described
in 3.2.2. The forcing variables are reduced with PCA across all implementations.
The dimensions of the latent spaces of the forcings are 10, 19, 4, 4 and 4 for sur-
face elevation's north boundary, surface elevation's south boundary, air pressure, U
velocity (wind) and V velocity (wind), respectively. The numbers are found using
North's Rule.

A two-step scaling process is applied to both PCA and autoencoder approaches.
First, we standardize the data to ensure that the input features are on comparable
scales before reduction. After projecting the data into a lower-dimensional latent
space, a second standardization is performed to equalize the in uence of each latent
feature. The post-reduction scaling ensures that all components in the latent space
contribute equally to the optimization of the regression model.

After projecting all variables, the multivariate regression is performed in the latent

space. After obtaining the prediction in latent space, the pipeline of scaling and di-
mensionality reduction is performed backwards to get the transformation back into
physical space. Therefore, the ability to reverse the transformation is essential to
accurately reconstruct the predictions in the physical space.

Building on the analysis presented in [1], which concluded that the FMROM imple-
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mentation using PCA for dimensionality reduction combined with linear regression
showed the greatest potential in terms of speed and accuracy, we adopt this con g-
uration as our baseline. Additionally, as in [1], no time lag values are used for the
state variables while 3 lag values and one lead value are used for forcings. Using no
lag values for state variables essentially means that the model represents a mapping
from reduced forcings to reduced states.

The LSTM extension of a standard RNN for regression is known to be suitable for
sequential data and is good for avoiding the vanishing gradient problem. Hence, it
is chosen as an alternative to the models previously used in the FMROM framework
implementations (Gated Recurrent Unit model and Multi-layer Perceptron model).
The results of previous work show that the surface elevation variable exhibits more
linear dynamics [1] and therefore the linear regression performs well on it. On the
other hand, U and V velocity show more nonlinear dynamics which motivates the
choice of using a regression model that captures more nonlinear dynamics. Due to
these di ering characteristics, we apply the LSTM model both to all three state
variables collectively and to the two velocity components only.

All LSTM networks are trained on the training set for 200 epochs with early stop-
ping, using a patience of 5 epochs. The validation set guides the stopping criterion.
The training is performed using Adam optimizer and mean squared error (MSE)
loss function.

The Darts hyperparameters can be seen in Table 3.8. All of them exceipiput
chunk lengthare found by performing a grid search that iterates through combi-
nations of hyperparameters and evaluates the results on the validation set. The
input chunk lengthparameter represents the number of past time steps fed to the
forecasting model at prediction time. It is set to 24, and the number is decided
based on domain knowledge; 24 hours provides su cient historical context for the
models to learn relevant temporal patterns without making the input so large that

it slows down the computation. Other domains need longer history of the states,
but @resund can be considered very small relative to other areas. In addition, it
is bene cial to exclude parameters from the grid search when possible, to reduce
the number of combinations in the grid search. The parameteyutput chunk length

is by default set to 1 without the option to change, resulting in an autoregres-
sive prediction approach. Other neural network-based models are used in previous
work [1], and we choose the hyperparameters from this research as a rst try for
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all LSTM implementations. Since the grid search is highly time-consuming, it is
conducted only on the implementation that shows the best performance, and those
hyperparameters are then used for all implementations. For evaluation, the met-
rics from Section 3.2.4 are used to compare the predicted values with the true values.

Hyper parameter Value

input chunk length 24

training length 30
hidden dim 128
batch size 64

n rnn layers 2
dropout 0.05

n epochs 200
learning rate 0.0005

Table 3.8: Darts hyperparameter values for all implementations including regres-
sion with LSTM

A list of all surrogate model implementations is given in Table 3.9 below, where a
dimensionality reduction technique is combined with a regression model, and used
for a given set of variables. To compare the results with previous studies, we use
the combination of principal component analysis (PCA) and linear regression (LR)
as our baseline.

Notation Reduction Regression Variable

PCA-LR (Baseline) PCA Linear regression Surface el., U and V vel.
PCA-LSTM PCA LSTM Surface el., U and V vel.
PCA-LRse PCA Linear regression Surface el.
PCA-LSTMyyv PCA LSTM U and V vel.

AE-LR AE Linear regression Surface el., U and V vel.
AE-LSTM AE LSTM Surface el., U and V vel.
AE-LSTMyy AE LSTM U and V vel.

Table 3.9: Table of surrogate models based on the FMROM framework, each with
one dimensionality reduction and one regression model for a set of variables.
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3.2.4 Evaluation

We use four primary metrics to evaluate the results of our FMROM framework
implementations. The rst three metrics are also applied to the dimensionality
reduction process alone, allowing us to identify the source of any errors. The rst
metric, area-weighted root mean squared error (RMSE), is de ned as:

U
po1 Rt Rx

RMSE®;x) = NN
X j=1 i=1

Wi (X Rki)?

where Xy is the true value, Ry is the predicted value at time stepk and mesh
elementi. Ny is the number of mesh elementd\; is the number of simulated time
steps, andw; corresponds to the area of théth mesh element. This metric provides
an average of the di erence between the predicted or reconstructed values and the
actual values. The RMSE can also be averaged only in the time dimension (spatial
error) or only in the spatial dimension (time error).

The second metric, t2RMSE, computes the same di erence but only for the top 2%
of values with the largest absolute magnitudes in the original data. Hence, it focuses
speci cally on the most extreme values in the dataset and serves as a stress test for
the model's ability to handle edge cases, outliers, or extreme scenarios that could
be masked by traditional RMSE. It is de ned as:

1 N7 Rx
NN i=1 i=1

<

t2RMSE = (®;Xx) =

Wi(Xki  Rii)? for X > Qoges

The third metric is the Normalized Root Mean Squared Error (NRMSE), normalized
by the standard deviation. This metric provides the prediction error relative to the
natural variability of the true data, making it a scale-independent metric, de ned
as:

1 N X«
NNy i=1 i=1

o<

NRMSEgy =

1
- Wi (X Rki)?
y

where  is the standard deviation of the true values.

The last metric, the coe cient of determination (R?), represents the proportion of
the variance in the dependent variable that can be explained by the independent
variables. It is de ned as:
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Py, P
ko1 WXk Rui)?
PNt TN

k1 o (X X)?

wherex is the average of the actual data.

R?2=1

3.3 Urban Case

To investigate the application areas of the FMROM framework we explore an urban
case as detailed in 3.3.1. We follow the methodology described in 3.2.2, 3.2.3 and
3.2.4, but adapt it to account for the di erences in how water-related simulations
are used in urban cases.

3.3.1 Data collection

The urban case study focuses on water depths after a cloudburst, in a selected re-
gion of Kungsbacka, Sweden. The simulation data comes from a MIKE+ ooding
model and the dataset includes 13 rainfall events and their corresponding simula-
tion results. These events vary in intensity, ranging from approximatelyl4 to 240
millimeters per hour, and in duration, from5 minutes to 6 hours. The resolution for

all data is 2 minutes. In this case, we use a single state variable, water depth, which
has 147,350 dimensions in physical space. We also use one forcing, precipitation
rate, which is one-dimensional. Details about the data are given in Tables 3.10 and
3.11 and a gure of the mesh structure can be seen in 3.4.

States Description Unit

Water depth Water height above ground level 147,350 structured m
mesh elements.

Table 3.10: Description of state data variable in the urban case

Forcings Description Unit

Precipitation rate Rate of rainfall in the domain, one value mm /timestep
for the whole domain for each timestep

Table 3.11: Description of forcing data variable in the urban case
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