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REGINA GUSTAVSSON
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Department of Mathematical Sciences
Chalmers University of Technology

Abstract
The Electric Vehicle Routing Problem (EVRP) is an extension of the well-known
Traveling Salesperson Problem (TSP) including battery limitations and multiple
vehicles. Variants of this problem are formulated as mathematical optimization
models consisting of objective functions and constraints, that may vary depending
on the specific variant and the assumptions made.

A method that can be used to solve this problem is the Adaptive Large Neighbor-
hood Search (ALNS) which is a so-called meta-heuristic method where the solution
is destroyed and repaired iteratively to improve the solution over time. ALNS is
flexible and can be designed to fit various formulations of the EVRP. In this project
the aim is to investigate how our design and its implementation performs on different
variants of the problem.

To evaluate the performance, ALNS was compared against a MILP solver by
giving them the same initial solution and time limit. The evaluations were performed
on data of different sizes as well as with different customer distributions. The best-
found objective value from an article using the same data instances and a problem
formulation similar to ours was used as an additional reference.

Our evaluation displays the efficiency of the ALNS, even if it was not possible
to make any strong conclusions due to the quality of the reference solutions for the
larger data instances. However, the algorithm and its implementation show great
promise for further development, both for adapting it to other problem formulations
and for improving the overall computational performance.

Keywords: route planning, Electric Vehicle Routing Problem, Adaptive Large
Neighborhood Search, mathematical optimization, meta-heuristic, load-dependent.
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1
Introduction

One of the biggest challenges in today’s society is climate change, and it is a well-
known fact that reducing the emissions generated by fossil fuels is necessary. In
2019, about 23% of the total global emissions came from the transportation sector,
with road transportation as the biggest contributor [1]. Due to increased awareness
concerning the environment and emissions, there have been changes in customer
interest and regulations, leading to fossil fuels being phased out and replaced by
greener options as energy sources.

This project is a collaboration with Volvo Group, which, by its own account,
is the largest manufacturer of electric trucks in Europe and North America [2].
Currently, this new technology is not as profitable as fossil fuel-driven trucks. This
is due to factors such as long charging times, limited access to charging stations,
and expensive batteries. One way to mitigate these issues would be to offer a service
that uses optimization techniques to suggest efficient routes for deliveries for a fleet
of electric trucks. This problem is known as the Electric Vehicle Routing Problem
(EVRP) and in this work, the efficacy of the Adaptive Large Neighborhood Search
(ALNS) algorithm for solving the EVRP will be investigated.

1.1 The Electric Vehicle Routing Problem

The Vehicle Routing Problem (VRP) is a generalization of the Traveling Salesperson
Problem (TSP). TSP is a well-known NP-hard optimization problem where the goal
is to find an optimal route for a single vehicle or salesperson to visit each of a number
of locations exactly once, before returning to the starting position [3]. In the VRP,
we can instead have multiple vehicles that take different routes, where each location
is visited by exactly one vehicle. In EVRP, a variant of the VRP, the goal is to find
the optimal routes for electric vehicles, taking into account factors such as the need
for charging stops and the resulting downtime. When solving the EVRP, the use of
ALNS has shown promising results [4]. However, using electric trucks for deliveries
is still relatively new and research about the EVRP is limited. Meanwhile, the VRP
is a more covered topic, also in regard to using the ALNS algorithm as a solution
method. Therefore, there is potential in utilizing the existing research on the VRP
when applying ALNS to the EVRP.
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1. Introduction

1.2 An overview of the ALNS algorithm
ALNS was introduced in 2006 [5], and is an algorithm in which so called remove
and insert operators are used to systematically improve the solution, by repeatedly
destroying the current solution and then repairing it [4]. In the case of the EVRP,
this typically corresponds to removing and adding requests or charging stops from
or to the routes in the solution. It is also possible to remove or add entire routes.
The remove and insert operators that perform the best are more likely to be used
in later iterations, which is what makes the algorithm adaptive.

1.3 Previous work
The two components of this project, the ALNS and the EVRP, have over the years
been well researched considering different aspects. In this section, the aim is to give
a brief overview of previous research on these subjects and their interactions.

As a method for heuristically solving vehicle routing problems and other complex
optimization problems, ALNS has shown great promise since it is a flexible algorithm
that can be designed and adjusted according to the problem requirements [4]. Some
aspects that can be varied are the remove and insert operators as well as the criteria
for accepting a new found solution. Examples that indicate the applicability of
ALNS include VRPs with pickups and deliveries [5] and VRPs that allow multiple
visits to the depot to pick up more goods to be delivered [6]. Even though ALNS as
a solution algorithm for different routing problems has become increasingly popular
[4], there are other heuristics that also show promising results. Examples of such
methods are Variable Neighborhood Search (VNS) [7], Ant Colony Optimization
(ACO) [8] and Genetic Algorithms (GA) [9].

ALNS is an extension of the Large Neighborhood Search (LNS), which was in-
troduced in 1998 to solve a version of the VRP. The difference between the methods
is that while ALNS uses multiple operators with adaptive likelihoods, LNS uses the
same remove and insert operator throughout all iterations [10].

In an EVRP, the discharging of the battery can be approximated in different
ways, where the simplest approach is assuming a linear discharging with respect to
distance or travel time. Load-dependent discharging for the EVRP was introduced
by Lin et al. in 2016 [11]. They approximated the energy consumption as a linear
function depending on both the travel distances and the weight of the vehicle upon
arrival. Their formula is an adaptation of the energy cost formulae used for modeling
energy consumption in heavy duty vehicles. The load-dependent discharging can be
combined with more complex nonlinear recharging functions [12].

1.4 Aim
The aim of this project is to evaluate the performance of ALNS for three different
variants of the EVRP. The intention is to investigate if it is possible to implement
an ALNS that works well for our different problem formulations without too many
modifications. The intended outcomes are a collection of similar models describing
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1. Introduction

the selected versions of the EVRP, a working implementation of ALNS for these
variants, and a review of how well the implementation works.

The main research questions of this project are:

• How should we design the ALNS algorithm so that it can be used on the
different variants of the EVRP chosen for this project?

• How does ALNS perform on the chosen variants of the EVRP with different
aspects such as time windows, partial charging, or load-dependent discharging?

• How should we construct remove and insert operators that improve our results?

1.5 Limitations
To limit the scope of the project only three variants of the EVRP will be considered.
Since the focus of the project has been the method, rather than the modeling, more
care has been taken when constructing the algorithm. The operators, updating
schemes, and other variational components in the ALNS are inspired or adapted
from previous research and are based on what works well for the VRP. Since the
focus is on a more general implementation of ALNS for the EVRP, neither the
algorithm nor the code is optimized for one specific problem variant.

The performance of ALNS has been evaluated using one dataset, originally gen-
erated for VRPs with time windows but later modified to fit the EVRP [13]. For
a more robust analysis it is preferred to also use other datasets and empirical data,
to investigate its performance on real-world problem instances. To measure the
performance of the algorithm over time, longer evaluation times are to be desired.
However, due to time restrictions, the results are limited to shorter runs of up to 10
minutes for the largest data instances.

1.6 Outline
The report begins with Chapter 2 which provides a theoretical background for the
EVRP, including the three variants considered in this project, as well as an overview
of ALNS. A more detailed description of ALNS and its implementation is presented
in Chapter 3 and evaluated in Chapter 4 using various numerical instances. The
results are further discussed in Chapter 5, together with conclusions and suggestions
for future work.
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2
Theory

This chapter includes some theoretical background to the problem and the different
variants included in the project, together with some information regarding ALNS.

2.1 The Electric Vehicle Routing Problem
The goal of the EVRP is to plan routes for multiple electric vehicles such that they
visit a set of locations exactly once before returning back to the starting position.
The start position is called the depot and locations that need to be visited are called
customers. For the EVRP in general, each customer has a request for a delivery of
goods and may only be visited by one vehicle. During the trip, the electric vehicle
requires charging, which can be done at charging stations. There is no restriction
on how many times a vehicle is allowed to visit a charging station, and the same
charging station may be visited by multiple vehicles.

In this project, three distinct formulations of the EVRP are considered. The first
problem variant is a Capacitated EVRP with Time Windows (C-EVRPTW). In this
context, capacitated means that all electric vehicles have a maximum load they can
carry. A time window consist of a start and end time within which the visit to the
customer needs to be scheduled. The other two problems are variants of the C-
EVRPTW including partial charging and load-dependent discharging, respectively.
These are explained in Sections 2.1.2 and 2.1.3.

In this project, the goal is to minimize the total distance traveled by the electric
vehicles, but this can be exchanged for other objectives such as minimizing the
energy consumption or the total time spent on travel and service (the time it takes
to unload the vehicle at the customers).

2.1.1 The Capacitated EVRP with Time Windows
To model the C-EVRPTW, additional assumptions are needed, some of which are
simplifications of real world VRPs:

• all vehicles need to charge fully before leaving the depot and the charging
stations,

• all vehicles travel at constant speeds and road elevations are not considered,
• the vehicles only perform deliveries,
• there is a limited number of vehicles that may be used,
• the fleet is homogeneous, that is, all vehicles are identical,
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2. Theory

• the electric vehicles charge at a constant speed, regardless of the current state
of charge, and

• the energy consumption is given by a constant factor times the distance trav-
eled.

The problem can be formulated as a graph problem with nodes and arcs. The
nodes represent the customers, the charging stations, and the depot, and the arcs
represent the shortest paths between them. The C-EVRPTW can be formulated as
(2.1) and this mathematical optimization model (see [14]) is an adaptation of the
one introduced by Kucukoglu et al. [15]. Definitions of parameters and variables
can be found in Table 2.1. A discrepancy between the problem formulation and the
model is that the latter only allows each node to be visited at most once by any
vehicle. This causes problems since each vehicle needs to start and end their route
in the depot, and multiple vehicles are allowed to visit the charging stations more
than once. To solve this, the depot is represented by two nodes, with indices 0 and
N + 1, and each charging station is represented by a predefined number of copies.
Each charging station copy may then only be visited once.

min
∑
i∈V ′

0

∑
j∈V ′

N+1

∑
k∈K

dijx
k
ij, (2.1a)

s.t. ∑
j∈V ′

N+1\{i}

∑
k∈K

xk
ij = 1, ∀i ∈ V, (2.1b)

∑
j∈V ′

N+1

∑
k∈K

xk
ij ≤ 1, ∀i ∈ F ′, (2.1c)

∑
j∈V ′

xk
0j ≤ 1, ∀k ∈ K, (2.1d)

∑
i∈V ′

0

xk
ij =

∑
i∈V ′

N+1

xk
ji,

∀k ∈ K,

∀j ∈ V ′,
(2.1e)

yk
j − yk

i ≤ Q(1− xk
ij)− h · dij · xk

ij, ∀i ∈ V,

∀j ∈ V ′
N+1,

∀k ∈ K, (2.1f)
yk

j ≤ Q− h · dij · xk
ij, ∀i ∈ F ′ ∪ {0},

∀j ∈ V ′
N+1,

∀k ∈ K, (2.1g)∑
i∈V

∑
j∈V ′

N+1

qi · xk
ij ≤ C, ∀k ∈ K, (2.1h)

pi + (tij + si)
∑
k∈K

xk
ij ≤ pj + ℓ0(1−

∑
k∈K

xk
ij),

∀i ∈ V0,
∀j ∈ V ′

N+1,
(2.1i)
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pi + tij · xk
ij + g(Q− yk

i ) ≤ pj + (ℓ0 + g ·Q)(1− xk
ij), ∀i ∈ F ′,

∀j ∈ V ′
N+1,

∀k ∈ K, (2.1j)
xk

ij ∈ {0, 1}, ∀i ∈ V ′
0 ,

∀j ∈ V ′
N+1,

∀k ∈ K, (2.1k)
ei ≤ pi ≤ ℓi, ∀i ∈ V ′

0,N+1, (2.1l)

0 ≤ yk
j ≤ Q,

∀j ∈ V ′
0 ,

∀k ∈ K,
(2.1m)

yk
0 = Q, ∀k ∈ K. (2.1n)

Table 2.1: Definitions of sets, parameters and variables used in (2.1).

Sets
V The set of customers represented by indices, V = {1, 2, . . . , N}.
V0 The set of customers including the start depot node 0, V0 = V ∪ {0}.
F The set of charging stations.
F ′ The set of charging station copies used for multiple visits to charging

station.
V ′ The set of customers and charging station copies, V ′ = V ∪ F ′.
V ′

0 The set of customers, charging station copies, and the start depot node
0, V ′

0 = V ′ ∪ {0}.
V ′

N+1 The set of customers, charging station copies, and the end depot node
N + 1, V ′

N+1 = V ′ ∪ {N + 1}.
V ′

0,N+1 The set of customers, charging station copies, and the start and end
depot nodes 0 and N + 1, V ′

0,N+1 = V ′ ∪ {0, N + 1}.
K The set of available electric vehicles.

Parameters
dij ≥ 0 The distance between node i and j, i, j ∈ V ′

0,N+1.
tij ≥ 0 The time it takes to travel between nodes i and j, i, j ∈ V ′

0,N+1.
Q > 0 The battery capacity.
h > 0 The energy consumption rate per unit distance traveled.
g > 0 The recharging rate at charging stations.
C > 0 The weight capacity of the vehicles in weight units.

qi The demand of node i ∈ V ′
N+1 given in weight units. For i ∈ V, qi ∈ [0, C];

for i ∈ F ′, qi = 0.
si > 0 The service time at node i ∈ V0 given in time units.
ei ≥ 0 The earliest time to start service at node i ∈ V ′

0,N+1 given in time units,
ei ∈ [0, ℓi].

ℓi ≥ ei The latest time to start service at node i ∈ V ′
0,N+1 given in time units.

Variables
xk

ij ∈ {0, 1} Decision variable that is equal to 1 if vehicle k travels directly from node
i to node j, and 0 otherwise, i, j ∈ V ′

0,N+1, i ̸= j, k ∈ K.
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2. Theory

yk
i ∈ [0, Q] Decision variable that tracks the battery level of vehicle k upon arriving

at node i, i ∈ V ′
0 , k ∈ K.

pi ∈ [ei, ℓi] Decision variable that tracks the arrival time of a vehicle at node i,
i ∈ V ′

0,N+1.

It is important to mention that there are many limitations in the model such as
the charging and discharging of the battery being estimated by linear functions, that
all vehicles are identical, and that worker conditions, like breaks, are not taken into
consideration. Another limitation, more specific to the way of modeling, is the use
of copies to handle multiple visits to the charging stations. The number of copies
needed is problem specific and could affect the solution if too few copies are used
since it limits the number of visits to each charging station.

2.1.2 The C-EVRPTW with the partial charging policy
In the previous model, all electric vehicles need to depart from the charging stations
with a full battery. Using the partial charging policy, vehicles are instead allowed
to leave without charging fully. However, all vehicles still start their routes with full
batteries. To model this change, one additional variable, Yi ∈ [0, Q], is required per
node. It tracks the battery level when departing from node i ∈ F ′ ∪{0}. Modifying
(2.1) to follow the partial charging policy results in the model (2.2) (see [15]).

min
∑
i∈V ′

0

∑
j∈V ′

N+1

∑
k∈K

dijx
k
ij, (2.2a)

s.t.
constraints (2.1b)− (2.1f),

yk
j − Yi ≤ Q(1− xk

ij)− h · dij · xk
ij, ∀i ∈ F ′ ∪ {0},

∀j ∈ V ′
N+1,

∀k ∈ K, (2.2b)
constraints (2.1h)− (2.1i),

pi + tij · xk
ij + g(Yi − yk

i ) ≤ pj + (ℓ0 + g ·Q)(1− xk
ij), ∀i ∈ F ′,

∀j ∈ V ′
N+1,

∀k ∈ K, (2.2c)
constraints (2.1k)− (2.1m),

yk
i ≤Yi ≤ Q,

∀i ∈ F ′ ∪ {0},
∀k ∈ K,

(2.2d)

yk
0 =Y0 = Q, ∀k ∈ K. (2.2e)

2.1.3 The C-EVRPTW with load-dependent discharging
In the previous two models, the energy consumption rate has been assumed to be
constant. If also considering the load of the vehicle it may instead be estimated by

8



2. Theory

a linear function Φ1 + Φ2M where M is the total mass of the vehicle including the
load. The energy consumption parameters Φ1 and Φ2 are calculated as

Φ1 = 0.5CdρAv3

1000ϵ
(2.3)

and
Φ2 = gCrv

1000ϵ
(2.4)

where Cd is the coefficient for aerodynamic drag, ρ is the air density, A is the frontal
surface area of the vehicle, v is the speed, ϵ is the vehicle drive train efficiency, g
is the gravity force constant, and Cr is the coefficient of rolling resistance; see [16].
Using this function when modeling the C-EVRPTW, we obtain the load-dependent
C-EVRPTW, denoted LD-EVRPTW.

To model the LD-EVRPTW, the additional variable uk
j —tracking the load of

vehicle k upon departure from node j—is introduced together with the constant m,
that represents the mass of an empty vehicle. The resulting model is (2.5), which
builds on (2.1). The additional constraints needed for this model are adapted from
[16].

min
∑
i∈V ′

0

∑
j∈V ′

N+1

∑
k∈K

dijx
k
ij, (2.5a)

s.t.
constraints (2.1b)− (2.1e),

yk
i − yk

j − [Φ1 + Φ2(uk
i + m)]tij ≥ ∀i ∈ V0,

(−Q− [Φ1+(C + m)Φ2]tij)(1− xk
ij), ∀j ∈ V ′

N+1,

i ̸= j,

∀k ∈ K, (2.5b)
Q− yk

j − [Φ1 + Φ2(uk
i + m)]tij ≥ ∀i ∈ F ′,

(−Q− [Φ1+(C + m)Φ2]tij)(1− xk
ij), ∀j ∈ V ′

N+1,

i ̸= j,

∀k ∈ K, (2.5c)
uk

i − uk
j − qj ≥ (−C − qj)(1− xk

ij), ∀i ∈ V ′
0 ,

∀j ∈ V ′
N+1,

i ̸= j,

∀k ∈ K, (2.5d)

uk
i − uk

j − qj ≤ (C − qj)(1− xk
ij), ∀i ∈ V ′

0 ,

∀j ∈ V ′
N+1,

i ̸= j,

9



2. Theory

∀k ∈ K, (2.5e)
constraints (2.1h)− (2.1n),

0 ≤uk
j ≤ C,

∀j ∈ V ′
0 ,

∀k ∈ K.
(2.5f)

2.2 Adaptive Large Neighborhood Search
The main idea of ALNS is to repeatedly destroy and repair a solution. This should
be done in such a way that the solution improves over time. In the context of the
EVRP, a solution corresponds to planned routes for the electric vehicles. As for the
destroy and repair operators, they are called remove and insert operators for the
EVRP since they are used to remove and insert customers and charging stations
from/into the routes.

Which nodes to remove and where they should be reinserted can be decided in
different ways, depending on the remove and insert operator used. In ALNS there
should be multiple operators to choose from in each iteration; which one to use is
decided by a so called selection operator. What makes the algorithm adaptive is that
for each remove and insert operator, the probability of being selected is impacted
by its performance in previous iterations.

The repaired solution is used as the starting point in the next iteration if accepted,
which is decided by an acceptance criterion. If not accepted, the new solution
is discarded and the previous one is retained. The algorithm terminates once a
termination criterion has been reached.

Algorithm 1 shows an example of a typical ALNS structure, not specific to the
EVRP. The algorithm is inspired by articles by Windras Mara [4] and Voigt [17]
with some adjustments and clarifications. The parameters and variables used in
Algorithm 1 are defined as in Table 2.2.

The algorithm utilizes Simulated Annealing (SA; see [4]) to help avoid local
minima. This is done by accepting higher cost solutions with the probability

P = e− f(S′)−f(S)
T . (2.6)

The system is initialized with a high so-called temperature, T , which slowly decreases
until the system “freezes” as P goes to 0. The idea is that the algorithm should
explore the solution space in the beginning and then slowly reach a steady state; see
[18].
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Algorithm 1 Typical structure of ALNS (see Table 2.2 for definition of notation)
Require: Ω−, Ω+, ηs, α, T0 and an initial solution S0,

1: S∗ ← S0, S ← S0, i← 1, T ← T0
2: Initialize the weights corresponding to each insert and remove operator and use

the weights to calculate the probabilities of each operator being chosen
3: while stop condition is not met do
4: Remove(),Insert()← θ(Ω−, Ω+)
5: S ′ ← Insert(Remove(S, C))

6: if f(S ′) < f(S) or rand[0, 1] < P then
7: S ← S ′

8: end if
9: if f(S ′) < f(S∗) then

10: S∗ ← S ′

11: end if

12: if i mod ηs = 0 then
13: Update the operator weights and recalculate the operator probabilities
14: end if
15: T ← αT , i← i + 1
16: end while

Table 2.2: Names and descriptions of all parameters and variables used in Algo-
rithm 1.

Name Description
f Objective function.
C Set of all objects that may be removed from/inserted in the solution.
S Feasible solution. For a graph problem it could consist of lists of nodes

or a logical matrix describing which edges are used.
S0 Feasible initial solution.
S ′ New feasible solution.
S∗ Best solution found so far.
Ω− Set of remove operators.
Ω+ Set of insert operators.
θ Operator that selects which remove and insert operators to use from Ω−

and Ω+, respectively.
ηs Updating period for the weights.

T0 > 0 Initial temperature used in simulated annealing.
T ≥ 0 Current temperature used in simulated annealing.

α Cooling rate used in simulated annealing, α ∈ (0, 1).
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3
The ALNS algorithm

In this chapter the design of ALNS is presented, including the different variational
components of the algorithm. The remove and insert operators are described in
Sections 3.2 and 3.3, the selection operator in Section 3.1, and the acceptance and
termination criteria in Sections 3.5 and 3.6, respectively. The ALNS in this report
follows the structure of Algorithm 1.

3.1 Operator selection
Each remove and insert operator is assigned a weight. In every iteration, one of each
operator type (remove or customer insert) is selected independently using Roulette
Wheel Selection (see [19]), with the probability of selection proportional to their
respective weight. How the weights are initialized and updated is described in
Section 3.4. Let Ω be a set of operators (i.e., removal or customer insert), then the
probability, pk, of selecting operator k ∈ Ω is determined using the formula

pk = wk∑|Ω|
j=1 wj

, (3.1)

where wk is the corresponding weight.

3.2 Remove operators
The decision of which operators to implement was guided by the recommendations
and rankings shown in [17]. The ranking is for different versions of the VRP and
therefore some modifications are made to fit our problem. In addition, some simpli-
fications were needed due to time limitations of the project.

In general, each operator is given a remove proportion parameter, µ, used for
calculating the target number of nodes to remove. The proportion is of the total
number of node visits in all the routes excluding the depot. This means that charging
stations that occur multiple times in the routes can be removed more than once,
since each visit to the charging stations is considered independently. However, this
is not the case for Shaw removal (see Section 3.2.6), which is calculated a priori,
that is without considering the solution. Instead, it equals the proportion of the
number of customers and charging stations in the problem. More nodes than the
target number may be removed due to the design of some of the remove operators.

All the operators work iteratively and does not terminate until the target number
of nodes have been removed. Before termination, all routes containing only the start
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and end depots are emptied (meaning that the depots are removed) and if a charging
station is visited multiple times in a row, all except one occurrence are removed.
This is because there is never a reason to go back immediately to the same charging
station.

3.2.1 Random node removal
All visits to nodes in the solution routes—except for the start and end depot—are
given equal probabilities to be removed. Then charging stations and customers are
randomly chosen and removed. If a charging station is to be removed and it is
visited in multiple routes, it is removed exactly once from a single route. This can
be seen as each visit to the charging station being treated as an individual node that
can be removed.

3.2.2 Random route removal
Given a solution, this operator randomly selects routes to empty with equal proba-
bility.

3.2.3 Worst costs node removal
Let ∆ci,j denote the difference between the objective value after removing the node
in position j from route i and the objective value before the removal. The positions
of nodes in a route are decided by the order in which they are visited, i.e. the first
visited node has position one, the second has position two and so on. The depot
is ignored since it cannot be removed. With the given objective function, which in
this case is the total traveled distance, we can deduce that ∆ci,j ≤ 0. The first node
to remove is then obtained by solving

argmin
i,j

∆ci,j (3.2)

which gives the route and position index of the node visit with the greatest cost
difference. The node is removed and the removal costs, ∆ci,j, for the modified route
are recalculated. This procedure is repeated by resolving (3.2), removing the node
with the highest cost and then recalculating the costs for the resulting route. The
algorithm is clarified in Algorithm 2.

3.2.4 Worst costs route removal
With the given objective function, the worst cost route removal corresponds to
removing the routes with the longest distance traveled.

3.2.5 Shortest route removal
In this context, the shortest route is the one containing the fewest number of nodes,
and the actual distance of traveling the route is not considered. The operator
removes all nodes from the shortest route until termination.
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3.2.6 Shaw removal
In Shaw removal—described in [20]—the nodes that are to be removed are deter-
mined by a relatedness factor with respect to a randomly selected node, called the
reference node. The relatedness factor is a score of how similar the customers and
charging stations are to the reference node. In this report, the similarity is based
solely on distance. This means that the nodes to be removed are the customers and
charging stations closest to the reference node. If a charging station is removed, it
is taken out of all the routes in the solution.

3.3 Insert operators
As for the remove operators, the choice of which insert operators to implement was
aided by the ranking in [17]. There are two types of insert algorithms, those that
insert customers and those that insert charging stations. For this project there are
four customer insert operators and one charging station insert operator. The latter
is used to ensure that all battery constraints are fulfilled when applying the other
insert operators.

In each iteration of ALNS, the list of customers removed by the remove operator
is given to the chosen insert operator. If at least one customer cannot be inserted
into the solution due to constraints being exceeded, the operator has failed to find
a solution. This is bound to happen sometimes, in which case the ALNS algorithm
will fall back to its last accepted solution.

In each customer insert operator, after all customers have been inserted, the
routes that have not been modified are processed again to check if the time and
battery constraints are fulfilled. This is because charging stations in these routes
may have been removed causing the route to be infeasible.

3.3.1 Charging station insert
The general idea of the charging station insert algorithm is to find the first battery-
negative node, select a number of charging stations, investigate their feasibility upon
inserting them into the routes and insert the “best” one. The first battery-negative
node is defined as the first node in the route that the vehicle cannot reach due to
insufficient battery.

The possible insertion actions are identified during a backwards traversal of the
route, starting from the first battery-negative node, see Algorithm 3. In the algo-
rithm, it is assumed that all nodes have geographical coordinates. At each step,
up to three charging stations are considered: one closest to the arc between two
consecutive nodes in the route, and one closest to each of the two nodes forming
the arc (denoted n1 and n2). Here, n1 is the node closer (in the route) to the first
battery-negative node. Duplicate charging stations are removed if they are consid-
ered for the same position, which at each step is the one between n1 and n2. The
number of steps to traverse back is denoted as kcs.

For each remaining candidate, it is only recorded if the vehicle has enough bat-
tery to reach it. The insertion actions that could cause loops (such as consecutively
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visiting the same charging station or going back and forth between the same charg-
ing stations without intermediate customer visits) are discarded. The latter is for
simplicity not included in Algorithm 3.

Each recorded insertion is assigned an incremental ranking starting from one,
with lower values indicating earlier discovery and a generally closer proximity to the
first negative node. The ranking of the action to insert charging station i in route
j, denoted ri,j, is used to assign a score, si,j, that is calculated using the formula

si,j = γ1ri,j + γ2
∆ci,j

Md
+ γ3fi,j (3.3)

where

• ∆ci,j is the change in objective value after the insertion,
• Md is the largest distance between any two nodes in the problem, and
• fi,j is a binary variable that has the value one if the insertion action ensures

enough battery to reach the first battery-negative node.

The nonnegative parameters γ1, γ2 and γ3 are the corresponding weights for the rank-
ing, objective difference and feasibility, which decide the impact of each component
in the score.

The insertion action with the lowest score is performed and kept if the time
window constraints are fulfilled. Otherwise, the insertion with the second lowest
score is considered. This continues until a charging station is inserted. If the battery
constraints are fulfilled the algorithm terminates, otherwise the new first negative
node is found, and the procedure is repeated. If none of the insertions are feasible
with regards to the time constraints, the algorithm has failed, and the route cannot
be made feasible with regards to the battery constraints. The algorithm is clarified
in Algorithm 4.

3.3.2 Greedy insert
A basic greedy insertion algorithm for the VRP is described in [5], beginning with
the calculation of insertion costs for each customer in each route and position, ig-
noring those not feasible due to time and weight constraints. The customer with the
lowest insertion cost is inserted in its best route and position. The costs are then
recalculated for the modified route and the customer with the new lowest insertion
cost is inserted. This is repeated until all customers have been inserted. Routes
must satisfy the time and weight constraints after customer insertions; otherwise
the node may not be inserted there.

Since the EVRP has battery constraints not present in the VRP, only checking
time and weight constraints is not sufficient. However, simply ignoring insertions
that lead to battery infeasibility (similar to what is done to time and weight) is not
suitable, since such infeasibilities can be remedied through the insertion of charging
station stops. Therefore, modifications were made to allow for multiple insertion
tries if the battery constraints are not fulfilled. In these cases, the charging station
insert operator described in Section 3.3.1 is used to investigate if one or more charg-
ing stations can be added to make the solution feasible with regards to the battery
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constraints. If the charging station insert operator was unsuccessful, the customer
is not inserted and is prohibited from being so in any position in the route in future
iterations. However, if the battery constraints are fulfilled, or it can be remedied
with charging station insertions, the customers and necessary charging stations are
inserted. The algorithm continues by recalculating the costs and choosing the next
customer to insert.

The greedy insert operator is used to generate an initial solution by using it on
empty routes with the goal to insert all customers.

3.3.3 Random insert
The random insert algorithm works by randomly choosing a customer from the
customer list and inserting it in the route and position that increases the objective
value the least. If it cannot be inserted due to time, weight or battery constraints it
is inserted in its second best position. This is repeated until a successful insertion has
been found but it is limited to krandom > 0 attempts, otherwise the insert algorithm
failed.

If the battery constraint is not fulfilled, Algorithm 4 is used to determine if
the customer can be inserted with some additional charging stations. If possible,
the battery constraints are deemed as fulfilled and the customer, together with the
required charging stations, are inserted in their respective positions. The algorithm
then continues by randomly choosing the next customer from the list and inserting
it using the same procedure.

3.3.4 Highest position regret insert
The highest position regret heuristic (see [21]) uses a so called regret value to decide
the insertion order. The regret value, Ri, for customer i is computed using the
formula

Ri =
k∑

h=2
(∆ch

i −∆c1
i ) (3.4)

where ∆ch
i is the increase of the objective value when inserting the customer in its

hth best feasible position. For the position to be considered, the insertion must
fulfill the weight and time constraints but not the battery constraints as this may
be remedied by inserting charging stations.

The customer with the highest regret value is inserted in its best position if
the battery constraints are fulfilled. If not, the charging station insert operator
will be used to investigate potential charging station insertions. If the route can
be made feasible with regard to the battery constraints, then the customer and its
corresponding charging stations are inserted, otherwise the customer is tested in
its second best position. This continues until the customer has been inserted in a
feasible position, or all the k best positions have been tested. If the customer is
inserted, the regret values need to be recalculated. The process is then repeated for
the next customer with the highest regret value. The algorithm terminates when
there are no more customers to insert. If any of the customers could not be inserted,
the algorithm has failed to find a new feasible solution.
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3.3.5 Highest route regret insert
Highest position route regret, described in [5], operates similarly to the highest
position regret heuristic. The difference is that the ∆ch

i in the regret value formula
(3.4) is defined as the increase of the cost function when inserting customer i in its
hth best route compared to inserting in its hth best position. Instead of testing the
customer with the highest regret value in its k best positions, the k best routes are
considered, and the insertion tries are attempted in the best position in each route.
Other than that, both of the regret algorithms follow the same procedure.

3.4 Weight updates
The operator weights are all initialized to a value of one, and depending on the
operators’ performance the weights are increased or decreased. The update policy
used is adapted from [5], where the weights are updated once every 100th iteration
using the formula

wi,j+1 = wi,j(1− r) + r
πi

θi

. (3.5)

Here wi,j is the weight of operator i after the jth update, πi is the score of operator i
and θi is the number of times it has been used since the last update. The parameter
r ∈ (0, 1] regulates how quickly the weights are updated.

The score for each operator is initialized to zero and is then incremented depend-
ing on the performance of the operator. There are three different cases where the
score is updated:

• when the new solution is better than the best solution found so far,
• when the new solution is accepted and has a lower cost than the previously

accepted solution, and
• when the new solution is accepted despite having a higher cost than the last

accepted solution.
The increment sizes for the different cases are denoted σ1, σ2, and σ3, respectively.
Unlike in the update scheme in [5], previous solutions are not remembered when
calculating the operator scores.

3.5 Acceptance criterion
The acceptance criterion determines whether or not a new solution should be ac-
cepted and used as the starting solution in the next iteration. The Metropolis
criterion (see [4]) is commonly used in ALNS, as it reduces the risk of becoming
trapped in local optima. The criterion states that a new solution is immediately
accepted if it is better than the best found so far. Otherwise, simulated annealing is
applied, as described in Section 2.2, allowing a worse solution to be accepted with
the varying probability P .

The annealing temperature, Ti is updated according to the formula

Tτ+1 = αTτ , (3.6)
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for each iteration τ , where α ∈ (0, 1) is the cooling factor. The initial temperature,
T0, is obtained as described in [5]. There, the value of T0 is set such that a new
solution with z times higher objective value is accepted with a probability of 50%
(e.g., for z = 0.05, the probability P of accepting a 5% worse solution is 50%).

3.6 Termination criterion
ALNS is a heuristic method, thus it is not guaranteed to reach an optimum. There-
fore, it is essential to use a suitable termination criterion. In this work, ALNS is set
to terminate after a given time limit, to make the results comparable to solutions
generated by other algorithms. The time limit is determined based on the number
of customers in the data instance. The time limits used are presented together with
the results in Section 4.
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Algorithm 2 Worst costs node removal
1: n_remove ← number of nodes to remove
2: removed_nodes ← [ ]

3: obj_value ← objective value of the input solution
4: for route in solution routes do
5: for node in route do
6: if node is a depot then
7: continue
8: end if
9: obj_tmp ← calculate the objective value after removing node from

route
10: delta_c[route, node] ← obj_tmp - obj_value
11: end for
12: end for

13: for i in 1:n_remove do
14: r, n ← argmin of delta_c
15: remove node n from route r and append it to removed_nodes

16: if the same charging station is visited twice in a row then
17: remove one of the two visits
18: end if

19: remove all entries in delta_c that corresponds to route r
20: obj_value ← objective value of the solution with visits to nodes in

removed_nodes and consecutive visits to the same charging station
removed

21: for node in route r do
22: obj_tmp ← calculate the objective value after removing node from

route r
23: delta_c[r, node] ← obj_tmp - obj_value
24: end for
25: end for

26: filter removed_nodes so that it contains only the removed customers and no
charging stations

27: return removed_nodes and the (infeasible) solution after all the removals
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Algorithm 3 Finding charging station insertions
1: ranking ← 1
2: current_node ← the first battery-negative node
3: possible_insertions ← [ ]

4: for i in 1:kcs do
5: previous_node ← node before current_node in route

6: cs1 ← find the charging station closest to current_node
7: cs2 ← find the charging station closest to the arc between

previous_node and current_node
8: cs3 ← find the charging station closest to previous_node
9: cs_list ← [cs1, cs2, cs3]

10: remove duplicates from cs_list

11: for cs in cs_list do
12: if cs ̸= previous_node AND cs ̸= current_node AND there

is enough battery to reach cs then
13: ind_in_route ← index of current_node in route
14: append(possible_insertions, (cs, ind_in_route,

ranking))
15: ranking ← ranking + 1
16: end if
17: end for
18: current_node ← previous_node
19: end for

20: return possible_insertions
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Algorithm 4 Charging station insert algorithm
Require: a battery infeasible route

1: while the route is infeasible with regards to battery constraints do
2: find the first negative node.
3: insertions ← find all charging station insertions using Algorithm 3
4: calculate scores for each insertion in insertions using (3.3).
5: sort insertions by their corresponding score in ascending order

6: for insertion in insertions do
7: if the insertion is feasible with regards to the time constraints then
8: insert charging station in route
9: break

10: end if
11: end for

12: if no charging station has been inserted then
13: algorithm has failed
14: break
15: end if
16: end while
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In this section, tests and results showcasing the performance of the ALNS imple-
mentation are presented. The programming language used is Julia and the code can
be found in [22].

4.1 Evaluation data
The data used in this report is introduced in [13] and is commonly used by re-
searchers for solving the EVRP (for example, in [23], [24] and [25]). The data in-
cludes both smaller and larger data files, each containing 5, 10, 15 or 100 customers.
It also includes information about available charging stations. The instances are
divided into three categories based on their customer distribution: random (r),
clustered (c), and randomly clustered (rc). All instances starting with r1, c1 or
rc1 have tighter time windows than the ones starting with r2, c2 or rc2.

In this project the ALNS algorithm is evaluated on instances with 5, 15, and 100
customers with three data instances for each customer distribution type. The aver-
age running time and the average best found objective value among the performed
runs are then reported.

The dataset contains the following information:

• location, time window, service time and demand for each node including the
depot,

• average vehicle velocity,
• battery capacity for a vehicle,
• load capacity for a vehicle,
• average energy consumption rate, and
• average inverse recharging rate.

However, the data does not contain the number of available vehicles since it is part
of the objective function in the article where it was introduced. Therefore, the
available number of vehicles is based on the results presented in [13] but somewhat
arbitrarily inflated to ensure a feasible initial solution. The data does not contain
any travel distances; therefore the Euclidean distance between nodes based of their
geographical coordinates was used. The travel times are calculated from the dis-
tances using the average velocity. The distances between a node and itself is set to
to a large number to avoid multiple consecutive visits to the same node.

23



4. Tests and Results

For the C-EVRPTW with both full and partial charging, the energy consumption
is calculated as the average energy consumption rate multiplied by the distance
between nodes. As mentioned in Section 2.1.3 there are additional parameters (Φ1,
Φ2 and m) required to model the load dependent discharging. As Φ1 and Φ2 are
not included in the data, they are calculated according to (2.3) and (2.4) with the
constant values set as in [16]. This gives Φ1 = 0.07509 and Φ2 = 0.0005103. For
the mass of the vehicle, m, a reasonable value for the mass of a car was used, rather
than that of a truck, as the energy consumption and battery capacity data in [13]
is more in line with that of a car. The value chosen was 1579 kg, and was taken
simply as a reasonable mass for a typical car [26].

As an external reference, the best objective value for each selected data instance
found in [13] is used. The values are generated for a model similar, but not identical,
to the C-EVRPTW in this report, meaning that comparisons are not entirely fair.
However, the same data is used as in this report enabling the value to be used as
an approximate guess of the actual objective value.

4.2 Parameter tuning
ALNS relies on several parameters that can be tuned to enhance its performance;
see Table 4.1. In this project, the values presented in [5] are used to approximate
reasonable starting values for the parameters. For the parameters not present in [5]
(kcs, γ1, γ2, γ3, krandom and k), the starting values are set arbitrarily. The procedure
for the parameter tuning is inspired by [5] and starts by allowing the first parameter
to vary while the others remain fixed. ALNS is then run three times for each
variant of the EVRP (C-EVRPTW, C-EVRPTW with the partial charging policy
and LD-EVRPTW) on the data instance c101 with a time limit of one minute. The
value that demonstrated the best average objective value, while also allowing for a
reasonable number of iterations, was selected. This is because we aim to have as
many iterations as possible, while still maintaining good performance. The iteration
count is considered to reach a balance between efficiency and solution quality. The
result of the parameter tuning for each problem variant is presented in Table 4.2.

4.3 Evaluation using a commercial MILP solver
For the purpose of both testing our model formulations and generating reference
values for the ALNS evaluation, the commercial solver Gurobi is used [27]. The
models are formulated as Mixed-Integer Linear Programming (MILP) problems,
which Gurobi is specialized in solving. It is an exact solver, meaning that it uses
proven methods for finding optima [27]. However, due to the computational com-
plexity of the problem and computing time constraints, it is not possible to allow
the solver to run until full completion for all cases. Consequently, the same time
limit is set for both the ALNS and Gurobi runs. Additionally, Gurobi is given a
number of charging station copies to allow for the multiple charging station visits.
The values of the time limits and the number of copies depends on the size of the
problem; see Table 4.3.
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Table 4.1: Names and descriptions of all parameters that are tuned for each prob-
lem variant.

Notation Description
µ The proportion of nodes to remove in each iteration.

γ1, γ2 γ3 Weights controlling the impact of the ranking, cost, and
feasibility to the score in the charging station insert op-
erator.

kcs Number of steps to traverse in the charging station insert
operator.

krandom Number of insertion tries in random insert before termi-
nating.

k Parameter used for the regret heuristics.
r Reaction factor deciding how quickly the weights react

to updates.
σ1, σ2, σ3 Score increments used for the weight updates.

z Parameter used for calculating the initial temperature
in the simulated annealing.

α Cooling rate used in the simulated annealing.

For each data instance used in the performance evaluations, ALNS is run with
three different random seeds on each of the three EVRP formulations. For the
instances with five customers, Gurobi is run three times and its running time aver-
aged to compensate for the fluctuations in time on such small instances, while for
the other data instances it is only run once. Before any evaluations, a warm-up of
five minutes is performed to remove any initial setup cost.

4.4 Result comparisons on smaller datasets
In this section, the performance analysis of the ALNS algorithm on instances with
five and 15 customers is presented.

4.4.1 Performance evaluation on the C-EVRPTW
The results obtained by solving (2.1) for the smaller instances are presented in Table
4.4. For the datasets with five customers, the MILP approach proved optimality in
most cases. In all except one of these, ALNS also found the same solution but in
shorter time than Gurobi’s MILP solver. Gurobi was unable to prove optimality
within the set time limit for any of the datasets with 15 customers. Nevertheless,
the difference in objective value between the solutions found by ALNS and Gurobi
is less than 1% in all cases. Also for these instances, ALNS found its best solution
faster than the MILP approach.

To further evaluate the performance of the ALNS algorithm, several visualiza-
tions were generated, including figures of the objective value over time, the operator
weights across iterations, and the initial and final solution routes. Note that the
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Table 4.2: Parameter values after tuning for each problem variant. Here C-
EVRPTW with PCP refers to the C-EVRPTW with the partial charging policy.

Parameter Parameter value
C-EVRPTW C-EVRPTW with PCP LD-EVRPTW

µ 0.25 0.25 0.20
kcs 3 5 4
γ1 0.60 1.20 0.60
γ2 0.60 1.00 0.60
γ3 0.60 0.20 0.80

krandom 5 5 5
kregret 3 3 2

α 0.99975 0.99975 0.99975
σ1 19 31 22
σ2 13 19 16
σ3 13 22 13
z 0.05 0.05 0.07
r 0.30 0.30 0.30

Table 4.3: Computing time limits and the number of charging station copies used
when generating the results for data with different numbers of customers. The
charging station copies are used in the model formulation for the MILP.

Number of customers Time limit (s) Number of copies
5 60 5
15 300 7
100 600 15

weights are updated every 100th iteration, and to improve the clarity of the visu-
alizations, only a subset of all iterations are shown in the figures. Example figures
of the objective value over time for two instances, rc103C15 and r104C5, are
shown in Figures 4.1 and 4.2. For instance rc103C15, additional related figures
are provided in Figures 4.3 – 4.7. The corresponding figures for instance r104C5
can be found in Appendix A.1.

Comparing the figures for the routes of the initial solution in Figure 4.3, the
MILP-generated solution presented in Figure 4.4, and the ALNS-generated solution
presented in Figure 4.5, differences in the routes can be observed. As both ALNS
and the MILP approach use the same initial solution, they will start with the same
objective value at time zero, as shown in Figure 4.1. With increasing computation
time, there will be a gap between the two as they find better solutions. The objective
for the ALNS solution decreases quickly to its lowest objective, which can also be
seen in Table 4.4, whereas the objective value for the MILP solutions decreases more
slowly.

Analyzing the changes in the weights for the insert operators in Figure 4.6 no
clear pattern emerges, and the usage of different operators fluctuates over time.
The removal operator weights shown in Figure 4.7 indicate that Shaw Removal and
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Table 4.4: The average objective value, f, and the average time, t, corresponding
to when these solutions were found for different instances with five or 15 customers
when solving the C-EVRPTW. The parameter nv is the number of available vehicles.
Opt. is set to “Yes” if the solution generated using the MILP approach is proven to
be optimal and “No” otherwise. The value ∆f is the relative difference between the
objective value from the MILP and ALNS, calculated as ∆f = fALNS−fMILP

fMILP
· 100%.

Ref. is a reference value for a similar model taken from [13]. If ALNS and the MILP
gives different average best objective values, the lowest one is marked in bold.

ALNS MILP
Dataset nv f (km) t (s) f (km) t (s) Opt. ∆f (%) Ref.
c103C5 2 165.67 0.003 165.67 0.43 Yes 0.00 176.05
c206C5 2 245.11 0.003 236.58 1.58 Yes 3.61 242.55
c208C5 2 158.48 0.001 158.48 2.42 Yes 0.00 158.48
r104C5 3 136.69 0.007 136.69 0.95 Yes 0.00 136.69
r105C5 3 156.08 0.0003 156.08 1.09 Yes 0.00 156.08
r202C5 2 128.78 0.003 128.78 0.94 Yes 0.00 128.78

rc105C5 3 238.05 0.003 238.05 6.07 No 0.00 241.30
rc108C5 3 253.93 0.0007 253.93 23.86 No 0.00 253.93
rc208C5 2 167.98 0.01 167.98 2.13 Yes 0.00 167.98
c103C15 5 371.70 0.44 374.12 187.56 No -0.65 384.29
c202C15 4 399.27 0.38 399.49 296.79 No -0.06 383.62
c208C15 4 301.98 0.02 300.55 4.79 No 0.48 300.55
r102C15 8 424.20 0.08 427.35 197.23 No -0.74 413.93
r202C15 4 358.00 0.16 359.08 288.77 No -0.30 358.00
r209C15 3 293.20 0.13 293.20 98.45 No 0.00 313.24

rc103C15 7 397.67 4.37 401.19 226.36 No -0.88 397.67
rc108C15 5 370.25 0.005 370.25 1.30 No 0.00 370.25
rc202C15 4 394.39 0.48 397.20 33.87 No -0.71 394.39

Random Removal performed well for this particular instance. However, this is not a
consistent trend, and it varies depending on the instance and the random seed used
in the implementation.

In Figure 4.2, which corresponds to an instance with five customers, the objective
values of the solutions generated by ALNS and the MILP approach follow similar
trends. Comparable patterns were observed for the other small instances, where
both methods produced closely aligned results. Similar observations were also made
for the figures corresponding to the other instances, and there was no observed
difference depending on the type of customer distribution.

4.4.2 Performance evaluation on the C-EVRPTW with the
partial charging policy and the LD-EVRPTW

The performance of ALNS and Gurobi’s MILP solver on the C-EVRPTW with the
partial charging policy and the LD-EVRPTW are presented in Tables 4.5 and 4.6.
The problem formulations and models solved are the ones presented in Sections 2.1.2
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Figure 4.1: Best found objective value over time for the instance rc103C15 when
solving the C-EVRPTW using the ALNS method and the MILP approach, along
with a reference value representing the best known objective reported in [13]. Note
that the reference value is for a similar and not identical model to any of the ones
included in this project, and should only be used as an approximate guess.

and 2.1.3, respectively. The results are similar to those of the previous section for
the full charging policy and example figures are therefore displayed in Appendix
A.2, A.3 and A.4.

Comparing ALNS to the MILP approach on the smaller data instances shows
that the MILP in general outperforms ALNS on the datasets with five customers
for all three variants of the EVRP. Meanwhile, ALNS has the advantage considering
both the lowest objective value and the time it took to find the solution for the
instances with 15 customers; see Tables 4.4, 4.5, and 4.6. In the cases that the
MILP outperforms ALNS, the largest relative difference seen on the smaller data
instances is 6.19%.

4.5 Performance comparisons of ALNS on larger
datasets

In this section, the performance of ALNS on data instances with 100 customers will
be evaluated.

4.5.1 Experiment results for the C-EVRPTW
The results from evaluating ALNS on the large data instances is displayed in Table
4.7. As can be seen, Gurobi’s MIPL solver was not able to find an optimal solution
within the set time limit for any of the instances. For all instances but one, ∆f is
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Figure 4.2: Best found objective value over time for the instance r104C5 when
solving the C-EVRPTW using ALNS and the MILP approach, along with a reference
value representing the best known objective reported in [13]. Note that the reference
value is for a similar model and not the an identical one as used in this project, and
should only be used as an approximate guess.

negative, which means that ALNS found a better solution within the allotted time
than the MILP approach.

Figures 4.8 and 4.9 show the weights as a function of the iteration for the oper-
ators and Figure 4.10 shows the objective values over time for the instance rc203.
For the corresponding figures illustrating the routes for the initial solution, the ALNS
solution and the MILP solution, see Appendix A.5. Some examples of 30 minute
runs are presented and discussed in Appendix B.

4.5.2 Experiment results for the C-EVRPTW with the par-
tial charging policy and LD-EVRPTW

The objective values obtained for the C-EVRPTW with the partial charging policy
are presented in Table 4.8. The corresponding results for the LD-EVRPTW, pre-
sented in Table 4.9, shows that ALNS managed to find a better solution than the
initial one for all instances. Meanwhile, the MILP approach did not manage to do
so for three of the instances. The other results for the performance evaluation were
similar to those presented for the C-EVRPTW with the full charging policy; see
Section 4.5.1.

For all three EVRP variants, ALNS outperforms the MILP approach on all but
one data instance with 100 customers, as can be seen in Tables 4.7, 4.8, and 4.9.
The MILP approach also seems to struggle to find a solution within the time limit.
This can be seen since the average times when retrieving the best found solution
are 0.00 on multiple occasions indicating that there is either a very quick solution
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Table 4.5: The average objective value, f, and the average time, t, corresponding
to when these solutions were found for different instances with five or 15 customers
when solving the C-EVRPTW with the partial charging policy. The parameter nv is
the number of available vehicles. Opt. is set to “Yes” if the solution generated using
the MILP approach is optimal and “No” otherwise. The value ∆f is the relative
difference between the objective value from the MILP and ALNS, calculated as
∆f = fALNS−fMILP

fMILP
· 100%. Ref. is a reference value for a similar model taken from

[13]. If ALNS and the MILP gives different average best objective values, the lowest
one is marked in bold.

ALNS MILP
Dataset nv f (km) t (s) f (km) t (s) Opt. ∆f (%) Ref.
c103C5 2 170.54 0.0003 165.67 1.56 Yes 2.94 176.05
c206C5 2 243.83 0.004 236.58 4.89 Yes 3.07 242.55
c208C5 2 158.48 0.003 158.48 0.89 Yes 0.00 158.48
r104C5 3 136.69 0.005 136.69 0.50 Yes 0.00 136.69
r105C5 3 156.08 0.0003 156.08 0.88 Yes 0.00 156.08
r202C5 2 128.78 0.001 128.78 0.91 Yes 0.00 128.78

rc105C5 3 238.05 0.002 233.77 7.81 No 1.83 241.30
rc108C5 3 253.93 0.00 253.93 8.06 No 0.00 253.93
rc208C5 2 167.98 0.003 167.98 3.07 Yes 0.00 167.98
c103C15 5 373.03 1.91 369.32 212.00 No 1.01 384.29
c202C15 4 389.37 0.12 369.56 30.14 No 5.36 383.62
c208C15 4 303.40 0.10 300.55 16.09 No 0.95 300.55
r102C15 8 419.75 5.62 429.09 45.79 No -2.18 413.93
r202C15 3 382.87 0.29 363.78 169.17 No 5.25 358.00
r209C15 4 293.20 0.14 293.20 222.78 No 0.00 313.24

rc103C15 7 397.67 1.17 445.10 286.79 No -10.66 397.67
rc108C15 5 378.36 0.10 408.89 226.06 No -7.47 370.25
rc202C15 4 394.39 2.30 394.39 42.61 No 0.00 394.39

generated and then not improved, or it is the value of the initial solution.
By comparing the ∆f values for the different sizes of the data instances, it can

be observed that the difference between the objective value obtained by the MILP
and ALNS is greater for those with 100 customers.
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Table 4.6: The average objective value, f, and the average time, t, corresponding
to when these solutions were found for different instances with five or 15 customers
when solving the LD-EVRPTW. The parameter nv is the number of available ve-
hicles. Opt. is set to “Yes” if the solution generated using the MILP approach is
optimal and “No” otherwise. The value ∆f is the relative difference between the
objective value from the MILP and ALNS, calculated as ∆f = fALNS−fMILP

fMILP
· 100%.

Ref. is a reference value for a similar model taken from [13]. If ALNS and the MILP
gives different average best objective values, the lowest one is marked in bold.

ALNS MILP
Dataset nv f (km) t (s) f (km) t (s) Opt. ∆f (%) Ref.
c103C5 2 168.84 0.0007 161.26 0.82 Yes 4.70 176.05
c206C5 2 226.89 0.003 221.98 6.86 Yes 2.21 242.55
c208C5 2 158.20 0.00 158.20 1.30 Yes 0.00 158.48
r104C5 3 136.69 0.002 136.69 0.68 Yes 0.00 136.69
r105C5 3 156.08 0.0007 156.08 1.70 Yes 0.00 156.08
r202C5 2 126.78 0.002 126.78 0.63 Yes 0.00 128.78

rc105C5 3 233.90 0.00 230.65 38.95 No 1.41 241.30
rc108C5 3 249.94 0.0003 249.94 1.50 No 0.00 253.93
rc208C5 2 167.98 0.008 167.98 7.83 Yes 0.00 167.98
c103C15 5 371.61 1.62 373.54 293.10 No -0.52 384.29
c202C15 4 399.27 1.98 410.63 228.00 No -2.77 383.62
c208C15 4 298.41 0.08 298.41 101.75 No -3.33 300.55
r102C15 8 405.15 3.18 421.86 166.48 No -3.96 413.93
r202C15 3 366.86 0.62 411.85 262.62 No -10.93 358.00
r209C15 4 294.31 0.29 277.15 203.34 No 6.19 313.24

rc103C15 7 390.20 0.09 398.39 121.78 No -2.06 397.67
rc108C15 5 378.36 0.27 396.99 275.24 No -4.96 370.25
rc202C15 4 412.19 0.64 392.20 81.48 No 5.10 394.39
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Figure 4.3: Initial solution routes for the C-EVRPTW for the instance rc103C15.

Figure 4.4: Solution routes for the C-EVRPTW generated by the MILP approach
for the instance rc103C15. This solution is not proven to be optimal.
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Figure 4.5: Solution routes for the C-EVRPTW generated by ALNS for the in-
stance rc103C15.

Figure 4.6: Weights over iterations for the insert operators for the C-EVRPTW
for the instance rc103C15.
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Figure 4.7: Weights over iterations for the remove operators for the C-EVRPTW
for the instance rc103C15

Table 4.7: The average objective value, f, and the average time, t, corresponding
to when these solutions were found for different instances with 100 customers when
solving the C-EVRPTW. The parameter nv is the number of available vehicles. Opt.
is set to “Yes” if the solution generated using the MILP approach is optimal and
“No” otherwise. The value ∆f is the relative difference between the objective value
from the MILP approach and ALNS, calculated as ∆f = fALNS−fMILP

fMILP
· 100%. Ref.

is a reference value for a similar model taken from [13]. If ALNS and MILP gives
different average best objective values, the lowest one is marked in bold.

ALNS MILP
Dataset nv f (km) t (s) f (km) t (s) Opt. ∆f (%) Ref.

c102 16 1030.52 297.92 1702.83 468.27 No -39.48 1056.47
c107 16 1033.59 147.63 1551.89 382.29 No -33.40 1031.56
c201 8 704.08 67.05 703.35 461.47 No 0.10 645.16
r102 25 1501.46 149.45 2224.20 0.00 No -32.49 1495.31
r106 20 1348.51 291.49 1897.30 0.00 No -28.92 1344.66
r201 5 1166.91 115.96 1561.41 226.57 No -25.27 1264.82

rc103 20 1540.46 308.17 2276.65 0.00 No -32.34 1351.15
rc108 17 1317.51 476.76 1991.72 495.72 No -33.85 1209.61
rc203 5 1007.06 113.64 1643.92 566.56 No -38.74 1073.98
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Figure 4.8: Weights over iterations for the insert operators for the C-EVRPTW
for the instance rc203.

Figure 4.9: Weights over iterations for the remove operators for the C-EVRPTW
for the instance rc203
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Figure 4.10: Best found objective value over time for instance rc203 when solving
the C-EVRPTW using the ALNS method and the MILP approach, along with a
reference value representing the best known objective reported in [13]. Note that the
reference value is for a similar and not identical model to any of the ones included
in this project, and should only be used as an approximate guess.

Table 4.8: The average objective value, f, and the average time, t, corresponding
to when these solutions were found for different instances with 100 customers when
solving the C-EVRPTW with the partial charging policy. The parameter nv is the
number of available vehicles. Opt. is set to “Yes” if the solution generated using
the MILP approach is optimal and “No” otherwise. The value ∆f is the relative
difference between the objective value from the MILP and ALNS, calculated as
∆f = fALNS−fMILP

fMILP
· 100%. Ref. is a reference value for a similar model taken from

[13]. If ALNS and the MILP gives different average best objective values, the lowest
one is marked in bold.

ALNS MILP
Dataset nv f (km) t (s) f (km) t (s) Opt. ∆f (%) Ref.

c102 16 1033.66 226.23 1604.62 535.11 No -35.58 1056.47
c107 16 1033.15 212.89 1537.61 464.04 No -32.81 1031.56
c201 8 639.93 11.71 629.95 318.85 No 1.58 645.16
r102 25 1456.40 386.90 2134.77 0.00 No -31.78 1495.31
r106 20 1329.49 73.45 1855.50 0.00 No -28.35 1344.66
r201 5 1191.39 206.42 1659.61 199.37 No -28.21 1264.82

rc103 20 1406.56 346.10 2100.63 0.00 No -33.04 1351.15
rc108 17 1247.29 414.57 1762.42 518.15 No -29.23 1209.61
rc203 5 1028.85 187.29 1651.12 317.53 No -37.69 1073.98
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Table 4.9: The average objective value, f, and the average time, t, corresponding
to when these solutions were found for different instances with 100 customers when
solving the LD-EVRPTW. The parameter nv is the number of available vehicles.
Opt. is set to “Yes” if the solution generated using the MILP approach is optimal
and “No” otherwise. The value ∆f is the difference between the objective value from
the MILP and ALNS, calculated as ∆f = fALNS−fMILP

fMILP
· 100%. Ref. is a reference

value for a similar model taken from [13]. If ALNS and the MILP gives different
average best objective values, the lowest one is marked in bold.

ALNS MILP
Dataset nv f (km) t (s) f (km) t (s) Opt. ∆f (%) Ref.

c102 16 1034.17 442.06 1685.84 0.00 No -38.66 1056.47
c107 16 1033.18 37.39 1562.01 0.00 No -33.86 1031.56
c201 8 743.71 165.11 875.88 529.05 No -15.09 645.16
r102 25 1458.35 298.97 2177.37 0.00 No -33.02 1495.31
r106 20 1303.14 362.75 1931.49 0.00 No -32.53 1344.66
r201 5 1202.74 18.93 1602.27 337.55 No -34.94 1264.82

rc103 20 1465.83 256.85 2283.78 0.00 No -35.82 1351.15
rc108 17 1283.45 356.91 1925.44 0.00 No -33.34 1209.61
rc203 5 1044.32 76.42 1709.61 593.82 No -38.91 1073.98
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5
Discussion and Conclusion

This chapter presents the discussion and the conclusions drawn in this project. Due
to a lack of time, plenty of ideas were not fully explored, instead these are mentioned
in Section 5.4 as suggestions for future work.

5.1 Comparing ALNS to the MILP approach
There are several limitations concerning the obtained results and the method used
for gathering them. One such limitation for ALNS is that the parameter tuning was
performed using one-minute runs, which might make the conditions unfavorable for
longer runs. Another limitation, but for the MILP approach, is that the number of
charging station copies used to allow multiple visits to charging stations increases
the complexity of the problem which in turn reduces the solver’s performance. How-
ever, if instead there are too few copies, the vehicles may be forced to visit charging
stations further away which can increase the objective value unnecessarily. Differ-
ences in the number of copies across data instances with different charging stations
counts prohibits direct performance comparisons, due to the non-uniform scaling of
the problem.

Using Gurobi to generate reference solutions was appropriate for this project
since it is a method that is easy to implement and it provides a baseline that the
ALNS solutions can be compared to. However, it may not be the most effective
software to compare with when considering the execution time since there exist
quicker solution methods. This was not an option in this project since they require
more time to implement. The comparisons to the reference values from [13] are not
reliable since they also minimize the number of vehicles and their problem is not
identical to any of the variants considered in this project.

It is important to note that the MILP approach will generate an optimal value
given enough time while ALNS cannot guarantee optimality. However, as can be seen
in the results, ALNS quickly finds an adequate solution, often within a few seconds
and thereafter, the improvements are small to none. Depending on the purpose of
solving the EVRP it may be advantageous to consider ALNS. If the optimality is
less relevant and the solution speed is of more importance, ALNS seems to be a
viable choice. If the purpose is to plan routes long before departure, the execution
time becomes less important and an exact solver has an advantage. Despite that,
ALNS can reduce the required resources and computation time making it possible to
make the route planning more cost efficient. It is also possible to solve much larger
problem instances or multiple instances in parallel with an efficient algorithm.
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Comparing the results for the different problem variants, the differences are
small, partly due to the similarity between the variants. Analyzing the results
for the data instances with five customers, there is an indication that ALNS in
general performs better on the C-EVRPTW compared to the C-EVRPTW with the
partial charging policy as well as to the LD-EVRPTW. For the 15 and 100 customer
instances, it is difficult to draw any conclusions on which problem variant ALNS
excels, mainly due to the lack of good comparisons. For these, the MILP approach
does not reach optimality and, as previously mentioned, the reference value is not
comparable. Therefore it is difficult to differentiate between the case where ALNS
performs better and the case where MILP performs worse.

Regarding the C-EVRPTW with the partial charging policy, there is not an equal
standing when solving it using ALNS, since checking the battery constraints require
double the computations. This because the recharging times cannot be decided by
going through a route once. Whereas for the LD-EVRPTW, the MILP approach is
at a disadvantage since there are multiple constraints added to model the tracking
of the weight.

Some conclusions that can be drawn for the instances with 15 customers are that
ALNS seems to be the most consistent for the C-EVRPTW but performs the best
on the LD-EVRPTW, based on the value of ∆f . For 100 customers, the differences
between the problem variants are quite small, but overall ALNS seemed to perform
the best on the C-EVRPTW and the LD-EVRPTW, considering the ∆f values. The
problem variant where ALNS seems to perform the worst is for the C-EVRPTW
with the partial charging policy. Reasons for this are discussed in the next section.

5.2 Challenges of implementing a general algo-
rithm

One of the aims of this project was to investigate the possibility of creating a general
implementation of ALNS that could be used for all three selected problem variants.
The implementation of the algorithm is general in the sense that all the different
problem variants use the same logic, except for the battery level calculations and the
energy consumption function used. These parts are easily replaced in the algorithm
making it possible to use the same insert and remove operators for all cases. The
algorithm is also general in the sense that the objective function can be replaced.

As can be seen by comparing Tables 4.4 and 4.5, the performance of ALNS
on the C-EVRPTW seems to be better than its performance on the C-EVRPTW
with the partial charging policy. This may partly be due to both the design of
the charging station insert algorithm and the battery calculations. The charging
station insert algorithm does not allow insertions if the time window constraints
are unfulfilled and the insertions are done one by one. However, given a feasible
route where multiple charging stations have been removed, there is a possibility
that the time windows are not fulfilled when replacing only some of the charging
stations, since the recharging times are affected. Regarding the battery calculations,
they are based on the assumption that all vehicles arrive with empty batteries to
the charging stations and the end depot (after the initial battery gained at the
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start depot is depleted). This was done with a backwards traversal of the route to
estimate battery usage followed by a forward traversal to ensure consistency with the
condition that all vehicles depart from the depot fully charged. This approach is not
ideal since a vehicle might decide to charge briefly at a charging station while waiting
for a time window at a customer to start. These issues are addressed for the MILP
approach but not for ALNS, leaving it at a slight disadvantage. However, since the
algorithm is heuristic it is not guaranteed to find an optimal solution and therefore
such assumptions, if they simplify the problem, may be justified. Important to note
is that inserting one charging station at a time causes the same issue when using
the full charging policy, but it is more prominent when using the partial charging
policy.

Usually, solving the LD-EVRPTW can be challenging since the energy con-
sumption on each arc changes if a node is removed or inserted. None of the insert or
remove operator applied in this report requires a constant energy consumption on
the arcs, making the algorithm effective even for this problem variant. However, as
greedy insert is inefficient for larger datasets, the Earliest Time Window Heuristic
was initially used to create the initial solutions. A description of the Earliest Time
Window Heuristic can be found in Appendix C. Due to other requirements for the
load-dependent discharging, it had to be exchanged for the more versatile greedy
heuristic. This to allow for comparisons between the different problem variants.

5.3 Conclusions
The conclusion is that ALNS quickly generates an adequate solution for all three
problem variants (C-EVRPTW, C-EVRPTW with the partial charging policy and
LD-EVRPTW). However, for a more robust evaluation it is necessary to have better
reference solutions as ALNS is a heuristic method. These reference solutions are
also needed to draw conclusions on which problem variant ALNS perform the best.
However, it can be seen that ALNS performs slightly worse on the C-EVRPTW with
the partial charging policy. Overall, the ALNS algorithm has demonstrated strong
performance across all variants of the EVRP studied in this project, as evidenced
by the evaluation conducted.

5.4 Future Work
Due to the time limitation, there are unexplored aspects to the project both regard-
ing the problem formulations and the implementation of ALNS. One of the most
important is to find solutions to compare with that are more appropriate than those
generated by Gurobi. This may be done by finding results from research on more
similar models, a faster exact solver or other solution methods. The model can be
formulated in alternative ways, some of which may eliminate the need for dupli-
cating charging stations. However, since most of the studies reviewed during the
preliminary research employed a model similar to the one presented in this project,
it warrants further evaluation. It is also of interest to investigate if there is an ap-
propriate way to find a lower bound on the objective value that can be used as a
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measure on how close the solutions may be to the optimal value. One possibility is
to utilize the lower bound generated by the MILP solver.

To properly evaluate the algorithm it is preferred to run the algorithm for much
longer than what was done for this report. There is also a need for a more extensive
parameter tuning.

Evaluation on different datasets and possibly even real-world data could be ben-
eficial. As a minimum, all instances included in [13] should be used instead of only
a subset.

Regarding the code itself, it is not optimized and there is potential for both
parallelization and logical improvements in the algorithm to improve the execution
times.

Implementing multiple charging station insert operators as well as customer in-
sert operators could also be advantageous. A suggestion is to implement a greedy
insert with noise on all calculated objective values as in [5] to avoid getting stuck
in local minima. Diversity in the operators can greatly benefit the solution search.
A proper analysis and evaluation of the operators to find which performs the best
across the data instances would also be of interest. A brief analysis of the weights
was done for this project as well by only considering the figures. However, this can
be done more scientifically by for example comparing the averages of the weights.
Another needed improvement, as previously mentioned, is a more advanced battery
and time handling algorithm to address the problems with the partial charging pol-
icy. It may also be advantageous to design a charging station insert operator which
performs multiple insertions at a time instead of inserting them one by one.

Regarding the problem formulations, it would be interesting to limit the number
of available vehicles since the initial solution often require extra vehicles to generate
a feasible solution. This could be a cause for allowing infeasible initial solutions, de-
signing a more vehicle-efficient initial solution algorithm, or changing the objective
function to also minimize the number of vehicles used. It is also worth mention-
ing that this report only considers three different problem variants which could be
extended by for example considering inhomogeneous fleets, worker conditions or a
limited number of simultaneous visits to charging stations. We see a lot of potential
for the algorithm to be extended to various of these other problem variants with
minor modifications due to our focus of building a general and reusable implemen-
tation.
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A
Additional figures

This appendix provides additional example figures that supplement those presented
in Section 4. The figures for each data instance are organized into separate sections,
each named after the corresponding instance.

A.1 Instance r104C5 – C-EVRPTW with the full
charging policy

Figure A.1: Initial solution routes for the C-EVRPTW for the instance r104C5,
having three available vehicles.
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A. Additional figures

Figure A.2: Solution routes for the C-EVRPTW generated by the MILP approach
for the instance r104C5, having three available vehicles.

Figure A.3: Solution routes for the C-EVRPTW generated by ALNS for the
instance r104C5, having three available vehicles.
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Figure A.4: Weights over iterations for the insert operators for the C-EVRPTW
for the instance r104C5, having three available vehicles.

Figure A.5: Weights over iterations for the remove operators for the C-EVRPTW
for the instance r104C5, having three available vehicles.
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A.2 Instance rc103C15 – C-EVRPTW with the
partial charging policy

Figure A.6: Initial solution routes for the C-EVRPTW with the partial charging
policy for the instance rc103C15, having seven available vehicles.

Figure A.7: Solution routes for the C-EVRPTW with the partial charging policy
generated by the MILP approach for the instance rc103C15, having seven available
vehicles.
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A. Additional figures

Figure A.8: Solution routes for the C-EVRPTW with the partial charging policy
generated by ALNS for the instance rc103C15, having seven available vehicles.

Figure A.9: Weights over iterations for the insert operators for the C-EVRPTW
with the partial charging policy for the instance rc103C15, having seven available
vehicles.
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Figure A.10: Weights over iterations for the remove operators for the C-EVRPTW
with the partial charging policy for the instance rc103C15, having seven available
vehicles.

Figure A.11: Objective value over time for instance rc103C15 when solving the
C-EVRPTW with the partial charging policy using ALNS and the MILP approach,
along with a reference value representing the best known objective reported in [13].
Note that the reference value is for a similar and not identical model to any of the
ones included in this project, and should only be used as an approximate guess.
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A.3 Instance rc103C15 – LD-EVRPTW

Figure A.12: Initial solution routes for the LD-EVRPTW for the instance
rc103C15.

Figure A.13: Solution routes for the C-EVRPTW generated by the MILP ap-
proach for the instance rc103C15.
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Figure A.14: Solution routes for the LD-EVRPTW generated by the ALNS
method for the instance rc103C15.

Figure A.15: Weights over iterations for the insert operators for the LD-EVRPTW
for the instance rc103C15.
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Figure A.16: Weights over iterations for the remove operators for the LD-
EVRPTW for the instance rc103C15

Figure A.17: Objective value over time for instance rc103C15 when solving the
LD-EVRPTW using ALNS and the MILP approach, along with a reference value
representing the best known objective reported in [13]. Note that the reference value
is for a similar and not identical model to any of the ones included in this project,
and should only be used as an approximate guess.
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A.4 Instance r209C15 – LD-EVRPTW

Figure A.18: Initial solution routes for the LD-EVRPTW on the instance
r209C15.

Figure A.19: Solution routes for the LD-EVRPTW generated by the MILP ap-
proach for instance r209C15.

X



A. Additional figures

Figure A.20: Solution routes for the LD-EVRPTW generated by the ALNS
method for instance r209C15.

Figure A.21: Weights over iterations for the insert operators for the LD-EVRPTW
for the instance r209C15.
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Figure A.22: Weights over iterations for the remove operators for the LD-
EVRPTW for the instance r209C15

Figure A.23: Objective value over time for instance r209C15 when solving the
LD-EVRPTW using ALNS and the MILP approach, along with a reference value
representing the best known objective reported in [13]. Note that the reference value
is for a similar and not identical model to any of the ones included in this project,
and should only be used as an approximate guess.
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A.5 Instance rc203 – C-EVRPTW with the full
charging policy

Figure A.24: Initial solution routes for the C-EVRPTW for the instance rc203.

Figure A.25: Solution routes for the C-EVRPTW generated by the MILP ap-
proach for the instance rc203.
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Figure A.26: Solution routes for the C-EVRPTW generated by the ALNS method
for the instance rc203.
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B
ALNS and MILP performance

evaluations for longer runs

For the larger datasets, evaluating each instance for only ten minutes is not sufficient
to draw reliable conclusions. Due to limitations in the project timeline, this was
unavoidable and instead three 30 minute runs are showcased, one for each customer
distribution type for the C-EVRPTW with the full charging policy. After a five
minute warm-up, each data instance is run once using the MILP and once using
ALNS. The results can be found in Table B.1. The first data instance is chosen such
that the MILP approach generates a better solution if given ten minutes (see Table
4.7), to investigate if ALNS is able to outperform it given more computing time.
The other two data instances are randomly chosen from the examined data instances
with 100 customers such that one of them had randomly distributed customers
and the other had randomly clustered customers. For a fair comparison with the
previously obtained results for the ten minutes runs, the same number of copies for
each charging station was used in the MILP formulation, that is 15.

Table B.1: The average objective value f and the time t corresponding to when
this solution was found, for different instances all having 100 customers, applied
to the C-EVRPTW. The parameter nv is the number of available vehicles. Opt.
is set to “Yes” if the solution generated using the MILP approach is optimal and
“No” otherwise. The value ∆f is the difference between the objective value from
the MILP and ALNS, calculated as ∆f = fALNS−fMILP

fMILP
. Ref. is a reference value for

a similar model taken from [13]. If ALNS and the MILP gives different average best
objective values, the lowest one is marked in bold.

ALNS MILP
Dataset nv f (km) t (s) f (km) t (s) Opt. ∆f (%) Ref.

c201 8 704.08 59.42 703.35 463.23 No 0.10 645.16
r102 25 1489.76 1697.91 2224.20 0.00 No -33.02 1495.31

rc203 5 1028.37 1581.48 1559.84 1269.91 No -34.07 1073.98

The objective value as a function of computing time is visualized in Figures B.1,
B.2, and B.3. For the data instance c201, it can be seen both from Table B.1 and
Figure B.1 that the extra time given does not improve the results since the lowest
values are reached within 10 minutes. For the other two data instances, there are
small or no improvements for both the MILP approach and ALNS when giving the
algorithms more time. This might not be true for all the data instances, but there
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B. ALNS and MILP performance evaluations for longer runs

Figure B.1: Objective value over time for instance c201 when solving the C-
EVRPTW using the ALNS method and the MILP approach, along with a reference
value representing the best known objective reported in [13]. Note that the reference
value is for a similar and not identical model to any of the ones included in this
project, and should only be used as an approximate guess.

is enough support for the decision to evaluate the algorithms only on the first ten
minutes.
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B. ALNS and MILP performance evaluations for longer runs

Figure B.2: Objective value over time for instance r102 when solving the C-
EVRPTW using the ALNS method and the MILP approach, along with a reference
value representing the best known objective reported in [13]. Note that the reference
value is for a similar and not identical model to any of the ones included in this
project, and should only be used as an approximate guess.

Figure B.3: Objective value over time for instance rc203 when solving the C-
EVRPTW using the ALNS method and the MILP approach, along with a reference
value representing the best known objective reported in [13]. Note that the reference
value is for a similar and not identical model to any of the ones included in this
project, and should only be used as an approximate guess.
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C
Alternative initial solution

algorithm

The algorithm for the Earliest Time Window heuristic is based on the description
presented in [28]. In the implementation developed for this project, customers can
be sorted by the start or end of their time windows, or by their demand. Other than
this sorting step, the algorithmic steps remain the same. It begins with empty routes
and sequentially inserts customers in the order determined by the sorted list. Before
a customer is inserted (at the end of the route) the algorithm checks feasibility with
respect to time windows, vehicle battery capacity, and weight limits. If it is not
possible to insert the customer into the current route, it tries to insert it into the
next available route, continuing this process until all routes have been tested. If
necessary, charging stations are added to maintain feasibility considering the energy
constraints.

Charging stations are inserted using a simplified version of the algorithm de-
scribed in Section 3.3.1, which considers only the charging station closest to the
previous node. If the insertion violates time windows or if the battery is insufficient
to reach the charging station, the insertion is deemed unsuccessful and the algo-
rithm terminates. If the insertion succeeds, the process continues until all battery
constraints are satisfied across all routes. A failure occurs if either the time windows
are violated or there is insufficient battery to reach the nearest charging station. In
such cases, the customer responsible for the infeasibility cannot be inserted, and no
initial solution can be constructed.

XIX



DEPARTMENT OF DEPARTMENT OF MATHEMATICAL SCIENCES
CHALMERS UNIVERSITY OF TECHNOLOGY
Gothenburg, Sweden
www.chalmers.se

www.chalmers.se

	List of Acronyms
	Introduction
	The Electric Vehicle Routing Problem
	An overview of the ALNS algorithm
	Previous work
	Aim
	Limitations
	Outline

	Theory
	The Electric Vehicle Routing Problem
	The Capacitated EVRP with Time Windows
	The C-EVRPTW with the partial charging policy
	The C-EVRPTW with load-dependent discharging

	Adaptive Large Neighborhood Search

	The ALNS algorithm
	Operator selection
	Remove operators
	Random node removal
	Random route removal
	Worst costs node removal
	Worst costs route removal
	Shortest route removal
	Shaw removal

	Insert operators
	Charging station insert
	Greedy insert
	Random insert
	Highest position regret insert
	Highest route regret insert

	Weight updates
	Acceptance criterion
	Termination criterion

	Tests and Results
	Evaluation data
	Parameter tuning
	Evaluation using a commercial MILP solver
	Result comparisons on smaller datasets
	Performance evaluation on the C-EVRPTW
	Performance evaluation on the C-EVRPTW with the partial charging policy and the LD-EVRPTW

	Performance comparisons of ALNS on larger datasets
	Experiment results for the C-EVRPTW
	Experiment results for the C-EVRPTW with the partial charging policy and LD-EVRPTW


	Discussion and Conclusion
	Comparing ALNS to the MILP approach
	Challenges of implementing a general algorithm
	Conclusions
	Future Work

	References
	Additional figures
	Instance r104C5 – C-EVRPTW with the full charging policy
	Instance rc103C15 – C-EVRPTW with the partial charging policy
	Instance rc103C15 – LD-EVRPTW
	Instance r209C15 – LD-EVRPTW
	Instance rc203 – C-EVRPTW with the full charging policy

	ALNS and MILP performance evaluations for longer runs
	Alternative initial solution algorithm

