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Simon Johnsson
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Abstract
As vehicles become more technologically advanced, the data generated by a single
vehicle reach significant amounts. Diverse data has high potential in use cases such
as machine learning by providing insights into different conditions. Currently, there
is no clear solution for collecting this data as vehicle systems are restricted in terms
of compute, memory, storage, and bandwidth. This thesis investigates the problem of
large scale vehicle data readout and presents a solution to it, providing a significant
increase by leveraging lossless streaming based compression at low cost. Furthermore,
it addresses the architecture necessary in order to sufficiently process the data globally
and how best to integrate this efficiently with a massive number of vehicle systems.
Lastly, a generalized model is formulated at the micro scale, which establishes the
requirements in terms of compute and memory on a single vehicle system based on
the findings presented. At the macro scale, the infrastructure required to support
the solution is discussed.

Keywords: Data readout, compression, databases, vehicle systems, streaming, em-
bedded systems, master thesis.
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1
Introduction

During the course of operation, a technologically advanced transport vehicle may
internally receive thousands of signals related to its functional attributes every
millisecond. These include operational properties such as speed, fuel consumption,
gear positions, and GPS location. Such values have the potential to provide valuable
insight into the individual vehicle’s behavior under different conditions by utilizing
statistical analysis and machine learning. However, in order for these data to be of
any meaningful use in analytical applications, they must in some way be transferred
from the vehicle. The environment in which the vehicle travels changes steadily over
time, which means that the conditions for data communication can often be less
than favorable. Furthermore the vehicle’s system is itself constrained in both storage,
bandwidth, and compute capacity, which means that simply storing the data locally
would not be sufficient. Vehicles do not therefore currently possess an inherent
solution to capture all of this data in an efficient manner, and as a consequence
valuable transient signal data gets lost.

In 2004, the Oregon Department of Transportation released a survey on truck
data collection methods which recommended that data be collected using intercept
interviews and surveys based on mail and fax [1]. Today such methods can arguably
be seen as archaic, and the digital landscape in which they were proposed did not have
in mind the mass data requirements for machine learning that was to come. Later
in 2006, McCormack and Hallenbeck [2] investigated the usage of externally placed
transponders and GPS to collect truck movement data along roadway corridors in
Washington State. Although useful for evaluating aspects such as road congestion,
this form of data collection does not concern the vehicle’s own internal state.

A recently emergent motivator of vehicle data collection is the area of self driving cars
[3]. These collect numerous different points of information such as GPS, LiDAR, and
camera footage, which is thereafter stored and processed on the vehicle. One way of
capturing sensor data is through the installation of devices that read communications
on the vehicle’s internal system [4]. In 2021, Bunting et al. [4] introduced a high
performance library for interacting with the so called "Panda" device, developed by
Comma.ai. This library aimed to reduce the CPU usage in low-cost hardware such as
Raspberry Pis. It is however not always an alternative to install third party devices
in transport vehicles and therefore a purely software based solution is needed.

1



1. Introduction

1.1 Aim
The aim is to find a solution that allows for the maximized lossless collection of data
points given by the sensors of a truck as part of a vehicle fleet. At the micro scale, a
vehicle-local solution is to be presented that collects and transmits signal data in a
lightweight and efficient way. At the macro scale, the project aims to investigate the
reception of these data streams at the server level from the perspective of managing
a large scale vehicle fleet and regarding what solution is most apt to the problem.

1.2 Limitations
While this project aims to construct a solution which takes other external processes
into consideration, testing will not consider physical systems currently running in
production. This limitation mainly arises from time constraints in terms of testing
in real life scenarios, where it would be necessary to establish test environments on
automotive roads with limited internet connection. Furthermore additional effort
would be required in order to analyze effectiveness from a global perspective over a
larger period of time. As such, test environments will be theoretically mocked and
appropriated to the extent possible from an academic perspective.

1.3 Requirements
Based on the presented goal, a set of requirements were developed in collaboration
with domain experts at Volvo Group. The following requirements were established
for the resulting system:

• Capture 4000 double-precision signal data points per sampled time step with
minimal transfer size and system load.

• Capture signal data streams with a sampling rate of up to 100 samples per
second (100Hz).

• Receive and persistently store captured data from 1 million trucks concurrently
successfully.

• Provide an accessible format for data reads.

1.4 Research Questions
RQ1: How can vehicle data be compressed efficiently?

RQ2: What is the imposed CPU and memory load on the vehicle system
in order to accommodate data readout?

RQ3: What is the total data communication in terms of bandwidth required
to accomodate data readout?

RQ4: How can data from vehicles be sent and processed efficiently?

2



1. Introduction

1.5 Previous Works
The area of mass data readout for entire vehicle fleets is mostly unexplored as a
consequence of the sheer amount of data generated. One study investigates data
preprocessing along with utilizing a general purpose compression algorithm [5] to
increase data readout for the purpose of diagnostics. Here the usage of preprocessing
provides favorable results. Although, the study does not address performance
implications on the vehicle system of utlizing such a method. For constrained
embedded systems, factors like computational capacity and memory limits is a
concern.

3
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2
Background

In one way, the readout problem concerns numerous areas from the macro scale in
terms of data centers, to the micro scale in terms of the small embedded vehicle
computers. This chapter presents aims to establish previous related works and
prerequisite theory used in the discussed methodology.

2.1 Properties of Vehicle Data

A major aspect to consider when regarding the question of analysing vehicular data
is the complexity in the appearance of data points. For instance, one attribute may
be solely concerned with depicting a discrete state of a component in the vehicle
system, whereas another is a continuous composition of multiple different factors. In
other words the question’s intricacy arises from the inherent multivariate nature of
these data points.

Capturing physical aspects over time imposes an inherent restriction: the rate of
measurement is directly dependent on the sample rate of the corresponding sensor.
As a consequence continuous data is captured and represented discretely per time
steps. Higher sample rates can thus be inferred to give a higher accuracy in terms of
representing state over time, which is benefitial for time-sensitive analysis. On the
other hand, utilizing higher sample rates also incurs a higher strain on the capacity for
data storage and processing. Additionally due to the data points’ multivariate nature,
any loss in terms of value precision during storage leads the risk of inaccurately
representing the system’s state.

2.2 The Controller Area Network

Most operations on data in a modern vehicle involves the usage of the Controller
Area Network, also called CAN bus. Developed by Bosh in 1986, the idea of the
CAN bus is to allow for the intercommunication between Electrical Control Units
(ECUs) without the need for a central host computer [6]. These ECUs act as so
called CAN nodes on a network and share information between each other, where a
pair of these communicating nodes may be the brakes and engine for example. In
other words the CAN bus acts as a viewpoint into the state of the vehicle system.

5



2. Background

2.2.1 Electrical Control Units
The ECU is responsible for managing the state of a vehicle’s part or attribute(s),
such as transmission, steering, and temperatures [6]. An ECU in itself can be seen
as the basic unit of computation in the vehicle system [7]. In modern vehicles the
number of ECUs can reach over 70+, where each ECU shares information on the
CAN bus. This information can include sensor data or control data prepared by
an ECU and broadcast on the bus to the entire network. Then, every other ECU
accepts the broadcast and checks the data, thereafter making a decision of either
receiving or ignoring it. Consequently by broadcasting data to all other nodes on a
bus, there is no need for direct complex analog connections between every node pair.

The architecture of an ECU is roughly similar to that of an ordinary personal
computer, including a CPU, RAM, flash memory, I/O bridges. It can also extend to
more complex configurations utilizing dual processing and Direct Memory Access
(DMA) for instance [8]. Some architectures even include shorter vector instructions
for the purpose of signal processing. Importantly, while ECUs exist on a network, they
are independent units each responsible for their own subsystem of the vehicle, such
as airbags, infotainment services, assisted driving, and many more [7]. Additionally
subsystems have the potential to be made up of multiple data generating components
such as sensors, meaning that the amount of data generated grows rapidly in relation
to the expansion and addition of these systems.

2.2.2 CAN Bus Variants
Due to the wide spread difference in the functionalities attached to the CAN bus,
there are different variants of CAN. These include Low-speed CAN, High-speed CAN,
CAN Flexible Data-rate (FD), and CAN XL [6] (see Table 2.1).

Table 2.1: Simplified overview of CAN bus variants showing maximum baud rate
speeds and data payload sizes. Variants include Low-speed CAN, High-speed CAN,
CAN FD, and CAN XL.

Property Low-speed CAN High-speed CAN CAN FD CAN XL
Max baud rate speed 0.125 Mbps 1 Mbps 8 Mbps 20 Mbps
Max data payload size 8B 8B 64B 2048B

Low-speed CAN is most appropriate in scenarios where fault tolerance is critical
and is able to continue functioning after sustaining some degree of damage. As a
trade-off, the maximum baud rate speed (gross bit rate) is a mere 0.125 Mbit/s,
making it mostly useful in devices related to lesser functions such as seat adjustment.
Furthermore this variant is increasingly being replaced by the Local Interconnect
Network protocol or LIN bus [9]; a supplement to CAN. High-speed CAN is the
most common variant and is used for real-time automotive applications, where the
difference to Low-speed CAN is most notably its increase in baud rate speed. For
applications related to higher data throughput such as Advanced Driver Assistance
Systems (ADAS), CAN Flexible Data-rate (FD) and CAN XL increase both payload

6



2. Background

sizes and baud rate speeds considerably in comparison to the common High-speed
CAN.

2.3 The Double Precision Floating Point Format
IEEE 754

Representing a wide variety of different vehicle signal data requires a data type with
broad range for keeping precision at both the integer and decimal part of a number.
Naturally, this infers the usage of some type of floating point implementation. When
regarding historical implementations, these floating point systems have typically
been developed by each computer manufacturer individually [10] which has lead to
inconsistencies between different computer architectures. As a consequence IEEE
introduced a standard in 1985 for representing floating point values as 32-bit single
words (floats) and 64-bit double words (doubles) (see Figure 2.1) respectively [11],
providing a common interface for floating point systems.

sign - (1 bit)

exponent - (11 bits)

fraction - (52 bits)

05263

Figure 2.1: Bit sequence representing a double-precision floating point number after
the IEEE 754 standard. The sign is represented by one bit, exponent 11 bits, and
fraction 52 bits.

Representing a floating point number in bit form according to the IEEE 754 standard
requires three different bit segments: the sign, exponent, and fraction (also called
mantissa). Firstly the sign bit determines whether the number is signed (bit is 1) or
not (bit is 0). Secondly the exponent segment represents an unsigned number in the
range of 0 to 2047 in biased form, where a biased exponent means that the number
is encoded using an offset-binary representation. In the case of doubles the offset is
1023 and the value represented by the exponent bit segment is calculated as:

2e−1023 (2.1)

where e denotes the decimal value of the exponent bit segment. Finally the fraction
bit segment determines the value after the decimal point and the double-precision
number is in its entirety thus described as:

(−1)sign × 2e−1023 × 1.fraction (2.2)

A commonly known and notable problem with the binary representation of floating
point numbers, is the inability to represent values exactly. Consequently comparisons

7



2. Background

of and arithmetic operations on floating point numbers suffer from rounding errors
in their results which complicate methods that are not considering the bitwise
representation. Utilizing a larger precision as with the double alleviates the problem
to some degree as the binary representation in turn becomes closer to the real value.

2.4 Vehicle to Internet Technologies
Intrinsically as vehicles are partly mobile devices in the literal sense, access to
the internet is achieved wirelessly. Two ways of achieving this connectivity are
cellular networks and WiFi access points [12]. In the case of cellular networks, these
connections utilize existing 3G and 4G LTE infrastructures using either brought-in
or built-in options. The download and upload speeds for cellular networks is shown
in Table 2.2.

Table 2.2: Maximum download and upload speeds for 3G, 4G LTE, and 5G cellular
networks according to publicly available information [13], [14]. Notably 4G LTE has
the potential to perform better than listed under optimal conditions, although as
this is not the general case, only expected speeds are shown.
∗ 5G upload speeds vary by provider.

Network Maximum Download Speed Maximum Upload Speed
3G 1 Mbps 380 Kbps
4G LTE 5 - 100 Mbps 2 - 10 Mbps
5G 20Gbps 10Gbps∗

Brought-in refers to the usage of for example smartphones to provide the connection
and has the benefit of not requiring a pre-embedded infotainment system, meaning
that this connection can later be more easily changed in the future [12]. Comparatively
built-in options are embedded into the vehicle itself and has the potential to allow for
stronger connections with a larger degree of control in terms of vehicle integration,
at the cost of upgradability. Importantly, this issue of upgrading becomes highly
relevant as the older technologies 2G and 3G get out-phased in favor of the modern
alternatives 4G and 5G [15].

WiFi access points is a tested complement or alternative to cellular network infras-
tructures [16]. These serve as low cost hot-spots placed around vehicle populated
areas such as highways and urban environments [12], allowing for intermittent con-
nections while on the move. While indoor WiFi networks assume a stationary or
slowly moving connected device, access points provide service to a vehicles with high
mobility. The vehicle environment and behavior imposes a set of challenges however.
Firstly, the time to authenticate and connect to an access point is not negligible and
thus impacts the total communication possible over the time the vehicle is in the
vicinity of an access point. Secondly, buildings and other fixtures in the area pose
the risk of deteriorating the signal strength around corners. Finally, the inherent
design of the WiFi protocol stack is not adapted to a high mobility environment.
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2.5 Big Data and the Internet of Things
As a consequence of the growing demands in monitoring, analyzing, and controlling
digital devices, the so called Internet of Things (IoT) has gained considerable
popularity [17]. This concept establishes an infrastructure that enables device-to-
device communication on a massive, previously unseen level and allows the sharing
of real-time information through independent network actors. Aggregating and
integrating multiple smaller independent data sources brings the possible benefit of
deriving useful information through the usage of for example predictive models [18]
that focus on improving real-life use cases. One specific use case for this data is the
improvement of energy efficiency in data centers using machine learning, where such
approaches have previously seen favorable outcomes [19], [20].

Related to the growth and expansion of IoT networks is the accumulation of large
amounts of collected raw data. As such, it is necessary to discuss the relevant
and recently arisen subject of Big Data [21] which regards the storage, analysis,
and processing of massive, complexly structured datasets. Sensors as part of IoT
networks for instance, have the potential to generate drastic amounts of data, some
of which provide little or no useful information [22]. Filtering this data however, is
a substantial challenge as it is difficult to ascertain what aspects of the data is, or
rather could be, useful some time in the future. Data storage becomes an even larger
long term issue due to to the sheer amount of data, while the shift from structured to
unstructured data makes it unfeasible to store in traditional relational databases [23].
New storage and processing solutions have therefore been necessary to accommodate
this shift.

2.5.1 Sensor Data as Time Series
Usage of sensors in complex digital systems introduces a massive data insight in
terms of system behavior, where the sensor data production of a Boeing 787 for
example, is greater than half a terabyte in a single flight [24]. Typically, sensor
data can be represented as a time series, meaning a finite or unbounded sequence of
values ordered by time [25]. This way of presenting data allows for analyzing systems
during specific points in time, which is both valuable in terms of finding the source
of a problem as well as preemptively predicting future problems.

2.5.2 Distributed File Storage Systems
Storage at the scale inferred by Big Data requires the utilization of system resources,
properties, and access latency not feasible at the level of a single machine. Therefore,
it is necessary to explore concepts such as Distributed File Storage Systems (DFSs).
The main idea of a DFS is the usage of a distributed system of multiple machines
for file storage, where service activity is spread across the network on multiple
independent storage devices [26]. One fundamental property of a DFS is the ability
for clients to access files using the same set of file operations applicable to local files.
This property is referred to as network transparency and implies that remote files
are (to the client interface) indistinguishable from local files. A significant benefit
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of structuring a system in this non-centralized way is the potential of increased
fault-tolerance, meaning that if one machine goes down for instance, the service
should still provide its functionality. Additionally, the use of proper file replication
on the DFS infers that such an event does not necessarily lead to any data loss.

Throughout the years a number of relevant open source DFS implementations have
been presented, where one of these is the Google File System (GFS) [27]. Introduced
in 2003 by Google, the GFS sought out to provide a solution that was designed after
their needs of large scale data storage. An initial property of the system was the
capability of being run on inexpensive commodity hardware, which the authors saw
lead to an observed frequency of component failures. Consequently, the adoption of
continuous system monitoring, error handling, and automatic recovery was therefore
a primary feature of the system proposed. Further design aspects of the GFS were
heavily affected by the needs and use cases of Google, such as content aggregation to
fewer large GB files rather than a significant number of smaller KB files.

Apache Hadoop [28], [29] is a collection which provides a framework for storage and
operations on Big Data, where one of the features of this collection is the Hadoop
Distributed File System (HDFS). Importantly, Hadoop has seen wide usage by a
number of organizations over the years, where in 2010 it was used by Yahoo! to
store 25 petabytes of application data over 25 000 commodity servers [28]. Another
benefit of utilizing the HDFS is the close integration with the Hadoop framework
which allows for performing computations in parallel closely to the stored data. The
HDFS architecture is designed (similarly to other DFSs) using one NameNode which
stores and manages file metadata, along with one or multiple DataNodes that store
file blocks independently replicated at multiple nodes. These file blocks represent
split content, usually into 128 MB each. Applications interact with the HDFS using
the HDFS Client which exposes the file system interface using a code library.

2.5.3 Relational and Non-relational Databases
Traditionally data is, and often has, been stored using so called Relational Databases.
These excel in the rapid retrieval and storage of structured data [30], making them
useful in many applications where it is straightforward to predict the appearance
of the database. Additionally, this structured predictability allows for operational
features trough the use of query languages such as SQL. There are some drawbacks
to managing data in a relational manner however. For instance, the usage of SQL
introduces significant complexity when storing unstructured data and many of the
features introduced by relational databases are not applicable. Another issue is
the incompatibility with high scalability, meaning that in order to support scaling
beyond a certain point, distributed databases are required.

In order to meet the demands of large scale data, distributed Non-Relational
Databases are a promising alternative [31]. The main advantage of this type of
database is the ability to efficiently scale in order to accommodate larger data sizes,
as the system is inherently distributed. One example of a non-relational database is
Google’s Bigtable [32] which is targeted towards massive amounts of structured data,
while ergonomically allowing for both up- and downscaling of the distributed cluster.
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Another example is Apache HBase (Hadoop database) [33]; based on Bigtable and
closely integrated with the Hadoop framework.

2.6 General Purpose Compression
Most often when a chunk of data is compressed on a computer system, general
purpose compression is used. These algorithms are tailored to suit a vast number of
different types of data by utilizing universal data encodings. Many of the lossless
algorithms used today are based on LZ77 [34] and LZ78 [35], proposed by Abraham
Lempel and Jacob Ziv in 1977 and 1978 respectively. LZ77 and LZ78 are so called
dictionary coders, meaning that they maintain a structure of commonly referenced
set of strings (a dictionary) and substitute occurrences of these strings in the data
to be encoded with the string’s position in the dictionary.

Today, ideas from the Lempel-Ziv algorithms can be found as part of many other
ubiquitous algorithms. The GNU Gzip compression utility [36] bundled alongside
GNU/Linux for instance, uses the DEFLATE [37] algorithm which is based on LZ77.
Some other LZ77 based algorithms include Brotli [38] which is an alternative successor
to gzip, LZ4 [39] and Snappy [40] which target compression and decompression speed,
and Zstd [41], [42] which targets compression ratio and decompression speed. A
prominent adaptation of LZ77 is LZMA (Lempel-Ziv-Markov-Chain) developed by
Igor Pavlov for the 7-Zip archiver [43], later used in the XZ-Utils compressors [44]

2.7 Lossless Floating Point Compression
In the fields of scientific computation and IoT a considerable amount of floating point
data gets exchanged between nodes. Consequently, compression methods targeted
towards floating point values specifically have been developed in recent time, with
the goal of being sufficiently fast as not to impact data throughput. One early such
compressor is FPC [45], which was developed with exactly this intention.

More specifically, algorithms targeting high data throughput are sometimes described
as ’streaming-based’ and are mostly useful for time series data by working at the
bit level. A prominent streaming based algorithm proposed by Facebook in 2015 is
Gorilla (explained in Section 2.7.1), which was developed alongside their time series
management system with the same name [46]. By leveraging XOR operations, Gorilla
can utilize the directly previous value to maintain information about the following
by observing the leading and trailing zeroes in the XOR result. Seven years after its
proposal, researchers at the Athens University of Economics and Business identified
what they believed to be a flaw with Gorilla, and based on this, proposed CHIMP
[47]. The following year in 2023 the so called Elf algorithm introduced a method of
erasing the last few bits of the floating point value, which was thought to maintain
trailing zeroes in a better way [48]. In 2024 another approach was considered in the
Camel algorithm, where the authors made the choice to separate the integer and
decimal part of the floating point value and compress these separately [49].
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2.7.1 The Gorilla Algorithms
Gorilla proposes two algorithms: one for compressing time stamps and another for
floating point values [46].

Time Series Compression

The algorithm utilizes delta-of-delta encoding and is comprised of the following steps:

1. Denote the starting time stamp (without value) t−1 as the header and store it
using 64 bits. Store the first time stamp t0 as the delta from t−1 in 14 bits.

2. For the following time stamps, tn calculate the delta of delta:

D = (tn − tn−1) − (tn−1 − tn−2)

• D = 0 → store a single ’0’ bit

• D ∈ [−63, 64] → store a ’10’ followed by the value (7 bits)

• D ∈ [−255, 256] → store a ’110’ followed by the value (9 bits)

• D ∈ [−2047, 2048] → store a ’1110’ followed by the value (12 bits)

• Else, store ’1111’ followed by D using 32 bits

Floating Point Compression

The algorithm utilizes a variable length encoding scheme:

1. Store the first value without compression

2. If XOR with the previous value is zero (same value), store single ’0’ bit

3. Else, calculate the number of leading and trailing zeroes in the XOR, store bit
’1’ followed by either a) or b):

(a) (Control bit ’0’) If there are at least as many leading zeroes and trailing
zeroes as with the previous XORed value, the block position is inferred
and just store the meaningful XORed value (center bits).

(b) (Control bit ’1’) Store the length of the number of leading zeroes in the
next 5 bits, then store the length of the meaningful XORed value (center
bits) in the next 6 bits. Finally store the meaningful bits in the XORed
value.

2.8 Message Brokers
To facilitate efficient communication between different applications, a Message Broker
is often introduced. A message broker (also Integration Broker), is an intermediary
that allows for sending messages program to program [50]. Importantly, message
brokers decouple processes and services within systems while ensuring that message
ordering is exactly equal to order of transmission [51]. In contrast to REST APIs,
asynchronous communication is possible, meaning that senders do not have to wait
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for the receiving service’s reply to continue operating. Common alternatives of
message brokers include ActiveMQ Artemis [52], Apache Kafka [53], Redis [54], and
RabbitMQ [55].
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3
Problem

The Large Scale Vehicle Data Readout problem regards the collection, transmission,
and reception of CAN bus data signals as found in trucks during their operational
usage. An appropriate model for viewing this communicative relationship is the
Shannon-Weaver model which details the basic components in a communication
chain [56]. The model is shown in Figure 3.1 and describes the process of sending a
message over a communication channel; from a source to a destination.

Source

Message

Transmitter

Signal

Noise

Received

Signal

Receiver

Message

Destination

Figure 3.1: Shannon-Weaver model showing how a Message gets sent from Source
using a Transmitter as a Signal. In the process, Noise is introduced before the
signal reaches the Receiver. The Receiver then takes the Message and transfers it
to the Destination.

A major hinder to data collection in vehicles is the lack of sufficient storage to hold
larger amounts of data, meaning that signal values collected over time will eventually
have to be evicted. Consequently, this presents an inability to store larger amounts
of useful historical data as the number of signal dimensions range in the thousands.
This leads to an approximately linear scaling in terms of storage. When observing
the channel, one must further take into account the limited bandwidth during global
travels as conditions might not always be optimal for transferring data. The receiving
end additionally faces obstacles due to the large number of vehicles inside a fleet,
numbering in the hundreds of thousands. Based on this model, the problem is divided
into two distinct sub problems denoted as the Producer Problem and the Receiver
Problem.
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3.1 The Producer Problem
A single vehicle has the potential to produce a considerable amount of data, generated
at regular intervals (samples). The vehicle however, may not possess the necessary
storage space to maintain a record of this data over time. Likewise, its network
upload speed may fail to meet these samples in real time. Fundamentally this can
be regarded as an optimization problem where the maximum amount of data points
with a sampling rate of ω Hz and varying dimensionality is achieved based on as few
bytes as possible. An initial model of this problem from a storage perspective may
be expressed as the score function:

s(tω, n, b) = tω × n

b
where:

tω = number of time steps sampled by ω

n = number of data attributes
b = storage required in bytes

maximize: tω, n

minimize: b

subject to:
0 < b ≤ B, B = maximum bytes available

• tω and n may be expressed as given input arguments that are to be maximized.

• b corresponds to a function b(Af ) returning the size of bytes required for Af ,
where Af ∈ Rn×tω , and corresponds to the n-dimension time series feature set
f .

Hence it is necessary to find a function b which gives a sufficiently optimally reduced
size of Af in order to reach a solution. The arguably most straight-forward approach
is to consider b a compression function, which is appropriated for the appearance
of the time series found in f . In that case, it is possible to view b in relation to
the entropy rate H as proposed by Claude E. Shannon [56] which expresses the
fundamental limit at which lossless compression is possible. In information theory,
entropy quantifies the amount information associated with the potential state of a
variable, where entropy rate is the average entropy change over a sequence of random
variables. This imposes an implicit constraint on b as it is mathematically impossible
for b to achieve a compression rate of Af greater than H.

3.1.1 The computability of b

Another perspective which must be considered when considering compression func-
tions is the strain on the system on which it is being run. While b may be subject
to the constraint of fitting in available memory, it also incurs another cost in the
form of compute which should not be neglected. Consider a situation where the
computation of b infers a relatively high execution time. As a consequence, the
intermediate storage may get filled meaning that either new data gets discarded
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or old data overwritten. In both cases the total sum of data collected over time is
lessened, which is not indicated by the current score function s.

An alternative to solving this issue is to consider the worst-case execution time
(WCET) of the compression method on the specific hardware, as this would allow
ascertaining whether the function has an acceptable complexity. The performance
scaling in terms of dataset size is another factor which is to be considered as the
compression method might fare well for smaller collections, while drastically slowing
down for others. It is then necessary to evaluate this in relation to ω in order to
determine if the method is able to compress in time without risking data eviction.

3.2 The Receiver Problem
Consider an aggregate of vehicle fleets numbering in the hundreds of thousands where
each member vehicle possesses some data representing a history of its state, S. The
aim is for the state to be potentially unloaded at any point in time, at any place in
the world. This establishes the need for some form of endpoint with the capacity to
receive, decompress, and store the data such that it can be meaningfully represented
and retrieved. Such relationship can be observed in Figure 3.2, where a receiver
endpoint R sees a number of incoming data streams limited by separate bandwidths.

R

B0

B1

BN

R

P0

P1

PN

Figure 3.2: Communication topology representing receiver R handling incoming
data streams from a number of publishers P0, P1, ... , PN with respective bandwidths
B0, B2, ... , BN .

Notably, R symbolizes a graphical streaming entryway and may be comprised of
an internal hierarchy consisting of multiple nodes constituting the receiver. R can
as such in reality be made up, of for example, a distributed network, rather than
existing solely at one point.

The general appearance of the problem is to receive and copy a recorded set of
historical states (see Figure 3.3) from a large number of publishers with the constraint
that:

17



3. Problem

S ′ ≃ S (3.1)

Essentially meaning that the data should be equivalently preserved. This is especially
relevant since the data recorded in S has a certain temporal precision, whereas it
may be more favorable to utilize another for S ′.

R SS ′ B
R P

Figure 3.3: Single communication process between receiver R and publisher P where
P is streaming its state S to R with a bandwidth of B which stores it as state S ′.
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This chapter presents the proposed architecture and modeling of a solution to the
problem. In order to realistically analyze the solution a simulation model was
established based on the presented problems as discussed in Sections 3.1 and 3.2.
This model is likewise distinguished as two separate key areas on a micro contra
macro scale, where micro refers to the vehicle’s internal computations in relation to
itself and macro to the external receiver in relation to a vehicle fleet.

4.1 Producer Model
Two main components were identified in the construction of a sufficiently realistic
simulation of the vehicle systems: a signal data stream source and a client to receive
it (see Figure 4.1).

Data Source

read

In-Buffer

process

Compressor

write

Out-Buffer

send
{ payload }

Figure 4.1: Data pipeline from source to output. Initially data is read to In-Buffer
from Data Source and is then processed to the Compressor. After compression
the data is written to the Out-Buffer which formats and encodes the bytes using
Base64, sending it as a payload.

4.1.1 Simulating the Data Stream
Accessing and connecting to a real vehicle system was not feasible in relation to
the amount time which would have to be allocated for testing purposes. Therefore
the data source of the vehicle system had to be simulated. In reality, vehicle
data is most often sent by using the CAN bus data protocol, of which there are
methods of simulating, using for example CANdevStudio [57]). However, utilizing
such a simulation was believed to introduce further complexity in aspects such as
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bus arbitration and error handling. Different configurations of CAN would have
a possible effect on the outcome, although this would depend on manufacturer
specifics and is not easily mocked in software. Consequently the concept of the data
source was reduced to be viewed as a stream of bytes from pre-collected data files.
The abstraction allowed for the utilization of the more generally compatible TCP
streaming protocol, meaning that the simulation could involve low-latency remote
hosts. The possibility of utilizing remote hosts was especially useful in terms of data
access, as the underlying total data source size was too large to feasibly copy to the
client machine. An effect of this abstraction was that the in-buffer component of the
model operates under ideal conditions and has no bottlenecks in terms of data input,
whereas in reality this would not always be the case.

Using TCP, the data simulation stream is performed as follows:

1. Data from a single vehicle’s trip is read from a tabular data file on the remote
host. Columns represent attribute value sequences and rows are the regularly
sampled attribute values at each time step of the trip.

2. Data values are formatted in an array of doubles according to Figure 4.2 and
packed as bytes.

3. Sequential chunks of the array are sent with an interval ω Hz equal to the
inversion of the time stamp delta. Each chunk corresponds to a time period of
size n-attributes × 8B.

Notably, the efficacy of this scheme is dependent on the bandwidth between the
remote host and client being equal or higher than the chunk size total sent over time.
Assuming a stable connection this dependency was not believed to be a problem, as
per the stated requirements (see Section 1.3) this bandwidth would have to be at
least 3.2 MB/s; a non-significant number on most internal networks.

Attributes

Ti
me

St
am

ps

t0 : a0, b0, c0
t1 : a1, b1, c1
t2 : a2, b2, c2

{ |t0, a0, b0, c0, |t1, a1, b1, c1, |t2, a2, b2, c2| }
Formatted Array

chunk 1 chunk 2 chunk 3

Figure 4.2: Data table consisting of time stamped (t) attribute values (a, b, c) being
converted to a formatted array. The array is later read and sent as chunks where
the first value of each chunk corresponds to a time stamp followed by an ordered
sequence of attribute values.

4.1.2 Client
The client was implemented in C++17, allowing for memory control and embedded
compatibility, while providing interfaces for commonly used functionalities. Designing
an appropriate structure for the client involved the following considerations:

• Incoming data needs to be buffered as to minimize computational occupancy
of the processor over time.
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• Compression occurs after a set time frame as to decrease instances of data
preprocessing required.

• Outgoing compressed data gets sent after some conditions (such as storage
size) are met as to minimize network traffic over time.

• Data is stored exclusively in memory to maximize access speeds.

Initially the process starts its main routine with a blocking unistd read from
an incoming data stream to the in-buffer, only stopping after the buffer is full.
Pessimistically, the input buffer is only allocated the minimum space required to
store an interval of data within the set time frame:

in_buffer_size = ω × ws × n × sizeof(double) (4.1)

where ω is the sampling rate, ws the time frame in seconds (e.g. window size), and
n the number of attributes. This decision was based on data recency, meaning that
more recent incoming data should be prioritized in terms of storage. Data should in
other words be stored in its original size for the shortest time possible as to not occupy
system memory for longer than necessary. Another notable choice that was made
in terms of buffering, is reading the incoming data as unsigned 64-bit integers (bits
unchanged) rather than double precision floating point values. Consequently costly
floating point operations are avoided, since only the bitwise representations were
interesting for the purpose of the selected streaming-based compression methods.

After the in-buffer has been filled, the time steps and attributes are copied and
transposed as individual arrays corresponding to the column vectors in Figure 4.2.
These arrays are then mapped using indices based on the attribute ordering (see
Figure 4.3), i.e. t → 0, a → 1, b → 2, and c → 3. Functionally, these attributes are
seen as independent sequences and are therefore compressed individually after the set
time frame. This way of storing sequences can essentially be seen as double-buffering,
where an additional buffer of equal size is kept for the data to be processed (i.e.
compressed). As such writes to the in-buffer can persist while data is being processed.
This design essentially makes the in-buffer use double buffering, which means that
twice the amount of memory is required since copies are made. One part of the
in-buffer waits for new data while another is used for compression. Hypothectically
this was thought to improve performance for buffer sizes considerably larger than
cache, as keeping separate arrays would exploit spatial locality.

Key
0:
1:
2:
3:

Value
{ t0, t1, t2 }
{ a0, a1, a2 }
{ b0, b1, b2 }
{ c0, c1, c2 }

Figure 4.3: Key-value attribute map from indices to arrays of time series values,
where ti are time stamps and ai, bi, and ci are attribute values.

Compression is performed by consuming the mapped array values and, for each
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array, writing to a corresponding output bit sequence (the output buffer) according
to some predetermined scheme. This bit sequence is represented by a data structure
containing a standard library vector of unsigned bytes, which allowed for dynamic
resizing with negligible overhead. Initially the time stamps (t) are compressed using
the specific time stamp compression scheme proposed in Gorilla [46]. Thereafter the
floating point compression scheme can be selected from two alternatives: Gorilla and
CHIMP [47].

The final proposed stage of the client was to stream the output buffer to a Kafka broker
using the high-performance librdkafka producer API [58]. Two main conditions
for emptying the output buffer were identified: reaching a predetermined memory
threshold and achieving a sufficient cellular connection strength. More specifically
the compressed data rate must be lower than or equal to the network bandwidth
rate on average over time, without exceeding a set memory threshold for the output
buffer. Consider a varying network bandwidth N (B/s), compressed data rate R
(B/s), compression constant C, and a memory threshold of T (B). T is predetermined
based on a fraction of the available memory that can be allocated to the process. R
is calculated based on the compressed in_buffer_size (see Equation 4.1) divided
by the set window size ws:

R = C × in_buffer_size
ws

B/s (4.2)

N is externally dependent on the connection strength and thus the output buffer
must be emptied such that when the stored data size approaches T , N is on average
significantly higher than R.

4.1.3 Selection of the Compression Algorithms
Establishing a suitable compression method was found to require evaluating alter-
natives in terms of a set number of criteria. Firstly, the method must be able to
compress double precision floating point values efficiently as this is the broadest
representation of data in numeric form. Secondly, due to the unpredictability in the
importance of decimals the method must be able to achieve lossless compression.
While the data may be later chosen by the end receiver to be stored at a loss,
its initial capture should accurately reflect vehicle state. Finally, execution of the
algorithm should be sufficiently scalable such that it is able to timely compress values
in relation to a sample rate ω (Hz) with ω ∈ [1, 100] for 4000 attributes at each time
step.

Initially one may approach the problem with a general purpose compression algorithm
capable of lossless compression of floating point data. A common subset of these
includes Xz, Brotli, LZ4, Zstd, and Snappy which all provide favorable compression
ratios with regards to floating point time series data [47][49]. Although, another
aspect to consider beyond compression ratio, is the cost in terms of computation
time required to execute the algorithm. This is an area where most general purpose
algorithms are at a disadvantage in comparison to more specialized streaming-based
algorithms, where Xz for instance is roughly 40x slower on average in contrast to some
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streaming based approaches [47]. Thus the choice was made to disregard evaluating
general purpose alternatives for the purpose of this solution, as their hypothetical
execution time and impact on the system load were deemed too great.

Based on the given criteria for a compression algorithm, streaming-based alternatives
were seen as suitable as of their adaptability to persistent compression over time. The
Gorilla floating point compression algorithm [46] is one such algorithm proposed by
Facebook for usage in a time series database. Consequently, the proposed compression
method has seen wide usage in multiple other database alternatives [47] such as
InfluxDB [59], IotDB [60], Prometheus [61], TimeScaleDB [62], and M3 [63]. This
usage was seen to demonstrate the compression scheme’s capacity in handling time
series floating point data, making it the first algorithm used in the compressor. Finally,
Gorilla also proposes an efficient encoding for time stamps which was selected and
used separately in addition to the floating point compression scheme.

Other state of the art streaming-based alternatives were also considered in terms of
their performance in compressing data similar to that of vehicles. A later method
built on a similar idea to that of Gorilla is CHIMP [47], where the authors describe
it as ”outperforming all earlier techniques with regards to both compression and
access time” at the time of writing. As a consequence of these results, the CHIMP
encoding scheme was selected as the second alternative to be compared alongside
Gorilla. Camel [49] was also an even more recent algorithm promising favorable
results, compressing the integer and decimal part separately. However, initial testing
revealed that these additional operations increased compression time substantially
with lesser compression ratios in comparison to Gorilla and CHIMP for the tested
vehicle data. As such the Camel algorithm was disregarded in terms of being an
alternative for the compressor. This lead to the decision to only consider Gorilla and
CHIMP as these were considered similar and sufficient in their performance contra
compression.

4.1.4 Compressed Byte Encoding
At some point after compression, the data had to be transferred from the vehicle and
into some form of more persistent storage. However, seeing as the data communication
payload had the form of a JSON string, a problem arose in regards to how to represent
the compressed sequence of values. Naively the bytes could be packed as integers and
stored as such, although this leads to problems in cases where the number of bytes
is not divisible by 4. Additionally it is difficult to guarantee datatype consistency
between all stages in the pipeline as a JSON string does not inherently allow for
datatype specification. Accordingly the idea of representing the bytes as single byte
UTF-8 characters arose.

Directly encoding unsigned byte values is largely a trivial operation in the case where
the value falls within [0, 127], as these can directly be translated into traditional
ASCII symbols representable by a single byte. As compressed byte values correspond
to arbitrary bit sequences however, the value falls within [0, 255]. Consequently a
different encoding to UTF-8 had to be considered. To solve this, the binary-to-text
encoding scheme Base64 [64], [65] was introduced as a compatibility layer for the bit
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sequences. A caveat to using Base64 is the associated overhead, as on average, four
characters are required to represent three bytes. This adds an additional storage
of roughly 33%, which is arguably costly. An alternative is to utilize a different
encoding such as basE91 [66] that reduces the maximum storage overhead from
Base64 to 23%, and as such the equivalently use this format as well.

4.2 Receiver Model
By observing the problem scenario proposed in Section 3.2 a simulation model was
formulated at the macro scale constrained by the requirements given in Section 1.3,
as can be seen in Figure 4.4. The main concern of this model is the ability to handle
a very large number of data streams (1M) concurrently across the globe, where each
stream originates from a mobile vehicle producer.

Figure 4.4: Macro model represented by signal streams coming to a long term storage
database

A rough calculation of the gross required total bandwidth can be made by establishing
the data production bandwidth for one vehicle (Bi) and then scaling it to the entire
vehicle fleet (B). Initially, no other properties than the raw data storage was
considered and thus Bi is given by taking the product of the number of signals nmax,
the maximum sampling rate ωmax, and the number of bytes required to store a signal:

Bi = nmax × ωmax × sizeof(double) (4.3)

The factors to this calculation were derived from the previously established require-
ments and are thus: nmax = 4000, ωmax = 100Hz, and sizeof(double) = 8B. This
resulted in an initial Bi = 3.2 MB/s and B equal to the sum over these:

B =
N∑

i=0
Bi (4.4)

where N = 106, being the number of total trucks in the vehicle fleet. Only considering
raw data, this amounted to a significant B = 3.2 TB/s. It must however be noted
that this number is drastically exaggerated as it does not take into account more
complex real life factors such as activity distribution throughout time zones and
continents. Additionally, seeing as vehicles are utilizing a mobile connection, they are
restricted in terms of this bandwidth as well, meaning that a low quality connection
will directly imply a smaller load for the receiving end. Nevertheless this number
was used as a "worst-case" situation guideline, even though all of this data likely will
not reach the receiver.

Naturally, the derived B is for most systems not a feasible amount of data to process
efficiently, and as such further measures were necessary to approach the assumed
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problem size. An intuitive solution is to introduce compression at the producer level
(discussed in Section 4.1.3), which limits the amount of information to be transferred
initially and thus the bandwidth required to contain this. Another approach is to
consider the public architectures of established streaming platforms such as Netflix
[67]. A notable recurring feature in the streaming architecture of Netflix is the usage
of event message brokers to store, read, and analyze streaming data efficiently. The
utilization of such brokers arises from the inability to process events on arrival, instead
postponing the consumption of messages until a later point in time. Introducing a
message broker to the model was thought to increase the concurrent data throughput
without overloading requests to the database

As a consequence of the high data bandwidth sent to the receiver, the persistent long-
term storage of high volume data was believed to be a relevant topic of consideration.
In Big Data and IoT, the solution to storing such high volumes is typically to utilize
an efficient distributed storage mechanism [23], as opposed to traditionally relational
databases. This solution was found to apply in the case of large scale vehicle data
readout as well and as such a distributed storage file system was examined. For
this purpose there were a number of open source alternatives available, such as the
Google File System (GFS) [27], the Hadoop Distributed File System (HDFS) [29],
and Terrastore [68], among others. HDFS was investigated as file system for the
receiver due to its integration with the well regarded data processing framework
Apache Hadoop [29], [69], [70]. Furthermore, it has historically seen high efficacy in
previous data storage use cases of large volume data [28].

4.2.1 Selection of the Database and Message Broker
While the distributed file system allows for efficient storage, an additional layer
in the form of a non-relational database was seen as necessary. The need arose
mainly from the requirement of serving the data in an accessible way, as simply
querying the file system provided limited control and structure. One commonly used
non-relational database for large data volumes is BigTable [32] developed at Google.
Some other choices that were considered include HyperTable [71] (implementing
BigTable) and MongoDB [72]. Although, considering that the HDFS was chosen as
underlying architecture, an inherent alternative was that of Apache HBase [33] as
it runs natively on the HDFS. Based on BigTable, HBase supports the storage of
columns in the millions and rows in the billions on top of commodity hardware and
has seen usage as a persistent storage database in similar situations such as in the
Gorilla system [46].

The most important property when evaluating an alternative for the message broker
was seen to be the message throughput, as the data would likely not be needed
closely in time after its production and low latency was therefore a secondary concern.
Multiple alternatives to serve as message broker were considered, where some of the
most popular alternatives include: ActiveMQ Artemis [52], Apache Kafka [53], Redis
[54], and RabbitMQ [55]. Based on performance benchmarkings of these [73], [74],
Apache Kafka was believed to provide the highest throughput while still delivering
acceptable latencies and chosen as message broker for the proposed architecture.
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4.2.2 Receiver Architecture
The design of the proposed receiver architecture is shown in Figure 4.5 and set out to
solve two main issues: high frequency incoming data throughput and long term data
permanence. Initially a payload is produced containing a JSON string of meta-data
and a compressed sequence of time series data from a single attribute. This payload
constitutes a Kafka message which gets sent to a predetermined topic of a Kafka
cluster of brokers. Notably, only a single attribute value sequence gets sent as to
not exceed the default 1 MB acceptable message size limit of Kafka brokers [75].
Keeping the message within this limit consequently increases data throughput by
reducing network congestion and preserving system resources.

{ payload }receiveconsume
Kafka

HBase

Figure 4.5: Receiver architecture diagram showing a produced payload getting
received by an Apache Kafka broker, after which it is consumed into an Apache
HBase. The payload contains a message consisting of a value sequence generated by a
producer. Kafka and HBase represent distributed network systems of the associated
services.

The main reason why Kafka brokers were introduced into the architecture, is that
they decouple direct client communication with the final database endpoint. Thus
concurrent ingestion is reduced while database writes are more restrictive, meaning
that faulty or corrupt data can be discarded without being written to the database.
Another benefit is that the client becomes agnostic of the database architecture and
can asynchronously send data to a broker without dependencies on other APIs than
Kafka.

After the message has been received by the cluster, it gets temporarily stored under
the topic until the moment of consumption. For this purpose, a Kafka consumer
process runs alongside the HBase which periodically consumes all received messages
under a given topic and ingests them in the HBase long term. It was found that
the consumer process could be implemented in a number of ways, where one of
the hypothetically most prominent options for large scale traffic is Kafka Connect
[76]. The main benefits of using the Kafka Connect API include established fault
tolerance, robustness, horizontal scalability, and integrability with other components
[77].

On the other hand, the Kafka API allows for implementing a consumer process in a
number of languages such as Python [78], C++ [58], and Java [79] which provide a
larger degree of flexibility in terms of implementation. The problem with making a
custom implementation of the consumer process however, was seen to be the necessity
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of providing fault handling and scaling guarantees from scratch rather than relying
on a predefined established framework.

An important aspect of Kafka producers and consumers are their configurability.
This is especially relevant when considering the volume of messages being sent by a
single producer per compression window, as these are number in the thousands. In
these cases, optimization options such as batching are available to avoid significant
traffic issues while theoretically increasing throughput.

4.2.3 Payload Structure and Storage
Sending data in a general and serializable format provides basis for agnostic com-
patibility with receiving processes in the data pipeline. Consequently a proposal
was made to represent the data payload as a JSON string (see Figure 4.6) since
this allows for the inclusion of key/value pair metadata. Firstly, the identifier
field consists (in this example) of two segments: a unique denomination (vehicle_1)
followed by a sequential label (sequence_1). This structure highlights which specific
vehicle the data belongs to as well as the data’s absolute ordering in relation to other
data sequences for the same vehicle.

1 {
2 " identifier ": "vehicle_1 - sequence_1 ",
3 " attribute ": "speed",
4 "value ": <Base64 encoded byte sequence >,
5 "bits ": 164,
6 }

Figure 4.6: JSON message structure for a produced payload including data for the
fields identifier, attribute, value, and bits.

Secondly the attribute field specifies which attribute the data belongs to, in this
case speed. Thirdly the value field contains a compressed byte sequence; Base64
encoded to be representable by a string with minimal storage overhead. Finally the
bits field describes the number of bits which are written in the byte sequence, since
this is required by the decompressor in order to disregard superfluous bits in the last
byte. For this example the payload would contain a Base64 encoded sequence of 21
bytes (

⌈
164
8

⌉
= 21), meaning that of the 168 bits stored, four are superfluous.

The payload’s metadata structure allowed for straightforwardly storing the data
inside the HBase. After consumption into the database, the value sequence is
decompressed using the bit information to its original state and then recompressed.
The reason for this is that the receiving endpoint does not have the same compute
and memory constraints as the vehicle, and can therefore utilize a general purpose
compression algorithm to achieve higher compression ratios at the cost of system
load. One such alternative is Gizp which is natively supported by HBase, although
the performance is dependent on the configuration decided by the user and will as
such not be evaluated in the scope of this thesis.
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5
Evaluation

Preceding testing and benchmarking of a solution to the aim established in Section
1.1, a number of research questions were formulated as to establish an appropriate
evaluation in terms of metrics. These questions are:

RQ1: How can vehicle data be compressed efficiently?

RQ2: What is the imposed CPU and memory load on the vehicle system
in order to accommodate data readout?

RQ3: What is the total data communication in terms of bandwidth required
to accomodate data readout?

RQ4: How can data from vehicles be sent and processed efficiently?

5.1 Experimental Setting

In order to sufficiently evaluate the efficiency and performance of the proposed
methodologies and present answers to the formulated questions, a number of different
system configurations were required. Primarily for the client process described in
Section 4.1, an embedded evaluation board (also referred to as host) was used in
order to more closely resemble the computational environment as seen in real vehicle
systems. The system specifications of this board are described in Figure 5.1. After
consultation with domain experts, this was seen as representative of hardware that
might be found in a technologically advanced transport vehicle.
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Client Evaluation Board

• Operating System: 64-bit Embedded GNU/Linux
• Processor: ARM Cortex A72

– Frequency: 1.9GHz
– Cores: 8, 1 thread per core
– L1 Data Cache: 256KiB total, 32KiB per core
– L1 Instruction Cache: 384KiB total, 48KiB per core
– L2 Cache: 4MiB (over 2 instances)

• Memory: 32GB (4x8GB) LPDDR4 RAM @ 4266MHz
• Network: 1Gbps LAN
• Storage: 16GB Flash MicroSD

Figure 5.1: Configuration for the client host running on an embedded board. Specifi-
cations shown include Operating System, Processor, Memory, Network, and Storage.

Secondarily, all other systems were containerized and running on an on-site cluster.
One system was functionally responsible for reading vehicle data on the cluster while
simulating a data stream to the board running the client process. Using iPerf [80],
the bandwidth between the host and cluster was measured to be roughly 850Mbit/s
over LAN. The allocated data stream system specifications/resources are described
in Figure 5.2.

Data Stream System

• Operating System: 64-bit Debian GNU/Linux 12
• Processor: AMD EPYC 7642 @ 2.3GHz (4 cores reserved)
• Memory: 16GB
• Storage Method: SSD

Figure 5.2: Configuration for the system streaming data to the client host. Specifica-
tions include Operating System, Processor, Memory, and Storage Method.

The allocated system specifications/resources for the Kafka broker/controller are
described in Figure 5.3.
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Message Broker System

• Docker Image: apache/kafka:4.0.0-rc0 [81]
• Processor: Intel(R) Xeon(R) Gold 6442Y @ 3.25GHz (16 cores reserved)
• Memory: 32GB
• Storage Method: SSD

Figure 5.3: Configuration for the Kafka broker/controller receiving messages from
the client host. Specifications include the Docker Image, Processor, Memory, and
Storage Method.

For benchmarking and testing purposes, a number of datasets were used separately
as source for the data stream. Primarily, the proprietary Aevitas data collection
owned by Volvo Group Truck Technologies was used. This collection includes signal
data collected during a vast number of trips for different vehicle types such as trucks
and buses, establishing a varied data basis.

In contrast to the Aevitas collection the Zenseact Open Dataset (ZOD) [82] was
utilized to provide an open source reference point. Developed for the purpose of large
multi-modal autonomous driving, this dataset includes attributes related to cars
specifically. Furthermore the dataset is described as having ”the highest range and
resolution sensors among comparable datasets”, inferring that it should provide some
meaningful precision in terms of benchmarking floating point compression. While
the main focus of the Zenseact Open Dataset is on autonomous driving, meaning
that it for example includes data collected by lidar, only the parts labeled ”vehicle
data” contained in this dataset was seen as applicable to the aim of this project.

A meaningful aspect to consider when evaluating these datasets is that they utilize
different sampling rates (Aevitas 10Hz, ZOD ∼100Hz), and as such have different
levels of granularity in terms of the delta between two subsequent time step values.
It is therefore necessary to establish that comparisons between these are made in
terms of data sizes and number of data values.

5.1.1 Data Preprocessing
For the purpose of establishing a common format at the byte scale each dataset
was preprocessed before being streamed to the host client. Initially, the temporal
precision of each dataset was set to be in terms of milliseconds as no sampling rate of
any dataset exceeded 100Hz. This additionally saw the benefit of allowing for higher
compression ratios in terms of timestamp compression, as representing the delta of
two timestamps at the scale of milliseconds requires considerably less bits than the
scale of nanoseconds for the perceived sampling rates. Beyond altering timestamps,
no further preprocessing was performed. The reason for this was to preserve the
original appearance of the signal data to allow for a fair evaluation with respect to
real conditions.
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5.1.2 The Aevitas Collection
The aim in the compositon of the Volvo proprietary Aevitas dataset was to establish
a diverse set of vehicle types and trips. Essentially, the dataset consists of five vehicle
types where each type has 100 corresponding randomly sampled trips of different
lengths. Each trip contains a finite set of attributes sampled with a rate of 10Hz.
The vehicle types and their associated characteristics can be seen in Table 5.1.

Table 5.1: The Aevitas collection composed by the vehicle types CM, FH, FM,
RM, and RX. Per vehicle type the min/max number of attributes, geometric mean
entropy rate, and min/max trip length in time are shown. Entropy rate is calculated
based on the discretized attribute time series using the Freedman-Diaconis rule for
binning [83].

Vehicle
Type

Attributes Geometric Mean
Entropy Rate

Trip Length
min max min max

CM 117 138 1.47e-06 0.3s 7h
FH 19 245 2.98e-06 1.9s 12.5h
FM 10 181 8.36e-06 7.7s 3.9h
RM 20 179 8.63e-06 2.0s 4.5h
RX 138 177 2.88e-06 4.8s 8.5h

5.1.3 Vehicle Data in the Zenseact Drives Collection
The Drives dataset was chosen and used from the ZOD collection. More specifically,
the vehicle data in the form of hdf5 files was extracted and aggregated for each
frame of the drives. This vehicle data consists of three different categories seen in
Table 5.2, these being Ego Vehicle Controls, Ego Vehicle Data, and Satellite.

Table 5.2: Categories from the ZOD Drives collection composed of Ego Vehicle
Controls, Ego Vehicle Data, and Satellite. Per category the min/max number of
attributes, geometric mean entropy rate, and min/max trip length in time are shown.
Entropy rate is calculated based on the discretized attribute time series using the
Freedman-Diaconis rule for binning [83].

Category Attributes Geometric Mean
Entropy Rate

Trip Length
min max min max

Ego Vehicle Controls 6 7 2.73e-07 10m 2.6h
Ego Vehicle Data 11 12 8.40e-06 10m 2.6h

Satellite 14 18 4.05e-07 10m 2.6h

Sampling rates:

• Ego Vehicle Controls: 100Hz

• Ego Vehicle Data: 50-100Hz

• Satellite: 10-13Hz
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5.2 Experiments
The following section describes the experiments performed that evaluated the pro-
posed methodology. Section 5.2.1 shows the selected approach to evaluating the
client, whereas Section 5.2.2 shows an exploration of message payload size in relation
to the set requirements.

5.2.1 Client
For evaluating the client, two main experiments were utilized. First, the implemented
compression methods were run on the entire Aevitas and ZOD dataset collections
in order to assess a reference performance benchmark in terms of execution time
and compression. Compression was performed by separating all attribute time series
contained in a vehicle trip and compressing each time series individually in sequence.
In this benchmark, all values were stored locally to exclude communication cost. The
execution time for compressing a trip was measured in microseconds from the start
of compressing the first attribute time series until the last, meaning that initial data
read times from disk are disregarded. As to remain agnostic of the variance in each
trips length and number of attributes, execution time was compared as the average
of 1000 values. Compression ratio was simply seen as the original size of the trip
divided by the compressed size.

Following the established benchmark, test simulations were performed as to assess
performance in more realistic scenarios were additional constraints are imposed. Most
importantly not all data is available at the point of compression due to the limit of
allocated memory. The simulations were performed using the model proposed in
Section 4.1 where the largest trip of each sampled vehicle type was streamed as data
source. Based on this, the window size factor ws in Equation 4.1 was manipulated to
establish what compression window produced the most favorable results in terms of
execution time and compression ratio. Importantly, these experiments were performed
only using the Gorilla algorithm. This was motivated by its results surpassing the
CHIMP algorithm in all preliminary benchmarks performed, and as such further
comparison was deemed superfluous.

For the experimentation on compression windows, the four longest trips were chosen
out of every dataset and a coarse-grained logarithmic increase to the window size was
performed, starting from 1 second. The aim of this was to establish an intra-dataset
comparison as to observe the compression scaling after X seconds of data. Thereafter
when experimenting on the execution time, a fine-grained increase was used in order
to establish the impact on scaling in relation to cache sizes. By considering the buffer
size (bound to window size), an inter-dataset comparison was possible.

5.2.2 Receiver
A considerable parameter in the integration of the client and the receiver was
considered to be the payload size. These payloads are seen from the perspective of
Apache Kafka as messages and will be discussed as such. In order to investigate
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the appropriate message size sent to the Kafka broker, a set of message sizes were
derived from the total generated bandwidth for one vehicle (see Equation 4.3, Section
4.2) and the estimated compression ratio of that bandwidth (see Table 6.1, Section
6.1). This gave a total generated bandwidth of Bi = 3.2 MB/s, a compression ratio
of C ≈ 15 (using Gorilla), and a final compressed output bandwidth of:

Bc =
⌈

Bi

C

⌉
= 214 KB/s (5.1)

Furthermore, the receiver architecture in Section 4.2.2 proposes sending a separate
message per attribute, meaning that the message size is derived from the compressed
per-attribute bandwidth Ba. This is given by the compressed output bandwidth
Bc = 214 KB/s divided by the number of attributes nmax = 4000:

Ba =
⌈

Bc

nmax

⌉
= 54 B/s (5.2)

By observing the behaviour of compression ratio in relation to the window size ws

in Section 6.1, it can be noted that the compression ratio peaks at window sizes of
roughly 100 to 1000 seconds. As such the appropriate message size was believed to
be found within the interval of [100Ba, 1000Ba].

Based on the derived message sizes, experimentation on the interval was performed
using the kafka-producer-perf-test.sh script included in the Apache Kafka
docker image [81] under the /opt/kafka/bin/ directory. This script performs a
producer stream processing benchmark on Kafka given a total number of messages
and a payload file. For this purpose, the payload file was of the format proposed
in Section 4.2.3, where the number of bytes in the value sequence corresponded to
the message size as the additional storage overhead of identifiers was assumed to
be negligible. Specifically the message sizes examined were 5.4KB, 13.5KB, 27KB,
40.5B, and 54KB. For each message size, a total of 21.6GB in data was sent and for
simplicity in testing, only one Kafka node was utilized serving as both broker and
controller with the default settings.
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Results

Based on the presented evaluation method, experiments were performed on the
proposed methodology. In Section 6.1, the results of experiments on the Client as
described in Section 4.1 are presented.

6.1 Client Results
Related questions: RQ1, RQ2, RQ3

Firstly, with the intention of establishing a simple benchmark for execution time
and compression ratios on the tested hardware, the Gorilla and CHIMP algorithms
were run serially on all datasets using the host. The results of this benchmarking
can be seen in Table 6.1. It was chosen to join all categories of the ZOD drives for
this benchmark, as the number of attributes were significantly lower for these in
comparison to the Aevitas vehicle types.

Table 6.1: Execution time in microseconds (per 1000 values compressed) and com-
pression ratio ( original

compressed) for the algorithms Gorilla and CHIMP on vehicle datasets.
Results shown correspond to the mean of each dataset where Execution Time uses
the harmonic mean and Compression Ratio uses the arithmetic. At the bottom, the
arithmetic mean for each algorithm is shown over all datasets.

Dataset Execution Time Compression Ratio
Gorilla CHIMP Gorilla CHIMP

CM 15.5 25.5 18.6 15.8
FH 17.6 27.5 16.0 13.8
FM 17.9 27.8 15.7 13.7
RM 17.6 27.2 15.5 13.6
RX 16.9 26.6 16.9 14.5

ZOD 36.0 56.0 6.8 6.38
Total Average 20.3 31.8 14.9 13.0

Gathered from this benchmark, it can be established that the Gorilla compression
method is both faster and achieves a higher compression ratio for the selected datasets.
Interestingly, the execution time for the ZOD dataset is comparatively higher than all
Aevitas datasets, while the compression ratio is considerably lower. It can be argued
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that this benchmark implies the relationship between how well data compresses and
the compression time, as the dataset with the lowest execution time also had the
highest compression ratio.

When exploring the impact of window size on compression, performance tended to be
around the average for some datasets, which is shown in Figure 6.1. Out of these, the
sampled FM (Figure 6.1b) and RM (Figure 6.1a) vehicle types had a considerably
low standard deviation, but were also generally above their respective averages as
well. FH (Figure 6.1a) showed a higher standard deviation, but still tended to be
around its dataset average.
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(a) FH (b) FM

(c) RM

Figure 6.1: Average (arithmetic) compression ratios ( original
compressed) in relation for a

set compression window in seconds for four trips of each vehicle type FH (6.1a),
FM (6.1b), and RM (6.1c). A dotted line describes the average compression ratio
for each specific vehicle type and standard deviation is shown as a red range and
dot. Compresson ratios for the selected window sizes peak at 1000s, while standard
deviation shows close to dataset average compression for all three types. FM and
RM lack testing for 10000s as none of their available trips were of sufficient length.

Two datasets showed irrational growth in the compression ratio, which is shown in
Figure 6.2. More specifically, the performance decreased considerably from 10 to 100
seconds, and increased from 100 to 1000 seconds. A possible explanation for this is
that there could be a higher entropy for these vehicle types in window sizes of 100
seconds as compared to 10 or 1000 seconds. Another explanation could be that the
vehicles changed thir behavior significantly within these 100 second intervals.
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(a) CM (b) RX

Figure 6.2: Average (arithmetic) compression ratios ( original
compressed) for a set compression

window in seconds for four trips of each vehicle type CM (6.2a) and RX (6.2b). A
dotted line describes the average compression ratio for each specific vehicle type and
standard deviation is shown as a red range and dot. Performance declines from 10s
to 100s, increasing again at 1000s and thereafter converging. The standard deviaton
is significantly higher for RX than CM, suggesting that compression is more variable
for RX. The selected trips for both types display considerably lower performance
than the average in their respective dataset.

The compression window experimentation results of the ZOD categories are shown
in Figure 6.3. Notably, Ego Vehicle Controls (Figure 6.3a) and Satellite (Figure 6.3c)
showed significantly high compression ratios, whereas Ego Vehicle Data (Figure 6.3b)
had comparatively much lower compression. None of these categories were close to
the ZOD average, signifying some sort of imbalance in the distribution of data points.
This is further supported by the dataset statistics which suggest that Ego Vehilce
Data contains a larger number of data points than the rest, based on the sample
rate and number of attributes.

In general, it can be stated that compression reaches a maximum after a window
of roughly 100 to 1000 seconds for most tested datasets. The reason was believed
to be that this interval provides a sufficient amount of historical data such that the
storage of the initial values has less of an impact over time.
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(a) Ego Vehicle Controls (b) Ego Vehicle Data

(c) Satellite

Figure 6.3: Average (arithmetic) compression ratios ( original
compressed) in relation for a set

compression window in seconds for four trips of each vehicle dataset Ego Vehicle
Controls (6.3a), Ego Vehicle Data (6.3b), and Satellite (6.3c). A dotted line describes
the average compression ratio for each specific vehicle type and standard deviation
is shown as a red range and dot.

For the sake of transparency, the choice was made to divide execution time into buffer
read time and compression time. Buffer read time corresponds to the transposition
required to process the values in the in-buffer, while compression time is simply
the time it takes to run the compression stage. It can be observed that for most
experiments on the Aevitas datasets, compression time was always close to the
average and scaled linearly with the buffer size. This is trend is apparent in Figure
6.4. Additionally it can be noted that for buffer sizes below the L1 cache size, the
compression time is initially higher than the average, but has a lower gradient and
eventually converges with the average. This behavior was observed for the vehicle
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types shown in Figure 6.5 as well.

(a) FH (b) FM

(c) RM

Figure 6.4: Harmonic mean time for buffer read (dotted red) and compression (blue)
in microseconds in relation to a set buffer size for one trip of vehicle types FH (6.4a),
FM (6.4b), and RM (6.4c). The average compression time for all trips in each dataset
is shown as a dashed line (green) and buffer size is shown logarithmically with base 2.
L1 data and instruction cache sizes are shown per core as vertical dotted and dashed
lines respectively. L2 cache size is shown as a black vertical line.

An interesting aspect to consider is the scaling of the buffer read time. For the
Aevitas collection, the buffer read time was considerably lower than the compression
time, but after buffer sizes of roughly 216 bytes (≈ 66KB), buffer read time scaled
aggressively fast. After around 224 bytes (≈ 17MB), buffer read time surpassed
compression time, which is apparent in Figure 6.5a. This behaviour had no straight
forward explanation, but one theory is that there is a relation between the number
of attributes and buffer read time, which becomes more probable when analyzing
the ZOD results.
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(a) CM (b) RX

Figure 6.5: Harmonic mean time for buffer read (dotted red) and compression (blue)
in microseconds in relation to a set buffer size for one trip of vehicle types CM (6.5a)
and RX (6.5b). The average compression time for all trips in each dataset is shown
as a dashed line (green) and buffer size is shown logarithmically with base 2. L1
data and instruction cache sizes are shown per core as vertical dotted and dashed
lines respectively. L2 cache size is shown as a black vertical line.

The results of buffer size experimentation on the ZOD categories are presented in
Figure 6.6. Here, the buffer read times grow aggressively until a certain point, after
which its gradient stabilizes once again. Notably this point varies from each category,
existing around 221 bytes (≈ 2.1MB) for Ego Vehicle Controls and Ego Vehicle
Data, but is considerably more chaotic for Satellite. This arguably hints towards the
previously mentioned theory that the number of attributes is correlated with the
behaviour, as the buffer read time is also significantly higher for the ZOD categories
when comparing the same buffer size for Aevitas.

An observation is how the compression time of Ego Vehicle Controls and Ego Vehicle
Data are considerably higher than the average. Additionally, compression time seems
almost perfectly linear in contrast to behaviour of changing around the L1 cache size,
as seen in the Aevitas vehicles.

A general behavior observed for the majority of datasets is a change in the buffer read
time gradient around the L1 and L2 cache sizes. Hypothetically, this is due to an
introduced memory fetch which impacts the buffer read time first, while consequently
maintaining the compression time as linear.
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(a) Ego Vehicle Controls (b) Ego Vehicle Data

(c) Satellite

Figure 6.6: Harmonic mean time for buffer read (dotted red) and compression (blue)
in microseconds in relation to a set buffer size for one trip of each vehicle dataset Ego
Vehicle Controls (6.6a), Ego Vehicle Data (6.6b), and Satellite (6.6c). The average
compression time for all trips in each dataset is shown as a dashed line (green) and
buffer size is shown logarithmically with base 2. L1 data and instruction cache sizes
are shown per core as vertical dotted and dashed lines respectively. L2 cache size is
shown as a black vertical line.

6.2 Message Broker Results
Related questions: RQ3, RQ4

Figure 6.7 shows the measured throughput in MB/s for messages of the examined
sizes. Most importantly for these sizes the throughput always increases with size
where 54KB had the highest throughput. The largest measured throughput increase
can be seen when going from 13.5KB to 27KB, where a similar gain is again noticeable
when doubling 27KB to 54KB. This behaviour is likely correlated with Kafka’s ability
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to better process messages of larger sizes, and as such more data overall is processed.

Figure 6.7: Apache Kafka processing throughput (MB/s) for produced messages of
the sizes 5.4KB, 13.5KB, 27KB, 40.5KB, and 54KB. Throughput is highest for 54KB
and lowest for 5.4KB. For the message sizes shown, throughput always increases with
message size where the largest difference is from 13.5KB to 27KB.

Figure 6.8 shows the measured throughput in messages/s for the messages of the
examined sizes. Here, the troughput in contrast decreases as the message size
increases, where the throughput for 5.4KB is orders of magnitude higher than
13.5KB.
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Figure 6.8: Apache Kafka processing throughput (events/s) for produced messages
of the sizes 5.4KB, 13.5KB, 27KB, 40.5KB, and 54KB. Throughput is highest for
5.4KB and lowest for 54KB. For message sizes shown, throughput always decreases
with message size where the largest difference is from 5.4KB to 13.5KB.

Figure 6.9 show percentiles of latency in milliseconds for different message sizes. The
relationship between message size and latency is different from message size and
throughput. Here it can be observed that the highest latency is for 13.5KB, followed
by 27KB. Notably, 5.4KB yields the third lowest latency whereas 54KB clearly yields
the lowest latency.
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Figure 6.9: Apache Kafka processing latency (ms) for produced messages of the
sizes 5.4KB, 13.5KB, 27KB, 40.5KB, and 54KB shown as percentiles. 13.5KB shows
the highest latency while 54KB shows the lowest. 5.4KB shows lower latency than
13.5KB and 27KB, suggesting that these sizes approach a local maximum.
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7
Discussion

Solving the problem of large scale efficient vehicle data readout in a lossless manner
required e Based on the research questions proposed, a number of discussion points
were considered. Chiefly described in Section 7.1 is the impact on the client system
in terms of system resources. Section 7.2 composes the total cost of computation
and memory as a hypothetical mathematical function. Finally, Section 7.3 discusses
the requirements for supporting the client in terms of infrastructure globally.

7.1 System Resource Utilization
By analyzing the benchmarks shown in Section 6.1, it can directly be established
that the computational requirements of the proposed methodology are significantly
low for the tested hardware. Assuming that the method maintains a linear scaling,
this means that a single time step consisting of 4000 values can be compressed in
less than 100 microseconds based on the Gorilla algorithm. One apparent issue is
the displayed buffer read time of the solution, as it out-scaled compression time for
some datasets. This is partially attributed to the amount of data being copied in
the transposition processing of the initial in-buffer structure, as smaller buffer sizes
are considerably more performant in their processing time.

For the presented solution, cache size in relation to buffer size is arguably an aspect
that also affected execution time. This is most notable due to the change in gradient
around buffer sizes roughly approximate to the different cache levels. System’s with
smaller cache sizes or fewer cache levels may therefore see less favorable execution
times for larger buffer sizes.

When comparing the Aevitas collection with ZOD, it can be observed that Aevitas
performed on significantly higher on average. Although, the difference in average
compression ratio can likely be explained by the Ego Vehicle Data category displaying
very low compression gain by having more data. After more closely examining this
dataset, it was seen that the data does not tend to follow a predictable pattern and is
as such harder to compress efficiently. Furthermore the results arguably show that the
number of attributes and compressibility have an impact on the resulting compression
time. For instance, while Ego Vehicle Controls shows favorable compression ratios,
the execution time is almost twice as high as FH for the same buffer size. The
most notable difference between these are the number of attributes, and as such this
suggests a correlation. A possible reason for this correlation is that fewer attributes
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at the same buffer size will result in each attribute having more data to compress on
average.

In terms of memory utilization, the most dominant factors were considered to be
the buffers. As an example, utilizing double buffering with compression windows of
1000 seconds would require an input buffer of roughly 6.4GB in size, which is a non-
trivial number for less equipped systems. The non-triviality arises from the constant
memory occupation, and in some situations even 10% of total available memory can
be seen as too great. In this case, trade-offs can be made as smaller windows around
10 to 100 seconds still provide favorable compression results. The cost of this is more
frequent writes to the output buffer and a higher risk for interference with other
processes on the system. Furthermore, this also has a risk of decreasing the total
data throughput of the receiver.

Bandwidth is a factor that is arguably highly variable in terms of connection strength
and coverage. It is consequently more interesting to discuss bandwidth as a relation
between the compression output bandwidth and the cellular connection bandwidth.
Given the compression output bandwidth calculated in Section 5.2.2, this value is
roughly 214KB/s based on the set requirements. A 3G cellular connection is naturally
unfeasible and the system must utilize either a 4G LTE or 5G network, which
means that systems without such compatibility can not adhere to the established
requirements. When considering a 4G LTE connection, the lower bound of the
maximum upload speed is roughly 250KB/s (2Mbps), being only slightly higher than
the compressed output bandwidth. This is problematic as it infers that the system
must maintain a constant stable upload connection to avoid running out of memory.
Consequently, the proposed solution is more viable in environments that can achieve
cellular bandwidths marginally higher than 2Mbps as to accommodate connection
strength variability.

Mitigating the problem of bandwidth bottlenecking is a difficult challenge and there
are some measures of at least moderating this impact. Firstly, the most apparent
solution is to either disregard new data or discard old data. This is a very lossy
approach and some heuristic might be required in order to assess some form of
importance score to the collected data. Secondly, data can be sampled less frequently
for some period in order to alleviate the strain on connection quality. In some cases
this might make the data less compressible, but if attributes change slowly over time,
this impact will be less significant. Finally, balancing the compression window in
terms of connectivity may also see some benefits. Larger windows are more sensitive
to differences in connection quality as timing with well connected zones becomes
more difficult. On the other hand, smaller windows are on average less compressible
and will as such increase the rate at which memory gets filled.

7.2 Model Formulation
The investigated results were formed from the basis of a specific set of requirements.
For general compatibility, a hypothetical mathematical model was discussed as to
provide some form of compatibility layer between different configurations. This was

48



7. Discussion

evaluated in terms of compute and memory. Notably, this is based on the observed
performance of the Gorilla algorithm.

Compute

The most significant computational process in the client is the compression stage.
For simplicity, the buffer read time and compression time were assumed to be equal.
This gave the computational model:

Texe = 2 × 20.3 × ω × ws × n

1000

where Texe is the cyclic execution time in microseconds (e.g. every ws seconds).

Memory

Two main factors govern memory usage of the solution: one static and one dynamic.
The static factor is the input buffer, determined as a factor of the chosen sampling
rate, compression window, and number of attributes. The dynamic factor is the
output buffer, determined as a growth rate function g over the compression window
as a product of compression, sampling rate, and number of attributes. Furthermore,
the output buffer is also affected by a flushing function f(t) over time in seconds,
that is either 0 or equal to the network bandwidth. This gave the memory model:

M = 2 × ω × ws × n × sizeof(double) + g − f(t)

where M is the total memory used in bytes.

7.3 Digital Infrastructure Requirements
A significant portion of solving the proposed receiver problem is directly related to
throughput and network capacity. Based on the prior calculations in Section 5.2.2,
the initial total accommodated bandwidth in compressed form is roughly 214GB/s.
In comparison, the findings in Section 6.2 present a maximum throughput of roughly
500MB/s. This difference is substantial, however there are a two points that are
worth considering. Firstly, it is unfeasible for all vehicles to connect to the same
broker as they are spread out globally, thus making region based alternatives a
necessity. Secondly, the measured throughput relates to testing on a single producer,
and arguably the this may hold for a larger number through horizontal scaling. The
study did not however have the capacity to investigate this at a larger realistic scale.

Although an effort was made to prioritize throughput in MB/s, the presented solution
also shows favorable numbers in terms of latency for larger message sizes. This
becomes more relevant in scenarios were accessing data in real time (or close to)
is necessary, such as monitoring. Similarly to throughput, these results can not
accurately depict larger scale performance, but nonetheless provide insight into how
latency is effected in the system.

Establishing a realistic testing environment for the long term persistent storage
was seen as difficult due to the considerable amount of data and resources required.
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Furthermore, the way in that data is ordered and stored might vary considerably
between different use cases and is as such difficult to predict. In terms of storage size,
the data generation rate discussed amounts to hundreds of gigabytes per second which
is a massive amount of data. However, it must be established that it is unfeasible for
all vehicles in a fleet to generate data at all times. There are some periods where the
vehicle must be stationary and/or turned off, and as such the total generation rate
will vary over time. Using efficient general purpose compression may also alleviate
this further over time. Finally, data must be evaluated in terms of its relevance as it
will grow massively over time and it is unlikely that all data collected can be stored
forever.
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Conclusion

This chapter concludes the project and presents its learning outcomes in Section
8.1. Section 8.2 brings up the ethical considerations associated with the project and
Section 8.3 considers areas with potential for future work.

8.1 Learning Outcomes
Based on the findings presented in this project, it can firstly be established that
leveraging streaming based compression is a significantly effective method of reducing
the computational load on constrained vehicle systems. The compression performance
of Gorilla also allows for the collection of up to 19 times more data while still meeting
real time demands; a feat that was not possible with previous methods.

It can be established that if possible, larger windows of data are generally to be
preferred. The reasons include higher compression ratios, better receiver throughput,
and longer distances between compression. Additionally, a relationship was observed
between the compression time and the final compression ratio, where lower com-
pression time tended on average to yield higher compression ratios. It is therefore
important to consider the compressibility of the selected attributes, as these can
introduce a higher strain on the system both in terms of execution time but in
memory usage increase also.

Receiver infrastructure is a complex issue which is not easily solved without field
testing, as numerous external unseen factors may complicate the process. The
evaluated data throughput seems to be favorable under controlled environments
however, and utilizing horizontal scaling is one hypothetical solution to making the
infrastructure sustainable over a larger number of connected clients. There are also
numerous configuration options that may increase performance further, and as such
Apache Kafka is a seemingly stable choice for offloading data.

Cellular connections pose an inherent bottleneck and restriction to the proposed
architecture, one which is not easily solved. By leveraging higher bandwidth networks
it is feasible to offload data efficiently, although without constant guarantee and
availability is therefore a concern that has to be addressed for this to function
efficiently. At the same time in regards to the vehicle itself, the most popular CAN
variants do not have sufficient bandwidth to accommodate large streams of generated
data and as such measures are required at this end as well.
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8.2 Ethical Considerations
Dealing with a large number of data points created indirectly by actions of individuals
give rise to an inherently ethical problem. Namely the question of individual privacy
and consent towards being subject data collection.

More specifically this project would, allow for the accumulation of a significant
amount of data generated partly from the behavior and patterns of individual drivers.
For instance it would be possible to infer if a vehicle was speeding at any point in
time, but also the efficiency of a driver in terms of vehicle maneuvering. The problem
arises from the prospect of using data in unforeseen or malicious ways. A solution to
this may perhaps be to anonymize data such that it can not be used to identify any
one individual. At the same time, such anonymization impacts usage areas where it
may be beneficial to do so and could inadvertently hinder these. As a result it is
left outside the scope of this project to solve these issues as negative use cases are
unpredictably outside controllable countermeasures.

By contrast, collecting vehicle data can arguably infer noble aspects as well. Monitor-
ing and optimizing the usage of vehicles provides a foundation for reducing emissions,
improving the longevity of components, and generally benefiting the sustainability of
cargo transportation. In terms of the benefits to the environment, the project from
this point of view be seen as ethically defensible.

8.3 Future Work
An interesting area which was not explored in this thesis is the utilization of lossy
compression. Hypothetically, such a method would allow for even higher compression
ratios in relation to lossless compression. The challenge arises from domain knowledge
at the attribute level in terms of what is acceptable loss, which is arguably different
for individual use cases. Another related aspect to consider at the producer level is
to investigate a lesser precision for the data values with 32-bit or even 16-bit floating
point numbers.

Investigating alternative payload formats at the bit level may lead to increased
performance for offloading data. A suggestion may be for the receiver to keep a
dynamic record for each vehicle in regards to what attributes are being sent, which
could decrease the payload size by some margin. The difficulty is integrating such
a format efficiently with the message broker, and storage savings are likely not
signficiant, but an investigation is relevant nonetheless.

A challenging problem is migitating the risk of not offloading data in time. Strategies
are heavily dependent on the requirements and aims of fleet owners, meaning that
there is no one straight-forward solution to this problem. An investigation on this
may be feasible to establish what works while minimizing aspects such as data loss.

While it was seemingly apparent based on surveys that Apache Kafka likely is the
highest throughput message broker, additional software configurations may increase
the performance further. These can be at the producer, consumer, and broker level,
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and warrant a more in-depth investigation on how they effect the performance for
vehicle data readout.

Considering different alternatives for the final storage system is an important area
that was not evaluated in this project. For instance, the performance implications of
using some other file system and/or databasis an aspect that has long-term effects
on the data’s final usage, although poses challenges in terms of the specific use cases
of the data.
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