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The Impact of Design Patterns on Quality Attributes in ML-Enabled Systems
A Multivocal Study of Component Models

Erik Eriksson Joel Olausson

Department of Computer Science and Engineering

Chalmers University of Technology and University of Gothenburg

Abstract

As machine learning is becoming a more common part of software systems, the
need for new and improved architectural strategies due to the unique architectural
challenges these systems introduce is becoming apparent. Right now, there is a lack
of knowledge on how to build good architecture for such systems due to their nature
of being rigid, vast, and dependent on data. This study analyses architectural design
patterns in machine learning-enabled systems, and how they impact the quality of
the system as a whole, to enable practitioners to make better architectural design
decisions. The study was conducted by doing a multivocal literature review to
extract component models from which architectural design patterns were derived.
The connection to, and impact of, these patterns on the quality attributes of the
system were then evaluated by interviewing experts. The result of this study is a set
of 14 patterns, and the evaluated impact they have on the quality attributes of the
system. These findings allow practitioners to choose design patterns based on the
sought qualities for their system, making their architectural design decisions better.

Keywords: Software engineering, ML-enabled systems, software architecture, com-
ponent models, design patterns, quality attributes.
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1

Introduction

Artificial Intelligence (AI) has recently really stepped into the limelight. With this
increase in popularity, more and more software systems include AI components, of-
ten based on Machine Learning (ML). ML code is only a fraction of the whole ML
system compared to the large and complex infrastructure that supports it [1], which
is why they introduce many unique architectural challenges when implemented into
a software system. These challenges originate from aspects like the prominence of
data handling and processing, drift, and an extended set of relevant quality at-
tributes for ML systems, including model accuracy and data quality [2]. Further,
developing ML models is often experimental and iterative, and ML systems them-
selves are often very rigid [3], clashing with the common agile way of working for
the rest of the software system. Therefore, more modularity and evolvability for
these types of systems are needed to increase development speed. Despite ML being
a popular research topic, researching architecture of ML-enabled systems is often
neglected. This means that many challenges still exist with no clear answer to them
2], [4], [5], even though some of these concerns have been around for a very long time
[6]. Some of the most important challenges yet to be solved include a lack of archi-
tecture frameworks, processes, and evolution strategies for developing ML-enabled
systems [4].

A step in the right direction could be to use component models as a more promi-
nent tool for designing ML-enabled systems. A component model is a high-level
description of how components of a system interact and can be efficiently used to
visualise the large-scale architecture of software systems [7]. However, architect-
ing ML-enabled systems by using component models does not directly solve many
problems. If you do not know the consequences of your actions when designing the
system with a component model, you may still face the same problems as those who
do not use them. The key here is what Bass et al. write in their book “Software
Architecture in Practice” [8]:

“If we know that certain kinds of architectural decisions lead to certain
quality attributes in a system, then we can make those decisions and
rightly expect to be rewarded with the associated quality attributes.”

To evaluate the architectural decisions made in the component models of ML-enabled
systems, we will look into the architectural design patterns of them. A design pattern
is a general solution to a reoccurring problem in software [9] and can describe both
higher-level architecture and organization of code as well as lower-level design and
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implementation details [10]. In other words, all design patterns must solve some
reoccurring problem. Architectural design patterns are design patterns within the
software architecture design, and are therefore the subset of design patterns that
are of most interest in this work. Henceforth in this thesis, the term pattern will
be used interchangeably with architectural design pattern, while a general design
pattern will always be referred to as design pattern.

1.1 Purpose

Discovering and defining architectural design patterns found in component mod-
els will enable higher levels of maintainability since it allows for documentation of
them [11]. However, the main purpose of this thesis is to provide an impact analysis
of patterns found in component models in terms of how they affect the quality at-
tributes of the system, to allow practitioners to create better ML-enabled systems,
faster. By connecting patterns that are used in component models with quality
attribute impact, one can use those patterns when building a system and expect
the associated quality attribute benefits [8]. This will make building ML-enabled
systems faster, easier, and with less risk, since you can draw conclusions about the
qualities of the system before it is implemented.

A secondary purpose is to create a base for further studies in the area of qualitative
impact of patterns on the architecture of ML-enabled systems.

1.2 Research Questions

To fulfill the purpose of this thesis we will need to answer these three Research

Questions (RQs).

RQ1: What common patterns can be derived from existing component models of
ML-enabled software systems in literature?

RQ2: What quality attributes are associated with the identified patterns?

RQ3: What impact do the patterns of the component models have on the quality
attributes associated with them?

To answer RQ1, a literature review will have to be conducted. To the best of our
knowledge, no one has done a literature review to find component models of ML-
enabled systems, or otherwise analysed component models of ML-enabled systems on
a large scale before. There have been a few literature reviews on design patterns for
Al-based systems, as will be described in section 3.2, but none about architectural
design patterns that can be found in component models.

Similarly, based on our findings, no one has evaluated the usage of ML-related
architectural design patterns on the quality of systems (i.e. using quality attributes),
or in other ways looked at design patterns as a way to help build the architecture
of ML-enabled systems. Answering RQ2 and RQ3 will therefore help with the
architectural challenges of building ML-enabled systems.
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1.3 Scope

The vast interest in ML-enabled systems [12] makes it infeasible, and way out of
scope for this thesis, to find all common patterns from all component models of ML-
enabled software systems. The aim of RQ1 is to get an understanding of the current
state of research and practice when it comes to the usage of component models,
and the patterns within them, for ML-enabled software systems. Answering it will
provide insight into how the architectures of these systems are currently designed —
what reoccurring problems that exist have general solutions that can be expressed
as patterns in component models. Therefore, the answer to RQ1 will not contain
every pattern to exist in any component model. The added benefit of going from
deriving a snapshot of component model patterns to an exhaustive list of them is
questionable since new component models with potentially new patterns are being
created for ML-enabled systems as you are reading this, meaning that the fact that
it is exhaustive loses its meaning immediately.

Now that we have established that an exhaustive search for component models and
patterns is not the aim of RQ1, nor within the scope of this thesis, it is still important
to highlight that it is crucial to have as large of a sample of component models as
possible to extract patterns from. This is because a larger amount of component
models give more opportunities to derive common patterns from them. Too few, and
you may run into problems with generalisability, as well as issues of evaluating if a
pattern is a common solution to a reoccurring problem or just an implementation-
specific solution. For these reasons, we will consider as many component models
as we believe we have time for during this thesis. However, we will only consider
component models in the form of figures. A component model may not necessarily
be presented visually, but will in most cases take an unnecessary amount of time to
identify and comprehend otherwise.

For the purposes of this thesis, we will only consider a pattern as such if it can be
found in at least two component models. This may reduce the number of patterns
found but will ensure that the patterns are reoccurring — a prerequisite for it to be
a pattern in the first place. Furthermore, this will save time that would otherwise
have been spent trying to draw the line on what exactly is a reoccurring problem or
just an implementation-specific solution.
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Background

This chapter will introduce as well as define important concepts that are relevant for
the rest of the thesis. Doing so will motivate some higher-level decisions that were
made: Which type of systematic literature review is selected for this study, which
definition of grey literature, and which quality model is used. The chapter concludes
by concretising exactly what is meant by a component model in this thesis.

2.1 Literature Reviews

Conducting a Systematic Literature Review (SLR) is a technique commonly used
for attempting to find all information about a certain topic [13]. The way SLRs
are performed makes them fair and of high scientific value, in large part because
they are transparent and reproducible, with as little bias as possible. A set of well-
established guidelines exist for performing SLRs in software engineering, created by
Kitchenham et al. [13].

Similar to these are Multivocal Literature Reviews (MLRs), a type of SLR where
grey literature is included along with white literature, which gives the benefits of
including sources of both researchers and practitioners [14]. In a quickly growing
area of research, including grey literature in a review can be very beneficial [15], [16].
It also has the advantage of bringing research and practice closer together, especially
important in areas with lots of practitioner interest or lack of corroboration between
research and practice. Garousi et al. have created a set of guidelines for conducting
MLRs in software engineering which can be used as variation points to Kitchenham
et al’s guidelines for conducting SLRs [14]. In these guidelines, a list of seven
questions is presented. If at least one of these questions is answered with “yes” it
indicates that grey literature should be included in the literature review.

The selected type of literature review for this study is an MLR, because of the
benefits listed above. This field is rapidly growing [12] and with a lot of practitioner
interest. Furthermore, three of the seven questions mentioned earlier for determining
the inclusion of grey literature by Garousi et al. [14] were answered “yes”. Similar
research, which will be presented in section 3.2, has included grey literature to great
success, which further highlights the value including grey literature can bring.
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2.2 Grey Literature

Defining what Grey Literature (GL) is, is not trivial. The most widely accepted
definition of grey literature is, or at least was, the Luxembourg definition [17],
[18]. Since then, an updated Prague definition has been established that adjusts the
definition in regards to publishing on the internet [18]. Both these definitions can be
seen in Table 2.1, showing how the Prague definition adds intellectual property and
quality constraints to the Luxembourg definition. In their guidelines for conducting
MLRs in software engineering, Garousi et al. also highlight the existence of multiple
definitions of GL [14] and imply to use an adapted version of a model by Adams
et al. [19]. Adams et al’s model is built on tiers of outlet control and credibility.
However, Kitchenham et al. point out that these tiered models are “largely defined
by example, which is a weak method of definition” [20], to which we agree. They
instead suggest using the Prague definition for defining GL because it imposes GL to
be collected and preserved, making the systematic review reproducible. Furthermore,
they address that Kitchenham et al’s guidelines for conducting systematic reviews
[13] do not rule out GL conforming to the Prague definition, making Garousi et al.’s
guidelines for conducting MLRs mostly obsolete.

Luxembourg definition

Prague definition

“information produced on all levels of
government, academia, business and in-
dustry in electronic and print formats
not controlled by commercial publish-
ing, i.e. where publishing is not the pri-
mary activity of the producing body.”

“Grey literature stands for manifold
document types produced on all levels
of government, academics, business and
industry in print and electronic formats
that are protected by intellectual prop-
erty rights, of sufficient quality to be

collected and preserved by library hold-
ings or institutional repositories, but
not controlled by commercial publishers
i.e. where publishing is not the primary
activity of the producing body.”

Table 2.1: The Luxembourg and Prague definitions of GL [18], [20].

The problem with using the Prague definition is that it, of course, will leave out
many potentially valuable sources because they do not conform to it. This goes
against the purpose of our literature review, to determine which patterns are used
in existing component models identified in literature, which is best solved by looking
at both research and practice. The point of including grey literature to begin with
is to get a snapshot of practitioners’ use of component models. Therefore, we will
sacrifice complete reproducibility for a definition of GL that makes more sense for
the purpose of the literature review.

Henceforth in this thesis, GL will use the following definition, given by Garousi et
al. in a more recent publication [21]:

Grey literature in SE can be defined is [sic] any material about SE that
s not formally peer-reviewed nor formally published.
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This means that for example blogs may be used as grey literature sources or other
sources with lower credibility. In our case, this is deemed acceptable. Each source
must not have very high credibility since the patterns extracted will not be directly
from an individual source, but rather from the component models within multiple
sources. Therefore, the credibility of the sources will have a negligible effect on the
quality of the answers to the research questions.

2.3 Quality Model

As we strive to create high-quality software systems “comprehensive specification
and evaluation of the quality of software [...] is a key factor” [22]. Therefore, in
1991 the International Standards for Organisation (ISO) set a standard, ISO9126,
for Software engineering product quality which since has been revised several times.
The newest version (ISO25010:2023) [22] defines a quality model containing different
quality characteristics to clearly outline where software systems can falter in quality.
As quality attribute and quality characteristics are synonyms [23] we chose to use
Quality Attribute (QA), even if ISO uses quality characteristics, since we feel it is
a more commonly used term.

Since machine learning systems are uncertain systems that rely heavily on data,
the quality of such systems cannot be exhaustively characterised by existing quality
models for traditional software [24]. Therefore, ISO published ISO25059 [25], a new
quality model for Al systems, which includes more of the AI/ML specific quality
attributes needed to evaluate AI/ML-enabled systems. This model also removes
some of the quality attributes of ISO25010 even though they could be useful for some
systems. For this reason, Indykov et al. have done a systematic literature review to
find which quality attributes are mentioned in literature about ML-enabled systems,
and based on the results created their own quality model [24]. This quality model
can be seen in Figure 2.1.

{ Proposed J
Quality model
| | | | |

[ FS‘:‘?SI‘;‘)I"E” E%S":?:nm; A':(?udrglq{ ] [ Usability J [ Reliability } [ Security ] Eﬂalnta\nab\ht}.} [ Portability J [Explalnahlhty Fairness ] [Data quahty}
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=
=
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Figure 2.1: The quality model proposed in Indykov et. al’s [24] literature review.

As this model is constructed from what qualities are discussed in literature, one could
conclude that this model could also be missing some quality attributes. Indykov et
al. have seen this flaw as well and compared their model to the ISO25059 and

7
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[SO25010 to see if they contain something that is missing in their model, which can
be seen in Table 2.2.

Proposed Quality | ISO 25059 ISO 25010 (for
Model (for AI systems) general software)
Func. Suitability Func. Correctness Func. Suitability
Resource Efficiency | - Perf. Efficiency
Usability User Controlability Usability
Reliability Robustness Reliability
Security - Security
Maintainability Intervenability Maintainability
Portability Functional Adaptability | Portability
Explainability Transparency -

Model Accuracy - -

Fairness Ethical -

Data Quality - -

- - Compatibility

Table 2.2: Comparison of quality models, taken from Indykov et al. [24].

Since the model proposed by Indykov et al. contains all the quality attributes from
[SO25059 and most from ISO25010, it is the model we have selected to use. We
will, however, add compatibility to it since it could be a useful quality attribute and
is included in the standard for general software. Even though compatibility might
not have appeared when conducting the systematic literature review by Indykov et
al., it does not mean that patterns do not impact that quality attribute. Therefore,
it is valuable to include it in the quality model used in this work.

2.3.1 Quality Attribute Definitions

Knowing which quality attributes are used is one thing, knowing what they represent
is another. Different people can interpret the QAs in different ways, which is why
it is important to have a clear definition for them so that everyone is on the same
page. Table 2.3 shows all quality attributes included in the quality model that is
used in this thesis, together with their definitions. The definitions are taken from
Indykov et al. [24] which, in a nutshell, are summarised versions of the definitions
from the standards. This is with the exception of compatibility, which is taken from
ISO 25010.

2.3.2 Functional Suitability Relevancy

The quality attribute functional suitability is directly tied to the functional require-
ments of the system. Even though it is a very important quality attribute, it cannot
be taken into account in this work, since when studying the connection of general
patterns to general quality changes, the implementation-specific quality changes will
not translate to other systems by default. Functional suitability is still a part of

8



2. Background

Quality Attribute \

Definition

Functional Suitability

The degree to which a system provides functions that
meet stated and implied needs.

Resource Efficiency

The degree to which a system fulfils a given functionality
within an existing amount of hardware capacities.

Usability The degree to which a system can be used by end users
to achieve specified goals.

Reliability The degree to which a system performs specified functions
under specified conditions.

Security The degree to which a system protects information and
data.

Maintainability The degree to which a system can be modified and sup-
ported by developers and maintainers to achieve specified
goals.

Portability The degree of effectiveness with which a system can be
transferred from one hardware or software basis to an-
other.

Explainability The degree to which the behavior of the ML model and

its output can be explained to humans.

Model Accuracy

The degree to which an ML model performs and analyzes
the contextual environment.

Fairness

The degree to which a system can detect and prevent an
algorithmic bias created by the ML model.

Data Quality

The degree of integrity, reliability, and sufficiency of data
for model training, testing, and validation, and reliability
of the related data sources.

Compatibility

The degree to which the system exchanges information;
perform its required functions, while sharing the same
hardware or software environment.

Table 2.3: Table of the quality attribute definitions from the quality model used

in this study.
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the quality model used, but will therefore not be a part of the answers to RQ2 and
RQ3.

2.4 Component Models

According to the United States Department of Defense “A Component Model de-
scribes the hierarchy of functional components, their responsibilities, static rela-
tionships, and the way components collaborate to deliver required functionality”
in software [7]. A component model is something unique to a system since it de-
picts how the specific components of that system interact, and thus cannot be used
directly for other systems.

In the Unified Modeling Language (UML), component diagrams are a similar concept
to component models. However, in contrast to them, component models can be
illustrated more freely and on different levels of abstraction. In fact, component
models do not have a standard, which may be one of the main reasons “component
models” are not a widely used concept in software development. As a consequence
of having no standard, component models can be depicted in an indeterminable
number of ways. They can even be non-visual, for example in the form of tables
or written in plain text; as long as they describe the hierarchy of components, etc.,
as [7] puts it, they can be classified as component models as well. This is a problem,
since in a systematic literature review for finding component models, where you
cannot be precise in describing what you are searching for, you lose some of its
academic value because of reproducibility issues.

To combat this issue, two restrictions are added. First, while a component model
may be non-visual, for the rest of this thesis only visual component models (in the
form of figures) will be considered. This idea was first presented in section 1.3 and,
as discussed there, will not only help with reproducibility, but it will also save great
amounts of time during the literature review process. Second, while the United
States Department of Defense’s definition of a component model is solid, it can
also be overwhelming. For the literature review, the definition was simplified to
“A component model describes the relationship between architectural components”.
This simplification does not take anything away from the previous definition, since
a relationship between architectural components implies collaboration.
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Related Work

This chapter will present related research in three main areas: Architecture of ML-
enabled systems, design patterns, and quality attributes and their connection to
design patterns.

3.1 Software Architecture of ML-Enabled Systems

As software systems became larger and more complex, the need for good structure
when designing software arose [26]. To fulfill this need Perry and Wolf published the
first paper on software architecture in 1995, accurately named “Foundations for the
Study of Software Architecture” [27]. This opened up the field of software architec-
ture and allowed others to continue the work within the field to, for example, analyse
common architectural styles [28], a precursor to architectural patterns. When the
internet was introduced and systems became more connected, a new focus on the
systems’ non-functional qualities and how to achieve them arose [29].

Now, when more software systems start to integrate ML, we will need to reconsider
how important data and algorithms are [30] since they are fundamental building
blocks of ML-based systems [4], [31] but “don’t appear prominently in software
architecture literature” [30]. Therefore, there is a need for new techniques and ar-
chitectures to be found as the old techniques do not take these factors into account.
To do this, we can take a look at the relevant non-functional qualities (quality at-
tributes) for ML-enabled systems (section 2.3) compared to regular software systems
because the first step in finding good architectural tactics is to know what they need
to focus on.

3.2 Architectural Design Patterns

Design patterns is not a new area of research in software engineering. On the
contrary, it is a very well-researched area [32], with many systematic literature
reviews on the subject. Within Al specifically, design patterns for responsible Al
(i.e. the ability of AI to behave ethically and responsibly) [33], and multi-agent
systems (i.e. a subfield of Al involving the interaction of intelligent agents) have
been researched [34].

As the name implies, architectural design patterns are a subset of all design patterns
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that specifically solve architectural problems. There have been studies on architec-
tural design patterns within more niche areas of software engineering like Internet
of Things [35] and microservices [36], [37]. However, as far as we know, only two
systematic reviews that include architectural design patterns for AI or ML have
been conducted, which will be summarised in the following paragraphs.

As recently as a few years ago at the time of writing this, Washizaki et al. conducted
a multivocal literature review for finding patterns for ML architecture and design,
which they claimed was the first of its kind [38]. In total, they found 33 patterns and
anti-patterns, though only two of them are described in detail. Later, Washizaki et
al. continued the work on these patterns and narrowed them down to 15, removing
those that were vaguely defined or had questionable usefulness [39]. The identified
patterns are either very high-level architectural patterns, such as “Distinguish Busi-
ness Logic from ML Models”, or more design-oriented, and therefore not about the
high-level architecture.

In 2023, Heiland et al. conducted an MLR with a similar purpose — identifying
design patterns for Al systems [40]. They identified 70 patterns, 36 of which they
classified as “traditional patterns”, i.e. patterns that can be found in non-Al con-
texts but have been adapted to an Al context. The 34 other patterns were new. All
patterns were categorised into different groups, for example, deployment, implemen-
tation, or security and safety. The category with the most patterns was architecture
with 25, which the authors say adds to the current understanding of the importance
of architecture and its reuse. It is not always clear if these architectural design
patterns (or any of the other patterns) are for Al or ML only, or applicable for both.

3.3 Quality Attributes’ Connection to Design
Patterns

It is established that using design patterns correctly makes the software better [11],
[41]. Better programs mean an increase in quality that can be measured via quality
attributes. It is therefore not unreasonable to assume that patterns have a direct
impact on the quality attributes for a given system. This line of reasoning is not
something new [41], many previous studies have tried to find the connection between
design patterns and QAs [11], [37], [39], [42], [43].

However, evaluating quality attributes’ connection to patterns is a hard task, as
stated by Mayvan et al. in a systematic mapping study on design patterns [32]. The
authors found that evaluating QAs has been performed either through quantitative
code metrics or through expert opinion.

Wedyan and Abufakher report results that are often inconclusive or contradicting in
their SLR on the impact of design patterns on software quality, though with an indi-
cation that design patterns are a net positive for quality [11]. Maintainability is the
QA that is evaluated the most, though not many agreements can be made whether
or not certain patterns positively or negatively affect it. They state that a possible
reason for this is the fact that there are lots of confounding factors outside of the
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pattern itself, e.g., programming language, program size, and quality of documen-
tation. Results do agree on the importance of the aforementioned documentation,
though — documenting design pattern instances greatly increases maintainability.

Some studies have, despite its challenges, attempted to answer the question of QAs’
connection to design patterns. A study on microservice patterns found a different
distribution for which quality attributes were associated with the microservice pat-
terns compared to what Wedyan and Abufakher found [42]. Here, availability was
the most common QA the patterns were associated with, which, given the area of
research, is perhaps not surprising. Their method for identifying the QAs each ar-
chitectural pattern addresses was to read literature connected to it in-depth. They
also discussed the topic with experts and practitioners. Another paper used hy-
pothesis testing to conclude which kinds of patterns impact software quality more
positively than others [43]. To find which QAs were influenced by design patterns,
they listed all QAs and used “exploration” as a means to find which were impacted
by the design patterns. The only hypothesis (out of three) that was statistically sig-
nificant was that structural design patterns impact software quality more positively
than creational ones. A third paper, this time written by Valdivia et al., conducted
a multivocal literature review to find patterns in microservices, which they then
identified connections to quality attributes by reading the sources describing the
patterns! [37]. If this did not provide enough information, they consulted another
researcher to get someone else’s opinion. These studies show that answering how
the qualities of a system are connected to design patterns is viable.

Valdivia et al’s study ([37]) is coincidentally very related to this study because of the many
similarities between this study and theirs. The two main differences are that this research is
on ML-enabled systems instead of microservices, and the added impact evaluation of the quality
attributes (RQ3) in this study, which was not included in Valdivia et al’s study.
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Methodology

The study was conducted using the design science research methodology, following
Knauss’ guidelines [44]. This is an advantageous way of working for this study.
However, some deviations were made due to the nature of the thesis’s goals. Below is
an explanation of how design science was applied, together with the aforementioned
deviations and the motivations behind them.

In design science, an artefact is developed. In this study, the artefact was defined
to be the list of patterns that can be found in component models together with how
they affect quality attributes. Building such an artefact will fulfil the purpose of
this thesis. The artefact can be effectively used by practitioners to build component
models that when implemented will make the system attain wanted qualities. For
example, if the requirements for a system state the importance of maintainability,
using patterns from the artefact that increase maintainability will be advantageous.
Likewise, patterns that decrease certain quality attributes can be avoided if reaching
some high level of these QAs is necessary for the system according to its require-
ments.

The three stated research questions do not perfectly follow the regulative cycle,
where one is related to the problem, one is about the potential solutions, and one
on how good the potential solutions are to the problem [44]. RQ1 does not answer
the whole problem, i.e. the problem about constructing better architecture for ML-
enabled software systems, since that would be an immense task, way out of scope
for this thesis. However, it does relate to the problem that no one knows how to
maximise the utilisation of component models as a tool for building MIL-enabled
systems. In this work, patterns are seen as a means to understand component
models, and thereby also the architecture of ML-enabled systems, better. Therefore,
RQ1 is still very much related to the problem, though it does not follow the usual
format for design science research questions, which is answering what problems exist.
As for the other RQs, RQ2 is about the potential solutions since its answer will give
insight into how the patterns can be used to maximise the utilisation of component
models to create better architecture for ML-enabled systems, and similarly, RQ3
does evaluate the potential solutions.

As per Knauss’ guidelines [44], the whole process was divided into three cycles.
These cycles are recommended to be regulative, meaning that the problem, solution,
and evaluation are iteratively examined, where you focus on one RQ in each cycle
but go back and forth between all of them to work towards all research questions
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in all cycles. However, only the last two cycles were regulative. Because of the
nature of RQ1, not being about what problems exist, it is rather seen as a stepping-
stone to build RQ2 and RQ3, the potential solutions and their evaluation, on top
of it. Moreover, because a systematic literature review was used to answer RQ1, it
makes most sense to finish the literature review before starting RQ2 and RQ3, since
changing the literature review because of progress in RQ2 or RQ3 will introduce
threats to the validity of the review. Therefore, the first cycle focused purely on
RQ1.

The rest of this chapter is divided as follows. First, how the multivocal literature
review was conducted to find component models of ML-enabled systems. Second,
how the patterns were extracted from the component models found in the literature
review. These sections together describe how RQ1 was answered. Finally, how
interviews were planned, conducted, and extracted on data to answer RQ2 and

RQ3.

4.1 Multivocal Literature Review

A multivocal literature review was conducted to systematically elicit data used to
answer RQ1. We followed guidelines by Garousi et al. for conducting MLRs in soft-
ware engineering [14]. As suggested in these guidelines, Kitchenham and Charters’
guidelines for conducting SLRs in software engineering [13] were used, but with the
former as variation points.

For the MLR, a review protocol was developed and tested with a pilot search. The
review protocol that was developed can be seen in appendix C. The rest of this
section will go into detail about how the pilot search was performed and the lessons
learned from it, before the final review protocol is presented. Finally, the search
process with how the sources were filtered in different phases will be described.

4.1.1 Pilot Search

Piloting a research protocol is essential to, for example, refine the study selection
criteria or data extraction strategies [13]. In our case, it was also a critical step
in perfecting the search strings and determining which databases for searching grey
literature would be the most valuable.

The pilot search was performed by searching a given database and applying the
review protocol to the first ten search results. Afterwards, it was discussed if the
extracted data fit the expectations of the authors and if the selection criteria or
search strings could be improved. This strategy was performed at least once for
every database, but often more than once, for example when different search strings
were tried. The measure for how successful the search was, was determined by the
number of sources that fit our defined selection criteria (see section 4.1.3), which, in
essence, equals the number of unique component models that were extracted.

Originally, the Google search engine was planned to be included as a grey literature
database, along with Google Image search and Google Patents. However, the pilot
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search clearly established that it was redundant since the results were subsumed by
Google Image search.

Many different search strings for grey literature were piloted. For Google Image
search, an important consideration that must be taken into account is the limit
of 32 words for a single query. However, this did not matter since having a too
complex string seemed to dilute the results anyway. After trying different strings, it
became clear that small variations of the search string yielded similar search results.
Therefore, a short and simple search string for Google Image search was decided to
be optimal.

4.1.2 Search Strategy

The search was performed in four databases for white and two for grey literature. For
white literature, the databases IEEE Xplore Digital Library, Wiley Online Library,
ACM Digital Library, and SpringerLink were used. These were selected to get a
wide coverage of literature within the software engineering field. Grey literature
was searched through the Google Images search engine as well as Google Patents.

The search strings were derived by assembling a list of synonyms and similar phrases
to “component model” and “machine learning” respectively. The Software Engineer-
ing Body of Knowledge (SWEBOK) [10] was used to aid in the former.

For white literature, the search string was the following:

("component model*" OR "architectural description languagex"

OR "component diagram*" OR "class responsibility collaboratorx*" OR
"structure chart*" OR "component based design*")

AND

("ml-system" OR "ml-enabled system" OR "machine learning" OR

"deep learning" OR '"reinforcement learning" OR

"unsupervised learning" OR "supervised learning" OR '"neural network")
AND

NOT "artificial intelligence"

The wildcard operator, marked by asterisks, specifies any number of unknown char-
acters, which in this case is used to include inflections of some of the terms. This
was deemed not needed for the machine learning terms.

There has been a huge rise in interest in artificial intelligence within the last decade,
seen not least by the number of published publications on the matter [12]. Machine
learning is a form of AI, which means that ML has followed a similar trend. To
remove the most obsolete machine learning systems, all searches were filtered from
2014-2024. This should give good chances that the source is still relevant, even in
this rapidly growing field.

A side effect of the trend on Al is that a large part of the research is not relevant
when looking for machine learning systems only. Papers about artificial intelligence
tend to be too broad even though they might include machine learning as well. For
these reasons, papers that contained “artificial intelligence” were excluded. After
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the removal of “artificial intelligence”, the amount of search results was roughly
halved. Since the amount of sources before this was very high, this was a way to
make the study feasible within the given time frame.

Since Wiley and SpringerLink are both databases that are not computer science-
specific, the pilot search showed a lot of sources focused on how to apply machine
learning in different fields. Due to this both of these databases were filtered on the
area of computer science.

The search string for Google Images had to be modified since there is a limit of 32
words for a query. Different search strings were tested to find the one that gave the
most promising results after a pilot search was performed, see section 4.1.1. The
selected search string for Google Images was the following:

"machine learning" AND ("component model" OR "component diagram")

The thought behind it is that Google’s algorithms will take into account synonyms
and similar phrases automatically, resulting in a simple string for optimal results.

What was not known at the time of searching, is that Google Search and Google
Image Search do not support parentheses in queries. This means that the de facto
search string for Google Images was:

"machine learning" AND "component model" OR "component diagram"

While this oversight certainly may have decreased the quality of the search string,
it will not have affected the outcomes of the literature review significantly. Some
sources that only include “component diagram” and not “machine learning” may
have been evaluated, however, these would not have passed the study selection
criteria. This problem will be further discussed in section 6.5.1.1.

When searching grey literature in Google Images, a private browsing mode was
utilised. This is because Google tailors the search results depending on your earlier
activity [45]. A private browsing mode prevents this since it has no earlier activity
to go off of [46].

Finally, the following string was used for Google Patents:

("ml-system" OR "ml-enabled system" OR "machine learning" OR

"deep learning" OR "reinforcement learning" OR

"unsupervised learning" OR "supervised learning" OR '"neural network")
AND

NOT "artificial intelligence"

From piloting this search string and comparing it with the one used for white liter-
ature it was deemed that the former had higher potential. A theory for the reason
behind this is that patents about machine learning very often already include archi-
tecture in the form of component models, making that part of the string unnecessary
to include, to the point where it dilutes the search results.
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4.1.3 Study Selection Criteria and Procedures

The following four inclusion criteria were applied, where each one had to be true for
a source to be included:

o The system the source mentions is a software system. (1)
o The system the source mentions is a machine learning system. (2)
o The focus of the source is on the system itself. (3)

o The source contains one or more figures showing the relationship between
architectural components. (4)

For the focus of the source to be on the system itself (inclusion criteria 3), either
the whole source must revolve around a single system or the source must describe
the system with great nuance. This is to not include sources that contain an ML-
enabled system but only as a small part of the source and therefore does not take
the time to explain it fully, or uses it only as a small example of something larger.

The exclusion criteria partially differed between white and grey literature because of
their nature, though the first three are common between them. For white literature’s
exclusion criteria, the following were applied, where the source was excluded if it
fulfilled any of the following;:

e The source was not written in English.

o The source was a duplicate.

o The source was published before 2014.

o The source was not available in full text.

o The source was not a single chapter or paper.
For grey literature, the following were applied:

o The source was not written in English.

o The source was a duplicate.

o The source was published before 2014.

o The source was video or audio.

e The source contained component models or equivalent only as an example of
what they are or how they are used.

The stopping criteria for grey literature was selected to be effort-bound to 100
sources for each database. One hundred was arbitrarily chosen and puts a lot of
faith in Google’s search ranking' to give the most relevant results first. However, the
alternative stopping criteria, as suggested by [14], were judged as infeasible: Going
through over 100,000 results is unreasonable, thereby excluding evidence exhaustion,

Thttps://www.google.com /search /how-search-works/ranking-results/
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and there is no guarantee that theoretical saturation can be reached, that is, there
might be thousands of component models if you search long enough.

The criteria were applied in the following procedures. Each source was assessed by
one of the authors. If some criteria was difficult to assess it would be discussed with
the other author. If disagreements arose, a third opinion would be sought.

4.1.4 Data Extraction Strategy

All identified figures of component models would be copied and saved with an iden-
tification number that traces back to the source and put into a data extraction
form. In this form, personal notes were written which included a summary of the
component model. This meant that only one of the authors had to read the source
thoroughly (thoroughly enough to understand the component model) while the other
author could later quickly read the summary to familiarise oneself with the source
without having to spend much time on it. Columns were added for additional infor-
mation about the system, like the type of machine learning that was present (e.g.,
reinforcement learning, neural networks, deep learning). Each component model
was also categorised into which type of system it depicts: Either a whole system, a
part of a system, or a pipeline.

4.1.5 Literature Review Process

The search for white and grey literature was done on the 1%% of February 2024.
All sources were listed in a document with titles and links so that sources that
appeared multiple times could be removed. Out of 562 white literature sources, 8
were duplicates (and were removed from one of the databases it was included in
arbitrarily). Further, 7 white literature sources were not available in full text and 9
were not a single chapter or paper and were therefore not considered because of the
exclusion criteria.

The distribution of all (non-duplicate) sources can be seen in Figure 4.1. The two
grey literature databases (indicated by grey slices) make up roughly one fourth of
all sources, or 26.6%.

The study selection criteria were applied in two phases. In the first phase, exclusion
criteria would be checked, since they do not require much effort and therefore could
be applied in a quite short time frame. Then, inclusion criteria 4 would be applied,
because, similar to the exclusion criteria, it could be done in a quick manner and
without having to understand the source. After this first phase, 80 sources were
still in consideration. In the second phase, the rest of the inclusion criteria were
checked (criteria 1, 2, and 3). To do this, one could not only look at the figures
anymore — more of the source had to be read and understood. Figure text, data
commentary, abstract, and sometimes more of the source were read to gain insight
whether it fulfilled the rest of the inclusion criteria. If doubts arose, it would be
immediately discussed with the other author to minimise the risk of excluding a
source that fulfilled the inclusion criteria. After all study selection criteria had been
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Figure 4.1: Pie chart showing the distribution of all sources in the six different
databases searched. Green slices refer to white literature databases while grey slices
refer to grey literature.

applied there were 49 sources left, from which an equal number of component models
could be extracted.

The distribution for these 49 sources can be seen in Figure 4.2. Looking at the green
slices, they do not tell us much other than some databases had more component
models (IEEE and Wiley) than others (ACM and SpringerLink) relative to the
number of sources that appeared in the search, comparing with Figure 4.1. What
is perhaps more interesting is that the share of grey literature sources went from
26.6%, before the selection criteria had been applied, to 36.7% after. This increase
is quite large, and almost all of it is from Google Images. This could be a sign of
the value grey literature can bring to a literature review in software engineering —
at least in this context. It also suggests that it could have been worthwhile to go
through more grey literature sources than the 100 that were considered. Section
6.5.1.1 will further discuss this matter.

A summary of the number of sources for each database after each filtering step in
the literature review process can be seen in Table 4.1. Out of the total 754 unique
sources of white and grey literature, 49 component models were extracted, giving a
source inclusion rate of about 6.5%.
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Figure 4.2: Pie chart showing the distribution of the sources that fulfilled all
selection criteria for the six different databases searched. Green slices refer to white
literature databases while grey slices refer to grey literature.
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Step Nt N NN N

Initial search 183 | 82 | 266 | 31 562 || 100 | 100 || 762
Without duplicates | 181 79 263 | 31 554 || 100 | 100 || 754
First phase 9 9 26 3 47 21 12 80
Second phase 7 8 13 3 31 11 7 49

Table 4.1: The amount of sources from each database after each step in the liter-
ature review process.
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4.2 Pattern Extraction

When the final set of component models had been compiled the extraction of pat-
terns from them could begin. At this point, a good understanding of the component
models had been attained thanks to the filled-in summary in the data extraction
form, which sped up the pattern extraction process significantly. The pattern ex-
traction process was done in an iterative manner where each component model was
looked at many times in total to minimise the risk of missing patterns. Each com-
ponent model was printed on a piece of paper to make cooperation easier and so
that notes could more easily be made, and then sorted into three piles for bet-
ter organization, one for each type of system (whole system, part of system, and
pipeline).

[teratively, each component model would be looked at by both authors to find sim-
ilarities between them. These similarities, or aspects of the component models that
could be similar between component models, were noted down and circled on the
printed-out component models. A few examples of how this was done can be seen
in Figure 4.3, which shows how circles, arrows, and other notes could effectively be
used to aid in this matter. All similarities were also inputted into a document to
maintain organisation. However, it is worth emphasising that at this point, it was
not patterns that were extracted, only high-level similarities between component
models were documented. The plan was to then later break down these similarities
into patterns with distinct definitions. A few examples of these similarities that were
noted down at this point were circular improvement (when there was a loop in, e.g.,
training or runtime of the model), orchestrator (a common component name across
multiple component models), and running multiple models (when the component
model contained multiple ML-models). Each component model was looked at at
least once after every new found similarity.

After no more similarities could be found, the previous literature reviews on ML
or Al architectural design patterns were examined, i.e. the ones by Washizaki et
al. [39] and Heiland et al. [40]. Up to this point, while these sources had been
read, the patterns themselves had not been looked at to reduce bias. This was done
to see if their identified patterns could be found in the component models, which,
indeed, some could. Furthermore, some of the identified similarities that had been
noted were found to be established patterns with an already given name, problem,
and solution. This resulted in some extracted patterns being already established
patterns, while some were, as far as we know, new and coined by the authors.

At this point, the found similarities were looked at one at a time to distil them into
patterns with distinct definitions and problems it solves. If some similarity did not
solve a distinct problem it was removed. For instance, when all component mod-
els that had circular improvement were looked at simultaneously, it became clear
that there were three kinds of circular improvement present: Training, system, and
runtime evaluation and improvement. Training evaluation and improvement was
not considered a pattern since it is a fundamental aspect of ML-enabled systems
and does therefore not solve a distinct problem. The other two were considered as
patterns since they solved a distinct problem. For the already established patterns,
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Figure 4.3: Some examples of the notes that were made on the component models.
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the problems a pattern solves can be directly found through the related literature,
e.g., Heiland et al’s MLR [40]. Sometimes, the pattern can be connected to quality
attribute impact already from the given problems it solves. For the new patterns,
though, the problems a pattern solves have to be constructed by the authors. This
was done by delving into the design decisions of the component models that con-
tained the pattern by reading the sources. In the end, a total of 14 patterns were
found in the component models. Which patterns were found in which component
models can be seen in appendix B.

Recall that this study only considers patterns that appear in at least two component
models, as described in section 1.3. This pattern extraction strategy will not be
exhaustive, since there might be patterns that only occur once, patterns that were
simply not found, and even patterns that did not occur in the set of component
models found in the MLR. But as mentioned, the goal of this thesis is to find patterns
used in ML-enabled systems and evaluate them based on quality attributes, and thus
finding a set of patterns that is not exhaustive is acceptable since the goal is the
evaluation of used patterns, not the list of patterns itself.

4.3 Interviews

As section 3.3 highlighted, evaluating the impact design patterns have on quality
attributes is difficult, but possible. The selected evaluation methodology was expert
opinion, one of if not the best for this task [32].

More specifically, semi-structured interviews were planned and conducted to elicit
data that could be used to answer RQ2 as well as RQ3. This method was selected
partially because when asking experts on pattern and quality attribute impact,
they can simultaneously give input on the pattern connection, thereby giving data
to answer both RQ2 and RQ3.

Semi-structured interviews give the right balance between freedom and structure
when it comes to the questions asked, and let the interviewees think freely about
what QAs stick out the most to them, as well as how large of an impact and the
reasons why. Structured interviews could be problematic, at least if specifically
asking about all QAs for a given pattern since the order or the QAs as well as their
(somewhat large) count could introduce biases.

During the planning and conducting of the interviews, Hove and Anda’s recommen-
dations for semi-structured interviews in empirical software engineering research [47]
were taken into consideration. These recommendations were also followed regarding
what to report from the interviews.

4.3.1 Planning the Interviews

Interviewees were recruited via email. The staff of the Data Science and Al depart-
ment (DSAI), as well as the staff of Interaction Design and Software Engineering
(IDSE) within the area of Al Engineering, were asked to participate, both at the joint
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Computer Science and Engineering department at Chalmers University of Technol-
ogy and Gothenburg University. These were selected because they are, as far as we
know, the only experts on Al or ML in academia within a close enough proximity
for us to have a physical interview with. The emails contained an overview of the
research topic to explain the purpose of the interview and were formulated in an
attempt to interest as many applicable interviewee candidates as possible.

An attempt to reach out to practitioners of ML-enabled systems within industry
was also made, namely to AI Sweden?. However, due to a lack of replies from them
and time constraints on us, this idea unfortunately had to be abandoned.

Out of the 65 asked from DSAI and 15 from IDSE, 7 and 4 respectively agreed.
Unfortunately, one person from IDSE fell sick without the possibility of rescheduling
within our time frame, giving a total of ten interviews.

4.3.1.1 Interview Script

To help in conducting the interviews, an interview script was made which was fol-
lowed during the interviews. The full script can be seen in appendix D, but a
summary of it is provided below.

As [47] suggested, the interviews were opened with an explanation of the inter-
view’s purpose and assurance that what they say is anonymous. Interviewees were
encouraged to speak their minds since there were no right and wrong answers.

1. Provide some general information, including an introduction to the thesis and
why their input is needed for the study.

If the interviewee had no questions after the general information, this is where
we would ask for permission to start the audio recording.

2. Ask them to briefly share their experience with ML and ML-enabled systems.

3. Show the quality model (Figure 4.5) and ask if they have any questions re-
garding it.

4. Show a pattern.
(a) Explain the definition of the pattern and an example of it in use.
(b) Ask them if they have seen or used something like this before.
(c¢) Ask which quality attributes they think the pattern affects and why.

For each quality attribute connection, let them rate on a scale, seen in
Figure 4.4, how big of a positive or negative impact the pattern will have
on the quality attribute.

5. If time is available, go back to step 4. Otherwise, end the interview by thanking
them for their participation.

’https://www.ai.se/sv
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Unsure
Strong Negative Small Small Positive Strong
negative impact negative |mpacl positive impact positive
impact impact impact impact

Figure 4.4: The scale that was provided during the interviews for the interviewee
to rate the QA impact on a given pattern, ranging from a strong negative impact
to a strong positive one.

4.3.1.2 Pilot Interview

To test our guidelines and practice our interviewing technique we held a pilot
interview with a student from the Data Science and AI master program with a
background in software engineering. During this interview, we realised that if not
prompted otherwise, the interviewee may go too in-depth on the quality attributes
and try to find things to say about all of them, which is not the goal of the interviews.
While you can try to find something to say about every quality attribute, since the
goal is to find the bigger impacts — since these impacts will be the most useful
as results — to make time more effective, we, therefore, learned that we needed to
explicitly say to the interviewees that they do not have to go through all QAs.

4.3.2 Conducting the Interviews

A few days before each interview, an email was sent to the interviewee containing
the quality model, with a request for them to prepare for the interview by looking
at it so that they would be prepared on which quality attributes appear in it. The
image that was sent can be seen in Figure 4.5.

Before each interview, a set of patterns were selected for the interview. For the
first interviews, simpler patterns were chosen to allow for more focus on conducting
the interviews and to build confidence in interviewing. For later interviews, the
patterns that had been talked about the least so far in the interviews were chosen.
There was one exception to this, which was the system architecture patterns and
system evaluation and improvement. Since these patterns are more within the field of
software architecture than machine learning, it was chosen to not show these patterns
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Figure 4.5: The format of our quality model that was used for the interviews.

to the interviewees from DSAI since they are not within that field of expertise.
Table 4.2 shows the experts, labelled from E1 to E10, which department they were
from, as well as which patterns were discussed in their interview.

Interviews were held in the nicest rooms bookable by the authors near the intervie-
wee’s office, except three interviews. For two of them, the interviewee offered to meet
at their office, and one had to be conducted online. While meeting physically was
preferred, not least because it enables more direct conversation, an online interview
was better than no interview.

The Google Recorder app was used to get auto transcription, which saved a lot of
time. However, each transcription was later manually cleaned and verified since there
were always some miss-transcribed words that occurred in the auto transcription.
This approach could not be used effectively for the interview conducted online.
Instead, this one was transcribed by hand.

The interviews were planned to take roughly half an hour. This amount of time let
us get through two to five patterns, with an average of 3.4 patterns per interview.
An attempt was made to evenly go through the 14 patterns.

Both authors were present during the interviews. One had the role of script reader —
the one who was holding the interview. The other author took notes and handled
the audio recording, but still asked follow-up questions if relevant. This is with the
exception of one interview, where one of the authors was unavailable.

4.3.3 Interview Data Extraction

To extract the data from the interviews we went through the transcriptions of the
audio recordings to summarise the main talking points and their associated impact
ratings for each pattern and quality attribute combination. This is an interpretive
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El1|E2 | E3|E4 | E5| E6 | E7|ES8|E9 | EL
Ensemble learning ° °

Parallel independent models | e ° °
Sequentially dependant models ° ° °
Situation-based model selection | e ° °

Data transformation ° °

Feature extraction ° ° °

Post processing

Prediction cache ° °

Multi-layer pattern . °
Orchestrator

Server-side ML model ° °

Expert validation | e ° °

Runtime eval. and improvement °
System eval. and improvement ° °

DSAI | o . ° ° ° ° °
IDSE ° ° °

Table 4.2: The ten experts, labelled from E1 to E10, and the patterns that were
discussed with them, together with their division.

content analysis methodology [48] where the focus does not solely lie on what the
interviewees said, but also what they implied. A more rigorous methodology, such
as a thematic analysis [49], could have been better suited if the amount of data
collected for each pattern was larger.

This was then cross-referenced with the notes taken during the interview so that
they matched and no impacts were missed. During this step, the data was also
filtered to remove implementation-specific impacts, second-order impacts, and to
move misplaced impacts due to misinterpretation of the quality attributes.

The motivation is the most important aspect of the interview data since the impact
on the quality attribute is based on it. Therefore, ratings without a motivation
were removed from the data because the reader must be able to see how the pattern
impacts the quality attribute. Motivations without a rating were not removed,
however, since the readers can assess the impact on the quality attribute themselves,
and removal would obscure important information from the readers.

The motivations were then compared and, if deemed to be the same, combined. The
individual ratings and the experts who highlighted the impact were documented and
will be presented along the motivation itself.
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Results

The results of the multivocal literature review — the 49 component models — can
be found in appendix A or seen in a publicly made repository'. The rest of this
section will detail the results of the study in the following way: First, the patterns
that were extracted from the component models. Second, the association to, and
impact of, the patterns on the quality attributes, as said by experts in interviews.

5.1 The Patterns

From the component models produced by the MLR, a total of 14 patterns were
found. These can be seen in Table 5.1 together with how often each pattern occurred
in the 49 component models. To better comprehend and present the patterns, they
have been grouped into four overarching categories depending on common aspects
between the patterns: Multiple model patterns, Data handling patterns, System
architecture patterns, and Validation patterns.

Occurrences | Pattern

Data transformation

Ensemble learning

Expert validation

Feature extraction

Multi-layer pattern

Orchestrator

Parallel independent models

Post processing

Prediction cache

Runtime evaluation and improvement
Sequentially dependant models
Server-side ML model
Situation-based model selection
System evaluation and improvement

W N T =N Tt ot ot w Otco

Table 5.1: The found patterns and the number of times they appeared in the
extracted component models.

thttps://github.com/The-Impact-of-Design-Patterns-on-Quality-Attributes-in-ML-Enabled-
Systems/Component-Models
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5. Results

The rest of this section will detail the patterns. Each pattern is defined clearly
and concisely, to make the pattern easy to understand and use. Each pattern has
also been analysed to find the problem(s) that it aims to fix, an example from the
extracted component models and, if relevant, background information of the pattern.

5.1.1 Multiple Model Patterns

These patterns concern how a system can utilise multiple models in different ways
to achieve different goals. What is common between all patterns in this category is
that, as the name suggests, the system contains at least two ML models.

5.1.1.1 Ensemble Learning

Definition: A system running multiple models, combining them into one prediction.
This can either be done by multiple models running on the same data, different parts
of the same data, or in sequence.

Problem it solves: Having multiple models can allow the models to look at the
same problem from different angles, allowing the system to get a more holistic view
before coming to a conclusion.

Background: Ensemble learning is an established technique for combining the
output of multiple models to increase model accuracy and resilience [50]. There are
three different, main approaches on how to do ensemble learning [51]:

» Bagging — fitting many decision trees on different samples of the same dataset
and averaging the predictions.

o Stacking — fitting many different model types on the same data and using
another model to learn how to best combine the predictions.

o Boosting — adding ensemble members sequentially that correct the predictions
made by prior models and output a weighted average of the predictions.

We chose to keep these as one pattern since they all solve the same problem, just in
a slightly different manner.

Example: Figure 5.1 depicts a system trying to find Botnet domain names [52].
Botnet domains have names either of random characters or random words. The
system looks for these features in parallel and then combines the answers from the
two models to give a prediction if it is a botnet domain.

5.1.1.2 Parallel Independent Models

Definition: Running multiple independent models on the same input data to find
different characteristics using different specialised models to get different outputs.

Problem it solves: When doing complex analysis on the input data it can be hard
to get the model to differentiate between different types of information within the
data. Therefore, running multiple models specialised in finding their niche character-
istics within the data can allow the system to more reliably find these characteristics.
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Combine

Botnet Mormal
domain names domain names

Figure 5.1: Example of the Ensemble pattern taken from [52] with the pattern
circled in red.

Background: This pattern is known as Microservice horizontal pattern in the work
by Heiland et al. [40]. The name was changed in this work to reduce confusion and
widen its scope. Differentiating between “horizontal” and “vertical” can be confusing
(e.g., the authors of this thesis associate horizontal with sequential and vertical with
parallel), which is one of two issues with the original name. The second issue is that
to achieve the benefits of using this pattern you do not have to use microservices,
which is why that word was removed in this work. Usage of this pattern means
that the models are independent as well, which is yet another change from [40]
which states you can “acquire multiple predictions, or an integrated prediction”.
In our work, we separate parallel independent predictions from parallel combined
predictions (where the integrated prediction depends on multiple models), which is
instead classified as ensemble learning.

Example: When doing image processing, finding and differentiating between differ-
ent types of objects can be tricky for an ML model. Therefore, it could be easier and
more reliable to have multiple models searching for different things. An example of
this can be seen in the top left of Figure 5.2, where the image processing searches
for traffic lights, lanes, and obstacles independently on the same input image.

5.1.1.3 Sequentially Dependant Models

Definition: Running multiple ML models in sequence, each with the distinct re-
sponsibility of solving a smaller step in the process of solving a greater problem.

Problem it solves: Some problems are complex enough that a single model could
have a hard time finding the right conclusion to the problem. One way to solve
that is to break the problem down into smaller, more manageable steps that build
upon each other. In ML-enabled systems utilising this technique, multiple models
are employed sequentially that build upon the output from the previous one. The
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Figure 5.2: Example of the Parallel independent models pattern taken from [53]
with three separate instances of the pattern circled in red.

final model in this chain then makes the final prediction, based on the work of the
feeder models, which is the sought answer to the greater problem.

Background: This pattern is known as Microservice vertical pattern in the work by
Heiland et al. [40]. For the same reasons as Parallel independent models in section
5.1.1.2, this pattern was renamed and clarified.

Example: An example of this can be seen in Figure 5.3, where they extract a face
from an image and then, after some data processing to find the gender, input the
face into an age detection ML model to retrieve the age of the person.
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Classifier for female ot

Figure 5.3: Example of the Sequentially dependant models pattern taken from
[54], with the machine learning models circled in red.
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5.1.1.4 Situation-Based Model Selection

Definition: When the system has multiple models to choose from and picks one of
them to use based on the situation.

Problem it solves: The models can be tailored to a specific situation or state so
that they can perform their task better since there are known variables that do not
need to be incorporated in the ML model.

Background: This pattern can be seen as a special case of the strategy pattern [55]
since the models are interchangeable and can be changed at runtime. The big
difference between them is that this pattern is not a general pattern, as the strategy
pattern is, but rather an ML-specific pattern with a more specialised goal.

Example: As seen in Figure 5.4, the “Scenarios Manager” has nine different models
for different scenarios or states that a car can be in, with tailored models for each
state to predict the optimal trajectory.
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Figure 5.4: Example of the Situation-based model selection pattern taken from
[53], with the pattern circled in red.

5.1.2 Data Handling Patterns

These patterns concern how input and output data is handled. This could be how
data is used or handled before going into the ML model or concern what happens
to the data the model outputs.

5.1.2.1 Data Transformation

Definition: Data is transformed through a series of procedures, which produce
incremental results to transform the data into the sought type of input for the
model.

Problem it solves: The raw data might not be in the correct format for the ML
model and needs to be broken down or changed so it fits the model. Heiland et al.
also describe how the pattern can improve the flexibility of the system [40].
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Background: This pattern is known as pipes and filters in the work by Heiland
et al. [40]. But, as we believe this name does not convey the goal of the pattern
very well, we have decided to change it and believe the name data transformation
describes it better.

Example: As seen in Figure 5.5, the input, in this case pictures of blood vessels,
are taken and filtered in different steps. The transformation is first to find the blood
vessels, and then extract the parts of the blood vessel that might be an aneurysm,
which is done via image processing and not ML.
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Figure 5.5: Example of the Data transformation pattern taken from [56] with the
pattern circled in red.

5.1.2.2 Feature Extraction

Definition: When the input for the model first goes through a component that
extracts a set of features within the data instead of using the raw data as input for
the model.

Problem it solves: A model running on a dataset with large entries can become
very complex, and running it on features in the data allows it to be of a more
manageable size. This also allows pieces of the data to be hidden from the model,
if they are deemed unimportant or of negative impact.

Background: Feature extraction is a well-established technique within machine
learning [57] for decreasing the size of the feature space without losing information
about the original feature space [58].

Example: In Figure 5.6 we can see a system that takes in domain names and
extracts two sets of different features that it runs through the models. In this case,
it is two different models and their output is combined, but it could be any type of
ML model and all features can be input for the same model.
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Figure 5.6: Example of the Feature extraction pattern taken from [52] with the
pattern circled in red.

5.1.2.3 Post Processing

Definition: If the output of the model is not in the format wanted by the system,
it is fed into a component that processes the model output to the desired format for
the system.

Problem it solves: The output from the model is in the wrong format, or some
information or features need to be reconstructed since they can be lost in the model.

Example: Figure 5.7 shows an example of post processing from a Bose Inc. patent.
After the ML component has filtered out background noise from a microphone input,
a component is used to reconstruct the sound of the person speaking into the micro-
phone. Thanks to the reconstruction component the background noise is removed
but the sound of the speaker can be preserved.

Noise Reduction Enaine 101

Filtered

Input Input Signal 104 Signal 106

Digital Filter 105 Machine Learning
Channel 102 igital Filter 105

Engine 110

Intermediate
Output 112

Feature

Reconstruction
Component 114

De-noised Estimate of
Signal of Interest 116

Figure 5.7: Example of the Post processing pattern taken from [59] with the
pattern circled in red.
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5.1.2.4 Prediction Cache

Definition: The input and/or prediction is saved so that it can later be queried to
see if it is unique.

Problem it solves: If the input to the model can be repeated multiple times the
corresponding output can be stored, meaning the model does not have to make
duplicate predictions. This strategy can also be used in real-time data fetching
systems to remove duplicate predictions which can help prevent unnecessary output
overload.

Background: This pattern is taken from Heiland et al’s work [40]. In their work,
a similar pattern called Data cache is also presented. While prediction cache in
Heilands et al’s work is specific to predictions and data cache is more towards
preprocessing of data, here they are merged since there is no significant architectural
difference between the two.

Example: In Figure 5.8 we can see an example of the prediction cache pattern. This
system takes real-time news and Twitter info and boils that info down to a simpler
version. Since multiple sources can talk about the same event there is a component
at the end that saves each prediction, in this case, an event representation. These
are then checked if any of the ones made before are close enough that they represent
the same event to make sure the event feed is not flooded each time an event occurs.
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Figure 5.8: Example of the Prediction cache pattern taken from [60] with the
pattern circled in red.
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5.1.3 System Architecture Patterns

These patterns concern how components are structured on a high level and how
they communicate with each other. These patterns do not concern the specifics of
the models themselves. It should however be highlighted that since these patterns
were found in ML-enabled systems, they are suitable for this type of system even if
they do not concern the model-specifics.

5.1.3.1 Multi-Layer Pattern

Definition: The system is divided into different layers which have clearly defined
purposes where each layer communicates only with its closest neighbours.

Problem it solves: To separate the system into layers helps in creating separation
of concern as well as low coupling, high cohesion which are two well-known software
design principles [61].

Background: This pattern is taken from Heiland et al’s work [40], where it is de-
scribed as a traditional pattern (i.e. a pattern that appears outside AI/ML contexts)
that was mentioned in a large number of sources describing Al or ML design patterns.
This pattern is also known as Separation of Concerns or Multi- Tiered Architecture
[40]. The definition in this work has been refined and broadened compared to the
problem and solution given by Heiland et al., where each layer should have different
levels of abstraction (which here is changed to purposes) and only communicates to
its closest neighbour (which here is changed to neighbours, in plural).

Example: In Figure 5.9, we see an example of a system employing the multi-layer
pattern. This system has two separate paths, one for Twitter and one for news feeds
where it looks for new events. The information from these is passed through a series
of layers that first detect events, secondly filter the events (only for Twitter), then
find the information about the event that the system wants, and finally look for
uniqueness before publishing to the event feed.

1 Paws Bvent Extraction Fipeine

Event Detection Event Argument Extraction

Figure 5.9: Example of the Multi-layer pattern, taken from [62].
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5.1.3.2 Orchestrator

Definition: A central component that handles and initiates communication be-
tween the machine learning-related components, including but not limited to, data
handling, training, evaluation, and prediction requests.

Problem it solves: Since ML-enabled systems can contain quite a lot of different
components and have to handle large amounts of data, it can be beneficial to have
a central component that handles the coordination between all the components so
that they can be dedicated to solving their task.

Background: This pattern is similar to the mediator pattern in the work by Hei-
land et al. [40]. But in contrast to the mediator pattern, the orchestrator is the
initiator of the contact with the components while in the mediator pattern the com-
ponents communicate with each other through a mediator. The problem they solve
is therefore different, meaning they should be separate patterns.

Example: As seen in Figure 5.10, the orchestrator connects all the components. It
will manage the different models that the model builder will create with the data
supplied by the orchestrator, as well as evaluation, supplying models to the server,
etc.
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Figure 5.10: Example of the Orchestrator pattern taken from [63], where the
orchestrator itself can be seen roughly in the middle.
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5.1.3.3 Server-Side ML Model

Definition: One component has the role of server and allows components or sub-
systems to take the role of client, initiating a connection with the server to obtain
a prediction from its model.

Problem it solves: If an ML component is used from multiple components or
sub-systems, this pattern allows the system to have the model in one place instead
of scattered around the system.

Background: This pattern is known as Client-Server pattern in Heiland et al’s
work [40]. The new name, Server-side ML model, more clearly describes what the
pattern represents, emphasising that it is in fact the ML model that is on a server,
centralising it for an arbitrary number of clients to use.

Example: In Figure 5.11, an example of the pattern can be seen where the sub-
system at the bottom of the figure acts as a server and provides its machine learning
service to the client at the top.
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Figure 5.11: Example of the Server-side ML model pattern taken from [64].
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5.1.4 Validation Patterns

These patterns concern validation within the systems in some way, either by eval-
uating an ML model directly or an application within a larger system. By having
some form of validation in these ways, an improvement to key aspects of the system
is intended.

5.1.4.1 Expert Validation

Definition: A system where a human domain expert validates a critical step to
ensure it fulfils certain criteria.

Problem it solves: Since the output of an ML model is a prediction and not the
truth, it can never be trusted as such. This means some systems with low margins
for error, such as safety-critical systems, can have issues with making sure the model
makes the right decision every time. To combat this, some systems have an expert
validate a critical step of the process to make sure it works as intended.

Example: An example of the expert validation pattern can be seen in Figure 5.12, a
simple component model depicting ensemble learning with expert validation. Here,
the expert validates the consensus checking between the models.

]
Al system Non-Al
component

approve/override s

decisions

Al component

Al model p .

Consensus
Al model EEE.CE

Al model 4

il

review

O

\ Operator J

Figure 5.12: Example of the Expert validation pattern taken from [65] with the
pattern circled in red.

5.1.4.2 Runtime Evaluation and Improvement

Definition: A system that monitors and evaluates the ML model during deploy-
ment, and makes improvements to it either by retraining, tweaking the model, or
creating a new model with some changes.
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Problem it solves: As a machine learning model is only as good as its training
data, a model will perform at its best just after training. The longer after the training
time goes, the more the environment might change compared to the training data
the model trained on and make the predictions less accurate. This problem is known
as model drift and can be solved by updating the model during deployment to make
sure it follows the changes of what it is supposed to predict.

Example: In Figure 5.13 we see an example of the runtime evaluation and improve-
ment pattern from the Amazon Web Services documentation. As seen, a model is
trained and deployed, and then it is monitored and adjusted, either by tuning it or
by going back to adjust the training data.
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Artifacts o
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Model Drift / Active Learning Manager
Fee(ﬂ)ack Loop

] Performance

Feedback Loop

[9]
CE S 0ol
------------ Model
Store Artifacts (Data, Code, Model) Scheduler

Figure 5.13: Example of the Runtime evaluation and improvement pattern taken
from [66] with the pattern circled in red.

5.1.4.3 System Evaluation and Improvement

Definition: A system that is monitored by an ML model to evaluate the system
itself and to make iterative changes to the system based on the feedback from the
model.

Problem it solves: Every system is surrounded by an environment. If this en-
vironment changes, it could bring problems to the system. To combat this, the
system can be continuously evaluated by an ML model that can catch changes in
the environment and/or faults in the system instead of them impacting the system
negatively.

Example: In Figure 5.14, an example of the system evaluation and improvement
pattern can be seen, where the evaluation of the larger system happens at the top
right. The middle layer decides the best adaptation to try and then implements
those changes before repeating the process.
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Figure 5.14: Example of the System evaluation and improvement pattern, taken
from [67].
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5.2 Quality Attribute Association and Impact

In this section, the results of the interviews are presented. Table 5.2 provides an
overview of the results, but more nuanced motivations are found in the following
sections. The table shows the association between patterns and quality attributes
as said by the interviewees, thereby answering RQ2. However, RQ3 is not answered
in the table since the extent of an impact for each association has to be read in the
sections below which detail the individual impacts and corresponding motivations.

Resource Efficiency

Usability
Reliability
Security
Maintainability
Portability
Explainability
Model Accuracy
Fairness

Data Quality
Compatibility

Pattern

Ensemble learning

Parallel independent models
Sequentially dependant models
Situation-based model selection

Data transformation
Feature extraction

Post processing
Prediction cache

Multi-layer pattern
Orchestrator

Server-side ML model

Expert validation

Runtime eval. and improvement
System eval. and improvement

i
“=

Positive impact Balanced positive and negative impact =+
Negative impact Impact is not unequivocal *

Table 5.2: Quality attributes associated with the patterns, answering RQ2, as
highlighted by the experts in the interviews.

Below are the motivations given by the interviewees for every impact. The impact
of each motivation will be indicated on the left side, the experts that gave that
motivation in the middle and the motivation itself on the right. The experts will be
sorted by their identifying number from Table 4.2, and their corresponding rating
displayed in the same order, as shown in the example below, where expert a gives
rating 2, expert b gives the span “1 to 2”7, and expert ¢ gives the motivation without

a rating.

2,1-2,7 Ea, Eb, Ec:  Here is a motivation why the pattern impact this quality
attribute.
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An important aspect to note is that since all systems are unique the applicability of
these results will vary depending on system, since not all patterns are suitable for
each system. This is especially important considering that the system’s requirements
will govern which patterns are used to a larger extent than the quality attributes that
are important to the system. These results are rather the quality attribute impact
one can in general expect if the pattern is implemented correctly in a suitable system.

5.2.1 Ensemble Learning

Resource efficiency:

2,2 E2, E5: Each model can be trained on a subset of the data. This
will speed up training, increasing the performance of the
system.

—1 E2: If the task is specialised, one specialised model will do

predicting more efficiently.

Reliability:
2,2-3,2 E2, E5 E7: Prediction is more trustworthy when done by multiple
models, since if one makes a bad prediction the others
can make sure the end result is correct.

Maintainability:
—1,—1,—1 E2, E5, E7: As more models are introduced into the system there
will be more maintenance needed.

Portability:

—1 ET: When using ensemble learning we are bound to using
models that support ensemble learning. Therefore, if
the system is to be ported there needs to be ensemble
learning supported models that support the new hard-
ware or software.

Model accuracy:
2,2, 2 E2, E5, E7: If the models are different but trained on the same data
we can get different nuances of the same info, and thus
get a more nuanced prediction.

Fairness:

1 ET: Different models provide different views on the same
problem, this will reduce the way biases propagate
throughout the system.

5.2.2 Parallel Independent Models

Resource efficiency:

—2 ET: Since we introduce more models that need to be run in
parallel there is an increase in the resources needed to
run the system.
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Reliability:

2,2 El, ET:

Maintainability:
3 E3:

-2 E3:

Portability:
-1 El:

Model accuracy:
2 ET:

2 E3:

Since the models are independent there is redundancy
in the system, meaning that if one model becomes un-
available it does so by itself and the other models can
continue operating as normal.

Locating faults is much easier with smaller, more spe-
cialised, models rather than one big model.

There are more models to maintain, and if we get new
data all the models need to be retrained.

To port a system using parallel independent models, all
the models would need to be compatible with the new
hardware or software.

More channels of analysis allow for more information to
be taken from the data.

Smaller, more specialised, models will allow each model
to be more accurate within its limited scope than a
larger, more general, model.

5.2.3 Sequentially Dependant Models

Reliability:
—2 E9:

Maintainability:

—1,—1,—1 E2, B4, E9:

Explainability:
1 E2:
—2 EA4:

Since the models are dependent on each other we have
multiple locations where a problem would stop the
whole system.

Since the models are dependent on each other we have
multiple locations where a problem would stop the
whole system.

If the outputs of each step are interpretable, the system
will be easier to understand.

It will become harder to mathematically explain where
within the input data the prediction comes from since
there will be more models and intermediary steps that
the input goes through.
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Model accuracy:

—1 E2: Letting the model decide the steps itself usually results

in better accuracy?.
Fairness:

—1 EA4: As the data is processed many times over it will become
more homogeneous, meaning that it will not represent
outliers as well.

Compatibility:
2 E2: Large models can be hard to get to interact with dif-

ferent software.Therefore, doing it in steps allows us to
more easily change the models to interact with other
software.

5.2.4 Situation-Based Model Selection

Eb: Highlighted that for this pattern to make sense the situa-
tion must be complex and require large amounts of data.
In other cases, a model that handles all situations would
probably be better overall.

Resource efficiency:
2 El: As each model only operates in a specific area it can be
smaller and require fewer resources to run.

2 Eb5: Each model requires only a subset of the data to train
on. This means training will be faster and less compu-
tationally expensive.

—1 E5: More models will require more training.
Usability:

2 ET: As we can choose different models for different scenarios
we can choose the model that best suits the needs of the
end user.

Maintainability:

2 E5: As the models are independent they can be worked on
independently.

1 El: As the functionality for different scenarios is divided be-

tween different models, locating the faults in the system
will be easier.

Model accuracy:
1-2, 2 El, E5: As each model operates with a smaller input range it can
be more specialised and its predictions simpler, provid-
ing more accurate predictions.

2The authors believe that this might be specific for larger models, detailed in section 6.4.

48



5. Results

Fairness:
1 E1l:

As each model operates within a known scenario it does
not have to be biased by factors that do not need to be
considered.

5.2.5 Data Transformation

Resource efficiency:
-2, =2 E4, E6:

2 EA4:
Security:

1-2 E6:
Maintainability:

—2 E6:
Portability:

—2to—1 E6:
Explainability:

—1 EA4:

Model accuracy:

2-3 E6:

1 E4:
Fairness:

—1 EA4:

As many steps transform the data, there will be a com-
putational overhead.

As the functionality for different scenarios is divided be-
tween different models, locating the faults in the system
will be easier.

When the data is processed in this way it will become
unrecognisable from its original state and thus more se-
cure.

As more steps in the processing of the data are added,
there will be more code to maintain.

As this could need more computational power, porting
it to a system requires the system to have higher per-
formance.

As the data is heavily processed it will be hard to trace
the origins of a prediction.

As this is often a part of complex tasks, it is sometimes
not even possible to get a functional model without this
type of processing.

When data is heavily processed it tends to be more ho-
mogeneous, meaning that the mean prediction is going
to be better.

As we heavily process the data it tends to go towards
the mean, meaning we will not represent outliers as well.

5.2.6 Feature Extraction

Resource efficiency:

? E3:

Adding an extra step in the system will add some com-
putational load.
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Reliability:

2 E3:

E3:

Security:

3,2 E3, E6:
Explainability:

3 E3:

—2to—1 E6:

Model accuracy:

2,1-2 E3, E6:

Fairness:
3 E3:

E3, E6:

Featurisation will allow the model to make better pre-
dictions outside of the range of the training data since
we are only looking at the relevant features.

Highlighted that improper featurisation will make the
model less reliable since it will not take all relevant fac-
tors into account.

When featurising the data we can remove sensitive parts
so that it becomes untraceable.

Since the score associated with a feature highlights its
importance to the model, it will become easier to assign
explanations for predictions.

Highlighted that improper featurisation will make the
model less reliable since it will not take all relevant fac-
tors into account.

When doing featurisation we allow the model to run
on only the relevant features, meaning the prediction
will only be based on the relevant features and thus be
better.

When doing featurisation, we can hide biases in the
data, allowing the model to be less biased.

Highlighted that improper featurisation could introduce
bias into the system, as it might remove a confounding
factor that would mitigate the bias.

5.2.7 Post Processing

Usability:
2 E10:
—2 E3:
Reliability:
? E10:
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The step of post processing is inherently done to make
the prediction from the model usable for the rest of the
system and by extension the end user.

In the process of doing post processing, data that could
be useful for users might inadvertently be hidden.

During post processing, the output can be sanity-
checked.
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Fairness:
1 E10: The classification thresholds can be changed in the post
processing based on demographic attributes.
Compatibility:
2 E10: Data can be post processed to be more usable by other

software.

5.2.8 Prediction Cache

Resource efficiency:

2, 2 E4, E6: When detecting duplicates the system does not have to
perform unnecessary calculations, saving resources.

Reliability:
—2to—1 E4: For output uniqueness control, there is a chance for sim-
ilar inputs to be classified as the same.
Security:
7,7 E4, E6: The data needs to be stored, bringing in security issues
such as physical intrusion and SQL injections.
Portability:
-1 E6: When porting this system the storage needs to be ported

as well, which could make it more challenging.

5.2.9 Multi-Layer Pattern

Maintainability:
2-3, 3 E7, E9: As the layers are separated they can be maintained in-
dependently.
Portability:
2-3 ET: As layers are easier to change, hardware-specific layers

can be swapped according to the present hardware.

5.2.10 Orchestrator

Resource efficiency:

3 ET: The orchestrator can prioritize resources and balance
loads in the runtime, which will improve the perfor-
mance of the system.

-1 ES: As each request has to go through the orchestrator and
be routed, there will be a communication overhead.
Reliability:
-2 ET: As all things connect to the orchestrator there is a single

point of failure, meaning that if the orchestrator has
problems the whole system will.
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Security:

2 ES:
Maintainability:
3,2 E7, ES:
2 ES:
Portability:

1-2 ES8:
Compatibility:

1 ES8:

The orchestrator allows layering between the model and
system, allowing for precautionary action and protec-
tion.

The orchestrator separates concerns and allows the sys-
tem to work with abstractions, meaning the underlying
specifics can be changed without the system needing to
change.

The orchestrator allows the models to be retrained more
easily and on demand.

Since the specifics of the model can more easily be
changed, we can change the model depending on the
available hardware.

As we decouple the model, we allow other software to
interact with abstractions, leading to easier communi-
cation.

5.2.11 Server-Side ML Model

Resource efficiency:

-1 E8:

Security:

1-2, 2 ES, E9:

? E9:
Maintainability:
2-3 ES8:
Portability:

2-3 ES8:
Compatibility:

1,2 E8, E9:

52

Decoupling a system often brings communication over-
head, slowing down the system slightly.

As we separate the model from the rest of the system
we can place protections around the model.

Communication with the server can be intercepted.

Separating the system and model allows the model to
be changed more easily.

When we can change the model more easily we can
choose a model that can run on the sought hardware.

Decoupling allows clients to interact with abstractions,
leading to easier communication.
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5.2.12 Expert Validation

Usability:
2 E5: Since these systems are often safety critical the expert
ensures the system is usable for an end user.
Reliability:
3 El: The expert can ensure that the output is correct, min-
imising incorrect predictions and increasing reliability.
Maintainability:
1-2 E5: Expert can easily find if the system does not work as
intended.
Fairness:
1 E5: The expert can sanity-check the outputs for bias.
-1 E5: The expert could introduce bias based on their previous
experiences.
-1 E5: A generative model could be more creative than the ex-

pert leading the expert to remove good answers, which
would bring bias into the system..

5.2.13 Runtime Evaluation and Improvement

Reliability:

3,3 E3, E10: The model will give the best results when the input data
is close to the training data. Therefore, constant mon-
itoring and improvement of the model will ensure it is
performing optimally even if the environment changes
and the input data starts to drift from the original train-
ing data.

Maintainability:
—2t0—1 E3: This type of system demands a good architecture since

it needs to be able to change models autonomously.

Data quality:

—1 E3: The newest data will always be the most valuable, but
there will never be much of it. Therefore, this type
of system might want to operate with that data which
could lead to using a small amount of data in the system.
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5.2.14 System Evaluation and Improvement

Resource efficiency:

2-3 ES8:
Reliability:

2-3 ES8:
Security:

2-3 ES8:
Maintainability:

-2 E9:
Compatibility:

-1 ES:

o4

As the system is monitored, decisions can be based on
resource availability. Therefore, this type of system
might want to operate with that data which could lead
to using a small amount of data in the system.

The system can adapt if the metrics chosen for evalu-
ation change, allowing the system to adapt to environ-
mental changes.

The system can detect intrusions, allowing for active
protection.

As the system changes, the evaluation technique might
need to do so as well.

When the system can autonomously change it becomes
harder for other software to rely on it. Since the system
changing could bring issues to the other software relying
on the system.
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Discussion

In this chapter, we discuss the results by comparing them with related work and
expand upon them. We also highlight some important aspects that might be of
relevance to the results. Finally, we will discuss the various threats to the validity
of the study, and how this research can be continued in the future.

6.1 Pattern Comparison

Between the now three literature reviews for finding patterns for Al or ML, only some
of them have appeared in more than one piece of work, which is not unsurprising
considering the difference in scope and search strategies between them. Not only
can the time difference between the literature reviews play an impact in this rapidly
evolving area of research, but also, this work only tries to identify patterns found in
component models, while Heiland et al. searched for Al patterns, not ML specifically.

Table 6.1 lists the 14 identified patterns in this work, the 15 identified by Washizaki
et al. [39], and the 25 architectural design patterns found by Heiland et al. [40],
comparing which ones were found by the different literature reviews. Equivalent or
similar patterns are placed on the same row. As you can see, there is zero overlap
between this study’s patterns and Washizaki et al’s. Many of the patterns in their
work, while still being general solutions to commonly occurring problems, can be
seen as principles rather than patterns and are therefore not easy to recognise or
visualise in component models, for example, Discard proof of concept code or Data
flows up, model flows down.
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This study Heiland et al. Washizaki et al.

Data transformation Pipes and filters
Ensemble learning
Expert validation
Feature extraction

Multi-layer pattern Multi-layer pattern
Orchestrator Mediator pattern

Parallel independent models Microservice horizontal pattern
Post processing

Prediction cache Data cache / Prediction cache
Runtime evaluation and improvement

Sequentially dependant models Microservice vertical pattern
Server-side ML model Client-server

Situation-based model selection
System evaluation and improvement
Al pipelines
Asynchronous pattern
Daisy architecture
Data lake Data lake
Data warehouse for ML
Distinguish business logic Distinguish business logic
from ML model from ML models

Fluid architecture
Functional-style architecture

Handshake
Kappa architecture Kappa architecture
Lambda architecture Lambda architecture for ML

Model-View-Controller (MVC)
Parameter-server abstraction
Proxy pattern

Synchronous pattern

Tar pit

Workflow pipeline

Data flows up, model flows down
Deployable canary model

Different workloads in

different computing environments
Discard proof of concept code
Encapsulate ML models within
rule-base safeguards

ML gateway routing architecture
ML versioning

Microservice architecture for ML
Parameter-server abstraction
Secure aggregation

Separation of concerns and
modularization of ML components

Table 6.1: Comparison of the overlap of patterns found in this work with the ones
found by Heiland et al. [40] and the ones by Washizaki et al. [39].
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6.2 Quality Attribute Impact Comparison

The results from the interviews, detailed in section 5.2, were insightful and provide
many points where a pattern impacts the quality attributes of the system. However,
because of the low number of interview time spent per pattern, the results may not
be exhaustive.

Before the interviews took place, the authors systematically assessed each pattern
and quality attribute combination to determine if they were connected inherently by
the pattern’s definition and the problem it solves. For example, it follows directly
from the definition of expert validation, presented in section 5.1.4.1, that it is done to
ensure the output of the system is correct, which falls under reliability. In this case,
the effect is positive, but negative effects were also considered. By going through
all combinations using this structured approach, a matrix was formed containing
positive, negative, both positive and negative, as well as no or unknown impact for
every combination of QA and pattern. Comparing this matrix with the results from
the interview in Table 5.2, we get some discussion points, which will be discussed in
this section.

These points are placed in the discussion as they are not a result, but rather some-
thing derived from the pattern definitions and the problems they solve, which are
based on the authors’ views. While some of these motivations are backed up by
sources, further research must be done to confirm or disprove the other connec-
tions. Practitioners may consider these points but make their own judgement of
their applicability to their system.

Each point below is marked with a minus (—) indicating that the connection is
thought to have a negative impact, or a plus (+) indicating that the connection is
thought to have a positive impact.

6.2.1 Ensemble Learning
Resource efficiency:

— To utilise ensemble learning there is a need to run multiple models, which
would increase the resources needed for the system to get a prediction com-
pared to running just one model.

6.2.2 Sequentially Dependant Models
Maintainability:

-+ Smaller more specialised models are easier to maintain than one large model.
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6.2.3 Situation-Based Model Selection
Reliability:

+ As each model predicts based on a known situation its input space will be
limited, meaning it will not have to worry about outliers in the same way that
a combined model would have to.

6.2.4 Feature Extraction

Resource efficiency:

+ Extracting features allows the feature space to be small while keeping the infor-
mation from the original feature space, which decreases the storage needed [58].

Maintainability:

+ Understanding the inner workings of the model will be easier when only work-
ing with the most relevant pieces of information.

6.2.5 Prediction Cache
Reliability:

— As the environment around a system changes the predictions could change as
well, therefore a correct prediction stored at one time in the database might
not be correct at a later date.

Maintainability:

— Adding a database to the system adds complexity to the system and another
component to maintain.

— There is a need for policies for how data is stored and removed [40].

6.2.6 Multi-Layer Pattern
Compatibility:

+ Separating software into layers means that it is easier to build different layers
with compatibility with other software in mind.

6.2.7 Server-Side ML Model
Reliability:

— Server-side MLL model means that there is one point of failure.
Security:

+ Having the ML model in one remote place increases the confidentiality of the
model.
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Maintainability:

+ Maintenance of the model can now be done in one place whereas before, each
instance of the model needed to be updated.

Portability:

+ If it is on a physical server this pattern enables you to detach the model from
the system. Thus, the model does not have to run on the device that the
system runs on, making the system more portable.

6.2.8 Expert Validation

Resource efficiency:

— The system would have to wait for human experts to interact with the system
and do the validation. This will slow the system down since the validation
will become a bottleneck and the system cannot run without the presence of
a human expert.

Security:

— This pattern relies on a source outside the system that needs to interact with
it, which could open up vulnerabilities that could be exploited.

6.2.9 Runtime Evaluation and Improvement
Resource efficiency:

— As we improve the model we will need to retrain it, which is a resource-intensive
process.

6.3 Quality Attribute Impact Trends

Looking at Figure 5.2 and the discussion points in section 6.2, there are some in-
teresting parallels we can see between the patterns. From the data, we can see
that all the patterns categorised as system architecture patterns increase main-
tainability and portability (and if you consider the authors’ discussion points, also
compatibility). This makes sense for patterns about structuring the overall system
architecture. They are concerned with how components interact within the system,
allowing components to be more independent and more easily changed, increasing
maintainability. This will in turn make portability increase since it will allow for
changing of components depending on hardware or software needs. Since the inter-
actions between components are also more clearly defined, interaction with other
software will be easier, increasing compatibility.

It also seems that having multiple smaller more specialised models can be a strategy
for increasing the system’s model accuracy and reliability — unless we are talking
about sequentially dependant models, which in contrast may decrease these quality
attributes.
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The experts agree that all validation patterns increase reliability, solidifying the
name and purpose of this categorisation. Validating the input, output, the model,
or even the system itself, seems to be a good way of increasing the reliability of the
system.

Almost every pattern affects resource efficiency, reliability, and maintainability of
the system in some way. If you want to increase data quality, though, then it seems
you have to look for other options since none of the patterns impact data quality
positively. The reason behind this could be that the data used for training the
model is usually gathered outside of the system the model is located in — at least in
the identified component models. Similarly, you may struggle to find patterns that
will distinctly increase the explainability of the system. You may have to do work
outside of the architecture of the system to find ways of increasing it.

Finally, only a few patterns are connected to the usability of the system. While the
impact they have are positive, often it is not a strong impact. Because usability is
connected to how the end-user perceives the system, which is more towards the user
interface and user experience, it is difficult to quantify based on system architecture
patterns. Therefore, usability is also a quality attribute that should be considered
outside of the patterns used to build the system.

6.4 Impact of Model Size

In statistics, using models that have too many parameters is not recommended since
it leads to overfitting and poor generalization [68]. But the current deep learning
practices involve a great number of parameters, sometimes more parameters than
data points. This is because of a phenomenon called benign overfitting [69] where
the model overcomes the overfitting and achieves better accuracy than at the lowest
point before the overfitting starts becoming a problem. It results in a so-called
double descent curve as can be seen by the example in Figure 6.1, showing that
the amount of errors decreases when you have a very large amount of parameters.
The phenomenon was brought to the authors’ attention by an interviewee when
discussing the impact of model size on model accuracy after the interview concluded.

Since many of the interviewees for this thesis are researchers within ML, there is
a chance some of their answers are based on this phenomenon, because research in
ML often include state-of-the-art models that are very large. But as the term ML-
enabled systems also encompass systems with smaller models, some of these answers
might not be relevant for those systems. It could even be the case that those answers
are misleading for systems with a smaller model size since implementing a model
with a larger set of parameters then could increase overfitting and result in worse
accuracy. This would mainly impact the model accuracy for the multiple model
patterns since they break apart a bigger model into smaller ones.
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Figure 6.1: An example of double descent curves taken from [68].

6.5 Threats to Validity

The threats to the validity of a study directly influence its trustworthiness. There-
fore, it is important to acknowledge where threats have been addressed, to strengthen
the validity of the study, and where threat mitigation has been lacking, to be trans-
parent on its weaknesses.

There are different approaches to categorise the threats to the validity of a study
that is suitable for different types of studies [70]. The two most commonly used ones
[71] are the one discussed by Runeson and Host in their guidelines for case study
research in software engineering [72], and the one discussed by Wohlin et al. in their
book “Experimentation in Software Engineering” [73]. Both of these use construct,
internal, and external validity. The former has an additional reliability while the
latter instead uses conclusion validity.

This study is constructed by first performing a multivocal literature review, followed
by pattern extraction, and finally interviews with domain experts. Thus, combining
different categorisations of threats to validity is suitable for this study [70]. For the
validity threats related to the literature review, i.e. the MLR performed to find
component models of ML-enabled systems, Ampatzoglou et al’s study “Identifying,
categorizing and mitigating threats to validity in software engineering secondary
studies” [71] will be used for threat categorisation and identification. Threats related
to the remainder of the study will use the categorisation that Wohlin et al. discuss

in [73].

The rest of the section is structured as follows: First, validity related to the per-
formed multivocal literature review will be presented. After that, construct, internal,
external, and conclusion validity related to the remainder of the study is discussed,
i.e. the pattern extraction, interviews, and the study as a whole. Finally, a comment
on the use of artificial intelligence as tools during the creation of this thesis.
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6.5.1 Literature Review Validity

Ampatzoglou et al. highlights common issues related to reporting threats to validity
in software engineering secondary studies [71]. One of these problems is that com-
monly reported threats are put in different validity categories, which the authors say
is because of confusion within the community. To help bring back certainty, they
propose a categorisation of threats related to secondary studies with an accompa-
nied checklist of threat identifications and mitigations, which is why this is used in
this study.

Below, study selection, data, and research validity threats related to the literature
review are discussed as proposed by Ampatzoglou et al. [71]. These categories
correspond to the planning phase, data extraction and analysis phase, and the overall
design of the research, respectively.

6.5.1.1 Study Selection Validity

This section highlight validity threats related to the planning phase of the MLR,
which includes the search process and filtering phases [71].

There is always a threat of not identifying all relevant studies when performing an
SLR. In our case, the conditions are a bit different, as described in section 1.3, as well
as the fact that identification of all grey literature sources is infeasible since there
is such a large amount of them. Therefore, all relevant studies cannot be identified.
However, we believe that an adequate number of them has been identified, both for
this study’s purposes and for potential further usage of the MLR.

We chose to not use meta databases, such as Google Scholar, since these databases
search the primary databases we searched, and papers within the field of software
engineering will most likely be published in one of the databases we searched. An-
other, more important, factor was that Google Scholar, which was the meta database
we planned on using initially, did not support complex search queries. This would
mean we would need to make multiple searches and manually apply the logical op-
erations. Furthermore, Google Scholar does not enable exporting of search result
and has good protection against web scraping, making this task infeasible.

Different variations of the search strings were piloted to ensure the ones used were
as good as possible. Despite this, an oversight was made regarding the Google
Image search string, thinking that parentheses were taken into account for queries
when they in fact are ignored. The consequence of this, semantically speaking, was
that some search results would contain “component diagram” without containing
“machine learning”, which means that this particular search would be less fruitful
than its potential since a smaller number of sources could be included because of
the study selection criteria. We say semantically because this was not something
that was noticed in the result of the search, even after the error was found. It is
believed by the authors that Google’s algorithms are good enough to show quite
relevant results despite this error. However, it is the case that the search string for
Google Images was not optimal.
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Interestingly, despite the suboptimal search string for Google Images, the amount
of component models that were extracted from the search results were quite high.
Comparing Figure 4.1 with Figure 4.2, we can see that Google Images had a large
share of included sources compared to examined sources. In fact, the data from
Table 4.1 shows that Google Images was the database with the highest individual
source inclusion rate of 11%, with the total inclusion rate was 6.5%. There are
two takeaways from this: First, this adds to the belief that Google’s algorithms for
ranking search results are quite good, with respect to the faulty logic of the used
query. Second, the value grey literature can bring to a systematic literature review
is evident.

In hindsight, the stopping criteria of 100 grey literature sources for Google Images
was not optimal, because of the value it brought per checked source. It would instead
have been optimal to keep going through results until you notice that the number
of included sources starts to decrease. For instance, you could stop the search after
30 sources have been excluded in a row. This is an interpretation of theoretical
saturation as described in Garousi et al’s MLR guidelines [14], which was believed
to not be suitable before the MLR was conducted. The overall effect this change
would have had on the results is questionable, though it is impossible to know for
sure. More patterns may have been found, but that does not take anything away
from the patterns that we ended up with.

Another threat regarding the search string was the removal of sources containing
“artificial intelligence”. One of the reasons for doing this was that the number of
sources was too big to be feasible for the given time frame since it would also snowball
and slow down the later stages of the study, and excluding “artificial intelligence”
removed roughly half of the sources. This did, however, mean that relevant sources
might have been removed since for example this thesis contains the term “artificial
intelligence” in its introduction, meaning it would not have appeared in the MLR
search. While having fewer relevant sources is not optimal, the goal for the literature
review was to find a collection of component models, and the authors believe that
the 49 component models found were an adequate amount.

Further actions to mitigate threats to study selection validity were taken. The
review protocol was reviewed by our supervisors before the MLR was started, which
of course also helps with data validity. Additionally, the search results have been
documented!. Two filtering phases were applied to effectivise work and help mitigate
biases when applying the study selection criteria.

6.5.1.2 Data Validity

Data validity threats are about the data extraction and analysis phases of a sec-
ondary study [71]. How these threats relate to the performed MLR is discussed in
this section.

Because the main data extracted was images of component models, the data ex-

thttps://github.com/The-Impact-of-Design-Patterns-on-Quality-Attributes-in-ML-Enabled-
Systems
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6. Discussion

traction process that was used was quite basic, meaning that most precautions to
mitigate data extraction bias [71] is not applicable. While only one researcher did
data extraction for a given source, the extracted component models were always
verified by the other author afterwards.

The main data extraction for this study was not during the MLR, but after, when
the component models had been extracted. Threats related to the pattern extraction
that happened after the MLR was performed are discussed in section 6.5.3.

6.5.1.3 Research Validity

Threats regarding the overall research design of the MLR fall under the category of
research validity [71] and will be discussed in this section.

Because of the selected definition of grey literature (section 2.2) and the way Google
ranks the results?, the MLR may not be repeatable in regards to the grey literature,
even when using the same search strings. Although the sources used are documented
you may get different results if you try to search again. This was a compensation
we were willing to make for the sake of our study; performing an MLR was deemed
the best way to answer our RQs.

The effect of this is that the results of the MLR — the list of component models
of ML-enabled systems — may not be generalisable, coupled with the fact that no
attempt was made to find all relevant primary sources. The reasons for the latter
have already been established. However, the MLR is still generalisable to an extent
and the component models could be used for further purposes, but the premises of
how they were found needs to be taken into account.

6.5.2 Construct Validity

Construct validity is concerned with to what extent the measurements are suitable
for the study and represents what is investigated [72], [73].

Evaluating design pattern impact on quality attributes is already established to be
a challenging task [11], [32], [40], and after having performed it in this study, we
would have to agree. The chosen methodology for the evaluation was expert opinion
in the form of interviews, which induces threats to construct validity.

One interviewee highlighted an issue with the scale that was used during the inter-
views, seen in Figure 4.4. They were confused by what exactly is meant by a negative
impact and would have rather expected two scales: Keep the one used but remove
the negative part of the scale and have one additional scale for how important a
quality attribute was, given a certain pattern. They argued that negative impacts
do not make sense and instead what we are looking for is more so how critical it is to
acknowledge and deal with. For example, they argued that reliability becomes more
important when using the sequentially dependant models pattern since a whole line
of ML models needs to be fault-tolerant and available. “More important” is neither
a positive nor negative impact here according to them, just something that you have

Zhttps://www.google.com/search /how-search-works /ranking-results/
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to consider more extensively when designing the system. While having such scales
could have been clearer and reduced confusion for some, the fact that it is two scales
could also make it more confusing for others. From the authors’ perspective, if an
aspect requires more thought, time, and resources, it implies that there is a negative
impact that needs to be mitigated. Since if a pattern is applied and this aspect is
not given the consideration needed, the quality of the system will decrease.

If it is the fact that you have to go out of your way to make sure that a system
implementing sequentially dependent models is reliable then its impact is negative.
It is difficult to know for certain which scales are best to use for evaluating pattern
impact, and whether or not the scale that was used measures the correct thing. Only
one interviewee had issues with the scale as far as we know, however, we did not ask
them about it. Which scale to use is a point that you have to carefully consider if
similar work is done in the future.

6.5.3 Internal Validity

Internal validity threats are threats caused by causal relationships [72], [73]. In the
case of our study, these threats can come about from subjectivity — even when an
attempt is made to be objective — since if something is not fully objective it will
always be prone to biases.

The pattern extraction process is the biggest threat to the internal validity of this
study. While finding common patterns may seem to not contain subjectivity or
biases at first glance, this is in fact not the case. The patterns are always created
from the authors’ interpretation of the component model, and even though this
process was done thoroughly and systematically, it will never be completely free of
subjectivity or biases. Actions to mitigate these threats were taken, e.g., the whole
pattern extraction and creation process was done by both authors. Unfortunately,
you can not get rid of, for example, anchoring bias in this way [74]. Furthermore,
when a pattern was not found in related work, but rather coined by the authors,
these are then formulated with unknown confounders that could affect the results.
The problems a pattern solves may not be precise since they are written from the
authors’ understanding of what problems a certain pattern solves.

In fact, this internal validity threat is the reason the patterns’ problems they solve
were never mentioned during the interview. Thus, the interviewee only had the
pattern name, definition, and an example to go on. Nevertheless, stating the reasons
why a pattern is useful is necessary, otherwise, it is hard to know when to use it.

However, an underlying threat to the internal validity also lies in the pattern ex-
amples we showed during the interviews. Existing component models were used to
highlight each pattern. Two exceptions were made for system evaluation and im-
provement and prediction cache since they had no corresponding clear component
models. The examples that were chosen could have induced biases since the inter-
viewees may have thought about the QA impact on the particular example system
rather than a general implementation in any system.

For each interview, the patterns that were discussed were hand-picked for that ex-
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pert. By tailoring the patterns to the expert in question, the thought was that
it enables more valuable data to be extracted from the discussions, given that the
person was more knowledgeable in the area that the pattern affects. For instance,
the system architecture patterns were only shown to the experts from IDSE that
will have a background in software engineering and be more familiar with software
architecture.

6.5.4 External Validity
External validity refers to the generalisability of the study’s findings [72], [73].

Because you could extract a component model from each system, even if not ex-
plicitly visualised, we could never achieve exhaustiveness in our literature review.
Exhaustiveness can also not be guaranteed for the pattern extraction, since there
could be patterns that were missed by the authors, notated in different ways, or just
appeared once in this specific collection of component models (and thus not being
considered a pattern in this study). However, as our study’s main aim is to pro-
vide practitioners with some common patterns that can help with improving certain
quality attributes when they are designing their ML-enabled system, this does not
diminish the value of the study. This also ties in with the exhaustiveness of the
connection and impact of patterns on the quality attributes, since if a practitioner
is looking for a pattern to increase a certain quality attribute, it will be a pattern
that heavily impacts the chosen quality attribute that will be chosen. Therefore,
there is a bigger emphasis on covering the larger impacts of the patterns. Here, we
are not looking for exhaustiveness either, as all patterns will in some way allow for
impacts on all quality attributes. But, as these impacts are dependent on the im-
plementation of the pattern we cannot say that these impacts are from the general
pattern but rather the specific implementation of the pattern, which is not of use
for the other practitioners. In conclusion, our study is not exhaustive in multiple
ways, but importantly, this does not take away anything from its generalisability.

What does affect the generalisability of this study is the number of interviews.
Because of a lack of responses from the people asked to participate in an interview,
together with a lack of time to find more suitable participants, only ten interviews
could be conducted. Since the purpose of this study is to provide practitioners
with patterns and their associated quality attribute impacts, it was decided that an
overview of the impact for all 14 patterns was more valuable than detailed impacts for
a subset of them. This meant that we only had data from two or three interviewees
per pattern. Of course, there are aspects of a pattern that may go unnoticed by two
or three people (even if they are experts). This is why a discussion of points the
experts may have missed is included in sections 6.2. However, from the data that
was gathered, there was often a consensus between interviewee motivations, and
seldom were they conflicting. Furthermore, since the most substantial data that
was gathered is qualitative (the motivations for why a pattern impacts a certain
quality attribute), there is still a lot of value despite having few interviewees. So,
while our results regarding pattern impact may not be exhaustive, it is still believed
to be very valuable when creating new ML-enabled systems because the results
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regarding reasons for a certain QA impact should still hold, thus making the results
generalisable.

6.5.5 Conclusion Validity

The biggest threat to conclusion validity, which is the degree to which the conclusions
reached are credible [73], is the fact that the authors of this study have limited
experience with Al and ML. While both authors have some interest and general
knowledge in Al and ML, it is more so the aspects regarding software architecture
and quality that they are most comfortable with. This is relevant to highlight
because of a point brought up by one interviewee regarding whether or not post
processing and feature extraction are, in fact, patterns. They reasoned that it is
used in basically all ML-enabled systems, and could not see how you can develop
most systems without using these patterns. Therefore, they questioned the fact
that they are considered as patterns and could not draw conclusions about their
connection to QAs. Since they were found to be general solutions to occurring
problems and depicted in component models, they were considered as patterns in this
study. Whether or not they are obligatory for ML-enabled systems, which essentially
means where to draw the line between what is part of the machine learning model and
what is not. For example, is the model finished when the numerical representations
of the answer have been produced, or when we have extracted the meaning behind
the representations? This means that the step of extracting the meaning behind
the representations could be seen as a post processing step, which means that the
patterns mentioned might be present in all the systems, but some do not include
them as separate components but rather as a part of the model. Therefore it cannot
be stated by the authors whether “post processing” and “feature extraction” are
really patterns or a part of all machine learning models.

6.5.6 Use of Artificial Intelligence

In the writing process of this thesis, generative Al has been utilised for improving
the clarity and coherence of the texts. It is important to note that while answers
from generative Al were utilised, they were never directly incorporated into the
thesis, as they were instead viewed as suggestions on how to make the text better
upon which we wrote our own text.

We also used the Google Recorder app for auto transcription of the interviews.
These transcriptions were then checked manually since they contained some errors
and extracting data from coherent text would be a lot easier. This step should
therefore not impact the thesis, since errors were caught in the manual check, and
only sped up our work.

6.6 Future Work

What is compelling with this study is that it can be easily expanded in different
ways to broaden its results, especially since all material needed have been made
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publicly available in an online repository®. Using this material, more component
models can be searched for and more patterns can be extracted from the found
component models.

However, the most noteworthy point for future work is to hold more interviews to
get further insight into the pattern impact on the associated quality attributes. This
would add more validity to the results, and allow practitioners to be more certain
about the impacts of the patterns. If this is done, it would be most beneficial
to try to include experts within the field of software architecture for ML-enabled
systems from industry. We believe that, since they would have knowledge about
these systems in practice, they would add valuable insight that would make the
study more applicable for the intended audience.

The alternative to using expert validation to answer RQ3 could have been to find an
ML-enabled system without a specific pattern, implement the pattern, and quanti-
tatively measure how it changes the system [32]. This method was considered as an
alternative, but disregarded because it was viewed as having more threats to validity
compared to expert validation for our particular study. For example, the change in
the system will be dependent on the skill of the implementer, which should be left to
people who have more experience with working with ML-enabled systems than the
authors. Additionally, to achieve generalisability, this would also have to be done
for multiple systems — a task that would have taken too long given our schedule.
Furthermore, not all QAs can be evaluated in this way. Maintainability, model ac-
curacy, and resource efficiency might be the only QAs that are easily quantifiable
after implementing a pattern. However, a quantitative analysis of pattern impact
on QAs would still be a good complement to expert opinions since it would be based
on real systems and measurements.

3https://github.com/The-Impact-of-Design-Patterns-on-Quality- Attributes-in-ML-Enabled-
Systems
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Conclusion

In this thesis, a multivocal literature review was conducted that included 754 sources
and resulted in a collection of 49 component models of ML-enabled systems. From
these component models, 14 reoccurring architectural design patterns were found,
which were presented in section 5.1. This collection of patterns answers RQ1: What
common patterns can be derived from existing component models of ML-enabled
software systems in literature?

These patterns were then presented to 10 domain experts in semi-structured inter-
views where they were asked to connect them to and rate their impact on quality
attributes. From these answers Table 5.2 could be composed which answers RQ2:
What quality attributes are associated with the identified patterns? Out of a possible
154 connections, 71 were made by the interviewees, which seems reasonable since not
all patterns will impact all attributes. The detailed impact of the interview answers
was then presented in section 5.2 which answers RQ3: What impact do the patterns
of the component models have on the quality attributes associated with them?

This research will allow practitioners to more easily create ML-enabled systems with
high quality. Because documentation of patterns in software has a positive impact
on software comprehension and maintenance [11], finding commonly used patterns
in ML-enabled systems allows for documentation of patterns within these systems,
which was previously not possible to the same extent. This research also enables
practitioners to, in the design phase, choose patterns depending on the quality
attributes important to their system. They can do this since we have provided
the correlated quality attribute impacts of each pattern, and when implementing
the pattern they can expect the same quality attribute impacts [8]. But since the
quality attribute impacts are compared to when the pattern is not used in a context
where it could, a pattern implemented in the wrong context will not see the same
quality attribute impact.

This thesis also laid a foundation for the research on the connection between archi-
tectural design patterns and quality attributes in ML-enabled systems. This then
allows researchers within the field of software engineering for machine learning to ex-
pand upon and continue this research, increasing the much-needed knowledge about
the quality of ML-enabled systems.

However, there are some limitations to this study, most notably the low number of
interviewees. Since the number of interviewees was low, and the number of patterns
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high, the amount of data for each pattern could have been better. To reduce the
effects of this, the authors provided their expanded view of the connections and im-
pacts, provided in section 6.2. Some quality attributes can be inherently connected
to quality attributes, and this section allows practitioners to read the motivations
and decide if they agree with the inherency claimed by the authors. This is the
clearest point for future work and to interview more experts to get more detailed
and robust connections and impacts.

Even with this downside, the authors believe that the research results are promising
and can be used beneficially. The collection of patterns is insightful and the quality
attribute impact is a valuable addition, differentiating this research from the pre-
vious work on architectural design patterns within ML-enabled systems. This key
difference will allow this research to be more directly applicable for practitioners,
leading to higher overall quality of ML-enabled systems.
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Table A.1: Table of the component models found in the multivocal literature
review.
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Table B.1: Part of the data extraction form for white literature, showing which

patterns were found in which component models.
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Table B.2: Part of the data extraction form for grey literature, showing which

patterns were found in which component models.
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C

Review Protocol

This document specifies the review protocol for the study The Impact of Design
Patterns on Quality Attributes in ML-Enabled Systems and includes the following
sections:

e Research question

o Search strategy

e Study selection criteria

o Study selection procedures

o Data extraction strategy

C.1 Research Question

RQ1: What common patterns can be derived from existing component models of
ML-enabled software systems in literature?

C.2 Search Strategy

The search will be preformed in the following databases:
White literature: IEEE Xplore, Wiley’s, ACM DL, SpringerLink
Grey literature: Google Image Search, Google Patents

The grey literature will be searched using an incognito mode in the browser to avoid
search results tailored to our profiles.

The search string will be the following:

("component model*" OR "architectural description languagex"

OR "component diagram*" OR "class responsibility collaborator*" OR
"structure chart*" OR "component based design*")

AND

("ml-system" OR "ml-enabled system" OR "machine learning" OR

"deep learning" OR "reinforcement learning" OR

"unsupervised learning" OR "supervised learning" OR '"neural network")

IX



C. Review Protocol

AND
NOT "artificial intelligence"

For the search on grey literature we will use modified search strings. When searching
Google Images, we will use the following string:

"machine learning" AND ("component model" OR "component diagram")

For Google Patents, since a pattern will most likely include an architectural diagram
anyway we do not need to search for it explicitly. Therefore the search string will
instead be:

"ml-system" OR "ml-enabled system" OR "machine learning" OR
"deep learning" OR '"reinforcement learning" OR "unsupervised learning"
OR "supervised learning" OR '"neural network"

C.3 Study Selection Criteria

Inclusion criteria:
o The system the source mentions is a software system.
e The system the source mentions is a machine learning system.
o The focus of the source is on the system itself.

e The source contains one or more figures showing the relationship between
architectural components.

White literature exclusion criteria:

e The source was not written in English.

e The source was a duplicate.

e The source was published before 2014.

o The source was not available in full text.

o The source was not a single chapter or paper.
Grey literature exclusion criteria:

o The source was not written in English.

e The source was a duplicate.

o The source was published before 2014.

e The source was video or audio.

e The source contained component models or equivalent only as an example of
what they are or how they are used.

Stopping criteria for grey literature:
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o First 100 images of Google Image Search.
o First 100 patents.

C.4 Study Selection Procedures

We will strive for only using sources written in English. However, if it turns out that
the amount of component models we can retrieve from English sources is limited,
we will relieve this exclusion criteria. In this case, we will prioritise languages that
works well with translating.

Each study will be assessed by one person. If some disagreement arises on whether
or not a source contains a component model, we will ask Vladislav or Daniel for a
third opinion.

C.5 Data Extraction Strategy

When a component model has been identified, we will copy and store it. Additional
info on the type of system, as well as what type of ML is used, will also be stored. If
there are any disagreements on the extracted models we will ask Vladislav or Daniel
for a third opinion.
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Interview Script

1. We will start by giving you some general information.

(a) This interview is for our master thesis “Quality Attribute Impact of De-
sign Patterns in ML-Enabled Systems” that we are doing on the Software
Engineering master program.

(b) Our goal with the thesis is to find architectural design patterns in compo-
nent models and evaluate how these impact the overall system in terms
of quality attributes.

(c) We have done a literature review to find patterns, which we now want
to evaluate in terms of their impact on quality attributes, which is where
you come in.

(d) The goal for this interview is to get your expert thoughts and ideas on how
certain patterns impact quality attributes of ML-systems. We would first
and foremost want to know the impact it has on the system as a whole,
but how it affects parts of the system, for example the ML model, is also
valuable.

(e) The interview is planned to take 30 minutes. Do you want us to stop
after half an hour or can we finish up the last few questions after that
point?

(f) We encourage you to speak your mind, there are no right and wrong
answers.

(g) Everything you say will be anonymous.
(h) Is it okay if we record this interview?
i. Do you have any questions before we start?

2. Could you very briefly share your experience with machine learning and ma-
chine learning systems?

(a) Do you research anything in areas related to ML?
(b) Have you worked with ML in or in collaboration with industry?

3. [Show quality model]
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(a) Do you want us to go through the quality attributes quickly or are you
familiar with them?

(b) Do you have any questions about the quality model?
4. [Show pattern read aloud definition, explain example]
(a) Do you understand the pattern?
(b) Have you used or seen this pattern before?
i. [If yes:] When? Where? How?
(¢) Which quality attributes do you think this pattern affects and how?

i. We are not fussed about the minor details, and are looking for direct
impacts as a consequence of the pattern so impact depending on
specific implementation details is not really relevant.

ii. You don’t have to go through all quality attributes, just share your
thoughts on those that stick out the most to you.

(d) On a scale of -3 to 3, how much does the pattern affect the mentioned
QA of the system and why?

i. Consider that some QA can be both positively and negatively im-
pacted from a pattern.

ii. In these cases, you can give multiple answers for different reasons or
contexts. Don’t take an average of them.

(e) Anything else? [Go back]

(f) [If no attribute affects system negatively has been mentioned, specifically
ask:] Any QAs that are affected negatively?

5. [Go back to 4 until time is up]
6. That was everything for this interview. Thank you so much for participating!

(a) Would you like us to send you the thesis after it is finished?

XIV



	List of Figures
	List of Tables
	Nomenclature
	Introduction
	Purpose
	Research Questions
	Scope

	Background
	Literature Reviews
	Grey Literature
	Quality Model
	Quality Attribute Definitions
	Functional Suitability Relevancy

	Component Models

	Related Work
	Software Architecture of ML-Enabled Systems
	Architectural Design Patterns
	Quality Attributes' Connection to Design Patterns

	Methodology
	Multivocal Literature Review
	Pilot Search
	Search Strategy
	Study Selection Criteria and Procedures
	Data Extraction Strategy
	Literature Review Process

	Pattern Extraction
	Interviews
	Planning the Interviews
	Interview Script
	Pilot Interview

	Conducting the Interviews
	Interview Data Extraction


	Results
	The Patterns
	Multiple Model Patterns
	Ensemble Learning
	Parallel Independent Models
	Sequentially Dependant Models
	Situation-Based Model Selection

	Data Handling Patterns
	Data Transformation
	Feature Extraction
	Post Processing
	Prediction Cache

	System Architecture Patterns
	Multi-Layer Pattern
	Orchestrator
	Server-Side ML Model

	Validation Patterns
	Expert Validation
	Runtime Evaluation and Improvement
	System Evaluation and Improvement


	Quality Attribute Association and Impact
	Ensemble Learning
	Parallel Independent Models
	Sequentially Dependant Models
	Situation-Based Model Selection
	Data Transformation
	Feature Extraction
	Post Processing
	Prediction Cache
	Multi-Layer Pattern
	Orchestrator
	Server-Side ML Model
	Expert Validation
	Runtime Evaluation and Improvement
	System Evaluation and Improvement


	Discussion
	Pattern Comparison
	Quality Attribute Impact Comparison
	Ensemble Learning
	Sequentially Dependant Models
	Situation-Based Model Selection
	Feature Extraction
	Prediction Cache
	Multi-Layer Pattern
	Server-Side ML Model
	Expert Validation
	Runtime Evaluation and Improvement

	Quality Attribute Impact Trends
	Impact of Model Size
	Threats to Validity
	Literature Review Validity
	Study Selection Validity
	Data Validity
	Research Validity

	Construct Validity
	Internal Validity
	External Validity
	Conclusion Validity
	Use of Artificial Intelligence

	Future Work

	Conclusion
	Multivocal Literature Review Component Models
	Data Extraction Form
	Review Protocol
	Research Question
	Search Strategy
	Study Selection Criteria
	Study Selection Procedures
	Data Extraction Strategy

	Interview Script

