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Optimal Scheduling of Customer Service Personnel in a Call Centre

Arber Vokshi
Department of Mathematical Sciences
Chalmers University of Technology

Abstract

This project has studied the ability to schedule staff in customer service at Telia
Sverige AB using a well-known optimisation algorithm called ‘column generation’.
Two mathematical models have been constructed, one for obtaining the amount of
shifts required to satisfy the given demand and to which the column generation
algorithm is applied, the other for distributing those shifts among employees. Also,
one way of generating shifts is presented in detail, involving repeatedly solving a
shortest path problem for a weighted, directed graph. The objective of this project
was to see how well a more optimisation-based approach compares to the already
in-use system at the company. After obtaining the results it was concluded that an
optimisation-based approach works quite well for problems of this nature, but that
additional real-world parameters need to be taken into account before the model
can be used in a call centre.

Keywords: Mathematical optimisation, column generation, scheduling problem,
call centre optimisation, shortest path problem.
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1

Introduction

In our current era, where technology and digitisation have grown larger than ever
before, many businesses have become quite large as compared to a few decades ago.
This raises the need to implement a way of maintaining effective communication
channels between organisations and their customers, so that desirable public
relations are upheld. A large portion of the business-to-customer communication is
in the form customer service via call centres. With increasing customer expectations
and growing competition, call centres face the challenge of managing resources
efficiently to ensure high-quality customer service while minimising operational
costs. Mathematical models derived through optimisation theory have proven
quite effective at addressing problems of this nature, and have made it possible to
improve efficiency, while minimising costs, in many different businesses.

This thesis considers, specifically, a scheduling problem for a call centre at Telia
Sverige AB. For telecom-companies in particular, the most significant aspect that
differentiates one organisation from another is the quality of their customer service.
This is because most of the time, quite similar services in (usually) similar price
ranges are offered and since the same technologies and hardware are used for
providing this there is also little difference in performance. Therefore, it is of
utmost importance that the customer service holds a high enough standard so
that customers will, in this case, choose Telia over their competitors. A largely
contributing factor to the general customer satisfaction is the company’s ability
to provide the help needed as quickly and efficiently as possible. One way to
achieve this is by making sure that the time a customer has to wait for support
is minimised. Hence it is important that the work-schedules of customer-support
personnel is optimised toward an as good balance as possible between demand and
supply of support. The aim of this thesis is to present, and solve, mathematical
models describing the problem at hand, and also provide a schedule for every
given employee so that a ‘demand-supply’ balance is achieved. The best solution
found should then be compared to the results generated by the current system at
the company to decide whether an optimisation based approach is a worthwhile



investment.

1.1 Problem definition

The task is to find an optimal, or close to optimal, allocation of staff at Telia such
that under- and over staffing is minimised, with respect to defined constraints. This
section includes a description of the current system at the company, the structure
of the shifts, and finally, a suggestion of a new system based on optimisation
modelling.

1.1.1 Current system

In order to fully grasp the problem it is beneficial to understand how the current
system at the company works and what is already being done. Telia offers quite a
wide range of services, which naturally results in customer support being divided
into different categories to cover these. Each support category is called a ‘queue’
and depending on a given agent’s training and experience they may be assigned one
or several (in some cases all) queues, also called ‘competencies’. The vast majority
of customer support is conducted via telephone calls from customers describing
their problem and receiving direct help. There are also some chat and e-mail cases,
but these are quite few relative to the number of calls. Every telephone used for
taking calls from customers is directly linked to a computer software called ‘ACE’,
which every agent logs in to (on a work-computer) at the start of their shift. When
a customer calls the support-line they are met by an automated answering machine
that places them into an appropriate queue that is best suited for the matter at
hand. Since every agent uses a personal log-in to ACE, the system knows which
queues they are assigned to and distributes calls accordingly. Furthermore, ACE
salvages data from every telephone in the office such as total number of calls (as
well as accepted /unaccepted calls) for a given time interval, length of every call
(including a recording of the call itself), time between calls (at the end of each call
an agent has some time to write a few notes that may be of use in the future),
when and how long breaks/lunch breaks are taken, etc.

Relevant data that is gathered by ACE gets fed into the scheduling software called
‘Calabrio WFM'. The data then goes through a validation process that removes
values that deviate significantly from historical data. After the validation procedure,
the validated data can be used to predict the number of future calls by assuming
that they arrive according to a Poisson process. The prediction is inserted into the
‘Erlang A’ formula in order to calculate agent demand. Details of the Erlang A
definition is out of scope for this project and is thus omitted; the interested reader



is referred to Erlang A in [1], along with the references therein. In addition to
the forecast number of calls, the formula uses parameters such as ‘Service Level’
(percentage of calls answered), "Maximum Occupancy’ (maximum percentage of
time spent handling calls) and ‘Customer abandonment rate’ (percentage of calls
abandoned by customers before being answered), in order to obtain a more accurate
estimate. Other things to account for are holidays, sick-leave, training, meetings,
etc. which is done by further increasing the demand of staff by use of a ‘Shrinkage
factor’. The cost per hour is assumed to be the same for all agents, regardless of
experience. For more details regarding how Calabrio specifically uses the Erlang
formula to derive agent demand, see [2].

1.1.2 Shifts

Customer support at Telia, the setting studied in this project, requires staff Monday
to Friday from 8:00 a.m. to 4:00 p.m. For a full time employee the requirement
is 160 hours of work per planning period, which is four weeks; this averages to 40
hours per week but there is generally no weekly work-hour requirement (one can,
for example, work 39 hours one week and 41 hours another week within the current
planning period). The shifts can be varied quite freely, however, they are subject
to some constraints (or often reoccurring patterns) which are the following:

o Shifts > 6h in length should include one break in the morning, one lunch
break, and one break in the afternoon.

o Shifts < 4h should include only one break and no lunch break.

o Shifts > 4h 15min but < 5h 45min should include one break in the morning
and one lunch break.

e The time between breaks should be at least 1h 15min, but no longer than 3h.

o The first break cannot start earlier than 45min from shift start, but no later
than 2h 45min.

e The final 45min of a shift must include no breaks.
o Shifts can be 3h the shortest and 8h the longest.

All shifts can vary in start time during the day as long as they remain within
opening hours, but an agent can work no more than one shift per day. Currently,
all possible combinations of shifts are generated and distributed among agents so
that the demand over the planning period is met. The smallest time-unit used
when measuring data (e.g. length of call or demand) and constructing schedules
are 15-minute time steps, meaning a shift is only valid if it can be divided into
15-minute parts. Normally, a break is 15 minutes long (one time step) and lunch
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break 30-45 minutes (2-3 time steps). The 30 minute lunch breaks primarily occur
for the shifts that are > 4h 15min but < 5h 45min in length - the longer shifts
usually have longer lunch breaks.

1.1.3 A suggestion of a new system based on optimisation
modelling

The Erlang A model has proven to work quite well in many cases and as suggested
in [3, Ch. 7], using Erlang A is generally a wise decision when scheduling a call
centre. However, as with any model or system, some drawbacks are naturally
present, for example the model tends to consistently underestimate the amount of
agents needed [3, Ch. 7).

What if a more optimisation based approach were to be taken instead? Could
a suitable optimisation model be better (or at least as good) at predicting how
much staff is actually needed, and perhaps also distribute shifts among agents more
efficiently?

1.2 Previous work

Scheduling problems have been prevalent for quite some time and is highly relevant
in any form of business with employees, and so, there have been many research
studies conducted regarding this topic that present many different ways of attacking
this type of problem.

Cordone et al., 2011, presented in their article Optimization of Multi-skill Call
Centers Contracts and Work-shifts [4] a mixed-integer model that minimises a
weighted sum of employee under- and overstaffing, and lacking-/surplus of skills
of the employees, both of which are also weighted in relation to their respective
importance. Their model takes various aspects into consideration, such as contract
types and lunch breaks, as well as making sure that a good balance of contracts
is achieved. The solution method implemented is based on solving the linear
relaxation of the model and fixing some of the relevant integer variables each
iteration, until an integer solution is found.

Bard and Purnomo, 2005, have in their paper Preference scheduling for nurses using
column generation [5], presented a model for scheduling nurses, and then solving
it using column generation. Column generation has proven to be quite powerful
when solving scheduling problems, which is also suggested in [5], where the authors
in most cases were able to find solutions to problems with up to 100 nurses and
planning horizons up to 6 weeks in minutes. Simiar methods have also been used



in [6], where Zhao et al., 2018, A Column Generation Based Algorithm for Airline
Cabin Crew Rostering Problem, have proposed a column generation-based algorithm
in order to solve a rostering problem for airline crew, where the subproblems used
to generate columns each iteration takes the form of a shortest path problem in a
weighted graph. Their algorithm has been put to use in a major airline in China,
with good performance.

Another agent scheduling problem, rather similar to this project, is considered by
Um-in and Tharmmaphornphilas, in their conference paper Agent Scheduling of
Call Center Using Decomposition Technique [7], where they essentially have split
up the problem into two parts. The first part considers the minimum amount of
agents required to satisfy the predetermined demand over a one month-period. The
second part uses the solution from the first part as input in order to assign shifts
to individual agents. Having this splitting allows for evaluating the possibility
that perhaps not all agents that are available are actually needed (or worth hiring,
in regards to cost) to cover the demand. This was in fact the case in [7], where
there were a total of 179 agents available, but only 162 were required to reach the
optimal solution.

As shown in [4] and [7] for example, there are ways of solving scheduling problems
that do not directly make use of the column generation scheme, depending on the
specific problem. However due to the general nature of scheduling problems, for
example that their formulation tend to be mixed integer, as well as the number
of variables easily reach a large amount, it comes as no surprise that column
generation is one of the more reoccurring strategies in the literature, since it has
been proven to work well when solving large integer-constrained linear problems
8], and seems to yield satisfactory results when used in problems of this nature.

In the journal article Preventive maintenance scheduling of multi-component systems
with interval costs [9] authored by Gustavsson et al., 2014, a scheduling problem
of the maintenance of components in a system is presented as a shortest path
problem in a directed graph, with the objective of minimising the sum of all set-up
and interval costs. It turns out that this specific model is quite applicable to
the subproblem-part of this project in the column generation method due to the
interchangeability between the system components and the available agents, as well
as component maintenance and agent breaks, see Section 3.2.2 for more details.

This project will take on the approach of splitting the problem into two parts in
a similar way as was done in [7], so that the amount of required agents versus
available agents can be evaluated (see Sections 3.2.1 and 3.2.3). For the column
generation subproblem, the idea of solving a shortest path problem in a weighted
graph presented in [6], applied as a generalisation to the PMSPIC method presented



in [9] is implemented as a method of generating columns for each iteration in the
column generation scheme (see Section 3.2.2).

1.3 Outline

The outline of this text is as follows: Following the introduction in Chapter 1,
Chapter 2 presents relevant theory regarding mathematical optimisation, particu-
larly focused on linear programming. Chapter 3 presents the mathematical models,
as well as the methods used to solve the scheduling problem at hand. Furthermore,
Chapter 4 includes all tests and results and compares some of them to the cor-
responding results at the company. Finally, Chapter 5 provides conclusions and
discussions about the results and concludes by suggesting a few topics of further
research.



2

Theory

This chapter aims to present relevant theory so that the reader is equipped with
the necessary tools in order to follow the process described in the rest of the text.
If the reader is already familiar with optimisation theory, LP duality, the column
generation method and multi-objective optimisation, this chapter can be skipped.
Most of the content in this chapter comes from [10], [11] and [12, Ch. 6] - the
interested reader is referred to those texts for more details regarding these topics.
Section 3.2.2 includes rather rudimentary levels of graph-theory and will therefore
not be included here, the reader is referred to the following Britannica article [13]
for a brief summary of relevant topics in graph-theory.

2.1 Mathematical optimisation, linear program-
ming and LP duality

The word ‘optimum’ means ‘the ultimate ideal’, hence the term ‘optimise’ refers to
finding the ‘ultimate state’ of the matter in question. Optimisation is a field of
study in applied mathematics that strives to find the optimum to a given problem
by constructing and solving a mathematical model. Such a model normally consists
of

o Sets: unique sets of objects relevant for the problem, e.g., the set of all cities,
vehicle types, or people.

o Parameters: data given by the problem formulation, usually constants such
as the price of vehicle types, or distances between cities.

» Objective: a function that defines the goal, e.g. to minimise the total cost
or to maximise profit.

» Decision variables: something that can be varied (or decided upon), so
that the objective reaches its optimum. The variable values that yield the
optimum are called the optimal solution.

7



o Constraints: expressions that limit the combinations of possible values that
the variables can take.

Generally, an optimisation problem can be formulated as to

minimise f(x), (2.1a)
subject to gi(x) <b;, i=1,...,m, (2.1b)
xc X, (2.1c)

where f : R" — R denotes the objective function (in this case to be minimised),
X denotes the region (or set) of allowed @-values, also called a feasible set, and
g; denotes the constraints that restrict the feasible set further. Thus the optimal
solution * € X that, per definition, also satisfies (2.1b) is feasible and yields the
minimum value of f, which is f(a*) (also denoted f*).

Sometimes the problem (2.1) may prove to be too hard to solve directly due to the
constraints being overly restrictive. One option is then to relaz some or all of the
constraints in (2.1b) so that the feasible set becomes larger, and thus it will be
easier to find an optimal solution:

f* = minimum {f(x)|glx) <0™; xec X} = minimum {f(x)| xS}, (22a)
Jretax = minimum {f () | & € Sretax}, (2.2b)
where f, fieax : R" —» R, g : R" —» R™ X C R*", m,n € Z,, and S := {x €
X |g(x) <0m}.
Theorem 1 (The relaxation theorem [10]). Assume that fren(x) < f(x) holds for
all e € S, and S C Syepae- The following holds

(i) [relaxation] f... is a relaxation of f i.e. the inequality fr,,. < f* holds.
(ii) [infeasibility] If (2.2b) is infeasible then (2.2a) is also infeasible.

(iii) [optimal relaxation] If (2.2b) has an optimal solution x,,,, such that
T or €5 and freian(x = f(x} .e) hold, then x,,,. is also optimal in

:elax) relax relax
(2.2a).

Proof. (i): Because S C Sielax and freax < f() holds for all x € S, we get

frtalax = wénin relaX(m) < ra{lelg frelaX(m) < glelg} f(:l,') - f* (2'3)

relax



and the result follows.

(ii): Follows from S C Siepax = 0.

(iii): By insertion into (2.3) we get

frelax = frelaX(m:ela:p) = min frelaX(w) = min frelaX(w) = f(w:elax) =f" (2-4>
TESrelax xEeS

and the result follows. [ |

Definition 1 (Linear program). A linear program (LP) is a special subset of
optimisation models that have the following general notation

minimum c'z, (2.5a)
subject to Ax > b, (2.5b)
T c XLP; (25C)

where c € R", A € R™" b e R™, and m,n € Z,. The set Xpp is a non-empty
and bounded polyhedron.

Definition 2 (Lagrangean duality applied to a linear program). Consider (2.5), we
relax the affine (linear) constraints in (2.5b) so that an easier problem is obtained.
The relaxed constraints are added to the objective with a cost vector w such that the
act of breaking one or more constraints is penalised:

minimum c'z+u'(b— Ax), (2.6a)
subject to x € Xip. (2.6b)

Let x*(u) be optimal in (2.6), rewriting we get the Lagrangean dual function
th R™— R
hur(e) = g, o+ b A) =bTut g oTle—ATw)
=bu+x(u) (c—ATu).

The Lagrangean dual problem is defined as follows:

hip = mazimum hpp(u). (2.8)
u€R

Let 2} p be the optimal objective value to (2.5).

Theorem 2 (Weak duality [10]). The inequality hpp(u) < zip holds for any
u € R



Proof. Let x be feasible in (2.5), then

hpp(u) = yren)i(rLlp {c"y+u"(b—Ay)}<c'z+u'(b— Ax) < c'=z,

where the first inequality comes from the inclusion & € X p and the second due to
Ax > band u > 0. [ |

Remark. Every optimal solution x* to (2.5) is also feasible and so it follows that
hrp(u) < c'z* = 2} p.

Definition 3 (Convex set). The set S € R" is convex if

T1,T9 €S

= A 1 - Mz €68, 2.9
A e 0,1] 71+ 2 (2.9)

Definition 4 (Convex hull). The convex hull of a finite set V = {v',... v} is

defined as

k
conv'V = {/\12}1 + N LA >0, Z)\Z- = 1}, (2.10)

=1

hence the convex hull is defined by the set of all convex combinations of the k points.

Definition 5 (Extreme points). An extreme point to a convez set is a point that
cannot be described by a conver combination of any other points in the set. Hence
a convex set is defined by its extreme points.

Remark. Because the set Xpp is a polyhedron, it is also convex. If we let x?
denote an extreme point to Xpp and Qrp an index set for all such points, we can
express Xpp in the following manner utilising the convex hull notation:

q€QLp

Xrp = conv {x} := {w eR"

Z wq/\q; Z )\qzl; )\qzo,qEQLp}.
q€QLp q€QLp
(2.11)

Theorem 3 (Strong duality [10]). Let z} p and hjp be the optimal values of (2.5)
and (2.8) respectively. It holds that

10



b'u + min {(c - ATu)Ta:q}

q€QLp

UGRT}

= max b u+ u‘(A:cq)TujL v<c'z!, g€ Qrp;u € R v € R}

q€QLP q€QLp

Z (Awq)Aqu; Z /\q:1; )\qZO,QGQLp}

Ax > b, = = Z Azt Z )\qzl;)\qZO,qEQLp}

qEQLpP q€EQLP

= min {cTa:‘Azc >b;xc XLp} =2ip

(2.13)
|

2.1.1 Basic solutions and complementary slackness

Consider the LP

minimum c'z, (2.14a)
subject to Az > b, (2.14b)
x> 0. (2.14c¢)

From now on, we refer to (2.14) as the primal problem (P) and its corresponding
dual problem (D).

Definition 6 (Basic solution). A basic solution & is a solution that satisfies the
following:
« AZ =0.

o The columns of A corresponding to non-zero components of & are linearly
independent.

Definition 7 (Basic feasible solution). A basic feasible solution (BFS) is a
basic solution that is feasible i.e. it also satisfies ® > 0.

Remark. The non-zero components of & are referred to as basic variables xp and,
conversely, the zero components non-basic variables xy, in fact

_ Tp _ _ B~ b
T=\_ 1 A=(B N), Ax=Bxgp+ Nexy=b — &= on-m | - (2.15)
N

11



Theorem 4 (Complementary slackness [11]). Let @ be a feasible solution to (P)
and w a feasible solution to (D). Then

x optimal to (P) . -
= (e — A, :Oa :17"'7 ) 2.16
u optimal to (D) z;(¢; ;) J n (2.16)

where A.; is the j’th column of A.

Proof. If @ and u are feasible then
c'z>(ATuw)'z=u"Ax = b"u. (2.17)

Furthermore, by weak- and strong duality & and w are optimal if and only if

c'z = b"u, meaning that in fact

c'r=(ATu)"z <=z (c— ATu) =0. (2.18)

Since & > 0" and ATu < ¢ we see that £ (c — ATu) = 0 is equivalent to each
term in the sum being zero and we are done. |

2.2 Column generation

One issue that could present itself when dealing with LP models is that they may
become too large to handle i.e. the amount of variables are quite many, which
might result in a high computational complexity. A way of tackling this problem is
to realise that all variables do not necessarily contribute to the optimal solution;
only the basic variables do, the rest (non basic variables) are zero. This means
that in fact only a subset of variables are needed to find the solution and so, given
a feasible solution to start with, one can iteratively generate new variables (or
columns) that improve the objective until this is no longer possible and we have
found the optimal solution. The method is called Column generation and is a
widely used technique in order to appropriately attack a large problem.

Consider the model (2.5), which can also be expressed as

z; p = minimum > ¢z, (MP), (2.19a)
=1

subject to > ajz; > b, (2.19Db)
j=1

T c XLP; (219C)

12



where a; € R™ and b € R™. We assume that n is ‘large’. We call (2.19) the Master
problem (MP) and thus form the Restricted master problem (RMP) by restricting
the number of columns in the MP to n, < n, in which we end up with

2z = minimum > ¢z, (RMP), (2.20a)
j=1

subject to > ajz; > b, (2.20b)
j=1

x e Xpp, (220C)

which is a restriction of the MP, thus 2z > zj 5, with n, < n. Let the optimal
solution to the RMP be x, then the dual optimal solution, by complementary
slackness (see Theorem 4), is u* = (cLB™)T where B C A are the columns
corresponding to the optimal basic feasible solution. New columns are generated
by choosing one that gives a negative reduced cost on the basic variables (i.e. will
improve the objective value). The reduced costs is computed as: ¢; = ¢; — uTaj
for j ¢ B. Once there are no variables left that give a negative reduced cost we

have enough of them to obtain the optimal solution and can thus discard the rest.

Let P be the restricted set of columns used and B C P be an optimal basis for
this restricted problem with optimal dual variable w). In essence, the column
generation algorithm repeatedly solves the subproblem:

¢, = minimum {c; — u}' a;} (2.21)
j¢p

ap
P := P U{p}. A summary of the column generation method is given in Algorithm
1. More detailed information can be found in [8].

and adds the optimal column (if there exists one) (Cp > such that ¢, < 0, and

Algorithm 1: Column generation

1. Define the set P := ().

2. Find a feasible solution to (2.19), and add the columns used in the
solution to P.

3. Solve (2.20), using the columns in P.

4. Obtain dual vector w, of optimal solutions to the LP-dual of (2.20).

5. Using w, find the column with the smallest negative reduced cost and
add it to P.

6. Repeat steps 3.-5. until there are no columns with negative reduced cost,
or other termination criteria have been reached.

13



2.3 Multi-objective optimisation for linear pro-
grams

First introduced by Vilfredo Pareto at the end of the 19th century, multi-objective

optimisation concerns the problem to find an as good of a compromise as possible

between two or more conflicting objectives. This section will, briefly, introduce this
concept for linear programs specifically.

Consider the following LP

minimum Cx, (2.22a)
subject to Ax = b, (2.22b)
x>0, (2.22¢)

where C' € RP*" A € R™" b € R™, and p, m, n € Z,. The feasible set is
X ={xreR": Az =b, x > 0}.

Definition 8 (Pareto optimality). Let € X be a feasible solution to (2.22).
1. x is weakly efficient if there is no x € X such that Cx < CZ.
2. x is efficient, or Pareto optimal, if there is no @ € X such that Cx < Cex.

Remark. Since (2.22) is linear it is also convex, thus if & € X is optimal to (2.22),
it is per definition also Pareto optimal if (2.22) is nondegenerate.

It is possible to find all Pareto optimal solutions to (2.22) by considering a weighted
sum of the objective functions, as is presented in Theorem 5.

Theorem 5 (Pareto optimal solutions [12, Thm. 6.6]). A feasible solution x € X
is Pareto optimal if and only if there exists a X € R such that

ACx < A'Cx, (2.23)

forallx € X.

Definition 9 (Pareto front). The Pareto front is the set of all Pareto optimal
values to (2.22).

14



3

Mathematical model

This chapter contains the mathematical models used to define the problem described
in Section 1. We start by defining the relevant sets, parameters and variables. Then,
we construct the master problem and define the subproblems for calculating reduced
costs in the column generation method. Finally, the section concludes with the
second part of the mathematical model, which assigns the column generated shifts
to the available agents. When defining the models, we do not consider different
forms of employment, meaning that any agent can in theory work as much, or as
little, as the constraints allow.

3.1 Sets, parameters and variables

We define the following:

Sets
o Agent i € T (set of all agents).
« Shift j € J (set of all shifts).
« Competence k € K (set of all competencies).
o Day ¢ € L (set of all days in the planning period).
« Time step h € H (set of all time steps in a day).
« Break b € B (set of all breaks in any shift).

Since the set of all agents, Z, and the set of all competencies, K, are closely
intertwined it is wise to partition Z into smaller sets, Z;, k € K, which denote
the set of all agents with competence k. By using this notation, we can exclude
the index k on some of the variables and consequently end up with a smaller
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problem that is possibly less computationally expensive to solve. Note also that
generally, the intersection Z; N...NZ; is nonempty and the union Zy U.. . UZ, = 7.
Conversely, we can define IC; to be the set of all competencies possessed by agent
1€l

Parameters
dopg = number of incoming calls day ¢ € L, time step h € H,
that require competence k € K.
Ty = average time between the start of a call and the start of
the next call during time step h € H, for competence k € K.
1 if time step h € H is covered by shift j € 7,
Apj = .
0 otherwise.
By = length of break b € B (measured in amount of time steps h).
Variables

{1 if agent i € 7, k € K, works shift j € 7 on day ¢ € L,

Tiip 1=
it 0 otherwise.

Yo -= number of lacking staff, day ¢, at quarter h, with competence k.

Yonr -= number of abundant staff, day ¢, at quarter h, with competence k.

3.2 Model definition

The task is to minimise under- and overstaffing, hence these terms need to be more
closely defined. We can define ‘perfect’ staffing as when the number of available
agents per time step is exactly equal to the demand; in this case no call has to wait,
and over-/understaffing would simply be defined as when we no longer achieve
equality between demand and availability. The problem with this definition is that
in many cases where understaffing is not very severe it may be more profitable to
let customers wait in queue for a certain time, instead of scheduling more agents.
Assuming the time it takes to handle a call (including after-call work and time to
receive and answer the next call), given by Tjg, is less than the time required to
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handle the incoming calls (it makes no sense to require e.g. a call that takes 30
minutes to handle be handled in 15 minutes), we can compute the least number
of agents needed to handle the amount of incoming calls d,; within the specified
time frame Fjy i.e. we define the demand, Dy, as:

donr. - T
Dypy = %> (3.1)
hi

with Fj > Ty Clearly, we achieve zero waiting time when Fj, = Ty,.. If we want
to add some ‘breathing room’ between calls, we can simply increase Tj; by a small
amount. Normally, Fj is set to 900 seconds at the company, which we will also
use for our results in Chapter 4, so that they will be more comparable. As for Ty,
the average value per competence measured over the entire year of 2022 will be
used; this might lead to a slight inaccuracy in the results since T}, tends to start
relatively low in the morning, to then systematically increase towards the end of
the day.

Because understaffing is less desirable than overstaffing, it will be penalised more
in the objective so that the solution will prioritise minimising understaffing. We
penalise by introducing constants P; and P, where P, > P, > 0.

We obtain the following mixed integer-linear optimisation model:

min. Y300 P + Potifs (3.2a)
keK teL heH

s.t. Z Z GhjTije + yzlhk > Do, Vh € H, ke ,C,g € ,C, (32b)

€1y jET
Z Z AhjTije — y?hk < Dghk, Vhe H, k € IC,K € ﬁ, (320)

1€y, JET
> e <1, Vie Ly, ke K, leLl, (3.2d)

jeT
Yonrs Yok = 0, Vhe H. ke K,l e L, (3.2¢)
zije € {0, 1}, VieI jeJ,lel. (3.2f)
Explanation:

(3.2a): minimise the sum of under- and overstaffing, where we penalise understaffing
more.

(3.2b): the amount of additional agents needed in order to no longer be understaffed
should be no less than the difference between demand and agent availability.
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(3.2¢): same as (3.2b) but for overstaffing.
(3.2d): an agent can work a maximum of one shift per day.

One important thing to consider is the trade-off in accuracy of results and overall
model complexity. The model (3.2) takes into account practically everything about
the problem that was presented in this as well as previous sections, but the question
is whether the current complexity is justified, or if possibly a simpler model could
provide just as good, or good enough, results.

Firstly, P, and P, are parameters that have a nontrivial definition, thus deriving
their best values mathematically could prove quite cumbersome. The only way to
reasonably find values that might give at least acceptable results is by empirical
means.

Secondly, having both under- and overstaffing makes the problem significantly more
difficult so solve and perhaps unnecessarily because there is already a predefined
upper limit on the number of agents that are actually available and if we were to
instead introduce a cost of hiring agents we would automatically give an incentive
to also minimise overstaffing without explicitly including it in the constraints.
Furthermore, considering only understaffing also removes the need for having to
define P, and P, and we can therefore omit them entirely.

Applying the simplifications mentioned to the model in (3.2) gives us the following
simplified model

min. S Y (3.3a)

ke LeL heH
s.t. SN anjmije + Y = Dens Vhe H ke K,leL, (3.3b)
i€l jET
Yonr > 0, VheH,keK,lelL, (3.3¢)
zije € {0, 1}, VieZ,jeJ,leLl.  (3.3d)

3.2.1 The restricted master problem

If we want to not only distribute shifts among the currently available agents but
also attempt to minimise (if possible) the amount of agents needed in the first place,
which might be of interest if one aims to cut down on some monetary spending,
we will have to modify our current model (3.3) even further. First we create a
minimisation model similar to (3.3) but instead of deciding whether an agent works
or not we introduce an integer variable w;,, > 0 that tells us how many agents
with competence k need to be assigned a certain shift j on day ¢. Furthermore
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we need to include a cost for wji, in the objective so that assigning an agent to a
shift actually comes at a cost, and also an upper bound to make sure w;, does not
surpass the amount of available agents of a specific competence, as well as overall
in the day.

From Section 1.1.2, we see that shifts can vary between three and eight hours
in length, with specific constraints depending on its length. In order to separate
the constraints somewhat, so that the subproblem definition in Section 3.2.2 is
facilitated, as well as allowing a clearer model formulation in (3.4), we define three
different types of shifts. The first type are the short shifts, which are > 3h and <
4h in length. Second type are the medium shifts, > 4h 15min and < 5h 45min in
length. Third type are the long shifts, > 6h and < 8h in length. It follows from
Section 1.1.2 that all short shifts will have exactly one 15min break, medium shifts
will have one 15min break and then another 30min lunch break and finally, long
shifts will have one 15min break, one 45min lunch break, and then another 15min
break. Thus in addition to the sets, parameters and variables defined in Section
3.1, we also define the following sets:

Shift type ¢ € {s,m, [} (set of all shift types, s = short, m = medium, [ = long),

J? = set of shifts of type ¢ € {s,m, [}, JuJgruT =7,

and variables:

w;ke = number of agents with competence k, that need to be assigned shift j,
day /.

Because our model determines only how many agents should work and says nothing
about which shift and/or day individual agents are assigned, no union or work
environment rules of the sort need to be taken into account. This means that
there will be no constraints spanning more than one given day and the solution
can therefore be obtained on a day to day basis, rather than having to consider
the entire planning period £. Thus the /-index can be omitted and so for every
¢ € L we formulate the model:

min. C1 Z Z y}ik + Co Z Z Z (Z apj + thot) Wik, (34&)

keK heH kek qe{s,m,l} j€Te \heH
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S.t. Z Apj Wik + Yni = Dhi, Vh e H, ke, (34b)

JjeTJ
> wi < Ll Vk € K, (3.4c)
JjeJ
> > wik < I, (3.4d)
kek jeg
Yl >0, Vh € H, (3.4¢)
wy, € 77, Vie J, kek, (3.4f)

Explanation:

(3.4a): minimise the cost of being understaffed, summed with the cost of the total
availability of agents.

(3.4b): the availability summed with the amount of understaffing a certain time
step should be greater than the demand for that time step.

(3.4c): amount of agents with competence k € K should not exceed the maximum
amount for that competence.

(3.4d): total amount of agents should not exceed maximum amount of available
agents.

where B, is the total length of paid breaks in shift type ¢ € {s,m,l}, ¢; is the
cost of being understaffed and ¢, the cost per time step of hiring an agent. The
ratio between ¢; and ¢, is of great importance since the model will choose which
variables are prioritized in the minimisation based on whether it costs more to
add a shift or to be understaffed. Once the optimal solutions have been found for
every day ¢ € L, they will be merged to form yj;,;, and wj, respectively. Because
the amount of possible shifts are quite large!, we will apply column generation to
the LP-relaxed version of (3.4) and once the optimal solution to the LP is found
the integer requirements will be reinstated and (3.4) solved with the new set of
shifts. We obtain the master problem (see Section 2.2) by relaxing the integer
requirements on w;re. Let J' € J be the restricted set of shifts, thus the restricted
master problem is

!Considering that the shift lengths, along with their constraints, can all be expressed in terms
of the total amount of time steps H, we can deduce that the total amount of short shifts have a
complexity of O(H3). This is due to the fact that the amount of time steps in the shift depends
on H, the shift itself can start and end in a certain amount of ways which also depends on H, and
the break can also move a certain amount of time steps, also dependent of H. Hence, utilising
the multiplication principle of combinatorics, the total number of short shifts is O(#3). Similarly,
the amount is O(H?) for medium shifts and O(H®) for long shifts.
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min. aY. > ymtad > > (Z anj + Bgot) Wik, (3.5a)

kek heH keK ge{s,m,l} jeJ'T \heH
s.t. Z Ap; Wik + y};k > th, Vh e H, ke IC, (35b)
JjeT’

Z Wi < |Ik|, Vk € IC, (35C)

JjeJ’
> > wi < [, (3.5d)

kek jeJ’
Y, Wik > 0, VheH,jeT kek. (3.5¢)

3.2.2 Application of column generation

In this section, together with Sections 3.2.2.1, 3.2.2.2 and 3.2.2.3, we will present the
reduced cost subproblems (see Section 2.2) that are used in the column generation
method to find the column with the smallest negative reduced cost each iteration.
One problem however, is that the definition of the columns themselves is not trivial.
Clearly, since we are restricting the set of shifts 7 in (3.5), the columns should
be the shifts that are added each iteration, but how do we create the shifts? One
way that may come to mind is to simply store all possible shifts in a list and then
pick from that list every iteration based on the reduced costs of the shifts. One
will probably realise however that the total number of shifts will grow large quite
quickly and will inevitably give rise to memory issues (see Footnote 1), especially
for larger sets H. Another way is to construct, and solve, a shortest path problem
by letting the opening hours define a graph and then creating a shift by traversing
the graph from start to end. As mentioned in Section 1.2, the PMSPIC model is
applicable to this problem, as we will see in this section.

The parameter ay;, first introduced in Section 3.1, forms a matrix of dimension
|H| x |T'|, T € J, in which J’ will be extended for every generated column
by adding a;-values, with j ¢ J'. From (2.21), we know that the objective of
the column generation subproblem should be to minimise the cost of adding a
column (or shift in this case), subtracted with the optimal value of the dual variable
multiplied with that shift. In this context, the shift cost depends simply on its
length - all shifts have the same cost per time step (which we have already defined
as ¢y in (3.4)), thus their length is the only thing that dictates their total cost.
The optimal dual variable, which we denote as uj,, corresponds to the respective
constraint (3.5b). Let the length of shift j € J be denoted by p;, the objective will
be to minimise ¢a - p; — Y pen Uhpe * Ahj-
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As we saw in Section 1.1.2, there are clearly constraints that also need to be
considered, in addition to the objective function, when constructing the column
generation subproblem. The subproblem will be constructed as a shortest path
problem for a weighted directed graph and there will be one subproblem defined for
each shift type (short, medium, long), meaning a total of three different subproblems.
To start, we consider a discretisation of the timeline that denotes the opening hours,
as shown in Figure 3.1, where the nodes depict the time steps h € H. For this
particular scheduling problem, the total number of time steps is 32 i.e. |H| = 32,
and the time step length is 15 minutes for all time steps, thus the call centre is
open for a total of eight hours. From now on we will refer to time in terms of time
steps rather than hours and minutes.

For the model considered in [9], one more timeline, parallel to the one in Figure 3.1
is needed to illustrate the complete graph, which is depicted in Figure 3.2. One
unit of flow starts at time step 0 on the bottom timeline, with flow balance being
preserved all the way to H + 1 in the upper timeline, and the cheapest path from
node 0 in the lower- to H + 1 in the upper timeline is found. The path traverses
from the lower- to the upper timeline when preventive maintenance occurs, as
described in further detail in [9].

Figure 3.1: Illustration of the discrete timeline for the call centre opening hours,
read from left to right. The nodes depict the equal sized time steps.

000000000000 000000000600600600606006000

Figure 3.2: Illustration of the graph for the model presented in [9]. The nodes are
represented by two indices: (h,n), where h is the time step, and n is the timeline.
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The problem with this particular project however, is that shifts can start and
end at different times of the day and thus need to include two extra parallel time
lines. Also there are breaks in the shifts, of which some are of different lengths
and quantity, that need to be taken into account in the formulation, hence the
generalisation mentioned in Section 1.2.

We now define the set of arcs:

A:={(s,h)|0<s<h<H+1; hyse€Z,},

and the set of (parallel) timelines:

N :={0,1,...,5}.

The chosen path through the graph will be a subset of A. In order to differentiate
between the arcs that are included in the optimal path from those that are not we
also define the following variable:

. 1 if arc (s,h) € A, in timeline n € N, is included in the path,
vl =
sh 0 otherwise.

An illustrated example of a graph with a completed path depicting a short shift is
given in Figure 3.3. Note that the total number of timelines are 4 for the short
shifts specifically, for medium- and long shifts they are 5 and 6 respectively due to
the extra breaks (see Section 3.2.1 for the shift definitions). The particular shift
depicted in Figure 3.3 is 16 time steps long, starts at step 8, has one break during
step 14 and ends at (also including) step 23. We can see from the diagonal dashed
line between timeline 1 and 2 that a break has been taken, as well as for how long.
If the path is optimal in the sense that it minimises the reduced cost, which we
have defined earlier in this section, it will be added in the form of a shift to J".
This will be done for every shift type, for every iteration of the column generation
algorithm.
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Figure 3.3: Illustrated example of a "short" shift where the lines n = 0,...,3
represent timelines, the nodes are represented by (h,n) as in Figure 3.2. The arcs
in the graph go from node (s,n) to node (h,m), such that 0 < s < h <H + 1 for
all n and m such that 0 < n < m < 3 (for short shifts, but the same principle
applies to all shift types). The dashed lines between timelines are for visual clarity.

3.2.2.1 Subproblem for generating short shifts

This section will present the mathematical model for the subproblem used to
generate short shifts, and is based on the discussion in Section 3.2.2.

Let p denote the shift length, given by the specific time step where the final
arc in the optimal path starts (shift ends), subtracted with the time step where
the first arc ends (shift starts). This can equivalently be expressed as p :=

s 03y =X h-v), 4+ 1. The ‘+17 at the end comes from the fact that we
actually include the time step where the final arc ends (see the short shift example
in Figure 3.3). Recall also from Section 3.1 that we denoted the break lengths by
By, b € B. Inserting this notation into the context of Section 3.2.1 it follows that
B = {1,2,3} and ordering the breaks by length we get that By =1, By = 2, B3 = 3,
or, in words, the set of all breaks consists of three breaks total, each numbered
1, 2 and 3, where break 1 is one time step long, break 2 is two time steps long,
and break 3 is three time steps long. Furthermore, the subproblem needs to be
computed for every competence k € K for the current day ¢ € £, giving us O(|K])
subproblems to solve every iteration?.

Hence, for every ¢ € L, the model for generating a short shift is then expressed as

2The master problem in (3.4), as mentioned in Section 3.2.1, is solved for all £ € £ and thus is
solved O(|L£]) times, followed by O(|K|) subproblems for every iteration of the column generation.
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H

min. Cop — Z Upgoe, s (3.6a)
h=1
3 h H+l h—1H+1
s.t. an=>_ > > vk =Y > v, Vh e H, (3.6b)
n=1s=0r=h+1 s=0 r=h
H+1
> g, =1, (3.6¢)
h=1
h—1 H+1
o= >0 vt Vn € {0,2},h € H, (3.6d)
s=0 r=h+1
h—1 H+1
DU = D Unepie VheH, (3.6e)
s=0 r=h+B1+1
h—1
(vl +02) =0, h=3,...,H+1, (3.6f)
s=h—3
2
> ol =0, 0<s<h<2, (3.6g)
n=1
12 < p < 16, (3.6h)
vy, € 40,1}, Vn € {0,...,3}, (3.6i)
(s,h) € A.
Explanation:

(3.6a): minimise total cost of chosen path.

(3.6b): translate the arcs included in the optimal path into the variables a;, so that
the reduced cost can be computed in (3.6a). A shift is then obtained through ay,.
(3.6¢): start the ‘flow” at node (0, 0).

(3.6d)—(3.6¢): flow balance between timelines.

(3.6f): break cannot start earlier than 3 time steps from shift start, and must occur
earlier than 3 time steps from shift end.

(3.6g): remove the arcs that were left out in (3.6f).

(3.6h): shift length cannot be shorter than 12 time steps and not longer than 16
time steps.

3.2.2.2 Subproblem for generating medium shifts

For the medium shift subproblem, most of the reasoning is the same as for the
short shifts in Section 3.2.2.1. The difference is that there is an extra 2 time step
long lunch break included and as such, one extra timeline is needed in the graph.

25



Also, since lunch breaks are not paid, we will have to subtract 2 time steps from
the shift length, thus p = 27 s Vs g1 — SR vy, — L.

For every ¢ € L, the model for generating a medium shift is expressed as

H
min. Cop — Z UnkeQp, (3.7a)
h=1
4 h—1H+1 h—1 H+1
s.t. ap =Y Y > vl => > v, Vh e H, (3.7b)
n=1s=0 r=h s=0 r=h
H+1
> g, =1, (3.7¢)
h=1
h—1 H+1
ool =Y ot vn €{0,3},h e H, (3.7d)
s=0 r=h+1
h—1 H+1
Yo=Y s . Vn e {1,2},heH, (3.7e)
s=0 r=h+B,+1
h—1
(v +03) =0, h=3,... H+1, (3.7)
s=h—3
h—1
> v, =0, h=5...,H+1, (3.7g)
s=h—5
h—11
> vl =0, h=11,...,H +1, (3.7h)
s=0
h—12
> w2 =0, h=12,...,H+1, (3.7i)
s=0
3
> vl =0, 0<s<h<2 (3.7
n=1
3
>l =0, 0<s<he{34}, (3.7k)
n=2
17 <p <23, (3.71)
vey, € {0,1}, Vn € {0,...,4}, (3.7m)
(s,h) € A.
Explanation:

(3.7a): minimise total cost of chosen path.
(3.7b): translate the arcs included in the optimal path into the variables aj so that
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the reduced cost can be computed in (3.7a). A shift is then obtained through ay.
(3.7c): start the ‘flow’” at node (0,0).

(3.7d)—(3.7e): flow balance between timelines.

(3.7f): first break cannot start earlier than 3 time steps from shift start, and the
last break must occur earlier than 3 time steps from shift end.

(3.7g): second break cannot start earlier than 5 time steps from the end of the
preceding break.

(3.7h): first break cannot start later than 11 time steps from shift start.

(3.71): second break cannot start later than 12 time steps from the end of the
preceding break.

(3.7j)—(3.7k): remove the arcs that were left out in (3.7f)—(3.71).

(3.71): shift length cannot be shorter than 17 time steps and not longer than 23
time steps.

3.2.2.3 Subproblem for generating long shifts

Long shifts have one extra break, as well as a 3 time step lunch break, hence there
will be yet another extra timeline compared to the medium shifts in Section 3.2.2.2,
and the shift length is given by p = > s 0% ;. — S R0, — 2.

For every ¢ € L, the model for generating a long shift is expressed as

H
min. Cop — Z Up koG, (3.8a)
h=1
5 h—1H+1 h—1H+1
s.t. ap=>_ 3. > vl =3 Y v, Vh e H, (3.8b)
n=1s=0 r=h s=0 r=h
H+41
>, =1, (3.8¢)
h=1
h—1 H+1
Soul= >0 vt Vn € {0,4},h € H, (3.8d)
s=0 r=h+1
h—1 H+l
doul= > v Vne{1,3},heH, (3.8¢)
s=0 r=h+B1+1
h—1 Ht1
Yuki= Y Ui Vh e H, (3.8f)
s=0 r=h+Bs+1
h—1
(vl +03) =0, h=3,...,H+1, (3.8g)
s=h—3
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T
L

(02 +03) =0, h=5,...,H+1, (3.8h)
s=h—5
h—11
> vy, =0, h=11,...,H+1, (3.8i)
s=0
h—12
> (v +d) =0, h=12,...,H+1, (3.8j)
s=0
4
> vl =0, 0<s<h<2 (3.8k)
n=1
3
> ool =0, 0<s<he{34}, (3.8l
n=2
24 < p <32 (3.8m)
v, € {0,1}, VneN,(s,h) € A. (3.8n)
Explanation:

(3.8a): minimise total cost of chosen path.

(3.8b): translate the arcs included in the optimal path into the variables aj, so that
the reduced cost can be computed in (3.8a). A shift is then obtained through ay,.
(3.8¢): start the ‘flow” at node (0, 0).

(3.8d)—(3.8f): flow balance between timelines.

(3.8g): first break cannot start earlier than 3 time steps from shift start, and the
last break must occur earlier than 3 time steps from shift end.

(3.8h): second and third break cannot start earlier than 5 time steps from the end
of the preceding break.

(3.8i): first break cannot start later than 11 time steps from shift start.

(3.8j): second and third break cannot start later than 12 time steps from the end
of the preceding break.

(3.8k)—(3.81): remove the arcs that were left out in (3.8g)—(3.8;).

(3.8m): shift length cannot be shorter than 24 time steps and not longer than 32
time steps.

3.2.3 Distributing the shifts

Letting the optimal solution to the restricted master problem (3.4) be (yi%,, Wik,
we wish to use the information from w7, as input to a model that distributes the
generated shifts among agents. To do so, we further define the following variables:
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{1 if agent ¢+ € Z works at least one shift in the planning period L,
Zi =

0 otherwise,

Sikjne := percentage of time step h € H agent ¢ € Z, assigned shift j € J, spends

on answering calls that require competence k € IC, on day ¢ € L,

together with a large enough constant M := |7 |- |L|, we obtain the following model
that minimises the total number of individual agents needed to cover all the shifts
that result from the model in (3.5):

min. >z, (3.9a)

€L
s.t. Z Z Tije S MZZ', Vi € I, (Sgb)
lel jedy
Z Sikjhé > ahjw;kz, VheH,je T, ke, leL, (39C)
i€l
Z Sz’kjh[ = Qp;T4je, Vh € H, i€ I,j S \75,6 c ﬁ, (39d)
keK;
Z Lije S 1, Vi € I,E € £, (396)
JjETr
zi, xij0 € {0, 1}, VieZ, jeT,tel, (3.9f)
Sikjne > 0, VheH,ieZl,je Tnke el (3.9g)

Explanation:

(3.9a): minimise the amount of agents working at least one shift.

(3.9b): if agent ¢ € 7 is assigned a shift on any day during the planning period L it
should equate to z; being equal to one for that agent, zero otherwise.

(3.9¢): ensure the demand of availability is met by the total time distribution
among agents with competence k € K.

(3.9d): the total time distribution of agent i € Z, with competence k € I, that is
assigned shift j € J, during time step h € H, day ¢ € L, should sum up to one if
the agent works (is available) at that time.

(3.9¢): an agent can work a maximum of one shift per day.

Once an integer solution, (z;', j;,, Siine), to (3.9) has been procured it will be

possible to obtain a schedule for all agents (to get an optimal integer solution to
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(3.9), one would have to encase the column generation method into a Branch and
Price framework, see Section 5.1). Note that since (3.4) was solved for every ¢ we
get a different set of column generated shifts each time, hence why we have denoted
the set of all shifts as J; in (3.9).

The variable Sijne is a necessity to the model in (3.9) because, for this specific
problem, agents can have more than one competence. This means that if (3.9¢)
and (3.9d) were not included it would imply that agents can handle demand from
different competencies simultaneously and the results would therefore be excessively
optimistic.

3.2.4 Model definition summary

This section summarises everything presented and discussed in Section 3.2, along
with its subsections 3.2.1-3.2.3 in Algorithm 2.

Algorithm 2: Generating agent schedules

1. Relax integer requirements on the model in (3.4).

2. Restrict the set of available shifts by defining 7’ C J. This set can
either be chosen randomly or with a suitable heuristic.

3. Using Algorithm 1, find the optimal LP-solution to (3.4) and let J; be
the set of shifts with which the optimal solution was found, for every day ¢
in the planning period L.

4. Reinstate the integer requirements and solve (3.4) with the set of shifts
Jr obtained in step 3., for every £ € L.

5. Use the solutions from 4., together with the shifts J,, ¢ € L, as input to
the model in (3.9) and solve it.

30



4

Tests and results

In this chapter the tests and results of this project are presented, along with the
relevant data used. All models and methods presented throughout this text have
been implemented in Julia version 1.8.5 [14], using the JuMP package [15], and
solved with the Gurobi Optimiser version 10.0.1 [16], on a system with Intel(R)
Core(TM) i7-4770 CPU (3.40GHz) processor with 4 cores and 16GB RAM.

4.1 Data

This section presents all the relevant data used for the tests in this chapter, all
of which have been provided by Telia. To start, for this particular scheduling
problem, there are a total of 45 available agents, all of which have at least one of
five competencies (see Table 4.1). Figure 4.1 illustrates the available agents and
what competencies they possess in a coloured grid.

Table 4.1: Parameters, with their corresponding data values, used in performing
the tests and acquiring the results.

Parameter Value in the tests
Number of agents |Z| 45

Number of competencies || 5

Number of days |L| 20

Number of time steps per day 32

Length of time steps 15min
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Figure 4.1: Grid representing the set K;, 7 € Z i.e. the set of competencies possessed
by agent 7. A coloured cell means they posses that competence. The transpose of
the grid gives us Zy, k € K, which denotes the set of agents with competence k.
The horizontal numbering denotes every 10’th agent and is for visual clarity.

The parameter Tjy, first introduced in Section 3.1, denotes the average handling
time (AHT) of calls per time step h € H, for every competence k € K. To simplify
the implementation somewhat, we let T, be constant for all h so that it only
depends on the given competence k, Table 4.2 shows the rounded average T}, value
over the whole year of 2022. The quality of the given data is a bit questionable
in the sense that there is no differentiation between after call-work and breaks,
meetings etc., which means that the values in Table 4.2 are higher than reality.
Not accounting for meetings and other activities outside of regular work hours, the
vast majority of agents are full time employees and thus have at least a total of
one hour of breaks. Assuming the average total break time is one hour per day,
this would equate to 3200 extra seconds total per day for every agent. Since agents
can have more than one competence, the 3200 seconds may be spread out over
several competencies and thus it is practically impossible to figure out how much
extra time every T}, - value actually has, given the data. For a comparison, Table
4.3 shows the average talk time for every competence (Tj; is the talk time added
with after call-work). The goal for the maximal after call-work at the company
is 90 seconds, in reality it averages closer to about 180 seconds (generally for all
competencies, not just the ones considered for this problem), adding this value
to Table 4.3 gives us Table 4.4. One can see that the values for competence 2
and 5 in Table 4.2 are much closer to the corresponding values in 4.4 than other
competencies. This is because the demand is much lower for these two competencies
specifically, compared to the others (see Figure 4.2b and 4.2e, as well as Figure
4.6 in Section 4.3), thus the sample size is smaller and there is a significantly
lower probability that an agent takes a break or similar after handling a matter
requiring one of those competencies, which also means that the after call values for
competencies 2 and 5 in the data are closer to reality. It should also be mentioned
that competencies 2 and 5 are chat errands only, which generally results in longer
handling times compared to the rest which are phone calls only.
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Table 4.2: Average T}, values, k € {1,...,5}, over the year of 2022.

T, Value (s)

Ty 801
T, 944
T5 789
T, 775
15 882

Table 4.3: Average talk time per competence k € {1,...,5}, over the year of 2022.

Competence Talk time (s)

384
705
394
360
648

Tl W N+~

Table 4.4: Average talk time per competence k € {1,...,5}, over the year of 2022,
plus the average time spent doing after call-work.

Competence Talk time + after call-work (s)

564
885
o974
540
328

Ol W N~
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Further, the preferred handling time, Fj,; (see Section 3.1) is normally set to 900
seconds, which is why this value is used here as well. Recall from Section 3.2 that
Fyy > Ty should hold, so for competence 2 in Table 4.2 specifically, the preferred
handling time should be set to 944 seconds if those table values are used.

Finally, the number of incoming calls, dg,, (defined in Section 3.1), are presented
in Figures 4.2a—4.2e as the number of occurrences of a certain amount of incoming
calls during any time step, for the first 20 days in January 2022. The dyp; - values
are used together with Tj, and Fjpy in (3.1) (see Section 3.2) to calculate the
demand, Dy, used in (3.2)—(3.5) (see Sections 3.2 and 3.2.1). Due to the format
of the given data, we will assume that all calls arrive at the same time every time
step. All tests in this project have been done over the same time period i.e. the
first 20 days in January 2022.
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Figure 4.2: Bar chart depicting the number of occurrences of a specific dgpy (number
of incoming calls) - value during any time step h € H, over the first 20 days in
Januray 2022.
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4.2 Multiobjective properties

In Section 3.2.1 we presented the model (3.4), which was to find an optimal set
of shifts such that the total cost of hiring w agents for each shift j summed with
the cost for being understaffed is minimised. One important detail that was left
out about this particular problem is that it has two conflicting objective functions;
one is to minimise understaffing, the other is to minimise the number of agents
needed. The objectives are conflicting because it is not possible to minimise one
objective without increasing the other, as will be illustrated shortly. Recall the
theory regarding multiobjective optimisation from Section 2.3, the model in (3.3)
is precisely a multiobjective linear problem with two conflicting objectives. Thus
we know from Theorem 5 that we can find all Pareto optimal solutions to (3.3) by
solving it for different values of the cost parameters ¢;, ¢ and in fact guarantee
Pareto optimality as long as the costs are > 0, and (3.3) is nondegenerate. Note
however that there is no way of verifying nondegeneracy of (3.3) - it is actually quite
likely that there are degenerate solutions since many different shift combinations
could probably yield the same optimal value. Nevertheless, the optimal objective
values are still the same, regardless if the solutions are degenerate or not - they
all lie on the same level curve. Hence the Pareto front (see Definition 9 in Section
2.3) is still of great interest to study since it illustrates the contradicting nature of
the two objective functions. Because there are two objectives in the model (3.3)
specifically, any value of ¢; and ¢y respectively can simply be factored out as a
constant (which will only move the Pareto front, not change its shape), leaving us
with weights corresponding to the ratio of ¢; and ¢y. Hence, in order to acquire all
Pareto optimal values to (3.3), it is sufficient to study only the convex combination
of the two objectives, thus we let ¢; :== X and ¢ := (1 — \), A € [0,1]. To find
the correct Pareto optimal values it is necessary for the problem to be solved to
optimality, which in our case currently is not possible without using Branch and
Price, as mentioned in Section 5.1. Therefore, the LP-solution to (3.4) will have to
suffice and, with ¢; and ¢, reformulated, we will solve the following master problem

min. A D> oy +@=XN> > (Z anj + Bgot) wjk,  (4.1a)

kek heH keK ge{s,m,l} j€TJ? \heH

s.t Z Ap Wik + y};k > th, Vh € H, ke ,C, (41b)
JjeT
Z Wik < ‘Zk|, Vk € ’C, (41C)
JjeJ
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> > win <, (4.1d)

kek jeJ
Ynger Wik > 0, VheH,je T, kelk. (4.1e)

to optimality, using column generation, in accordance with the discussions in
Sections 3.2.1-3.2.2, for different values of A, and one randomly chosen day (in this
case day 1, see Figure 4.3). Note also that the subproblems (3.6)—(3.8) in Section
3.2.2 will have ¢, replaced with (1 — ), since it is the same cost as ¢ in (3.4).
To calculate Dy in (4.1), we shall use the Tji-values from Table 4.4. The initial
feasible solution was chosen randomly to be one long shift.

Although we cannot guarantee optimality when solving (4.1) with integer require-
ments on wji, using the columns from the LP-solution, it can still be interesting
to see what the Pareto front looks like for those integer solutions as well, since
they form an upper bound on the optimal integer solutions, while the LP-solutions
form a lower bound. Hence the ‘true’ Pareto front of (4.1) with wj; integer will
lie somewhere in-between the LP-Pareto front of (4.1) and the wj;-integer Pareto
front obtained using the same columns as for the LP-Pareto front. Figure 4.3 shows
the Pareto optimal values to (4.1) in the two dimensional objective space, together
with the corresponding values with integer requirements enforced on wj;, where
we call the A\-term ‘Total understaffing’, and the (1 — \)-term ‘Total availability +
paid breaks’.

Note that the objective value 0 for the ‘Total availability + paid breaks’-objective
has already been reached when A\ = 0.5, both for the LP-Pareto front and the
integer Pareto front. Similarly for the ‘Total understaffing’-objective when A = 0.95
for the LP-pareto front, hence it would be redundant to include points with
A < 0.5, > 0.95 in Figure 4.3 (this is not true for the integer Pareto front, since
the ‘Total understaffing’-objective is > 0 when A = 0.95, but the points for when
A > 0.95 have still been omitted to allow for a clearer comparison).
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Figure 4.3: Illustration of Pareto optimal values in the two dimensional objective
space for day 1, January 2022. All values come in pairs of the same colour, where
the circle shapes belong to the Pareto front obtained from the LP-solutions to (4.1),
and the cross shapes to the solutions to (4.1) with integer requirements on wjy,
enforced, using the same columns as in the LP-solution. The integer Pareto points
form an upper bound to the optimal integer Pareto points, while the LP-solutions
form a lower bound. Note that when A = 0.5, they both have the same values.

As we can see, Figure 4.3 clearly illustrates the conflicting nature of the two
objectives (4.1) - we can see that it is not possible to minimise both simultaneously.
The reason why the objectives have this property is due to the the summation of
the availability with amount of understaffing per time step being bounded from
below by Dy in (4.1b). It is therefore of great interest that (4.1b) is studied closer
to see how much of Dy, is covered by availability, rather than understaffing, which
we will do in Section 4.3.
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4.3 Demand vs. availablity

This section studies closer the constraint (4.1a) by studying how close the agent
availability reaches up to the demand. The bar charts in Figure 4.4 illustrate
Sohen Dui and Yoy 2o je 7 anjwyy, for all £ € £ and one k € K ie. the total
availability in relation to the total demand over 20 days for each competence.

Total availability/demand for competence 1 Total availability/demand for competence 1

W Total availability W Total availability
120 W Total demand 120 W Total demand

80 80
60 60
40 40
20 20
0 s 10 15 20 ° 5 10 15 20
Day Day

(a) LP solutions. (b) Integer solutions.

Number of agents

Number of agents

Figure 4.4: Bar chart depicting total availability compared to total demand per
day for competence 1 over the first 20 days in January 2022, with A\ = 0.7. The
left figure is the result obtained from the LP solution to (3.4) and the right figure
is from the integer solution to (3.4) with the columns from the LP solution.

Because we sum over h € ‘H, Figure 4.4 does not really say anything about how the
availability versus demand varies between time steps within a certain day, which is
important to have in mind since just because two bars have similar height it does
not necessarily mean that the need for agents is even throughout the day. It is
possible for example that some times of the day are severely understaffed while
other times are quite overstaffed, but in the end they still sum up to equal the
total demand. Thus, Figure 4.4 does not necessarily make any useful statements
regarding agent availability on a day to day basis. However, Figure 4.4 does
provide a sufficient overview of the overall demand and availability over a large
time frame, as well as understaffing; by subtracting the bar values. An example of
bar-pairs being of similar height in Figure 4.4, but having a quite uneven agent
availability during certain parts of the day, is illustrated in Figure 4.5, where Dpy
and ;¢ 7 apjwji is plotted over h for day 1. Note, however, that calls that are
not taken during a specific time step appear to ‘vanish’ in Figure 4.5, while in
reality they are moved to the next time step, and then the next and so on until
they get answered. For example, this means that having understaffing during one
time step in Figure 4.5, followed by overstaffing in future time steps does not mean
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that those future time steps will actually be overstaffed in practice. Hence, the
model in (3.4) is not entirely correct since it does not account for demand that is
unable to be handled during time step h. But as we saw in Figure 4.4, most of the
calls will be handled before the day is over, so it remains to see in practice if there
are times during the day that have an excessive shortage of staff and how many
calls are lost due to customer abandonment rates etc. (which also depend on how
great the shortage of staff is).

Availability/demand per time step Availability/demand per time step

W Availability W Availability

6 B Demand 6 W Demand

5 5

4

3

3
2 2
OII II I I 0 I I I
5 10 15 20 25 30 H 10 15 20 25 30

Time step Time step

Number of agents
Number of agents

(a) LP solution. (b) Integer solution.

Figure 4.5: Bar chart depicting availability compared to demand per time step
for competence 1, day 1, January 2022, with A = 0.7. The left figure is the result
obtained from the LP solution to (3.4) and the right figure is from the integer
solution to (3.4) with the columns from the LP solution.

The optimal solution to the LP-relaxation of (3.4) tells how many agents with
competence k € K are needed for shift j € 7', and how much understaffing it then
yields, for a certain value of A. Summing w;; over j € J' we get the total amount
of agents needed for competence k£ € IC and so in order to get an overview of how
many agents are required per competence, and day, over a larger time-frame we
illustrate this sum in Figure 4.6. We can see in Figure 4.6 that for competence 2
and 5 there is a quite significant drop in number of agents, due to the demand
being lower (see Figures 4.2b and 4.2e in Section 4.1, as well as Figures A.2a and
A.5a in Appendix A).
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Figure 4.6: Plot of the number of agents required per competence over the first 20

days in January 2022, with A = 0.7 (LP-solution).

4.4 Distribution of shifts among agents

Having obtained the LP solution to (3.4), we procure the integer solution by
reinstating integer constraints and solving (3.4) with the same set of shifts used
to get the LP solution. Recall from Section 3.2.3 that we use the integer solution,
together with the generated shifts, as input to (3.9) in order to distribute the shifts
among the available agents. The w;;,-variable in (3.9) gives information about what
shift j € J, agent i« € 7 is given on day ¢ € L, and so, together with the set of
shifts Jy, one can create a schedule for every agent, as is illustrated in Figures 4.7

and 4.8.
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Figure 4.7: Grid depicting what agent works what shift (blue means they work)
during day 1 in January 2022, with A = 0.7. In total, 93 shifts were generated
in addition to the starting shift (first row), adding up to 94 shifts total. The
numberings denote every 10’th shift and agent respectively.
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We can see from Figure 4.7 that 43 out of 45 agents work this particular day and
in fact, the same 43 agents work the entire planning period £, being the first 20
days in January 2022. This was deduced from the fact that all 20 days required 43
agents and the objective value of (3.9) also being 43, implying that the same 43
agents work during the entire planning period. Table 4.5 shows, for every shift in
Figure 4.8, which agents (corresponding to Figures 4.7 and 4.1) work that shift
during day 1, and what competencies they have.

Time steps —
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Shifts |
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15
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1
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1
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2
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1
1
2
1
1
2
19

Figure 4.8: Grid depicting unique shifts from Figure 4.7, ordered by start time,
during day 1 in January 2022, with A = 0.7. The vertical numbers on the far
left denote every 5th shift, while those on the far right represent the amount of
occurrences of the specific shift on every row. The horizontal numbers denote every
10’th time step. There are a total of 19 unique shifts, out of 43 total.
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Table 4.5: Table of all the unique shifts used in the solution to the model in (3.9),
which agents they were assigned to, as well as what competencies those agents
have. The table values are for day 1 in January 2022, with A = 0.7.

Shift Agents Competencies

RTINS 3], [1,3]

2 [5], [41] [1,3], [1,3,4]

3 [27] 4]

4 [39] 3]

5 [7] 3]

6 [38] 3, 4]

7 [20] 1, 3]

8 3], [16] [3,4], [4]

9 [13] 1,2, 3]

10 8] 1, 3]

11 [11), [32] [1,2,3], [3]

12 [33] [1,4]

13 [44] [2,3,4]

14 [4] [1,3,4,5]

15 [40], [43] [1,3,4], [1, 3]

16 [17] [1,2,3]

17 [30] 1,3,4]

18 [2], [45] 3], [3]

19 [6], [9], [10], [14], [1,2,3,4,5], [1,2,3,4, 5] [1,3,4], [1,4],
[15], [19], [21], [22), [L,3], [1.2,3,4,5], [1.2,3], [1,4]
[24], [25], [26], [28], [1,2,3,4, 5] [3,4], [1, 3 ,4], (1,3, 4],
[29], [31], [34], [35], [1,3,4],[1,3,4], [1,2,3,4,5], [1,3,4],
[36], [37], [42] 1,2.3,4,5], [1,2,3,4,5], [1,2,3,4, 5

There is clearly a bias towards shorter shifts, which partly has to do with the model
prioritising shorter over longer shifts if they have the same reduced costs. The
reason for this particular prioritisation is simply because it is cheaper to assign a
short shift to an agent compared to a long shift.

4.5 Model comparison to the in-use system
Based on a a forecast number of incoming calls per time step provided by Telia,

we will compare the availability given by the model with the availability derived
at the company using the same values, all forecast values that were provided are
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illustrated in Figures 4.9 and A.7a—A.10a. Note that because Telia does not use
integer constraints on the availability, we use the LP solution for a fairer comparison.
Keep in mind that the green bars in Figure 4.9 represent the prediction of the
amount of calls that will come in per time step - we use these values to calculate the
demand with (3.1), while the company uses Erlang A. We make sure to allow for
minimal understaffing by letting A = 0.95, and we can then conclude from Figure
4.9 that the company seems to generally derive a higher demand than the model.
The value of A makes an insignificant difference in this case, because the demand
overall is low enough so that it can be reached at a minimum cost, regardless of
the value of lambda, as long as it remains > 0.5. In general however, if the demand
were higher, increasing A would be a valid way of increasing availability in the
model.

As mentioned in Section 1.1.1, the company takes into account several parameters
when deciding demand, and so as a brief demonstration, Figure 4.9b illustrates the
results from the model with the same forecast values and T}-values from Table 4.4
but also using a few of the more commonly used parameters at the company (see
Figures A.7a—A.10b in Appendix A for competencies 2-5). Table 4.6 shows some
commonly used parameters, together with their values, provided by Telia, which
are added multiplicatively to the numerator of the demand calculation in (3.1).

Table 4.6: Table showing the values, provided by Telia, of the most common
parameters used in deriving demand at the company. The values are added
multiplicatively to the demand, thus resulting in a 64.64% increase.

Parameter Definition Value
Shrinkage Agent absence (vacations, sick leaves, meetings, etc.) 12%
Service level Percentage of calls answered over the entire day 75%
Occupancy  Percentage of time spent handling calls 88%
Efficiency Percentage of agent adherence to their schedule 95%
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Figure 4.9: Bar chart of availability per time step, day 1, competence 1, with
A = 0.95, compared with the derived availability at Telia for the same day and
competence (LP solution). The values given by the model, and Telia, were both
derived from the same data of forecast calls. In Figure 4.9a no parameters are
included other than incoming calls (d ), average handling time (7},) and preferred
handling time (Fjg), while Figure 4.9b also includes 12% Shrinkage, 75% Service
level, 88% Occupancy and 95% Efficiency, adding up to a 64.64% increase in
demand when multiplying the percentages.

4.6 Benchmarks

This section includes benchmarks for finding the LP-solution to (4.1) with column
generation, which is the part of the implementation responsible for almost all of the
total computation time. The Gurobi solver, used in this project, will be compared
to the free open source solver GLPK version 1.1.2 [17], in order to deduce whether
one can achieve satisfactory results without having to put large amounts of money
on using Gurobi. All benchmark values presented in Table 4.7 were obtained by
using the "BenchmarkTools" package [18] in Julia.

Table 4.7: Table of benchmark values, and memory usage, for finding the LP-
solution to (4.1) in Section 4.2, for day 1 in January 2022, with A = 0.7. The
sample size is 10 samples.

Solver ~ Mean =+ std. (s) Median (s) Min — max (s) Memory (GiB)

Gurobi 62.076 £ 2.103 62.193 57.560 — 65.355 7.86
GLPK 245.861 + 11.173 244.812 232.316 — 266.516 8.88
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Clearly, the GLPK solver is significantly slower than Gurobi. It takes over 4
minutes for GLPK to generate all the columns needed to find the LP-solution to
(4.1), which is about 4 times longer than Gurobi, with GLPK also having a larger
memory usage.
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Conclusion

Throughout this text, we have studied the ability to schedule agents in a call
centre using mathematical optimisation theory. In addition to deriving how many
agents should work, we have also presented a way of simulating their schedules
on a time step by time step basis, for any planning period, given sufficient data.
Using simulations before actually implementing an idea into the real world can
allow for great time- and cost efficiency. Therefore, this project could be a useful
tool when making important decisions regarding staff allocation in any call centre.

It is quite likely, however, that the acquired results are optimistic due to the fact
that demand is given time step per time step, without any regard of previous time
steps. Assuming (realistically) that not all calls are handled within the expected
handling time and/or all calls could not be answered immediately due to shortage
of staff, some of the demand gets carried over to future time steps, which the model
does not account for; we see a clear example of this in Figure 4.5. On the other
hand, as also mentioned in Section 4.3, most of the total incoming calls seem to
get answered eventually, so it remains to see how the model would work in practice
before any final conclusions can be drawn.

As seen in Section 4.5, parameters play a large role in deriving accurate demand
values, and when some of those are taken into account we get results that are quite
close to the ones from the company. Implementing more adjustments to the demand
calculation would likely give even more accurate results. We saw in Section 4.3
that only 43 out of 45 agents were needed. When parameters are included however,
all 45 agents are required. Clearly the number of required agents also depends on
how heavily understaffing is punished, and so simply increasing A can also raise the
amount of agents required. For higher demands, it might be of interest to derive
how many agents are needed to satisfy demand at a certain level, which can be
done by removing the constraints (3.4c) and (3.4d) from (3.4), and then extending
the set of all agents Z according to the solution so that (3.9) remains feasible.

In conclusion, the model seems to perform quite well as compared to the current
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system at the company, but it would require some further alterations to the
implementation in order to include all the relevant parameters present in a real-
world call centre, so that it can be compared to the current system under equal
conditions. The results acquired this far, however, seem to imply that once the
mentioned alterations have been made, the model will likely perform at least as
good as the current system.

5.1 Complexity of the implementation

The overall run time of the implemented program is of great importance should it
be used as a legitimate way to produce schedules over long periods of time at the
company. One rather straight forward way of reducing computation times is to
include more columns per iteration, rather than only one at a time. Adding the
column with the smallest negative reduced cost equates to reducing the objective
as much as possible per unit of increase from zero for the incoming column, this
means that it is possible that the specific column does not increase very much and
thus not contributing to the most reduction in the objective. Even if the incoming
column does contribute the most to reducing the objective, there could be other
columns that also have a negative reduced cost that also reduce the objective. In
fact, adding any column, as long as its reduced cost is negative, will reduce the
objective but possibly at bit less than the one with the smallest negative reduced
cost. The addition of more columns might enable finding a solution faster because
there will be less columns to ‘reconsider’ in future iterations, and is in fact one of
the more widely used methods in reducing computation times [8].

The solution obtained from generating columns only solve the LP-version of the
original problem - it is almost always the case that once we reinstate the integer
requirements we no longer have enough columns to find the optimal solution.
Usually, once the LP-solution is found by column generation the ‘Branch and price’
algorithm is then used to find an integer solution, which in turn has an exponential
computational complexity. The Pareto fronts, illustrated in Figure 4.3, seem to
imply that there is no huge difference between the upper bound integer solutions
and the optimal integer solutions to (3.4). So it remains to see through further
testing whether obtaining an optimal integer solution is necessary for producing
satisfactory results and if it is worth the extra effort in implementing it, as well
as the extra computational complexity and memory usage. There are also quite a
few ways of reducing computation times for Branch and price that may or may not
be applicable to this problem, some of which can be found in [19], [20] and [21],
among many others. Specifically, [21], has many references to Branch and price
methods and would be a good starting point for the interested reader.
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Another way of improving computation times, also mentioned in [8], is by terminat-
ing the algorithm prematurely when no significant improvements to the objective
have been made after a certain amount of iterations. This prevents the algorithm
from getting ‘stuck’ trying to find the optimal solution when a sub-optimal solution
would suffice.

As mentioned in Chapter 4, the Gurobi solver was used to procure all the results,
which is one of the fastest solvers on the market and thus quite expensive. The
alternative is to either use another method, e.g. create a list of all allowed shifts and
then pick from that list every iteration based on the reduced costs, as mentioned in
Section 3.2.2, or to use an open source solver, which might yield longer computation
times, depending on the model. We presented some benchmarks in Section 4.6
where we compared the commercial solver Gurobi to the free open source solver
GLPK, and we saw that clearly, for this problem, there was quite a significant
difference in computation times, where Gurobi was far superior.

5.2 Feasible starting solution for column genera-
tion

The column generation algorithm requires a feasible solution in order to get started
and so one may wonder what an adequate choice of starting solution might be and
how it is found. Due to how the algorithm works, if there exists an optimal solution
it will always be found no matter what solution it starts with [8]. As mentioned in
Section 4.2, the starting set was chosen randomly to be one single long shift and
there are surely better choices of starting sets that speed up the column generation
convergence. However, for this problem in particular, there was no intuitive way
of constructing a starting set that can be proven to be better than others, and
nothing particularly helpful was found in the literature either. Due to how the
model in (3.4) was defined, allowing understaffing ensures that a feasible solution
can be found with practically any starting set, including the empty set. So the
problem of finding a feasible starting solution is quite easy for this problem, but
finding one that reduces convergence times the most remains nontrivial.

The easiest way of perhaps reducing the convergence time somewhat, but not
necessarily optimally, is to simply start with a larger set and make sure that the
union of the shifts in that set cover the opening hours. However, the trade off
is unnecessary memory allocation, as well as potentially increased computation
times due to the solver having to manage larger matrices - the entire point of using
column generation is to reduce the size of the problem as much as possible so that
it becomes easier to handle. For this reason, it might be beneficial to try and find
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somewhat of a middle ground in run time versus resource allocation, so that they
remain within reasonable ranges. There are many methods and strategies that try
to optimise the efficiency and convergence of column generation, many of them can
be found in [8] and [21] and the references therein.

5.3 Further research

There are a few things that could be further worked upon in the future, should
the interest arise, such as properly designing a user interface so that anyone not
necessarily initiated with the theory beforehand is able to produce results suited to
individual needs. Furthermore, one might want to look deeper into the demand of
staff itself; rather than deriving it directly from a set of old data one might try to
predict future demand using for example Markov chain Monte Carlo methods and
perhaps obtain better values for the demand than those used in this project. One
needs to make sure however that the model remains linear if such a method is to be
implemented. As also mentioned in 5.1, further testing that compares the results
obtained with- and without Branch and Price to the real world call centre needs to
be conducted in order to properly state whether implementing Branch and price is
necessary or not. Also, the implementation can always be more efficient in order to
enable faster computation times.

It is possible to modify the model in (3.4) so that unanswered calls are taken
into account, and one way of doing this could be for example to introduce an
‘inventory’ constraint: g1 = (1 — f) - (gn + dp, — ), where g, is the number
of calls waiting for service at time step h € H, dj; is the number of incoming
calls, r, is the number of handled calls, and 0 < f < 1 is the abandonment rate
(percentage of calls abandoned by customers). The variable g5, should be added
to the demand at time step h + 1 on the right hand side of the constraint (3.4b) -
customer abandonment rate f can also be defined as a function of this sum, since
customers are more likely to abandon the call the longer the wait time is.

Finally, if it is of interest that the form of employment is taken into account in the
model formulations, since it is not uncommon for call centres to have a mixture of
full- and part time employees. One can do so by perhaps constructing separate
models to solve for every employment type, where the set of all agents Z is split up
so that agents with the same form of employment (or that work the same amount
of hours) are in the same set. If one solves the model consisting of e.g. full time
agents, one can then use the amount of understaffing (if there is any) from that
solution as input to the model consisting of part time agents so that they can
‘fill” the gaps, since their shifts are shorter and therefore more flexible. It would
be beneficial to also take into account agents that e.g. can work only day time,
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or prefers working in the evening, particularly for call centres that have longer
opening hours. There are many modifications that can be applied to the models in
this text to allow for further generalisations.
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A

Supplementary figures

We include figures for the rest of the competencies when A\ = 0.7, as well as when
A = 0.95 to see how the solution looks when we allow no understaffing. Further, the
rest of the availability comparisons with Telia are also included for day 1, January
2023 with- and without parameters. All results, except for Figures A.7a-A.10b, are
over, or within, the first 20 days in January 2022.
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Figure A.1: Comparison of total availability/total demand per day for competence

1, with A = 0.7 and A = 0.95 respectively (LP solution). Figure A.la also occurs
as Figure 4.4.
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Figure A.2: Comparison of total availability/total demand per day for competence
2, with A = 0.7 and A = 0.95 respectively (LP solution).
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Figure A.3: Comparison of total availability /total demand per day for competence
3, with A = 0.7 and X = 0.95 respectively (LP solution).
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Figure A.4: Comparison of total availability/total demand per day for competence
4, with A = 0.7 and A = 0.95 respectively (LP solution).
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Figure A.5: Comparison of total availability /total demand per day for competence
5, with A = 0.7 and A = 0.95 respectively (LP solution).
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A= 0.7 and A = 0.95 respectively (LP solution). Figure A.6a also occur as Figure
4.5a.
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Figure A.7: Bar chart of availability per time step, day 1, competence 2, with
A = 0.95, compared with the derived availability at Telia for the same day and
competence (LP solution). The values given by the model, and Telia, were both
derived from the same data of forecast calls. In Figure A.7a no parameters are
included other than incoming calls (dg ), average handling time (7},;) and preferred
handling time (Fyg), while Figure A.7b also includes 12% Shrinkage, 75% Service
level, 88% Occupancy and 95% Efficiency, adding up to a 64.64% increase in
demand when multiplying the percentages.
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Figure A.8: Bar chart of availability per time step, day 1, competence 3, with
A = 0.95, compared with the derived availability at Telia for the same day and
competence (LP solution). The values given by the model, and Telia, were both
derived from the same data of forecast calls. In Figure A.8a no parameters are
included other than incoming calls (dg ), average handling time (7},;) and preferred
handling time (F}y), while Figure A.8b also includes 12% Shrinkage, 75% Service
level, 88% Occupancy and 95% Efficiency, adding up to a 64.64% increase in
demand when multiplying the percentages.
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Figure A.9: Bar chart of availability per time step, day 1, competence 4, with
A = 0.95, compared with the derived availability at Telia for the same day and
competence (LP solution). The values given by the model, and Telia, were both
derived from the same data of forecast calls. In Figure A.9a no parameters are
included other than incoming calls (dg ), average handling time (7},;) and preferred
handling time (Fyy), while Figure A.9b also includes 12% Shrinkage, 75% Service
level, 88% Occupancy and 95% Efficiency, adding up to a 64.64% increase in
demand when multiplying the percentages.
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Figure A.10: Bar chart of availability per time step, day 1, competence 5, with
A = 0.95, compared with the derived availability at Telia for the same day and
competence (LP solution). The values given by the model, and Telia, were both
derived from the same data of forecast calls. In Figure A.10a no parameters are
included other than incoming calls (dg ), average handling time (7},;) and preferred
handling time (Fyy), while Figure A.10b also includes 12% Shrinkage, 75% Service
level, 88% Occupancy and 95% Efficiency, adding up to a 64.64% increase in
demand when multiplying the percentages.
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Code

The code written to produce the results is available at

https://github.com/Arbeeer/MVEX03-Public.git
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