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Target-Guided Trajectory Generation For Controllable Tra c¢ Scenarios
A novel conditioning method for di usion-based trajectory generation enabling con-
trollable tra c scenario synthesis

Jacob Bredin
Linus Haraldsson

Department of Computer Science and Engineering
Chalmers University of Technology and University of Gothenburg

Abstract

Autonomous vehicles (AVs) must be evaluated under rare and hazardous driving
conditions to ensure safety and reliability. However, creating such safety-critical
scenarios is made di cult for several reasons. They occur infrequently in real-world
data and are costly to reproduce through physical testing, while existing simulation
methods often yield unrealistic behaviors. This thesis explores generative modeling
as a tool for producing realistic and controllable scenarios for closed-loop evaluation
of AV systems.

We introduce a novel di usion-based method for generating adversarial trajecto-
ries, with a focus on Classifier-Free Guidance (CFG) to steer agents toward de-
fined targets. The approach incorporates target information during training, uses
data augmentation to improve robustness, and applies trajectory optimization to
enhance accuracy. Building on the Versatile Behavior Di usion (VBD) framework,
our method strengthens controllability while preserving realistic motion patterns.

The experimental results show that CFG improves guidance performance without
any additional computational cost during inference, which has been a major lim-
itation of prior approaches, while still matching the accuracy of classifier-based
guidance. When combined with classifier-based guidance, CFG yields substantial
improvements in target accuracy and reduces the number of required guidance iter-
ations. Furthermore, direct trajectory optimization is shown to further refine target
accuracy, although it introduces trade-o s with respect to adherence to tra c reg-
ulations. Collectively, these findings establish an e cient and versatile framework
for the generation of safety-critical driving scenarios, thereby advancing the method-
ological foundation for rigorous evaluation of autonomous vehicle systems.

Keywords: Scenario Generation, Guided Trajectory Generation, Di usion, Deep
learning, Machine learning.
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1

Introduction

Scenario-based testing has become an integral part of the evaluation of advanced
driver-assistance systems and autonomous driving software in modern vehicles. The
software control systems are validated within interactive simulation environments,
where a diverse set of tra c scenarios can be constructed and executed. Scenarios
are designed to evaluate general and individual features of the control software under
di erent conditions.

For example, a test-scenario used for evaluating the automatic braking system can
consist of a road crossing, where a pedestrian or another vehicle suddenly moves
in front of the vehicle being tested. If the tested vehicle manages to brake without
colliding, the automatic braking system completes the test successfully.

Scenarios used in testing are primarily created by human experts, where agents follow
deterministic rules that control their behavior. This results in high controllability
and reproducibility, but may lack the diversity and interactivity of real tra c, since

all behaviors needs to be de ned manually.

Evaluating the control software on a wide range of scenarios, both safe and unsafe,
is necessary for obtaining a satisfactory test coverage. Safety-critical scenarios is a
category that is of particular interest, since they allow repeated testing of di cult
and dangerous situations, that is both cost e ective and safe, that can substantially
increase vehicle safety.

Creating a catalog of safety-critical scenarios is made di cult by their rare and di-
verse nature. Collecting them from tra ¢ would require an infeasible amount of
real-world data, that would then need to be processed to lIter out interesting sce-
narios. Beyond collection, ensuring su cient coverage poses an additional challenge:
the dataset must contain a wide range of diverse and relevant scenarios that enable
comprehensive testing of autonomous vehicle capabilities.

Datasets capturing the movements of vehicles, pedestrians, and other agents in real-
world tra c are used to train machine learning models. These models are then
able to generate arti cial yet realistic and interactive tra ¢ scenarios. As recorded
data primarily consist of regular, safe tra c, the models learn to produce similar
behaviors. These models are therefore once again insu cient for generation of safety-
critical scenarios. However, These models can serve as realism priors, informing any
safety critical scenario generation method how a scenario would normally play out
if everything behaved in a non-critical way.



1. Introduction

Several papers have investigated how safety-critical scenarios can be created. These
methods primarily focus on adversarial methods, either using optimization methods
or reinforcement learning to create targeted attacks from one vehicle to another.
While this results in a high collision rates, it has no guarantees of resembling real-
world safety-critical events. Another issue is the diversity of this type of attack,

it only captures a small number of behaviors that are signi cantly biased directly
towards creating collisions, often trained adversarially against a single model, or
unguided cars. Therefore, further research must be conducted to enable a wider
variety of scenarios of di ering criticality to be created.

This work addresses these challenges by focusing on controllable yet realistic scenario
generation. The proposed model is capable of guiding vehicle behavior towards spec-
I ed spatial, temporal, and velocity constraints, while preserving the exibility to
generate trajectories from arbitrary initial conditions. This design accommodates
both manual and automated scenario creation. As the trained model learns to
guide agents towards targets, most behavioral bias depends on the guidance speci -
cation process, whether de ned by a user or an algorithm. As a result, the model
can generate diverse behaviors without retraining. In turn, enabling the design of
safety-critical scenarios for targeted testing of speci ¢ autonomous vehicle behaviors,
thereby supporting the development of more e cient testing frameworks.

1.1 Problem Speci cation

The validation of autonomous driving systems requires access to realistic and diverse
tra c scenarios. Generative models based on real-world data provide a strong real-
ism prior, but they typically reproduce conventional safe behaviors and o er limited
control over the outcome of generated scenarios. Adversarial approaches can enforce
safety-critical events, but they are often biased, narrow in scope, or computationally
expensive. What is lacking is a controllable and computationally e cient gener-
ative framework that balances realism with the ability to target speci ¢ scenario
outcomes.

This thesis investigates the problem o€ontrollable tra ¢ scenario generation ,
with a focus on improving target accuracy and computational e ciency in di usion-
based motion planning models. The central aim is to enable reliable guidance of
agent trajectories toward speci ed spatial, temporal, and velocity constraints while
maintaining the naturalism of interactive tra ¢ ow. The research is guided by the
following questions:

1. How can di usion-based motion planning models be guided to achieve precise
realization of user-speci ed trajectory constraints?

2. What methods can be employed to improve the computational e ciency of
such guidance, enabling their use in large-scale and closed-loop testing set-
tings?

3. To what extent is the performance of unguided tra c generation degraded?

The speci ¢ contribution of this thesis is stated in the list below.

2



1. Introduction

Summary of contributions:

A new method for guiding di usion-based motion planning models using classi er-
free guidance.

Signi cantly improved guidance performance compared to the baseline Versa-
tile Behavior Di usion model [1].

A comparison of the computational e ectiveness of di erent guidance methods,
showing an up to 20x runtime improvement.
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Theory

This chapter goes into detail on di erent aspects of scenario generation and prelim-
inary information for the methods used later in this thesis.

2.1 Scenario Representations

For motion planning, it is common to use a simpli ed representation of the scene,
reducing the amount of detail to road markings, tra c lights and agents. In this the-

sis we will be working with Waymo's Open Motion Dataset (WOMD) as our source

of training and validation data. Waymo's dataset is represented using two main
components: dynamic agents (e.g., vehicles, cyclists, and pedestrians) and static
map elements (e.g., lanes, crosswalks, and road boundaries). Dynamic agents are
represented as oriented bounding boxes parameterized by their state and geometry.
Each agent is represented &sx;y; yaw; V; vy; |; w; hg at each timestep. Table2.1.1
gives an explanation for each element in the agent state. In total there are 91 states
for each agent, in a scenario, with each scenario spanning 9.1 seconds sampled at 10
Hz. This is split into a one second history, a starting timestep and an eight second
future. The dataset includes up to 128 agents per scene.

Element | Explanation

X;y Center coordinates of the agent in the globa
frame.
yaw Heading angle of the agent, measured coun-
terclockwise from thex-axis.
Vy; Vy Velocity components of the agent along and
y axes.
l; w; h Length, width and height of the bounding
box enclosing the agent.

Table 2.1.1: Representation of dynamic agents as oriented bounding boxes.

The static environment contains the geometry of the road network. It is repre-
sented as a collection of polylines, where each polyline corresponds to a road el-
ement such as a lane centerline, lane boundary, or crosswalk outline. A polyline
is de ned by a sequence of connected points, with each point parameterized as
fX;y; ux; uy; type; id; validg. Table 2.1.2explains the meaning of each parameter.

5



2. Theory

Element | Explanation

X;y Position of the point in the global coordinate
system.
Uy ; Uy Unit vector indicating direction.
type Semantic type of the element (e.g., lane cen-
terline, crosswalk, lane boundary).
id Unique identi er of the polyline to which the
point belongs.
valid Boolean ag indicating whether the point is
active.

Table 2.1.2: Representation of static map elements as polylines.

There are multiple choices of coordinate systems when working with motion data.
By default in WOMD, the data is represented in a global frame of reference, where
the road graph is stationary and agents change position for each timestep. Another
common choice is to use a local frame of reference, positioned with the ego-vehicle
at the center, either for the rst timestep or for every timestep. More generally, a
local frame of reference can be used for any agent or element in the scene. The local
reference frame is obtained by translating and rotating all elements with respect
to a speci c agent or scene element. A less common choice is a relative frame of
reference, where the position, yaw and velocity from a reference agent is subtracted
from all objects in the scene, where applicable, without rotation.

2.2 Motion Prediction and Conditioning

Generating plausible future trajectories for agents in a scenario can be described
as sampling from a probability distribution: Pr(xjc). The probability distribution
describe all possible future trajectoriex and is conditioned on the scene context
c. The scene context contain information about agents' history and scene elements,
such as road markings and tra c lights. Using this mathematical description, we
will expand on three interesting methods for how generating trajectories can be
described.

The rst method is to sample joint trajectories [2], where agents behave like regular
trac. They avoid collisions, follow markings and tra c rules. This is useful for
testing autonomous driving algorithms in safe and common tra c situations. The
second method generate marginal trajectorie§][ These are plausible trajectories
of every agent individually, meaning the trajectories do not account for interactions
with other agents. This has been used in the literature to sample probable, unsafe
trajectories that can be used to create safety-critical scenaridq.[ The third method
extends what the trajectories are conditioned on, allowing for further control of what
agents do, or speci c outcomes. For example, an agent can be conditioned to travel
through a speci ¢ position or a whole predetermined trajectory. This method has
both been used for generating adversarial scenaridd pnd for introducing more
control over scenario outcomed.

6



2. Theory

2.3 Open and Closed-Loop Simulation

To allow an autonomous driving (AD) algorithm to be tested in an interactive en-
vironment, there needs to be feedback between it and the generative model, this is
known as a closed-loop simulation. This is done by stepping the scenario forward in
time and passing the new initial conditions to the generative model. New trajecto-
ries are predicted and the next time step is passed back to the AD algorithm. Due
to the time-cost of generating new trajectories, it is common to update them with

a one second gap or more. The environment becomes less responsive as the gap
increases. If the trajectories are only planned at the start, it is called open-loop sim-
ulation. Selecting how often the trajectories are updated is a trade-o between being
able to test more scenarios and scenario quality. A common issue with closed-loop
generation is the cumulative error that grows as the simulation proceeds. Resulting
in vehicles not following road markings etc. This can limit the length of a test-
scenario, and hence the usefulness of the test. Therefore it is important to reduce
the cumulative error when testing AD algorithms.

2.4 Diusion Models

Di usion models have emerged as a powerful and widely adopted generative mod-
eling technique in recent years, fundamentally transforming the landscape of image
synthesis §]. Unlike earlier generative approaches such as Generative Adversar-
ial Networks (GANS) [6], di usion models synthesize images by learning to reverse
a gradual noise corruption process inspired by thermodynamic di usion. Through
this progressive denoising procedure, they achieve stable training dynamics and high-
guality image generation. These characteristics have established di usion models as
a leading framework for image generation across a wide range of domains.

Beyond producing realistic images, di usion models o er remarkable exibility and
controllability through various conditioning mechanisms. This capability has led to
their adoption in specialized applications such as controllable tra c scene generation
and autonomous driving simulation 1, 7, 8, 9]. In these contexts, di usion-based
methods enable the synthesis of realistic and diverse tra ¢ scenarios with control
over scene attributes, making them a valuable tool for research and development in
safety-critical and data-driven transportation systems.

To formalize the generative process, di usion models are typically described through

a forward di usion process and a corresponding reverse denoising process. The for-
ward process gradually adds Gaussian noise to the data in a series of steps, e ectively
destroying structure and transforming the original data distribution into a standard
normal distribution. It is de ned recursively as:

aXegxe 1) = Xg 1+ (1 ) N (0;1)

The parameter , is known as the noise-schedule and is designed to gradually move
the original data distribution to the standard normal distribution in T di usion
steps. Since each di usion step only depends on the previous step, it is a Markov

7



2. Theory

chain. This means that the joint distribution for the complete di usion process can
be rewritten as a product of probabilities:

.
a(Xo; X1; 55 X7) = q(Xo)  A(XeJXt 1)

t=1
Since follows a Gaussian distribution, the forward process c%p be expressed in
closed form. To simplify the notation we let =1 cand (= "L, .
: pP— o J—
a(XtjXo) = Xot 1 ¢} N (0;1)

We would like the reader to notice the structure of the closed form function and that
¢ iIs chosen to range from one to zero. This means the original data is interpolated
towards a standard normal distribution.

The Reverse process is also described by a Markov chain where the mean and stan-
dard deviation is parametrized by a neural network.

P (Xt aXxt) = (Xt)+  (Xe5t)
A common choice in the literature is to parameterize this model to have a xed
schedule for the variance term: (x;t) = (1 t) N (0O;1). By parameter-
ization  ase= x¢ P (X%;t) , where (x;t) is the predicted noise given
parameters for noisy samplex; at timestept, the learning objective is therefore to
recover the noise added during the forward pass.

The sampling process is then to remove noise fortime-steps. With this choice of
the parameterization the loss becomei:

i
L( )= Euxo K (x; K

2.4.1 Classi er Guidance

A bene t of using di usion models is that they can easily be conditioned to generate
speci ¢ output without retraining the model. Originally introduced by P. Dhariwal
and A. Nichol [10] classi er guidance applies a classi ep (yjxy;t) to the output of
an image di usion model to obtain a gradientr log p (yjX:;t).

The gradient is used to guide the di usion process, by sampling:

P. (Xt Xes1;Y) ! P (Xt ] Xes2) 1 log p (YjXi;t)

throughout the denoising process, the learned prior of the di usion model is steered
towards the desired output via the classi er.

The method is universal and any di erentiable functionf () could in theory be used
to guide a di usion model, as long as the target is within the learned distribution
of the di usion model. In practice, the functionf () also needs to be able to score
noisy outputs in a meaningful way during the reverse process. In the context of
motion planning, guidance functions are often de ned to minimize the distance to
a target or agent to e.g. guide, or discourage collisions during trajectory generation
[1, 7, 9]. The level of noise in generated actions does not hinder the calculation of
distances from the resulting trajectory.

8
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2.4.2 Classi er-Free Guidance

As an alternative to classi er guidance, J. Ho and T. Salimans5[ introduced a
method called classi er-free guidance In this approach, the explicit classier is
removed, and the di usion model itself is trained to handle both conditioned and
unconditioned generation. The conditional information typically comes from the
training label, which could be a class-label when training on a dataset with pictures
of animals. Alternatively, it could be used for preserving information in a generated
image, such as to instruct the di usion model to generate a speci ¢ object on part
of the image.

Formally, the denoising model is de ned as (x;t; c), wherec denotes an optional
conditioning variable (e.g., a class label, text embedding, or trajectory goal). During
training, cis randomly dropped with a xed probability, allowing the model to learn
both conditional p (X; j X¢+1; €) and unconditional p (X; j Xt+1) behaviors.

At inference time, classi er-free guidance combines these two predictions using a
weighting factorw 1, producing the guided prediction~ (x;t;c), where (X;;t)
is the model output without conditioning:

~(Xpte)= (Xgt;)+w  (Xgtc) o (X;t)
The resulting distribution can be interpreted as:
P (X ] Xee1; GW) /P (X ] Xes1 )t P (Xe j Xean 3 O™

Increasingw ampli es the in uence of the conditioning variable, leading to more
speci c but potentially less diverse samples. Conversely, smallar values yield
more diverse but less targeted outputs.

This approach provides a simple yet powerful mechanism for controlling speci city
and diversity without requiring an external classi er. Later in this thesis, we demon-
strate that classi er-free guidance translates e ectively to motion planning and en-
hances controllability in trajectory generation.

2.5 Motion Planning Metrics

To measure the quality of generated scenarios, a range of di erent metrics have been
used in the literature, often serving as proxy metrics for realism. A popular choice
are the metrics from the Waymo Open Sim Agents Challenge (WOSAC),[11].
The metrics are known as: average displacement error (ADE), collision, o -road,
and wrong-way.

The collision, o -road and wrong-way metrics calculates the proportion of their

respective events aggregated over all agents and time steps within a scenario. As
these are boolean events, the values ranges between 0 and 1. While ADE is similarly
computed over all steps and agents, there is no max value as it is a distance metric.

9
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2.5.1 Average Displacement Error

Average displacement error is the average distance between each point of the ground
truth trajectory and the generated trajectory. The variable A denotes the number

of agents andT is the total number of future timesteps. The points of the ground
truth trajectory is denoted by x;; and the generated trajectory points are denoted
by Ry; .

ADE —1 X R
= X';t it
AT g0 "2

2.5.2 Collisions

The collision metric computes the proportion of agents with one or more instances
of overlapping bound boxes. The notatiomh represents the bounding box of agent

I. The overlap function computes whether two di erent bounding boxes overlap.
8
<1; if the bounding boxes are overlapping.

overlap(bh; bb) =
A(bh; bb) - 0; otherwise

1 A T
Collisions= =~ = = overlap(bby; bl )
i=0 j=0;t=0
i6i

2.5.3 O Road

The o Road metric is derived using the o road function. This function determines
whether a vehicle-type agent is on the road by evaluating the signed distance from
each bounding box corner to the nearest point on the road grapR. For each
bounding box corner of the agent. If all bounding box corners have a positive signed
distance, the vehicle is outside of the road and the function returns 1, otherwise O.

8
2 1; if all corners of the bounding box are located out-

oroad (bb;R = side the nearest road.
-30; otherwise

1% T
O Road = = o road (bb;; R)
i=0 t=0
Wrong Way

The measurement of whether vehicle-type agents are driving on the correct side of
the road, or driving into oncoming tra c.

8
21; if the bounding box is oriented in the opposite

wrongway(bb; R = 5 travel direction of the nearest road.
~0; otherwise

10
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1% T
Wrong Way = — wrongway(bh, ; R)
i=0 t=0

2.6 Versatile Behavior Di usion

Introduced in 2024 by Z. Huang et al I}, the motion planning model Versatile
Behavior Di usion (VBD) achieved state-of-the-art performance on Waymo's 2024
motion prediction challenge 121 and Waymo's 2024 sim agents challeng&d. The
model is capable of generating joint motion planning for agents that adhere to scene
context, resulting in realistic and interactive scenarios. It can also generate marginal
trajectories to predetermined anchor points for every agent.

The authors demonstrated that classi er guidance can be used for controlling the
behavior of agents during inference, without requiring additional ne-tuning. By

de ning di erentiable reward functions, such as minimizing an agents distance to

a target, the model can be guided to generate trajectories that maximize these
rewards. The model can also be used for closed-loop generation, allowing agents
to react and avoid collisions from an externally controlled agent. Combining these
methods, the authors highlight the potential use of the model for generating safety-
critical scenarios for testing autonomous driving algorithms.

2.6.1 Architecture Overview

VBD has an encoder-decoder architecture that is comprised of one scene encoder
and two motion planning decoders, depicted in gure2.6.1 The double decoder
architecture is motivated by an observed improvement in training loss stability and
improvements in scenario realism during inferencg][ The primary decoder is known

as the Denoiser and uses 50 di usion steps to generate joint future actions for all
agents at once. The secondary decoder is called the Behavior Predictor and uses a
single forward pass to predict the marginal future actions of all agents. The marginal
actions are computed with respect to 64 anchor points that are used as end points.
The anchor points are computed from the training dataset by clustering all end
points using K-means clustering, for each agent type separately. Both decoder types
use a kinematic bicycle model to turn the generated actions into trajectories.

Figure 2.6.1: The VBD encoder-decoder structure.
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2.6.2 Preprocessing

To generate trajectories, VBD uses a small subset of the original scenario data.
The scenario is preprocessed to reduce and transform the data for the agents, the
roadgraph and the tra c lights. The output from the preprocessing step is the scene
context and the relational tensor.

Preprocessing starts by selecting a maximum of 32 agenis)(from the scene based
on their proximity to the ego agent. To represent the agents, information about
their respective type, velocity and bounding box dimensions are extracted. Next,
the roadgraph polylines are sorted by their distance to each agent. The 256 nearest
polylines (P) are kept, while the rest are discarded. This method of downsampling
Is not perfect and important map features can be removed in place of less important
ones. Polylines are represented by a varying number of points and the chosen poly-
lines are downsampled further by selecting 30 points with uniform spacing along
each of them. This complete downsampling procedure reduces the number of points
in a scenario from 30 000 to a maximum of 7 680 points. The points are additionally
transformed to lie in the local reference frame of the rst point in each polyline. In
the original dataset, tra c lights are connected to polylines via an ID. To associate
the tra c light state directly to each polyline, the tra c light state is joined with

the downsampled polyline data and the polyline's type. For the trac lights, a
maximum of 16 lights (L) are kept based on their proximity to the selected agents.
Information about their global position and tra c light state are extracted. In ta-

ble 2.6.1a summary of the scene elements, the number of element type and their
representation are shown.

Scene Element | Variable | Number Information
Agent 32 A fagent typevy; vy; l; w; hg
Polyline 256 P ftype;local pointstra c light state g
Tra c Light 16 L fx;y; tra c light state g

Table 2.6.1: Scene context element representations.

The second stage of preprocessing computes the relations tensor. It contains the
scene transformed into every local reference frame of all scene element. This gives
a symmetric representation of the poses in the scene without any bias towards any
particular scene element. The relations tensor is represented by a real valued tensor
of shape: RATP+L) (A+P+L) (xyyaw) gr R304 304 3 wwjth the numbers given above.
Agent's use the current timestep pose. The polylines are represented by their rst
points pose. The tra c lights use their position and a yaw of 0. This means every
tra c light points towards the east in the global coordinate system. This is a
compromise made since tra c lights have no yaw in the original dataset.
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Scene Element | Number Relational Information
Agent 32 f(Xi.0; Vi:os YaWi0); (Xi:1; Vi1 Yawi 1) ... g;1 =0;::5; 31
Polyline 256 f(Xj;0; Yir0; YaW; 0); (Xj;1; i 13 yawga) ... gy = 32;:::;287
Trac Light 16 f (Xk;0; Yi;o; YaWk;0); (X1} Vi1 YaWiea) .. g K = 288;:::;303

Table 2.6.2: The relations tensor.

2.6.3 Scene Context Encoder

Figure 2.6.2 shows a diagram of the scene encoder. It is comprised of four parts:
the scene element input and relational input in the rst column, the scene context
encoder in the second column, concatenation of the intermediate encodings in the
third column and the transformer encoder that produce the nal embeddings in the
fourth.

Figure 2.6.2: VBD Scene Encoder.

The scene context encoder embed the preprocessed scene elements using separate
MLPs for the agents, the roadgraph and the tra c lights. The relational tensor

is encoded di erently using a Fourier encoder. This is to enable the network to
model high-frequency variations in low dimensional domains (x, y, yaw). Each input
dimension is expanded using a Fourier feature mapping followed by a per-dimension
MLP. This enhances representational capacity compared to direct raw input&4].

X =2 XnW;i

X emb = [€OS(X); siN(X); Xin]
y=" 1Y

emb
i=1
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Here, W denotes learnable frequency weights, anfj represents thei-th per-
dimension MLP. The outputs are summed to obtain the nal representation.

The scene element and relational embeddings are separately concatenated into ten-
sors of shapeR(A*P*L) 256 that are passed onto the transformer encoder. The
transformer encoder uses query-centric multihead attention (QCMHA) to compute
rich context embeddings for all scene elements using the complete scene context. Fig-
ure 2.6.3shows a diagram of the architecture for a single attention head in QCMHA.
The architecture is an extension of scaled dot-product attention, with the extension
highlighted in blue in the diagram. The modi cation allows self-attention to be
computed for the scene context together with the relations tensor, that contain pose
information about each token. The diagram shows query-centric self-attention, but

it can also be extended to cross-attention.

Figure 2.6.3: Query-Centric Attention with di erence to scaled dot-product atten-
tion highlighted in blue.
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2.6.4 Denoiser

The denoiser uses a transformer architecture with a combination of modi ed self-
attention and modi ed cross-attention layers to denoise agent actions. Figuiz6.4
depicts the full denoiser architecture. The denoiser processes the noisy actions for
50 steps to produce the nal, clean actions. At the beginning of each pass, an
embedding of the current di usion noise level is added to all action sequence tokens.
A timestep embedding is also added. In each attention block: block 1 and 2, every
agent action sequence, denoted b&; are processed separately. Self-attention is
computed between one agent's action sequence and all other agent's action sequences
A. The relations tensor associated with the current agent, denotdd;, is used in
combination with the other agent's actions sequences, as shown along the bottom
of the gure. A causal mask is applied to only allow the current agent's tokens
to attend to themselves and past action sequence tokens of other agents through
time. In the cross-attention layer, the current agent's action sequence is processed
together with all scene elements, denote8, and the current agent's full relations
tensorR;. The gures shows the values for the query, key and value.

Figure 2.6.4: VBD Denoiser.
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Related Work

The challenge of generating realistic and safety-critical tra ¢ scenarios is complex,
with a multitude of di erent solutions and variations of possible trajectories to gener-
ate. This section will summarize and categorize these solutions to show how di erent
works in the related literature have approached the problem, and to highlight their
respective strengths and limitations.

3.1 Datasets

To be able to generate realistic tra ¢ scenarios using deep generative methods, high
guality datasets are required to learn a diverse and realistic representation. Within
the related literature, there are two open datasets that stand out.

The largest dataset, and recorded over the most hours driven, is the Waymo Open
Dataset (WOMD) [15, 16). This is a dataset collected from real-world tra c sce-
narios represented as a map of the road with bounding-boxes and trajectories for
all agents on the road. This dataset has been widely used in the Waymo Open Sim
Agents Challenge 11] (WOSAC). This challenge has been a driving force behind
realistic autoregressive trajectory generation, as it requires agents to replan every
10 steps. Many recent publications are focused on this task, R, 3]

Another commonly used dataset is the NuScenes datas&f], which represents sce-
narios in a similar way to WOMD, with a distinction in how the map is represented.
This dataset has also been widely used, and outside of the WOSAC competition
might be the most common T, 9, 18]. Other available dataset such as the dataset
from Lyft [ 19] are also available, but are less commonly used in the scenario gener-
ation literature.

The main di erence between the WOMD and NuScenes is how they represent the
map. The NuScenes dataset represents an area as an birds-eye-view image. The
number of channels representing di erent semantic categories, e.g. road, sidewalk,
crosswalk, lanes and more. In WOMD, the map is instead represented as road edges
and other markings in the form of polylines, creating a denser representation of the
data, only containing relevant information.
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3.2 Realistic Scenario generation

Recent generative approaches leverage imitation learning to model human driving
behaviors and generate realistic tra ¢ scenarios. Prominent methods in this domain
include di usion models [, 9, 18], auto-regressive generative transformers][ and
multi-modal trajectory-generating transformers §J.

3.2.1 Transformer-based Motion Prediction

The Motion Transformer (MTR) framework [20] for motion prediction in autonomous
driving employs a transformer-based encoder-decoder architecture with learnable
intention queries to accurately predict future trajectories for a single agent. It
combines global intention localization with local movement re nement. Building
on this, MTR++ extends the framework to handle multi-modal, multi-agent pre-
diction through symmetric scene context modeling and mutually guided intention

querying [3].

In particular, symmetric scene context modeling improves interaction reasoning by
processing the environment symmetrically from each agent's perspective. Rather
than relying on a global coordinate system, each polyline (representing agent trajec-
tories and road segments) is mapped into a local coordinate frame via a learnable
transformation. This design decouples input features from a xed frame, allowing
for symmetry, preventing biases inherent in ‘ground truth' environment encodings,
which are often centered around the ego vehicle. To relate these polylines, MTR++
employs a query-centric self-attention mechanism: for each query token, all other to-
kens are transformed into the query's local coordinate system, allowing the model to
compute relational features such as relative positions and headings. These features
are embedded into the attention process, enabling e cient interaction modeling
across agents.

3.2.2 Controllable Di usion methods

While MTR++ emphasizes multi-agent prediction accuracy, other works focus on
controllability in scenario generation. Conditional Trajectory Generation (CTG) LLg]
introduces a di usion-based model for tra ¢ generation, that can, during inference,
be guided using a classi er-guidance-like setup. Instead, CTG replaces the classi-
er with di erentiable Signal Temporal Logic (STL) constraints. These constraints
encode temporal and logical rules directly into the guidance mechanism, enabling
trajectories to be generated that more reliably satisfy user-speci ed behavioral re-
quirements. This approach increases scenario diversity by supporting the controlled
generation of edge cases and out-of-distribution behaviors.

Versatile Behaviour Di usion (VBD) [ 1], extends the classi er-guidance reformula-
tion introduced by CTG. Instead of de ning constraints using STL, VBD employs
reward and penalty functions to guide behavior, allowing for more exible speci -
cation of desired outcomes. This method enhances controllability while supporting
diverse and coherent scenarios. Moreover, VBD builds upon the architectural ad-
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vances of MTR++, incorporating its symmetric scene context modeling and mutu-
ally guided intention querying to capture complex multi-agent interactions. This
yields a framework that not only o ers ne-grained controllability through di usion-
based guidance, but also achieves state-of-the-art scenario realism, as re ected in its
second-place ranking at the WOSAC 2024 challenggl].

3.2.3 Computational Ine ciency of Guidance Methods

Both CTG's and VBD's guidance methods involve iterative optimization within
the di usion loop, requiring a model call and backpropagation through the model.
Algorithm 1 illustrates the nested loops and computationally relevant steps when
utilizing VBD's guidance paradigm, leading to slow inference.

To address this limitation, SceneDi user §] introduces a novel guidance formulation
by treating trajectory generation as an inpainting task. Constraints are encoded as
masked regions which the model learns to complete, enabling the integration of both
hard and soft behavioral constraints. In addition to this, SceneDi user also employs
amortized di usion, distributing the denoising process across trajectory time steps
for improved e ciency, with a small sacri ce in generation quality.

Note: Model inference and gradient computation are comparatively heavy.
Require: t: timesteps,D: diusion steps, G: guidance stepsM: Model, : step-

size,L: Loss

1: for every 10 timestepslo

: T noise . Not heavy
3 for each diusion stepd=1;:::;D do
4 T M(T) . Initial denoising, heavy
5: for each guidance steg=1;:::;G do

6 Gr M(T9 . Denoise, heavy
7 T T9 r 1L(Gy) . Backprop, heavy
8 end for

o: end for
10: end for

3.3 Safety-Critical Scenario Generation

The generation of realistic tra ¢ scenarios in autonomous driving research typically
relies on data-driven models trained on large-scale collections of real-world driving
data. These models are e ective at reproducing trajectories that remain within, or
very close to, the observed data distribution. While this makes them well suited for
capturing common driving behaviors, it is insu cient for generating safety-critical
scenarios, as such events are inherently rare in naturalistic datasets. To address
this limitation, alternative methods have been proposed that explicitly modify the
trajectories of adversarial vehicles through optimization or perturbation techniques.

One straightforward approach is to directly identify safety-critical, or nearsafety-
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critical, scenarios from recorded data2[l, 22, 23]. Although this guarantees realistic
scenarios, it is constrained by the sparsity of critical events in real-world data, often
requiring computationally expensive searches across large datasets.

A second line of work focuses on optimizing the trajectory of a designated adversar-
ial vehicle within an existing scenario24, 25, 26]. In these approaches, the original
trajectories are perturbed, commonly utilizing gradient descent, and optimized with
respect to a prede ned cost function. Although this often succeeds in generating
safety-critical situations, the resulting scenarios frequently lack realism. In partic-
ular, adversarial agents may display implausible behaviors, such as systematically
ignoring tra c rules or deviating from human driving patterns. Furthermore, the
generated scenarios may either be unavoidable for the ego vehicle or otherwise fail to
evaluate meaningful aspects of its decision-making algorithm. For instance, a rear-
end collision that occurs while the ego-vehicle is stationary at a stop sign provides
limited insights into its planning capabilities.

ReGents P6] partially addresses these shortcomings by employing a more sophis-
ticated optimization objective. However, scenario diversity remains limited, being
largely determined by hyperparameters within the objective function. Moreover,
adversarial agents often focus on attacking the ego vehicle, while background tra c
remains unresponsive to these changes, further reducing realism. Reinforcement-
learning-based approaches that directly control adversarial agents face similar limi-
tations [27].

3.3.1 Conditioned Scenario Generation

More recently, di usion models P8 have emerged as a promising framework and
have been widely adopted for tra c scenario generationl] 7, 8, 9, 18. These
approaches learn to model the distribution of realistic tra c trajectories. This data-
driven prior captures the statistical regularities of naturalistic tra c and ensures
that generated scenarios remain plausible. During inference, the di usion process
can be guided toward speci ¢ outcomes by incorporating di erentiable objectives, a
strategy analogous to classi er guidance but without relying on an explicit classi er.
Instead, the surrogate objectives directly shape agent behavior while maintaining
consistency with the learned tra c prior.

Building on this principle, CTG [18 employs di erentiable logic to specify target
agent behaviors, whereas VBDI1] and Di Scene [8] integrate task-speci ¢ objectives
as guidance signals. This guidance conditions the di usion process toward speci ed
outcomes while preserving plausibility under the learned tra c prior, enabling the
generation of novel yet realistic scenarios.

In contrast, methods such as AdvDiuser 7] employs a reinforcement-learning-
inspired training procedure in which an adversarial network is trained to manipulate
the entire scenario during the di usion process. The resulting adversarial policies
have been shown to be particularly e ective against structurally similar planners,
indicating a degree of over tting to the planner architecture used in training. This
observation underscores a broader limitation of adversarial testing: the learned be-
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haviors are often tailored to the speci c weaknesses of the training planner, raising
concerns about their generalizability. To address this challenge, Ding et akd in-
troduce an adaptive sampling strategy that explores diverse regions of the scenario
space and captures multiple levels of risk.

Finally, VBD [ 1] combines classi er-guidance-like optimization with a distance-based
collision metric. Coupled with an iterative best-response algorithm, a pursuer and
an adversary alternately perform gradient ascent and descent on a speci ed objective,
leading to complex multi-agent interactions. While this enables the generation of
highly interactive scenarios, it comes at the cost of increased computational demands
and, in some cases, reduced realism.
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Due to the inherent bias in adversarial methods for critical scenario generation, this
thesis will focus on agent guidance to speci c target points. This allows additional
manual control over generated scenarios and moves any bias to the target speci-
cation, allowing changes to how critical scenarios are created without requiring
re-training of the generating method. Since previous methods have su ered compu-
tational issues, algorithmic changes are necessary to reduce inference time.

This section presents the use of Classi er-Free Guidance, together with adjustments
to the training procedure to incorporate target information. Di erent strategies for
integrating target data into VBD [ 1] are outlined, along with a data augmentation
method for improving closed-loop generation and an optimization algorithm for
increasing target accuracy. A validation method for measuring target guidance
performance is also introduced. The chapter concludes with a summary of all models
and their con gurations used for training and evaluation.

4.1 Classier-Free guidance

In the eld of image generation, di usion models using classi er-free guidance have
been applied with success to increase realism, controllability and quality in generated
images H]. Our hypothesis is that classi er-free guidance will show similar results
in our domain, giving motion planning models trained through imitation learning
the innate ability to guide agents to a desired target position while still following
learned tra c rules to a higher degree, with minimal additional computation. To
the best of our knowledge, classi er-free guidance has not previously been applied
to the problem of motion planning.

4.2 Target Guidance

The general idea behind target guidance is to de ne a point that should be part of
an agent's trajectory at a specic time. This allows for control over the scenario,
but any inherent bias will come from the method choosing target points, not the
generating algorithm itself.

To allow inherent guidance of individual agents in the di usion process, target in-
formation needs to be fed as input into the model. In addition, the training loop
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needs to be adapted to facilitate the guidance. The target poinget Can either be
represented as the target trajectories in the data, witlix; y; yaw; v; vy ; tg to allow
for more ne-grained control, or a simplerf x; y; tg.

4.2.1 CFG-Inspired Agent Guidance

During training, a target is sampled uniformly from an agent's ground-truth future
trajectory. The target is encoded in the same manner as other spatial inputs, en-
suring consistency within the model's input representation and coherent integration.
Furthermore, the relative position between the agent and the target is encoded us-
ing the Fourier encoder and passed into the cross-attention layers of the denoising
network (see Figure4.3.3. This enables the model to e ectively capture spatial re-
lationships and directional dependencies, which are crucial for guiding the generated
actions toward the target.

The training loop is modi ed to incorporate the sampled target point as an addi-
tional input. An agent's target is represented both as a global point, and relative to
said agent. The relative representation is either a simpbesgent - Xtarget» OF the point
transformed into the agents local coordinate system. These representations will be
denoted as the relation functionR in the algorithm below.

Algorithm 2 Target-Conditioned Training

Require: Initial state Xy, Ground truth trajectory Xy, Probability prarget, Encoder
E, Target EncoderT, Fourier EncoderF, DenoiserD, Relation function R, Loss
function L, Model parameters

1: for each training instancedo

2 for each agentdo

3 if with probability prarger then

4: Xtarget ~ Uniform(xg)

S Ztarget T(Xtarget) . Target encoding
6: Marget (R (Xagent; Xtarget ) . Encoded relative pose
7 R D (E (Xinit : Ztarget); rtarget)

8 else

o: R D (E (Xinit ))

10: end if

11: Update using lossL (R; Xgt)

12: end for

13: end for

This training setup is designed to encourage the model to interpret the target as a
constraint embedded within a realistic, context-aware trajectory. By conditioning
on a target point while requiring reconstruction of the ground truth sequence, the
model is incentivized to generate trajectories that comply with the dynamics of the
environment, including road structure, tra c rules, and social interactions.

The random sampling of target points within the trajectory allows for targets to not
only be the nal destination of a trajectory, but also representing a location within
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the trajectory. This allows for early targets, but also allows for rollout towards
a speci ¢ target using replanning, where said target gets closer for each planning
iteration. The intention is for the model to learn how to generate goal-directed, yet
behaviorally valid motion. At inference time, arbitrary target points can be speci ed
to guide specic agents in the models output in a controllable and interpretable
manner.

This training setup is designed to encourage the model to interpret the target as a
constraint embedded within a realistic, context-aware trajectory. By conditioning
on a target point while requiring reconstruction of the ground truth sequence, the
model is incentivized to generate trajectories that comply with the dynamics of the
environment, including road structure, tra c rules, and social interactions.

To promote exibility, a target point is randomly sampled along the ground-truth
trajectory, allowing it to serve as an intermediate waypoint, guiding the model
toward a partial goal, at a speci ed timestep. This enables the model to handle
iterative replanning, where the speci ed target moves progressively closer with each
planning iteration. Ultimately, the goal is for the model to learn to produce goal-
directed trajectories that remain behaviorally valid and dynamically consistent.

4.3 Implementing Classi er-Free Guidance

The VBD model uses two di erent types of encodings throughout the model. We
have discussed these in sectidh6, where they are categorized as scene embeddings
and relational embeddings. To match this embedding scheme, we chose to add em-
beddings to both the agents' scene embeddings and the their relational embeddings,
this modi cation is shown in red in gure 4.3.1 Since the scene embeddings describe
general information about the scene elements, we decided to add global target in-
formation to these embeddings. In a similar manner, relational embeddings of the
targets are added to the agents' respective relational embeddings. Two di erent
relational target embeddings are compared. The rst type uses a relative frame of
reference to the agent, subtracting the global agent pose from the global target. The
second type encodes the target in the local frame of reference of the agent.

Figure 4.3.1: Overview of classi er-free guidance implementation.

Figure 4.3.2 shows a diagram of the modi cations to the scene encoder. Global
target data is encoded using a combination of an MLP, similar to all other scene
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embeddings, and a time embedding. The embedding is then added to the agents'
respective scene embeddings.

Figure 4.3.2: Scene Encoder for all CFG modi cations.

4.3.1 Embedding con guration

Four con gurations for incorporating the relational target embeddings into the de-
noiser were evaluated, including a baseline model without inserting the relational
target embedding into the denoiser. The following table contain the four models
that use the di erent denoiser implementations.

CFG: The embedding is injected at multiple points: into the query before the
attention blocks and within each cross-attention layer.

CFG Attention Modi cation 1: The embedding is injected only in the cross-
attention layers.

CFG Attention Modi cation 2: The embedding is injected into the query be-
fore the rst block and into the rst cross-attention layer.

CFG Encoder Only:  No embedding is used (baseline).

These variations were designed to investigate the trade-o between guidance strength
and general tra c generation performance. Con guration 1 maximizes the in u-
ence of the target embedding, but this can lead to overtting: the model may
over-prioritize the target and ignore external constraints such as road geometry.
Moreover, repeated injection risks amplifying noise in trajectory re nement, result-
ing in degraded performance. Con guration 2 reduces this risk by restricting the
embedding to the cross-attention layers, while Con guration 3 further limits its ef-
fect to the initial query and the rst cross-attention layer, allowing the model to
form a clean representation in later stages. Finally, Con guration 4 serves as a base-
line, allowing us to isolate the e ect of embedding injection by comparison with an
unguided model.
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Figure 4.3.3: The four denoiser con gurations tested

4.4 Perturbed Start Positions

To address the problem of compounding errors when using the model for close-
loop generation, all start positions were perturbed perpendicular to their direction
of travel, this is illustrated in gure 4.4.1 This data augmentation was designed
to facilitate the models ability to self-correct when agents deviated from realistic
trajectories, e.g. driving o -road. The perturbation was only applied to agents that
moved more than 3 meters during the scenario, an arbitrary value used to avoid
unwanted behavior from parked vehicles. The noise was sampled from a uniform
distribution, with a maximum deviation of 1.2 meters. This distance was selected
manually based on observations, in order to keep the agents close to their ground
truth trajectories.

(a) Ground truth trajectory. (b) Start position selected at random.

Figure 4.4.1: lllustration of how the start position is changed in relation to the
ground truth trajectory and the road markings.
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4.5 Trajectory Optimization

To further improve the target accuracy of generated trajectories, we de ne an a
simple algorithm for direct trajectory optimization. The algorithm operates directly
on an agent's action sequence, adjusting the actions such that the resulting rolled-
out trajectory is steered closer to the target. The updated action sequence is rolled
out using a kinematic bicycle model. By keeping the step size small, the optimized
trajectory preserves characteristics of the original while guiding the agent closer to
the desired target. The optimization procedure consists of 1000 gradient descent
steps with a step size ofie 10, minimizing the Euclidean distance to the target.
Since the algorithm does not take any scene context into account, a key limitation
with this method is that there are no guarantees that the agents will follow the road,
nor reach the target using a realistic trajectory. This issue is minimized by keeping
the number of steps, and step size, small. However, for the purpose of creating a
safety-critical scenario, following road norms is not strictly necessary.

Optimizing step size and number of update steps for the tradeo between target
accuracy and realism has not been extensively explored. The current values allow
for relatively small changes to already accurate trajectories, and larger changes to
less accurate trajectories.

Algorithm 3 Trajectory Optimization via Action Sequence Adjustment

Require: initial action sequencea, target position Xrget, Optimized timestep t,
kinematic bicycle modelM , step size =10 ° number of stepsN = 1000

1: for i=1to N do

2 Xx M (a) . Roll out trajectory
3 L = kXt Xiarget k%

4: a a r4L . Update actions
5. end for

6: Xx M (@) . Roll out optimized trajectory
7: return X

4.6 Training and Model Con gurations

To evaluate the di erent implementation methods for classi er-free guidance, the
impact of the target point's reference frame and start position perturbations, we
have trained 11 di erent models. Table4.6.1 contain the di erent con gurations
and their name which is used in the rest of the thesis. Due to the long training time
of a single model and the available compute, the number of con gurations trained
had to be limited.

All model were trained for 16 epochs each on the complete WOMD training dataset.
Batch size 14 was selected to utilize all available GPU resources. The ADAM opti-
mizer was used with an exponential rate going frorhe 3 to le 6 with a factor of

X.
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The second section of tabld.6.1show three models trained with the original VBD
implementation. Early evaluation suggested that using athe Log noise scheduler
from the original VBD implementation performed better at closed-loop generation
and is therefore the basis for all implementations of our classi er-free guidance mod-
els. The rst model in the table known asCFG, is our base-model for classi er-free
guidance and is the starting point for all other training con gurations.

To read table 4.6.1 going from left to right, the columns shows: 1) the model
name, 2) target point reference frame, either relative (Rel.) or local (Loc.), 3) start
point perturbation (Ptrbd), 4) The denoiser con guration used: dense (d), attention
modi cation 1 (1), and attention modi cation 2 (2). The attention modi cations
are shown in Figure4.3.3

Ref. Frame Denoiser
Model Name Rel | Loc Ptrbd T 112
CFG X X
CFG Perturb X X X
CFG Local X X
CFG Local Perturb X X X
CFG att. mod. 1 X X
CFG att. mod. 2 X X
CFG att. mod. 1 Local Perturb X X
CFG No Target Loss X
CFG Encoder Only X
VBD
VBD Perturb X

Table 4.6.1: Model con gurations.

4.7 Model Validation

The models were validated on 250 random scenarios from the WOMD validation
dataset using the same metrics as in VBDL1]. Values were collected for metrics:
ADE, caollision, oroad, wrong-way and kinematic infeasibility. The models were
both validated with a replan frequency of 10 and 80. This corresponds to close-loop
generation updating the model every second and open-loop generation, generating
trajectories only at the beginning of the scenario.

To compare the target guidance performance we created a new validation method.
For unseen target points, the method uses random anchor points collected from the
training dataset, shown in gure 4.7.1 For each scenario a single random agent is
selected and given a random anchor point to reach, the anchor point are always on
the road, making them plausible. All models received the same scenarios, guided
agents and target points, to make the comparison as fair as possible. To measure
target guidance performance, we record: minimum distance, nal distance, yaw error
and speed error. We also recorded the metrics for unguided scenarios mentioned
previously to compare scenario quality of the background vehicles.
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(a) Vehicle anchors. (b) Bicycle anchors.

(c) Pedestrian anchors.

Figure 4.7.1: The three anchor point types.

Target guidance is evaluated on all trained models with a total of nine dierent
guidance con gurations, not counting replan frequency. VBD guidance is compared
with 1 and 10 guidance iteration steps, using the default step-size of 1.0. All combi-
nations of VBD guidance, CFG guidance, and trajectory optimization are evaluated.
The models are also evaluated without any guidance.
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Results

5.1 Visual

To visualize scenarios, targets and generated trajectories we use the following type
of images shown in gure5.1.1 The gray lines are road markings, with crosswalks
marked in a darker gray color. The images shows the end of an 8 second scenario
and the green and red lines are the trajectories taken by the agents. An agent
Is represented by a rectangle with an inscribed triangle showing the heading of the
agent. Agents also show their nal speed indicated by the length of the arrow placed
at the center of every agent. The bold red arrow seen in the center of guel.la

is the target of the agent marked in red. In gure5.1.1bthe agent is guided and
reaches its target, while in gure5.1.1ait was unguided. When guiding an agent,
the objective is to align the position, speed and yaw of the agent with the target
arrow.

(a) Agent not reaching target. (b) Agent reaching target.

Figure 5.1.1: An example of a visualized scenario.

Figures shown in the following sections should be considered secondary to the re-
sults in our data tables, as generated trajectories can vary for the same scenario,
model and guidance method. The gures are intended to illustrate the di erences
and similarities between the models and guidance methods and to highlight their
strengths and weaknesses for the reader.
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5.2 Runtime Comparison

To compare the runtime of each trajectory generation method with and without the
guidance methods and using them with open-loop and closed-loop generation, we
average the runtime of the same 10 scenarios for each method. Tabl2.1presents

the average and standard deviation of the runtime for each separate trajectory gen-
eration method. Open-loop and closed-loop generation corresponds to replan 80
and replan 10. When closed-loop generation is used the same generation method
is applied eight times in a row compared to open-loop generation which applies it
once, which is consistent with the measured ratio.

VBD Guid. . . Time (s

Iter. 1 | Iter. 10 CFG Guid. | Traj. Opt. Replan 80 (R)eplan 10
252 0179|199 0757
X 353 0:193| 277 0:759

X 259 0205205 1
X X 352 0:200| 281 0:760
X 506 237 | 409 147
X X 517 174 | 409 9:66
X X 507 0:318| 391 455
X X X 51 0:758 |418 759
X 727 0134|586 114
X X 836 0:154| 662 1.09
X X 7.27 0:135| 578 1.52
X X X 838 0:130| 203 0:698

Table 5.2.1: Empirical mean runtime with standard deviation for all guidance meth-
ods and trajectory optimization.

Table 5.2.1shows that CFG guidance does not signi cantly increase runtime when
used. VBD guidance, with 1 and 10 guidance iteration steps, increases the runtime
by a factor of 2.9 and 20 compared to not using guidance. Combining CFG guidance
with VBD guidance does not increase the runtime further. The ne-tuning step
trajectory optimization adds one second to the runtime for all methods when used
with open-loop generation and eight seconds with closed-loop generation, since it is
applied at the end of each generation step.

5.3 Relative and Local Targets

To determine the e ect on scenario quality and controllability when using targets
encoded using a relative frame of reference compared to a local frame of reference,
two models have been implemented: CFG and CFG Local. The original VBD model

is used as a comparative baseline where it is applicable.

Comparing scenario quality metrics for the unguided trajectories, seen in talke3. ],
shows an incurred penalty on both models, with increased scores, compared to the
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original VBD model. For unguided trajectories there is no obvious preference for
either target encoding method. Figures.3.1shows unguided trajectories generated

with the three models.

ADE

Collisions

O road

Wrong Way

Model

Median

Mean

std

Median

Mean

std

Median

Mean

std

Median

Mean

std

VBD

0:762

101

Q877

0

0:0436

00599

0

0:0165

00361

0

944e 3

0:0387

CFG

0:885

123

155

0:0323

00564

00726

0

0:0286

00621

0

00116

00419

CFG Local

0:959

122

113

0:0323

00550

00711

0

0.0256

00492

0

00131

00458

Table 5.3.1: Scenario quality metrics of background agents for relative target and
local target models with replan 10 and no guidance.

Figure 5.3.1: Scenarios with trajectories generated using relative target and local
target models with replan 10 and no guidance.

Using VBD guidance, the results are similar to unguided generation, with CFG
and CFG Local performing worse than the VBD baseline on all scenario quality
metrics. These results are shown in tablb.3.2 The CFG model performs slightly
better than CFG Local on the ADE metric, but incurs more collisions and o road
driving. The target scores, shown in tablé.3.3 are greatly improved for both CFG
and CFG Local compared to the VBD baseline, with CFG Local seeing the largest

improvement.
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Model ] ADE ] Collisions _ O road ] Wrong Way
Median Mean std Median Mean std Median Mean std Median Mean std
VBD 0:900 119 139 0:0445 00641 00760 0 00224 00470 0 00105 00313
CFG 0:999 124 150 0:0600 00735 00787 0 0.0306 00528 0 0:0109 00406
CFG Local 1.07 137 160 0:0645 00757 00846 0 0.0305 00581 0 0:0140 00445

Table 5.3.2: Scenario quality metrics of background agents for relative target and
local target models with replan 10 and VBD guidance.

Model Minimum Distance ] Final Distance _ Speed Error ] Yaw Error
Median Mean std Median Mean std Median Mean std Median Mean std
VBD 2:16 158 24 5:70 168 236 1:25 301 351 0:458 0813 0862
CFG 1:54 141 232 324 15 231 1.01 277 329 0:504 0837 0878
CFG Local 1:15 128 214 3:96 137 212 1 2:55 310 0:521 0810 0837

Table 5.3.3: Target metrics for relative target and local target models with replan
10 and VBD guidance.

In gure 5.3.2scenario 1, 3, and 4 illustrate the di erence between the models best,
with CFG Local being more prone to come closest to the targets compared to CFG.
We also see that the VBD model often fails, accounting for the di erence in scores.

Figure 5.3.2: Scenarios with trajectories generated using relative target and local
target models with replan 10 and VBD guidance.

For CFG guidance, using relative targets results in better scenario quality scores
compared to local targets, as seen in tab®3.4 However, target scores, seen in table
5.3.5 di er greatly between the two models, with CFG Local showing a much lower
minimum distance and nal distance compared to the CFG model. This highlights
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a key di erence between the two target encoding types, where local targets appear

to be easier to learn for the model compared to a relative encoding.

Model ADE Collisions O road Wrong Way
Median Mean std Median Mean std Median Mean std Median Mean std
CFG 0:857 112 139 0:0645 00815 00881 0 00286 00529 0 00124 00436
CFG Local | 0:906 117 138 0:0645 00846 00833 0 00301 00577 0 00141 00459

Table 5.3.4: Scenario quality metrics of background agents for relative target and
local target models with replan 10 and CFG guidance.

Model Minimum Distance ] Final Distance . Speed Error ] Yaw Error
Median Mean std Median Mean std Median Mean std Median Mean std
CFG 5:61 124 167 138 191 188 1:06 217 302 0:404 Q747 0819
CFG Local 1:19 991 149 9:13 134 136 2:.05 267 246 0:653 Q947 0926

Table 5.3.5: Target metrics for relative target and local target models with replan
10 and CFG guidance.

Figure 5.3.3 shows a comparison between the two models when used with CFG
guidance. The CFG model exhibits overshooting behavior which does not appear in
the CFG Local model. This shows a clear di erence between the e ect of using the
di erent target encodings in our models.

Figure 5.3.3: Scenarios with trajectories generated using relative target and local
target models with replan 10 and CFG guidance.

When used with the combined CFG and VBD guidance method, relative targets
result in better scenario quality scores compared to local targets, shown in table
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5.3.6 However, local targets surpass relative targets for minimum and nal distance,

at the cost of a slight increase in the speed error and yaw error scores.

Model ] ADE ] Collisions _ O road ] Wrong Way
Median Mean std Median Mean std Median Mean std Median Mean std
CFG 0:933 109 142 0:0645 00871 00884 0 0.0285 00490 0 0:0107 00431
CFG Local 1:.03 114 148 0:0645 00890 00894 0 00297 00565 0 0:0140 00447

Table 5.3.6: Scenario quality metrics of background agents for relative target and

local target models with replan 10 and CFG and VBD guidance.

Model Minimum Distance ] Final Distance . Speed Error ] Yaw Error
Median Mean std Median Mean std Median Mean std Median Mean std
CFG 0:542 266 625 0:713 312 639 0:178 Q927 165 0:104 0373 0672
CFG Local | 0:294 174 507 0:490 223 513 0:361 108 183 0:186 0420 0626

Table 5.3.7: Target metrics for relative target and local target models with replan
10 and CFG and VBD guidance.

When combining both guidance methods, the overshooting behavior disappears from
the CFG model, shown in gure5.3.4

Figure 5.3.4: Scenarios with trajectories generated using relative target and local
target models with replan 10 and CFG and VBD guidance.

5.4 Start Position Perturbation

To evaluate the impact on performance from training models with start position
perturbation, a new data augmentation technique, three baseline models have been
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