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Oatlog: A high-performance e-graph engine

LOKE GUSTAFSSON

ERIK MAGNUSSON

Department of Computer Science and Engineering

Chalmers University of Technology and University of Gothenburg

Abstract

Modern software development depends on efficient and reliable optimizing compilers.
Traditional compilers apply a sequence of transformations to a single version of a
program, with the final result being dependent on the order in which optimizations
are applied. However, no single ordering can capture all beneficial optimizations for all
programs, a limitation known as the phase ordering problem. This motivates equality
saturation, a technique in which the compiler compactly represents many program
variants using e-graphs and later extracts the optimal representation using a global
profitability heuristic. Equality saturation can improve code quality while simplifying
compiler development.

Despite these advantages, the adoption of e-graphs in compilers and other domains
is limited by performance challenges. These arise from a combinatorial explosion in
rewrite possibilities, requiring sophisticated e-graph engines and motivating research
into e-graph technology.

We introduce Oatlog, an ahead-of-time compiling e-graph engine that significantly
outperforms egglog, the currently fastest mainstream e-graph engine. Oatlog achieves
speedups over 100x for very small e-graphs, gradually decreasing to a 2x speedup at
105 e-nodes and roughly matches egglog’s performance beyond 107 e-nodes.

Oatlog implements a subset of the egglog language and can itself be seen as a compiler
from egglog to Rust. As a Rust procedural macro, it complements egglog by focusing
on being embeddable within applications rather than on interactive use.

We primarily attribute Oatlog’s performance gain to careful programming and perfor-
mance engineering, but it also benefits from two novel techniques. The first, invariant
permutations, exploits commutative relations to optimize queries and reduce memory
usage. The second, trie query planning, amortizes index lookups across rewrite rules
during e-matching.

Keywords: e-graphs, equality saturation, datalog, program optimization, rewrite sys-
tems
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1

Introduction

Modern software development depends on efficient and reliable compilers, which
apply sophisticated optimizations to improve performance while enabling portability
and abstraction. For example, autovectorization [1] allows code to take advantage of
SIMD hardware without using architecture-specific intrinsics and function inlining [2]
eliminates the overhead of function calls, enabling higher-level abstractions without
sacrificing performance. These optimizations not only enhance program execution and
energy efficiency but also make it easier for developers to write maintainable and
portable code.

Implementing such a compiler is a complex task. In practice, there are a few large
compiler backends that have received significant engineering effort and which are used
across the industry to compile everything from database queries to GPU shaders in
addition to traditional programs. The foremost of these compiler backends is LLVM
[3]. Yet these compilers are typically difficult to modify while ensuring correctness and
LLVM in particular struggles with the compilation-time and generated-code-quality
trade-off.

A traditional optimizing compiler, or at least its optimization-applying mid-end, is
typically architected as a sequence of passes on a single intermediate representation.
Each pass applies one kind of optimization everywhere it is applicable. Figure 1 shows a
program fragment being optimized in this way, by store-to-load forwarding and constant
folding. This program fragment highlights that optimization passes may, depending on

mem[0] =1

a = mem[0] + 2

mem[3] = 4

return mem[a] + 5 return 9

l Load-to-store forwarding Constant folding

a=14+2 mem[3] = 4

mem[3] = 4 —_— - —_— return 4 + 5
return mem[3] + 5

return mem[a] + 5

Constant folding Load-to-store forwarding

Figure 1 : A program fragment optimized with repeated load-to-store forwarding and
constant folding passes.



1. Introduction

program structure, need to be applied multiple times and interleaved with each other
to reach an optimization fixed point. This is the first part of what is called the phase
ordering problem.

The second part of the phase ordering problem is that optimization passes are destruc-
tive and noncommutative, so the optimized output program may be different based on
what order passes were applied in, even if a fixed point was reached. Concretely, we
can consider the program (x*2)/2. Strength reduction could be applied first, giving
(x<<1)/2, or the expression could be reassociated to x*(2/2) which constant folds to
x. Depending on how the optimization passes are constructed, it is not obvious that
the same simplification could be done from (x<<1)/2, in which case the program would
be stuck in a local but not global optimum due to previous scheduling of optimization
passes. Specific scenarios involving noncommutative passes can be solved by keeping
the program in a canonical form, such as writing all shifts as multiplications and
doing strength reduction as part of a later intermediate representation lowering. Such
special treatment is however less composable and cannot fully address the problem of
noncommutativity inherent to compilers applying destructive passes.

1.1 Phase ordering and peephole optimization

In an optimization pass architecture, the phase ordering problem is often framed as
figuring out what sequence of passes result in the best performing output programs.
For LLVM, such pass configurations are in practice hundreds of entries long with
many passes being repeated many times. Pass configurations are effectively compiler
hyperparameters and managing them is a challenge.

A reasonable idea, if one wants to apply as many beneficial optimizations as possible,
is to apply optimization passes to the program in a loop until reaching a fixed point.
But this is not done in practice for the simple reason that doing so would result in
excessively long compile times — each pass processes the entire program in at least linear
time and there are hundreds of passes.

Optimization to a fixed point is made possible by peephole optimization [4], which
takes the optimization pass architecture and makes it incremental. Rather than passes
(re)processing the entire program, a data structure directs them towards the parts of
the program that have been changed. In practice this requires two things: a program
representation with a useful notion of locality and phrasing the optimizations as local
rewrites on this representation.

Such program representations! are usually trees, directed acyclic graphs (DAGs) or
general graphs, with representations typically enforcing single static assignment (SSA),
i.e. that variables are written to exactly once. Figure 2 shows the program fragment of
Figure 1 represented in such an intermediate representation (IR). It is crucial that the
IR is designed in such a way that its optimizations become local; if optimizations need
to mutate large sections of the IR or if the applicability of optimizations depend on non-

'For example, Sea of Nodes [4] is a compiler IR design that represents both data flow and control
flow as expressions with no side effects, making it especially suited to peephole optimization.
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mem[anywhere else]

Figure 2 : Representing the program fragment of Figure 1 in an IR suitable for peephole
optimization. The IR is illustrative and simplified compared to real designs.

local properties, then incremental processing becomes impossible. This is why a linear
list of instructions is an unsatisfactory IR for peephole optimization — the definition
and usage of a variable must not be far away from each other and optimizations
cannot lead to unnecessary mutation, such as shifting line numbers around or similar.
If everything works out, peephole optimization in some sense decreases the time com-
plexity of optimization from O(program size - applied rewrites) to O(program size +
applied rewrites), as every applied rewrite creates new work only in its constant-sized
neighborhood rather than anywhere in the program.

From a pure software organization perspective, the optimization passes (or now rather
rewrite rules) must declare their inputs in sufficient detail that the peephole engine can
dispatch them to parts of the program where optimizations are possible. For example,
a constant folding rewrite rule may watch for substructures <lhs> + <rhs> where <lhs>
and <rhs> themselves are constant. This rule input declaration interface takes the form
of a syntactic pattern over terms in the IR, which the peephole engine is able to incre-
mentally resolve into a set of candidate locations. Once a pattern match is found, some
rewrite rules may need to run arbitrary logic to figure out whether their optimizations
are applicable and how to modify the program, but simpler rewrite rules may directly
specify a syntactic rewrite performing the optimization. In this latter case we have
a purely syntactic rewrite rule, such as Add(Const(a), Const(b)) => Const(a+b) or
Add(Mul(a,b), Mul(a,c)) => Mul(a, Add(b,c)), which not only are easy to state but also
easier to reason about than ad-hoc passes, expressed in possibly very many lines of code.
Many but not all optimizations can be implemented as single syntactic rewrites. More
complicated optimizations may be implemented through multiple rewrites, especially
with the aid of lattice-based analyses [5], [6].

In summary, peephole optimization has fundamental advantages over an optimization
pass architecture while still serving as an approach to modularize the compiler imple-
mentation. Peephole rewriting optimizes to a fixed point, never leaving obvious further
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optimizations on the table. It does this incrementally, requiring significantly less compu-
tation than an optimization pass architecture. Finally, it specifies many optimizations
as syntactic rewrite rules, which are easier than passes to formally reason about when
for example proving the correctness of optimizations.

However, peephole optimization does not avoid the second part of the phase ordering
problem: destructive rewrites are still order-dependent in the face of multiple potentially
good but mutually incompatible rewrites. Since one rewrite can unlock other beneficial
rewrites later, one cannot select them greedily. This could be handled with a slow
backtracking search or with heuristics, with most compilers doing the latter. However,
there is a third approach — using equality saturation and e-graphs — that can be used
to augment peephole optimization to make it nondestructive.

1.2 Equality saturation and e-graphs

E-graphs [7] are data structures for rewriting that allow multiple representations of a
value, committing to one only after all rewrites have been searched. The representations
are stored simultaneously and, since there is no backtracking, there is no duplicated
post-branch work.

The trick that allows e-graphs to compactly represent an exponential number of
equivalent expressions is that operators take equivalence classes as inputs instead of
individual expressions. An e-graph can be seen as a graph of e-nodes partitioned into
e-classes, where e-nodes take e-classes as input. Concretely, the expressions (2a) + b and
(a < 1)+ b would be stored as an addition taking as its left argument a reference to
the equivalence class {2a,a <« 1}, thus avoiding duplicated storage of any expression
having 2a and therefore also a < 1 as possible subexpressions. This scenario is shown
in Figure 3, although in a simplified manner by eliding e-classes consisting of a single
e-node.

E-graphs were originally developed for automated theorem proving [7], [8], in which
they interact with a larger system. The e-graph is fed assumptions, possibly producing
contradictions, which are then revoked and replaced with other assumptions. This means

7

Figure 3 : Illustration on how e-graphs deduplicate usages of the equivalent subcom-
putation in 2a + 1 and (a <« 1) 4+ 1. The left side is an expression DAG while the right
side is a pseudo-e-graph with a union node to avoid duplicating the addition.

4
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e-graphs for use in automated theorem proving require support for undoing, restricting
how they can be implemented.

In contrast, the equality saturation (EqSat) [9] workflow involves an e-graph initialized
with a set of expressions representing facts or computations, and rewrite rules corre-
sponding to logical deductions or optimizations are applied until reaching a fixed point
or other stopping condition. Rewrite rules pattern match on the existing e-graph and
perform actions such as inserting new e-nodes and equating existing e-nodes (and hence
their e-classes). When equality saturation is used for program synthesis or optimization,
there is a final extraction phase in which one globally near-optimal expression is selected
from the many possibilities implied by the e-graph.

E-graphs suffer from the combinatorial explosion resulting from trying to find every
equivalent representation of the initial expression, despite it being reduced through
their efficient deduplication. This is a major problem in practice and currently severely
limits what applications e-graphs are suitable for. In particular, e-graphs are not used
in current general-purpose compilers despite their ability to solve the phase ordering
problem.

E-graphs have, however, been used in more specialized domains such as synthesis of
low-error floating point expressions [10] and optimization of linear algebra expressions
[11]. They are also used in eggcc [12], an experimental optimizing compiler, and the
webassembly-oriented production compiler backend Cranelift [13]. Cranelift uses a
weaker construct called acyclic e-graphs (aegraphs) [14] due to performance problems
of full e-graphs. A proliferation of e-graphs within compilers would require them to
become faster.

1.3 Relational databases and Datalog

Relational databases [15] are a mature technology used across computer science. Their
success is supported by multiple key advantages: They logically represent data as tables,
i.e. collections of identically structed records called rows. This representation is abstract
and many computations can be expressed in domain-specific query languages — such
as SQL — based on relational algebra. High-level queries can be executed efficiently
by leveraging well-studied query planning and join algorithms. At the same time the
abstract tables can be physically implemented in different ways, with acceleration
structures called indexes affecting the performance characteristics of a logically identical
table.

Recent developments in e-graphs for equality saturation [6], [16], [17] have identified
a connection to relational databases. Adding indexes to e-graphs adds flexibility to
its pattern-matching, effectively formulating e-matching (e-graph pattern matching) as
executing relational queries. This illustrates a connection between equality saturation
and Datalog [6], a declarative logic programming language implemented as relational
queries iteratively inferring facts to add to the database. In fact, this similarity extends
to the degree that e-graphs may be best thought of as Datalog extended with a
unification operation.
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This identification allows equality saturation to leverage algorithms from Datalog, in
particular the algorithm semi-naive evaluation. Rather than running queries against
the entire database, it specifically queries newly inserted rows in a manner similar to
a database trigger. Incremental rule matching, together with indexes and simple query
planning, brought an order of magnitude speedup to the e-graph engine egglog [6] when
compared to its predecessor egg [5].

Relational databases use many implementation techniques that could be transferred to
e-graphs beyond those already incorporated into egglog. At the same time, e-graphs
have unique requirements and have been understood as databases only recently. This
background is what motivated us to look at Datalog-like e-graph implementation for
our master’s thesis.

1.4 QOatlog

This thesis’ contribution lies in introducing Oatlog, an independently developed e-graph
engine, which implements the egglog language and achieves a significant speedup
compared to egglog.

Like egglog, it can be seen as a Datalog engine with support for unification. Unlike
egglog, it compiles rules ahead-of-time (aot = oat) which allows query planning and
index selection to be optimized globally.

Oatlog has limited functionality compared to egglog, implementing only a subset of the
language and its long tail of features. While a few features are impractical in an ahead-
of-time setting, most egglog features could be implemented within the existing Oatlog
architecture.

For the language subset that Oatlog supports, it exceeds egglog in performance. The
speedups range from over 100x for tiny e-graphs of less than a hundred e-nodes, gradu-
ally shrinking to a 2x speedup for e-graphs of about 10° e-nodes and egglog performance
parity beyond 107 e-nodes. These results are not due to one large optimization but
rather many small improvements compared to egglog, around rule preprocessing, query
planning, index implementation and general performance engineering.

1.5 This thesis

Chapter 2 extends this introduction by explaining e-graphs and key aspects of e-graph
engine implementation. It does so by first motivating e-graphs starting from expression
trees, then by incrementally showcasing a full self-contained implementation of equality
saturation in about 100 lines of code, before finally explaining the similarity between
e-graphs and relational databases and how this can be leveraged for a significantly more
efficient implementation.

Chapter 3 concretely describes the application of these techniques in Oatlog and the
implementation decisions we have made, in addition to showing how Oatlog is used
and its capabilities. Chapter 4 follows by evaluating Oatlog through its test suite and
benchmarks. Chapter 5 concludes with a discussion on future work, both algorithmic
and constant factor performance improvements.



2

Background

This chapter introduces relevant concepts to understand Oatlog and its implementation.
Section 2.1 introduces e-graphs at a conceptual level and Section 2.2 explains how
e-graphs can be implemented and are used in practice. Section 2.3 then shows how
e-graphs can be implemented as relational databases, unlocking significant optimiza-
tions. Finally, Section 2.4 explains the basics of the egglog language — the frontend
language used in Oatlog.

2.1 E-graphs

This section introduces e-graphs as immutable mathematical objects.

2.1.1 Expression trees and DAGs

As a stepping stone towards describing e-graphs, let us consider the problem of
storing mathematical expressions in a compact manner. Traditional notation represents
expressions as strings of tokens, such as (a +b) -2 (a+ b+ 2), which given operator
precedence rules can be interpreted as a tree, in this case ((a +b) - 2) - ((a + b) + 2).

This representation spells out a 4+ b twice, which may be acceptable for small expres-
sions but quickly becomes cumbersome for larger expressions such as in the quadratic
formula. We can avoid this using variable substitutions: let t = a +bint-2- (¢t +2). The
equivalent of this for the tree representation is to allow re-use of syntactically identical
expressions, which turns the tree into a DAG? (Directed Acyclic Graph). Figure 4 shows
the tree and DAG representations side by side. This transform is often called common
subexpression elimination.

DAG representations efficiently deduplicate nodes in scenarios where syntactically
identical subexpressions are used in multiple ways. However, they are not useful in
scenarios where syntactically different subexpressions are processed identically. If one
can represent functions, the expressions (24 (a®b)) - (2-(a® b)) and (2+ (a+ b)) -
(2-(a+b)), with & denoting bitwise xor, could be compactly represented as f(a & b)
and f(a+b) with f(z) = (2+z) - (2-z). But this is not possible in expression DAGs,
and they must instead duplicate the identical usage code downstream of the @& and +,
as shown in Figure 5.

2While technically all directed trees are also DAGs, that is pedantry.
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Figure 4 : ((a+b)-2) - ((a+ b) + 2) represented as both an expression tree and an

expression DAG.

Figure 5 : An expression DAG representing both (24 (a ® b)) - (2- (a® b)) and (2 +
(a+0b)-(2-(a+b)).

2.1.2 E-graphs

E-graphs are, at their core, a solution to the node duplication illustrated in Figure 5,
where identical usages of syntactically different inputs result in duplicated storage
within an expression DAG. E-graphs do this not by representing functions3, but
by grouping syntactically different, but semantically equal expressions into the same
equivalence class.

An initial expression mutated through local rewrites is exactly the special case of
syntactically different but semantically identical subexpressions being used identically.
If a subexpression x - 2 is nondestructively rewritten to x < 1 in an expression DAG,
all downstream usages must be duplicated. However, since x - 2 and z < 1 through the
act of rewriting are considered equal, e-graphs let downstream usages refer to their joint
equivalence class and do not need to be duplicated.

Figure 6 shows an e-graph corresponding to the scenario also shown in Figure 5,
assuming that a + b = a @ b. Nodes still correspond to computations, but their inputs
are now no longer other nodes but rather groups of nodes. All nodes within a group

3There is an e-graph variant called slotted e-graphs [18] which deduplicates data using functions.
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Figure 6 : An e-graph representing both (24 (a® b)) - (2 (a® b)) and (2+ (a+ b)) -
(2-(a+Db)), assuming a® b = a + b.

must be equal, so a group is an equivalence class. For this reason we call the groups
e-classes and the nodes e-nodes.

In Figure 6, e-nodes are circles and e-classes are rectangles. All e-nodes are contained
within some e-class and all edges are define-use edges running from a value (e-class) to
a computation (e-node). Constants, such as 2, are usually represented as computations
rather than values. This is because if constants are computations, then rewrites can
mark values as constant incrementally by adding a constant computation to their e-class.
If on the other hand constants are values, then a non-constant value cannot be marked
constant without updating each of its usage sites.

Compared to expression DAGs, e-graphs can achieve exponential compression. An
example of this is the expression f(f(...(f(z))...)) where each f is either x — z -2 or
x — x < 1, which has 2" top-level nodes in an expression DAG yet requires linear space
as an e-graph. This example is synthetic but in general e-graphs achieve compression
exponential in the number of nested rewrites.

E-graphs can be represented as graphs in multiple ways. We have already seen how
e-nodes can be nodes and e-classes equivalence classes of nodes. This is the representa-
tion that motivates the e-class and e-node terminology. In another formulation, e-graphs
are bipartite graphs with e-classes and e-nodes being the two types of nodes. Edges
run from e-node to e-class denoting membership in that equivalence class, and from
e-class to e-node denoting being used as input in that e-node’s operation. As in the
other representations, operation input edges are ordered from the point of view of the
operation since not all operations are commutative. Finally, every e-node is a member of
exactly one e-class and typically no e-class is empty. Figure 7 shows this representation.

2.2 Equality saturation in practice

E-graph engines such as egglog [6] or this thesis’ Oatlog contain significant complexity
in order to support many kinds of rewrite rules and achieve good performance, both
asymptotically and in terms of constant factors. A similar computation can however be
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Figure 7 : A bipartite e-graph representing both (24 (a®b))- (2 - (a® b)) and (2 +
(a+0b)-(2-(a+Db)), assuming a ® b = a + b.

described in only about a hundred lines of code. This section will present and explain
such a snippet, simultaneously concretizing the steps involved in equality saturation.

The operations that can be performed on an e-graph, expressed in the language of its
bipartite representation shown in Figure 7, are

o make(): Inserting an e-class with degree zero.
e insert(): Inserting an e-node, connecting to existing e-classes as inputs and output.
e union(): Merging two e-classes with a node contraction.

Colloquially, these correspond to declaring a unknown variable, declaring a computation
that derives one variable from others, and declaring that two variables must in fact
be equal.

The operations make() and insert() are usually combined into a get-or-set operation
that we call entry(). Given an operation and its inputs, if such an e-node already exists
return its containing e-class, otherwise make () a new e-class and declare that it contains
the e-node. Depending on how rewrite rules are specified, all or almost all calls to make()
can be replaced with entry(), making make() itself largely unnecessary. Still, for the
purpose of implementation make() is a reasonable abstraction.

Note that this is Oatlog terminology. In egg [5], entry is called add and union is called
merge.

2.2.1 Union-find

Let us first consider the easier problem of receiving only make () and union() operations.
The operations create variables and declare that pairs of them are identical, and we must
use the transitivity of equality to be able to answer queries on whether two variables
are equal. Formally, this can be seen either as maintaining sets (equivalence classes) of
variables that are merged over time, or as variables being nodes in a graph, union()
adding an edge and queries asking whether two nodes reside in the same connected
component. This is a standard problem solved with a data structure called union-find
or disjoint-sets [19].

Listing 1 implements this data structure. Two variables a and b are equal if find(a)
== find(b). Conceptually, the union-find can be seen as a forest of rooted trees, with
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every tree being an equivalence class with its root being a representative. Every node
x stores a pointer to its parent in self.parents[x], with the root pointing to itself,
which guarantees that the root can be found by chasing the pointers. Expressed as an
analogy, given a set of people with each person pointing towards an arbitrary person
who is taller than them, we can find the root (i.e. the tallest) person by recursively
following where people point.

To assert that two variables a and b are equal and hence merging their equivalence
classes, we assign the root of one to point towards the root of the other. Continuing the
analogy, we find the tallest person in the first set and tell them to point to the tallest
person in the second set. Pointer-chasing starting in either of the sets will now end up
on the same unique representative.

The function find() can in this implementation take linear time given an unbalanced
tree created by adversarially ordered calls to union(), and its cost is not amortized over
repeated calls. Union-find can be optimized with path compression, in which the find()
loop after finding the representative rewrites non-root pointers along the walked path
to point to the root. Another optimization involves modifying which root is merged
into the other in union() to merge trees smaller-to-larger, guaranteeing logarithmic tree
depth. Each of these optimizations individually guarantee an amortized O(logn) time
per find() and union(), with an amortized exceedingly slowly growing O(a(n)) time!
per operation if both are applied [20], [21].

For equality saturation, the cost of different path compression and merging order choices
affect not just the time spent within find() but also the time spent within the larger
e-graph computation. In particular, the cost of a merge is dominated not by pointer
chasing within find() but by having to remove uprooted e-classes from the broader
e-graph. This motivates merging smaller-to-larger not in terms of union-find tree size
but the number of e-nodes referring to that e-class. This can either be tracked explicitly,
which has bookkeeping overhead, or by the heuristic that older e-classes are more
referred to, motivating younger-to-older merging. However, the minimal implementation
presented in Listing 1 merges in arbitrary order.

‘a(n) is roughly the inverse of the Ackermann function and grows significantly slower than even
nested logarithms.

11
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// Mapping nodes to their parent, roots to themselves.
#[derive(Debug, Default)]
struct UnionFind { parents: Vec<EClass> }
impl UnionFind {
fn find(&self, mut x: EClass) -> EClass {
while x != self.parents[x] {
X = self.parents[x];
}
X
}
fn union(&mut self, a: EClass, b: EClass) {
let a = self.find(a);
let b = self.find(b);
self.parents[b] = a;
}
fn make(&mut self) -> EClass {
let ret = self.parents.len() as EClass;
self.parents.push(ret);
ret
}
}

Listing 1 : A minimal union-find implementation lacking path compression and smaller-
to-larger merging.

2.2.2 E-graph representation and canonicalization

Let us now decide how to store the e-graph in memory. Clearly the representation should
be informed by the queries and mutations that will be applied to it, but let us first
focus on finding something that is compact and in some sense natural. This decision
can be seen as deciding how to store the edges of the bipartite graph from Figure 7.
There are two kinds of edges

1. Edges from e-node to e-class, denoting membership.
2. Edges from e-class to e-node, denoting computation inputs.

For each of these we may store the edge in something like an adjacency matrix, either
located alongside the e-node pointing towards the e-class or vice versa. Note that every
e-node will have exactly one outgoing edge and some fixed number of ingoing edges,
depending on the operation arity. On the other hand, e-classes may have an arbitrary
number of ingoing and outgoing edges. A natural representation of the graph is therefore
to store all edges as going from e-node to e-class, or in more concrete terms to let
e-classes be numerical IDs and e-nodes be tuples of their input and output e-class IDs.
The statement x; + z, = x5 can be represented with an e-node tuple (+,1, 2, 3).

Representing e-classes with e-class IDs also means that e-class union() can be tracked
with a union-find data structure as previously described in Section 2.2.1. E-classes that
are uprooted after a union() will still be referred to in various e-nodes, so there must
be a canonicalization step in which all such e-nodes are updated.

Finally, addition satisfies that for any given input there is exactly one valid output.
This is called a functional dependency and holds for any total function, and for partial
functions there is at most one valid output. This functional dependency means that
for any e-nodes (op,a,b,c) and (op,a,b,d) we are guaranteed that ¢ = d, motivating
storing e-nodes in a map from operator and inputs to output.

Listing 2 combines these insights to represent an e-graph as a pair of uf: UnionFind
and enodes: HashMap<(Op, EClass, EClass), EClass>. It also shows how e-class IDs
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can be canonicalized after a batch of union() operations, requiring looping until a fixed
point is reached due to functional dependencies possibly triggering a cascade of union()
operations.

#[derive(Debug, Default)]
struct EGraph {
uf: UnionFind,
enodes: HashMap<(Op, EClass, EClass), EClass>,
}
impl EGraph {
// Rewrite “enodes’ according to “uf’.
fn canonicalize(&mut self) {
let mut did union = true;
while did_union {
did_union = false;
let mut new_enodes = HashMap::new();
for (&(op, a, b), &c) in &self.enodes {
let a self.uf.find(a);

let b = self.uf.find(b);
let ¢ = self.uf.find(c);
new_enodes

.entry((op, a, b))
.and modify(]other c| {
self.uf.union(c, *other c);
did union = true;
1
.or_insert(c);
}

self.enodes = new_enodes;
}
}

Listing 2 : An e-graph represented as a data structure.

2.2.3 EqgSat rewriting

Let us now implement rewrite rules that add new e-nodes based on existing e-graph
substructures. In particular, we consider commutativity of addition, a +b=c = b+
a = ¢, commutativity of multiplication, a -b = ¢ = b - a = ¢, and distributivity, (a + b) -
c=d=a-c+b-c=d.

Listing 3 implements this, for simplicity in a hard-coded manner. This is unlike a
generic e-graph engine, which must be able to handle arbitrary rules by interpreting or
compiling them.

Each of the three rules are phrased as conditional insertions, adding new e-classes and
e-nodes when matching specific patterns in the existing structure. If this was the only
effect of the rules, then canonicalize() would never need to be run since self.enodes
would never contain any uprooted e-class. However, e-node insertions on already existing
e-node inputs result in union() operations. These break the invariant that self.enodes
contain only root e-classes, requiring a future call to canonicalize() to restore the
invariant.

This implementation does reach a fixed point in the sense that it builds a semantically
complete e-graph, but from an implementation perspective it continues to allocate
new e-classes with make() in every call to apply rules() even when these e-classes
immediately afterwards are merged with existing e-classes. E-graph engines, including
Oatlog, resolve this by replacing calls such as let ac = self.uf.make() with some
entry() operation that first queries for the e-node (4, a, ¢) and uses its e-class if present,
only otherwise falling back to make().

13
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// Use commutativity and distributivity to
// derive valid insertions.
fn apply rules(&mut self) {
let mut to_insert = Vec::new();
// if a+b = c then b+a = ¢
// if a*b = c then b*a = ¢
for (&(op, a, b), &c) in &self.enodes {
if op == Add || op == Mul {
to_insert.push(((op, b, a), c));
}
}
// if (a+b)*c = d then a*c + b*c =d
for (&(mul, ab, c), &d) in &self.enodes {
if mul !'= Mul {
continue;
}
for (&(add, a, b), &ab2) in &self.enodes {
if add '= Add || ab != ab2 {
continue;
}
let ac = self.uf.make();
let bc self.uf.make();
to_insert.extend([
((Mul, a, c), ac),
((Mul, b, c), bc),
((Add, ac, bc), d),

1)
}
}
for (k, v) in to_insert {
self.enodes
.entry (k)
.and _modify(|other_v| {
self.uf.union(v, *other v);

)

.or insert(v);

}
Listing 3 : A hard-coded implementation of rewrite rules for commutativity and
distributivity on an e-graph.

2.2.4 A full implementation

Listing 4 displays the full program which we have seen snippets of in previous sections,
showcasing the entire EqSat workflow in a single example. It is a condensed example,
having only a handful of rewrite rules and few operators in addition to being an
unsophisticated implementation, but is conceptually similar to real e-graph engines.

An expression language, i.e. a set of operators, together with a set of rewrite rules, is
called a theory. In the EqSat workflow, a user creates an initial e-graph by declaring
variables and inserting e-nodes relating them, then doing some rounds of rewrites
by calling apply rules() and canonicalize(), then finally observing the e-graph.
Sometimes rewrites will have been applied to a fixed point, but many e-graphs grow
exponentially and require rewriting to be stopped early.

Observing the e-graph can involve checking variables for equality, but refers in an opti-
mization context to extraction. Extraction is the process of selecting a single expression
DAG from an e-graph that represents an exponential number of such DAGs. Usually
this DAG should minimize some cost and corresponds to the most optimized variant of
the input code.
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All extraction roughly involves mapping each e-class to its least-cost e-node, but the
complexity of this task varies greatly depending on the cost model and on whether
approximate solutions are acceptable.

o If the cost is a per-node-sum over the expression tree, i.e. with duplicated contribu-
tions from shared DAG ancestors, optimal extraction can be done in linear time
using a topological sort and dynamic programming since the cost of an e-node is a
constant plus the sum of costs for its input e-classes. This is essentially the only cost
model in which extraction is not NP-hard [22].

e For costs that are per-node-sums in an expression DAG, optimal extraction can be
done in exponential time using integer linear programming. Extraction in this cost
model is also possible in linear time for e-graphs of bounded treewidth [23].

o Finally, for arbitrary cost functions approximate solutions can be found using various
heuristics [24], [25].

While extraction is an important part of equality saturation, Oatlog does not implement
any extraction. Extraction is largely independent functionality from the building of the
e-graph, so scope constraints led us to prioritize performant e-graph building for this
thesis. There are standalone e-graph extraction libraries that could be fed a serialized
e-graph from Oatlog.
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#1[rustfmt::skipl]
use std::collections::HashMap;

#[derive(Debug, Default)]
struct EGraph {
uf: UnionFind,
enodes: HashMap<(Op, EClass, EClass), EClass>,
}
impl EGraph {
// Rewrite “enodes’ according to “uf'.
fn canonicalize(&mut self) {
let mut did_union = true;
while did_union {
did_union = false;
let mut new _enodes = HashMap::new();
for (&(op, a, b), &c) in &self.enodes {
let a = self.uf.find(a);
let b self.uf.find(b);
let ¢ = self.uf.find(c);
new_enodes
.entry((op, a, b))
.and modify(|other c| {
self.uf.union(c, *other c);
did_union = true;

1
.or_insert(c);
}
self.enodes = new_enodes;
}
}
// Use commutativity and distributivity to
// derive valid insertions.
fn apply rules(&mut self) {
let mut to_insert = Vec::new();
// if a+b = c then b+a = ¢
// if a*b = c then b*a = ¢
for (&(op, a, b), &c) in &self.enodes {
if op == Add || op == Mul {
to_insert.push(((op, b, a), c));
}
}
// if (a+b)*c = d then a*c + b*c = d
for (&(mul, ab, c), &) in &self.enodes {
if mul '= Mul {
continue;

}

for (&(add, a, b), &b2) in &self.enodes {

if add '= Add || ab != ab2 {
continue;
}
let ac = self.uf.make();
let bc = self.uf.make();
to_insert.extend([
((Mul, a, c), ac),
((Mul, b, c), bc),
((Add, ac, bc), d),
1
}
}
for (k, v) in to_insert {
self.enodes
.entry(k)
.and modify(]other_v| {
self.uf.union(v, *other v);
1)

.or insert(v);

}

type EClass = usize;

#[derive(Debug, Clone, Copy, PartialEq, Eq, Hash)]
enum Op {

Add,

Mul,
}

use Op::*;

// Mapping nodes to their parent, roots to themselves.
#[derive(Debug, Default)]
struct UnionFind { parents: Vec<EClass> }
impl UnionFind {
fn find(&self, mut x: EClass) -> EClass {
while x != self.parents[x] {
x = self.parents[x];
}
X
}
fn union(&mut self, a: EClass, b: EClass) {
let a = self.find(a);
let b = self.find(b);
self.parents[b] = a;
}
fn make(&mut self) -> EClass {
let ret = self.parents.len() as EClass;
self.parents.push(ret);
ret
}
}
fn main() {
// Helper get-or-insert constructor functions.
let ins = |k, eg: &mut EGraph| *eg.enodes
.entry(k)
.or _insert with(|| eg.uf.make());
let add = |a, b, eg: &mut | ins((Add, a, b), eg);
let mul = |a, b, eg: &mut | ins((Mul, a, b), eg);

let eg = &mut EGraph::default();

let a = eg.uf.make();
let b = eg.uf.make();
let ¢ = eg.uf.make();
let d = eg.uf.make();

// factored: (a+b) * (c+d)
let fact = mul(add(a, b, eg), add(c, d, eg), eg);

// expanded and commuted: c*(b+a) + (a+b)*d
let exco = add(

mul(c, add(b, a, eg), eg),

mul(add(a, b, eg), d, eg),

€g
)i

eg.canonicalize();
// At first we don't know that “fact® and “exco’
// are equal
assert ne!(eg.uf.find(fact), eg.uf.find(exco));
for in 0..2 {
eg.apply rules();
eg.canonicalize();
}
// but after 2 EqSat steps we do.
assert eq!(eg.uf.find(fact), eg.uf.find(exco));

Listing 4 : A self-contained but asymptotically slow EqSat implementation with
operations 4+ and -, with hard-coded rewrite rules for commutativity and distributivity.
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2.2.5 Recursive e-matching

The rewrite rules implemented in Listing 3 were hard-coded as ad-hoc nested for-
loops for commutativity and distributivity. We now describe a structured manner of
implementing rewrite rules, called recursive e-matching, which is used in egg [5] and
can be considered standard due to egg’s ubiquity.

The name recursive e-matching is derived from how it recursively matches the left hand
side of a rewrite rule. A pattern (a-b) + (a - ¢) = d can be seen as a tree of three nodes,
a root addition with two child multiplications, and it can be matched with the four
functions shown in Listing 5.

def pattern() -> Stream[a,b,c,d]:
for d in eclasses:
yield (subpattern(d), d)

# Matching (a*b)+(a*c)
def subpattern(d) -> Stream[a,b,c]:
for op, ab, ac in enodes by eclass[d]:
if op !'= '+': continue
for a,b in subpattern0(ab):
yield (a, b, subpatternl(a, ac), d)

# Matching a*b
def subpatternO(ab) -> Stream[a,b]:
for op, a, b in enodes by eclass[ab]:
if op !'= "*': continue
yield (a,b)

# Matching a*c
def subpatternl(a, ac) -> Stream[c]:
for op, aa, c in enodes by eclass[ac]:

if op != "*': continue
if a != aa: continue
yield ¢

Listing 5 : Pseudo-code for recursive e-matching of (a - b) + (a - ¢).

The name recursive e-matching derives from how e-nodes are bound to the pattern in
a pre-order traversal of the pattern tree. In addition to the enodes: HashMap<ENode,
EClass>, which is familiar from Listing 3 and necessary for insertions, recursive e-
matching also relies on the inverse enodes by eclass: HashMap<EClass, ENode>.

Overall, recursive e-matching’s use of enodes by eclass is significantly more efficient

than what we presented previously, but there are still problems that arise. Roughly,

these are:

1. Tterating through e-nodes that will be rejected on the bases of operator or variable
agreement is unnecessary and wasteful.

2. Calls to apply rules() will output all matches, even those discovered in previous
calls to apply rules().
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Later on, we will see how relational e-matching and semi-naive evaluation respectively
address these issues.

2.3 Relational Databases

This section connects relational databases with e-graphs.

2.3.1 Database joins
This section is an interlude from e-graphs and equality saturation, presenting the

relational database concepts that we later will apply to e-graphs.

Table 1 : Tables with nonsense data illustrating how data is stored in a relational
database and a joined table.

Orders Customers Orders X Customers

Ord | Cust | Amnt Cust | Name Order | Cust | Amount | Name

ol c8 2 Foo ol c8 2 Baz
02 1 Bar 02 1 Foo
03 2 c8 Baz 03 2 Bar
o4 5 o4 ) Baz
05 100 05 100 Foo

Relational databases store tables, also known as relations, such as the order and
customer tables in the example of Table 1. Tables are lists of rows, but they can often
be seen as sets of rows due to not containing duplicates and their order being irrelevant.
A row is a key-value record, with every row in a table having identical keys.

An algorithm that reads both the order and customer tables can be expressed in terms
of reading and mutating them individually, but it is often useful to be able to access the
two simultaneously, motivating the join (}X|) operation. A join, or more precisely an inner
join, compares all pairs of rows in the two tables and keeps those where the attribute
that we join on, Cust in Table 1, matches. The output of a join is semantically another
table. Storing the order and customer data separately means changing a customer name
requires touching less memory and is more compact overall. Additionally, doing joins
dynamically supports not just queries accessing Orders [X] Customers but also more
complicated joins involving more relations.

A join can be implemented with a Cartesian product and a filter, but this is ineffi-
cient if the overwhelming majority of the O(n?) intermediate rows are filtered out
and constructing them would be unnecessary. Joins are therefore usually implemented
using search trees such as B-trees or hash maps, for which the time complexity scales
linearitmically or linearly with the size of the smaller relation and the number of output
rows. Both of these join implementations are illustrated in Listing 6
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// nested loop join // hash join
let mut out = Vec::new(); let mut out = Vec::new();
for customer in customers { let mut order_index = HashMap::new();
for order in orders { for order in orders {
if customer.cust == order.cust { order_index.insert(order.cust, order);
out.push(foobar(order, customer)); }
} for customer in customers {
} let order = order _index[customer.cust];
} out.push(foobar(order, customer))
return out; }
return out;

Listing 6 : The implementation of a nested loop join and a hash join.

2.3.2 E-graphs as relational databases

In Section 2.2.5 we determined that we can improve upon recursive e-matching by either
avoiding rediscovering matches from earlier iterations, or if we can do lookups with less
filtering by incorporating more known constraints up-front.

The least constrained lookup in recursive e-matching is binding the root e-node, which
involves iterating all e-nodes of a given operator. All lookups in recursive calls are for a
known operator, output e-class and sometimes with additional known input e-classes.
Since both of these involve a known operator, it makes sense to store e-nodes of different
operators separately, and in the case of arity differences this even has the benefit of a
more uniform memory layout.

After storing the e-nodes of each operator separately, each operator stores a set of e-class
tuples and lookups are in form of one of

1. Insertion, with all inputs known.

2. Recursive e-matching, with the output known.

3. Recursive e-matching alternative case, with the output and some inputs known.

This is very reminiscent of various indexed lookups on a table. The table columns are
the inputs and outputs of the operator, which each row being an e-node and each
cell being an e-class identifier. Functional dependencies, such as all operators uniquely
determining their output from their input or addition uniquely determining any input
from the other input and the output, correspond in database terminology to primary
keys on the input columns.

SELECT mul _ab.lhs AS a, mul ab.rhs AS b, mul ac.rhs AS c
FROM add

JOIN mul AS mul ab ON mul ab.res
JOIN mul AS mul ac ON mul ac.res
WHERE mul ab.lhs = mul ac.lhs

Listing 7 : The pattern (a - b) + (a - ¢) expressed as a SQL query.

add.lhs
add. rhs

What about e-matching? The pattern for which we described recursive e-matching in
Listing 5 corresponds to the relational (SQL) query in Listing 7, i.e. a query on the
form of iterating the root of the pattern and then adjoining tables for its subpatterns.
The pattern can also be written in compact syntax as

Add(ab, ac,d) X Add(a, b, ab) IX| Add(a, ¢, ac)
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where [X| denotes a natural join, here on the columns ab, ac and a after renaming
the columns according to the labels within parenthesis. This is a conjunctive query,
a (multi)set of tables that have their columns renamed and then naturally joined. In
general, all patterns expressed as syntactic trees can be turned into conjunctive queries
by adding temporary variables for function outputs. The problem of e-matching becomes
a join, for which we must determine a join order (query planning) as well as determine
how to do the actual lookups (index selection and implementation).

EqSat on a high level now looks like

1. Execute conjunctive queries.

2. Perform actions (e-node insertions, creating e-classes, unifying e-classes) based on
matches.

3. Canonicalization, applying these mutations to the database in batches.

Relational e-matching improves upon recursive e-matching by being able to join in any
order, not just recursively from the root of the pattern. We also benefit from already
having implicit indices on e-node type, in that tuples for different partial functions are
stored separately.

As a contextual tangent, egg [5] was released in 2021 and used recursive e-matching
similarly to how we describe it in Section 2.2.5. Later the same year, relational e-
matching [16] was published with a prototyped implementation on top of egg. The
prototype used egg’s canonicalization implementation and fully rebuilt the tables in
every iteration of applying rules, achieving a large speedup over egg despite switching
the data format back and forth in every EqSat iteration. The e-graph engine egglog
[6] was released in 2023 and incorporates e-graphs as relational databases on a deeper
level, achieving significant further speedups largely by being able to apply the semi-
naive evaluation algorithm from Datalog.

2.3.3 Semi-naive evaluation

Semi-naive evaluation is an algorithm that allows relational queries to be evaluated
incrementally as new tuples are added to relations. It is associated with the implemen-
tation of Datalog engines and its use for e-graphs reveals a deep similarity between the
two. In fact, Datalog can be seen as equality saturation without asserting the equality
of two variables with union(), i.e. with only creation of e-classes using make() and
insertions of e-classes with insert(). This removes the union-find aspect, and equality
saturation can rightly be seen as Datalog with unification. Datalog has no canonical-
ization phase, but similarly alternates between evaluating rules and inserting new facts.
Facts are, like e-nodes, tuples of variables stored in tables.

Due to insertion and rule evaluation being batched, we can categorize table rows into old
and new, or for a relation X + AX, the old X and the new AX. Semi-naive evaluation
provides a way to only compute those query matches that have not been matched in
previous iterations, hence solving the second problem that we identified with recursive
e-matching in Section 2.2.5.
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Let us say that we want to join relations A, B and C, where [X is a join, U is the union
of relations and A is the change to a relation. Then

all information = (AU AA) [X|(BU AB) [X](C UAC).

But we only care about the new join results, and this can be expressed by subtracting
the information available in previous iterations.

new information = (AU AA) [X|(BUAB) [X|(C UAC)
_ANBX|C

The expression can be expanded using the fact that joins distribute over union, (X U
Y)XZ=XXZUY X Z with U binding weaker than [X, allowing us to cancel out
AX BXC.

new information = A X B X C
UAA  X|B X|C
U(AUAA)X|AB X C

U(AUAA) X|(BUAB)[XAC
—A X B X C
new information = AA X B X CuU

(AUAA) X AB X CU
(AUAA) X|(BUAB) X]AC

To make the pattern more clear, we can write AX as new, X as old and X UAX as all:

new information = new, [X]oldg [X]olds U

ally [X] newg [X]oldo U
ally [Xallg [X] newq

One way to implement this is to store separate relations for old and new, implementing
the query all, Xl newg Xl old, as in Listing 8.
for _in b new(..) {

for in c old(..) {
for in concat(a new(..), a old(..)) {

}
}
}

Listing 8 : Implementing a conjunctive query using nested loops.

When using semi-naive evaluation it is often optimal to start the query plan at the new
relation since the first relation in the query plan is iterated in its entirety and the new
relation is likely smaller than other whole relations. Recursive e-matching can be seen
as doing relational e-matching with a join order determined by a preorder traversal of
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the pattern tree, so preferring to start at the new relation in semi-naive evaluation is
one of the things that makes the two different in practice.

Let us now return to how the all/old/new subsets of a relation are implemented in
practice. Since the new queries are usually best placed at the query root, they require no
indexes. At the same time, it would be expensive to store both all and old as explicit
separate relations. Furthermore, it can be beneficial to schedule queries to run differently
often, in which case we can have a new; for recently run queries (); and a larger new, for
insertions made since running queries ,. This implies old; and old, which if stored
explicitly both require indexing. This leads to even more indexing overhead in the
scenarios with more advanced scheduling.

However, since old is a subset of all it is entirely legal to replace queries oldy with
ally to avoid this extra indexing overhead. We can do this on all semi-naive-evaluation-
variants of the original rule, giving

new information = new [X]all [X]allU

all [X]new [X]allU
all [X]all [X]new,

and therefore get by with indexes only on all.

We pay a cost in that we duplicate any tuples created by joining new from multiple
relations. This duplication can be mitigated by annotating tuples with timestamps and
eagerly filtering out such tuples after every join. The query all, X newg X old- can
now be implemented as in Listing 9.

for in b new(..) {
for in c all(..).filter(is_old) {
for in a all(..) {

}

Listing 9 : Implementing a conjunctive query using nested loops, filtering out old from
all using timestamps.

2.3.4 Worst-case optimal join

While we have identified that e-matching can be seen as a join, we have not yet
discussed how to determine the join order. Relational queries specify logically what
tuples should be returned, but not how to execute the query, even algorithmically.
Deciding implementation details of relational queries is called query planning. Since
relational e-matching has only conjunctive queries, query planning for e-graphs is
precisely determining a join order.

WCOJs (worst-case optimal joins) are a subset of query plans that are asymptotically
optimal [26]. These are particularly important for cyclic queries, such as the distributive
law which is commonly matched in e-graphs. The shared variable ¢ in its pattern a - ¢ +
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b - c relates the two multiplications, in addition to the multiplication outputs relating
them with the addition. By query planning in an arbitrary order, always using all known
variables, we get the seemingly reasonable implementation shown in Listing 10.

for (x, y, z) in Add( , , ):
for (a, ¢) in Mul( , , x):

for (b) in Mul( , c, y):
print(f"{a} * {c} + {b} dot {c}")
Listing 10 : A triangle join with only joins.

However, it is not asymptotically optimal. The problem arises in situations where any
x or y individually matches many rows in Mul, but never both at the same time. The
join does not match any full tuples, yet the two outermost loops can each iterate
proportionally to the number of rows in their relation. This can be solved by adding a
semi-join, i.e. checking that the currently bound variables satisfy all constraints placed
upon them without joining in any new rows in the process. Concretely, this means

checking that there is some tuple matching both Mul( , , x) and Mul(_, , y) as
soon as x and y are bound. Listing 11 implements this and is asymptotically optimal.
for (x, y, z) in Add( , , ):
if (., , y) in Mul: # <- semi-join
for (a, ¢) in Mul( , , x):

for (b) in Mul( , c, y):
print(f"{a} * {c} + {b} dot {c}")
Listing 11 : A triangle join using a semi-join, making it faster than without the semi-
join as in Listing 10.

The first worst-case optimal join algorithm to be formulated is the Generic Join [27].

To employ it, we do the following:

1. First choose an arbitrary permutation of all variables. We determine variables one
by one in this order.

2. Iterate an arbitrary relation for values to bind to the first variable.

3. Perform semi-joins, checking that this value is valid according to all other relations.

4. Repeat with the next variable.

It is implemented literally in Listing 12, for a query Foo(a,b) X Bar(b, c) X| Baz(c, a).
However, it is clearly undesirable from a constant factor point of view to require
(variables — 1) joins rather than the (relations — 1) joins previously required in List-
ing 10 and Listing 11, especially when the query has many variables that are only
used once.

This is addressed by the Free join framework [28], [29], which unifies Generic Join and
binary join plans. Within the Free join framework, we can bind all variables as soon
as a relation is iterated. If we introduce semi-joins as in Listing 11 this is worst-case
optimal, since it be seen as a constant-factor improvement of the Generic Join binding
variables in the same order.

While the theory of WCOJs is quite complicated, our understanding of it is that we
can select an arbitrary order to join our relations — implicitly determining a variable
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def join():
# select a value for "a’
for (a, ) in Foo:
# filter to ensure all other relations contain this "a°
if (, a) not in Baz:
continue
join af(a)

def join a(a):
# select a value for b’
for b in Foo(a):
# filter to ensure all other relations contain this “b°
if (b, ) not in Bar:
continue
join ab(a, b)

def join ab(a, b):
# select a value for "¢’
for ¢ in Bar(b):
# filter to ensure all other relations contain this "¢’
if (c, a) not in Baz:
continue

join abc(a, b, c)

def join abc(a, b, c):
print(a, b, c)
Listing 12 : Generic Join algorithm for a triangle join.

ordering — and we remain worst-case optimal as long as we introduce the relevant semi-
joins whenever variables are bound.

2.3.5 Design constraints for Datalog engines vs SQL databases.

SQL databases need to be extremely dynamic since arbitrary new queries can be done
at run time, but in Datalog engines all queries are known up-front before starting the
rewrite loop. This means that Datalog engines can spend more resources on optimizing
queries and selecting optimal indexes and index data-structures based on exact queries.

That said, it’s entirely possible to create an e-graph engine that uses SQL internally
and in fact a prototype of egglog, egglite, was originally implemented on top of sqlite
[30], [31].

2.4 The egglog language and nomenclature

E-graph theories and their rewrite rules are specified in what are called theory languages.
These are in effect domain-specific languages for declaring relations and rewrite rules,
but expressed at a high level where for example functional dependency rewrites are
implicit consequences of language-level functions
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Egglog’s predecessor egg [5] had its rewrite rules declared in an ad-hoc manner through
a combination of a Rust procedural macro and S-expression strings, but egglog defined a
complete language for equality saturation designed to be usable in a REPL or otherwise
outside the context of a Rust program. While Oatlog is designed to be used to embed
e-graphs within programs, it implements the egglog language for compatibility and
because it is an effective language for describing EqSat theories.

Listing 13 shows an example theory specified in the egglog domain-specific language
[6]. Math is essentially a sum type, where Add, Sub, etc. are constructors. Rewrites mean
that if the left side matches, add the right side to the database and unify it with the
left side. Egglog semantics define running a set of rules once as using their left side
patterns to figure out what right side actions to perform, then doing all actions as a
batch. Egglog defines a command (run <count>), not shown here, that runs the set of
all rules some number of times or until the e-graph is saturated.

The egglog language also supports many features outside its core functionality, a lot of
which are not implemented by Oatlog. This notably includes custom merge function-
ality, where functions can return primitives whose functional dependency violations are
merged using a primitive function. Custom merge could for example be used to track
upper bounds on the size of a mathematical expression, in which case the upper bounds
would be merged with min. These are called lattice-based computations and they are
crucial to enable rewrite rules triggered by not just syntactic patterns but also semantic
analysis.

(datatype Math
(Add (Math Math))
(Mul (Math Math))
(Const (164))
(Var (String))

; desugars to:

(sort Math)

(constructor Add (Math Math) Math)
; (constructor Mul (Math Math) Math)
(constructor Const (i164) Math)
(constructor Var (String) Math)

(rewrite (Add a b) (Add b a)) ; commutativity
(rewrite (Add a (Add b c)) (Add (Add a b) c)) ; associativity
(rewrite (Mul a b) (Mul b a)) ; commutativity
(rewrite (Mul a (Mul b c)) (Mul (Mul a b) c)) ; associativity

(rewrite (Mul (Add a b) c) (Add (Mul a c) (Mul b c))) ; distributivity

(rewrite (Add x (Const 0)) x) ; additive unit
(rewrite (Mul x (Const 1)) (x)) ; multiplicative
unit

Listing 13 : A theory written in the egglog language.
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Datatypes provide a simple type system on top of untyped e-classes, but the egglog
language also supports primitives such as 164, String and bool. The language separates
relations and functions, the latter being implemented as relations with a functional
dependency. There are also primitive functions such as +, -, and *, etc, on i64. Datatype
constructors such as Add or Mul are effectively functions.

Appendix A shows how an egglog rule can be transformed to eqlog, Rust, and SQL.

Between e-graphs, Datalog and relational databases there are some terms that have
essentially identical meanings. We use the following terms largely interchangeably,
sometimes highlighting different aspects of the same thing depending on the situation.

o table, relation, function
e row, tuple, e-node
e cell, variable, e-class
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Implementation

This section describes Oatlog® — focusing first on its external interface, then on its
overall architecture, before finally going into detail on the compilation stages and their
respective intermediate representations: HIR, TIR and LIR.

3.1 Oatlog from a user’s perspective

Oatlog is a, or technically a pair of, Rust procedural macros. The two macros

oatlog::compile egraph strict!() and oatlog::compile egraph relaxed!() both take

as input an egglog theory and emits a struct Theory as well as opaque types representing

e-classes within each of the egglog code datatypes. A generated theory containing

(datatype Math (Mul Math Math) (Add Math Math)) will generate the types Theory and

Math and can be interacted with using the functions

e Theory::new() -> Theory, creating a new theory instance,

e Theory::make(&mut self) -> Math, creating a new entirely unknown e-class,

e Theory::find(&mut self, Math) -> Math, getting the representative of an e-class,

e Theory::insert add(&mut self, (Math, Math, Math)), inserting an addition tuple,

e Theory::insert mul(&mut self, (Math, Math, Math)), inserting a multiplication
tuple,

e Theory::canonicalize(&mut self), applying all pending insertions, and

e Theory::step(&mut self) which matches and applies all rewrite rules once.

The macros compile egraph strict and compile egraph relaxed differ in how closely
they follow egglog’s semantics. Neither is exactly equivalent to deterministic egglog,
which uses IndexMaps over HashMaps to make sure all rules are matched and hence
e-classes created in a deterministic order. Oatlog, like egglog’s nondeterministic mode,
iterates hashmaps and is from run to run only guaranteed to produce equivalent
e-graphs, which are indistinguishable only if e-classes are treated as opaque identifiers
rather than as integers. Oatlog’s strict mode matches egglog’s nondeterministic mode,
including matching every rewrite rule exactly once per step, which means that the
produced e-graphs will be equivalent for any fixed number of steps.

Oatlog’s relaxed mode replaces the step-by-step equivalence, with every rule matched
once per step, with an eventual equivalence where the e-graphs must be equivalent

5QOatlog is accessible at https://github.com/oatlog/oatlog.
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once the theory has been saturated. This allows Oatlog to detect commutative relations
and store them more efficiently, which has the side effect of effectively running the
commutativity rewrite (a,b,c) — (b, a, c) as part of the canonicalization fixed point. By
effectively running this specific rewrite rule eagerly, facts determined through its use
will be discovered earlier by Oatlog, and Oatlog’s e-graph will in every iteration be
a superset of egglog’s e-graph in the same step. When comparing Oatlog and egglog
we will use the relaxed mode for saturating benchmarks and the strict mode for non-
saturating benchmarks.

Appendix B shows a full example of using Oatlog to verify an identity similar to the
quadratic formula, including the egglog theory and the Rust usage code.

3.2 Architecture overview

backend

generated code

midend

Index selection

@

Query planning usage code

frontend

Desugaring,
type checking, »( HIR
etc
egglog ast

Figure 8 : An overview of Oatlog’s architecture.

egglog theory
(Sorts, Functions, Rules)

Oatlog is implemented as a compiler from the egglog language to generated Rust code.
As shown in Figure 8, this involves a series of compilation steps that gradually lower the
program through a few different IRs, before embedding it in an arbitrary Rust program.

3.2.1 Egglog AST

Egglog code is parsed first as S-expressions and then into an abstract syntax tree (AST).
The AST includes span information so that it can provide reasonable errors, and also
supports shrinking of egglog code into minimal misbehaving examples when debugging.

3.2.2 HIR, high-level IR

The AST is transformed into HIR — high-level intermediate representation — while
desugaring and performing type inference. HIR represents rewrite rules, as shown in
Listing 14, as a set of premises, actions and unifications.
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struct SymbolicRule {
meta: RuleMeta,
/// Unstructured list of atoms, with some
/// being premises and some actions.
atoms: BTreeSet<Atom>,
/// Unifications to apply in actions.
unify: UF<Variableld>,
variables: TVec<VariableIld, VariableMeta>,

}
struct Atom {

is premise: IsPremise,
relation: RelationlId,
columns: TVec<ColumnIld, Variableld>,

}
Listing 14 : Rewrite rules in HIR, slightly simplified.

The HIR allows rewrite rules to be simplified, both individually and as a group.
Rules first experience individual optimization, merging identical variables, deduplicating
premises, etc. The rewrite rules are then expanded for semi-naive evaluation, in which
every rewrite rule is replaced with multiple other rules with differently tagged premise
atoms. Semi-naive expansion can lead to redundant rules, which are detected and
removed.

3.2.3 TIR, trie IR

After HIR optimization and semi-naive expansion, the rewrite rules of the theory are
jointly query planned while converting to TIR — trie intermediate representation. The
query planning follows a greedy heuristic within the confines of a worst-case optimal
Free Join. TIR is motivated by the insight that many rules have overlapping premises,
as illustrated by Listing 15, which can be exploited by matching rewrite rules jointly
in a trie. This is one of Oatlog’s novel contributions. The trie is a tree where the root
matches everything, edges add additional premise constraints and nodes contain actions.
Listing 16 shows TIR’s trie structure.

# rule 1 # rule 2 # rule 3 # rule 1, 2 and 3
for in A: for in A: for in A: for in A:
for in B: for in B: for in B: for in B:
for in C: for in D: X() X()
x() X() for _ in C:
Y() Z() Y()
for in D:

Z()
Listing 15 : Merging similar rules to avoid repeated joins and actions where A, B, C, D
are premises and X, Y, Z are actions (inserts and unifications).

3.2.4 LIR, low-level IR

The LIR — low-level intermediate representation — also represents rules as a trie but
with additional annotations in order to allow for straightforward code generation.
This particularly includes a description what indexes are required on every relation
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// SEMANTICS: actions then unify then perform queries for each TrielLink.
pub(crate) struct Trie {
meta: Vec<hir::RuleMeta>,

/// Variables bound in the premise as of traversing the parent
/// “TrieLink . I.e. these variables are bound from the moment
/// “self.actions / self.unify’ starts executing.

bound premise: BTreeSet<VariableId>,

actions: Vec<Atom>,
unify: Vec<(Variableld, Variableld)>,
map: BTreeMap<TrielLink, Trie>,
}
enum TrielLink {
/// Loop join
/// “for ... in ... { ... }
Primary (Atom),
/// Semi-join
///7 Cif ..o { .0
Semi(Atom),

Listing 16 : Rewrite rules in TIR.

and precisely how joins and actions should be performed. The structure of the LIR’s
RuleTrie is shown in Listing 17.

enum Inclusion {
AlLL,
oud,
}
struct RuleTrie {
premise: Premise,
meta: Option<&'static str>,
actions: Vec<Action>,
then: Vec<RuleTrie>,
}
enum PremiseKind {
/// Iterate all new tuples in a relation
/// (requires all unbound variables).
IterNew,
/// Indexed join with relation, binding any
/// previously unbound variables.
/// “for (c) in relation.iter(a, b) { .. }°
11/
/// Codegen tracks bound variables, which combined
/// with ‘args’ determine how to use ‘index’.
Join {
index: IndexId,
inclusion: Inclusion,
+
/// Proceed only if at least one row matching the
/// “args’ pattern exists in ‘relation’.
/// “if relation.check(a, b) { .. }°
SemiJoin {
index: IndexId,

H

enum Premise {

}

Relation {
relation: RelationId,
/// Codegen tracks what variables are bound,
/// determining the keys and values for this join.
args: TVec<ColumnId, VariableId>,
kind: PremiseKind,
I
//7 Cifa=b { ..}’
/// Motivation is this transformation:
/// “for (x, x) in .. { .. }
/// to
/// “for (x, y) in .. { if x=y { .. } }'
IfEq(VariableId, Variableld),

enum Action {

/// Insert tuple with bound variables
Insert {

relation: Relationld,

args: TVec<ColumnId, VariableId>,
+
/// Equate two bound variables.
Equate(VariableId, VariableId),
/// Get-or-insert e-class using functional dependency.
Entry {

relation: RelationId,

args: TVec<ColumnId, VariableId>,

index: IndexId,

b

Listing 17 : Rewrite rules in LIR.

3.3 HIR transforms

HIR represents rewrite rules as conjunctive queries. For example, the rule

(rewrite (Mul (Const 0) x) (Const 0))
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would be represented as

premise = [Mul(a, x, b), Const(0, a)l]
inserts = [Const(0, c)]
unify = [{b, c}]

3.3.1 Single-rule optimization

Oatlog performs the following optimizations until reaching a fixed point
e Merging variables due to functional dependency.
e Deduplicating identical premise atoms and identical action atoms.
e Removing all action atoms that are also present among the premises.
o Attempt to merge variables that are later unified, so the unify can be avoided.
» This is not possible if and only if both variables in the unify are already defined
in the premise, in which case merging them would restrict the matches.
o Make all action atoms use canonical variables according to the unify union-find.

These optimizations eliminate atoms, variables and unifications. Eliminating premise
atoms results in fewer semi-naive variants, eliminating action atoms results in fewer
unnecessary inserts and using canonical variables is beneficial because it triggers the
these two kinds of eliminations.

Since these optimizations commute and are strictly beneficial, we reach a global
optimum without having to use e-graphs.

3.3.2 Discovering and exploiting invariant column permutations
of single relations

Oatlog, in its relaxed mode, detects rules such as commutativity:

(rule (
(= res (Add a b))

) (
(union res (Add b a))

))

Specifically, Oatlog detects rules which simply permute the columns of a single relation.
For commutative addition, where the relations Add(a, b, res) and Add(b, a, res) are
identical, an e-graph engine can use fewer indexes than would otherwise be necessary
if it upholds the invariant that (a,b,res) € Add < (b, a,res) € Add. If this holds, the
index a — b,res is identical to the index b — a,res and only one of them must be
stored. Additionally, the optimizations presented in Section 3.3.1 can by extended to
canonicalize atoms using these invariant permutations, further simplifying the rewrite
rules.

3.3.3 Semi-naive transformation

After single-rule optimization, HIR rewrite rules are split into multiple variants for
semi-naive evaluation. Concretely, a conjunctive query Add X Mul [X] Sub with arbitrary
variables is split into the following;:
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Addnew D<| Mlﬂold N Subold
Addall N Mulnew N Subold
Add,, N Mul,, N Sub,,

As described in Section 2.3.3, the point of this is to avoid re-discovering join results
that are guaranteed to always be part of the database.

3.3.4 Domination

Invariant permutations on relations, as described in Section 3.3.2, sometimes lead to
symmetries on entire rewrite rules premises that lead to equivalent rules after the
new(a’a b)a Mulall ((l, C)) and
Add, ,(Mul,4(a,b), Mul,,(a,c)) are in general disjoint, but since Add is commutative

semi-naive transform. For example, the patterns Add,,(Mul

the former in fact matches a superset of the latter.

After the semi-naive transform, Oatlog eliminates all rules that match subsets of some
other rule. We call this subset-like relation domination, where a rule A dominates a rule
B if the matches of A are a superset of the matches of B. Equivalently, A dominates
B if a variable substitution can be found such that the premise of A is a subset of the
premise of B and the actions of A is a superset of the actions of B. This is an instance of
the subgraph isomorphism problem between graphs representing the two rules, which is
NP-complete. Luckily the number of atoms in realistic rules is relatively small, so Oatlog
is efficiently able to determine domination using recursive backtracking, significantly
reducing the search space by exploiting the fact that atoms of a given relation can only
be paired with atoms of the same relation.

While invariant permutations directly eliminate indexes and hence providing a speedup,
domination extends this to a further speedup by eliminating duplicated e-matching
work.

3.4 TIR and query planning

Query planning in databases is the general problem of deciding an order in which to
execute a query. Specifically for relational e-matching and Datalog, it refers to deter-
mining an order in which to join the atoms in a premise.

Oatlog query plans only Free Joins as described in Section 2.3.4. Free Joins are worst-
case optimal given identically sized relations, but for relations of different sizes one
should prefer to join smaller relations first. Oatlog statically query-plans at compile-
time since that requires less engineering effort and provides greater freedom in terms of
memory representation compared to run-time dynamic query planning. We are therefore
very limited in terms of what relation size information is known when query planning.
Oatlog estimates sizes through the following;:

e Assuming that new is smaller than old and old is smaller than all.

e Functional dependencies may cause some joins to produce at most a single element.
e Relations corresponding to global variables contain exactly one element.
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Rather than selecting an order in which to determine variables ahead-of-time, Oatlog’s
query planning implicitly selects such an order by repeatedy selecting an atom to join in
from a set of premise atoms. Joins can be primary joins, which iterate all relation tuples
matching some columns, or semi-joins which verify that there is at least one relation
tuple that matches the known columns. Semi-joins, as dictated by Free Join, take
precedence over primary joins, aside from the optimization that single-element primary
joins are preferred. Oatlog encodes this as selecting the option with the maximum
associated RelationScore, an enum which is shown with cases in ascending order of
priority in Listing 18.
enum RelationScore {
// disconnected premise graph, require fully iterating a relation

Disconnected,

// primary join “all’

AllConnected,

// primary join “old® (smaller than “all’)
0ldConnected,

// semi-join “old’

SemiJoinOld,

// semi-join "all’ (NOTE: inverted all/old order)
SemiJoinAll,

// semi-join is unnecessary if only a single premise atom is left
LastPrimary,

// at most one match due to functional dependency
SingleElementConnected,

// if all relation variables are already bound,
// there can be at most one match

Al1Bound,

// global variables are a single vector lookup

Global,

// there are no indexes on ‘new’ , so it must be iterated first
New,

}
Listing 18 : Join priorities in ascending order in Oatlog’s implementation of Generic
Join.

Additionally, a later step in query planning will eliminate any semi-join directly followed
by a primary join on the same atom. A crucial detail is that semi-joins prioritize
all while primary joins prioritize old. If this was not the case, we would accidentally
emit a AllConnected when a 0ldConnected could be used instead, for example by emit-
ting SemiJoin0ld(Y); AllConnected(X); LastPrimary(Y) rather than SemiJoinAll(X);
OldConnected(Y); LastPrimary(X) for the query X,{(..) X Yy4(..).

With each rewrite rule effectively decomposed into a list of semi-joins and primary
joins, Oatlog builds a trie from the rules with atoms as the alphabet. In order to
actually achieve deduplication among rules, this is done allowing for variable renaming.
Effectively, Oatlog finds, for every rule, the set of joins that score the highest on the
scale shown in Listing 18, then groups rules based on compatibility modulo renaming.
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Note that this compatibility is not transitive if a rule has multiple possible joins at the
maximum RelationScore.

In general we want to select the fewest atoms such that all rules are covered, which
is the set-cover problem. Oatlog solves this greedily by repeatedly selecting the atom
which covers the most new rules.

3.5 LIR, code generation and the runtime

TIR is eventually lowered to LIR, during which miscellanous decisions are made such
as scheduling the actions within a rule and deciding which indexes are used for what
relations and in what lookups. Unlike HIR and TIR processing, which is firmly the
realm of abstract optimization and heuristics, the subsequent steps of lowering to LIR,
lowering LIR to Rust and the runtime library now concern run-time representation and
implementation details. This section will therefore describe their contents not organized
by steps in a compiler but as aspects of the generated code that they affect.

3.5.1 E-class bitwidth

Using 32-bit e-class IDs is preferable to 64-bit IDs since that roughly halves the size of

232 e-class IDs, it

indexes and union-finds. While it is entirely possible to run out of the
would require a larger e-graph than Oatlog can reasonably be expected to accomodate

by default. The memory usage of an e-graph can be estimated as

[bytes per e-class] - [e-node arity] - [indexes per relation]

- [e-nodes per unique e-class] - [unique e-classes],

which reasonably would be at least 8- 3 -4 - 1- 232 = 384 GiB of memory for the smallest
e-graph that runs out of 32-bit e-class IDs.

3.5.2 Sorting

One of Oatlog’s core operations, alongside for example union-find lookups and hashmap
accesses, is sorting arrays of e-nodes, concretely tuples — mostly triplets — of 32-
bit integers. The sorting algorithm can be and for performance reasons therefore in
practice is an unstable sort, meaning that tuples that compare equal can be permuted
arbitrarily. For this Oatlog uses the library Voracious sort [32], which sorts using a
most-significant-digit radix sort with a fallback on the Rust standard library’s pattern-
defeating quicksort on small inputs.

Radix sorts are linear time algorithms to sort (anything interpretable as) fixed width
integers. At their simplest, input numbers are written to a 256-entry histogram based
on their highest or lowest byte, then recursing into each of the 256 sub-lists. Least
significant digit (LSD) radix sorts merge sorted runs and work out-of-place, similarly
to merge sort. MSD radix sorts, like Voracious sort, can however be implemented in-
place, leaving their buckets to be sorted recursively similarly to quicksort.
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// without path compression
fn find(mut 1i: u32, repr: &[u32]) -> u32 {
loop {
let i old = i;
i = repr[il];
if 1 ==old i {
return 1i;
}
}
}
// with younger-to-older merging
fn union(a: u32, b: u32, repr: &mut [u32]) {

let a = find(a, repr);
let b = find(b, repr);
if a =>b {

return;
}

let (younger, older) = (u32::max(a, b), u32::min(a, b));
repr[younger] = older;
}

Listing 19 : Union-find without path compression and with younger-to-older merging
using the e-class ID.

Voracious sort generally achieves a 1x to 1.3x speedup relative to the standard library
unstable sort. Oatlog benefits moderately from this speedup given that it sorts for a
large fraction but not a majority of its run time.

3.5.3 Union-find

Oatlog’s union-find does not perform path compression and it merges e-classes younger-
to-older. This merging scheme heuristically minimizes the number of uprooted e-nodes,
assuming that older e-classes are more numerous in terms of e-nodes. Path compression
turns out to not be beneficial due to paths being short in practice, even when imple-
mented with an unrolled loop or similar. Oatlog’s union-finds are therefore implemented
as in Listing 19.

3.5.4 Index implementation

Oatlog represents each relation by some number of indexes which all effectively store
tuples of e-class IDs. This is unlike storing rows in an array and having indexes point
into the array, as more typically done in a relational database. Storing the entire row
in every index is beneficial for Oatlog as it saves an indirection, at the low cost of
requiring 12 bytes per e-node and index rather than something like 8 bytes. Traditional
relational databases often store wider tables, with rows larger than 12 bytes, in which
case indirect indexes are sensible.

Indexes can be stored in multiple conceptually different ways. Egglog [6] uses trie indexes
that for a relation with columns (A, B,C') behave like HashMap<A, HashMap<B, C>>. In
order to reduce indirection, but also somewhat arbitrarily, Oatlog instead uses single
HashMaps for all indexes. In this model, indexes come in the two types of functional
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dependency (FD) indexes, which store at most one row per key, and non-FD indexes
which may store any number of rows per key. An example of the former is HashMap<(A,
B), C> and for the latter HashMap<A, Vec<(B, C)>>.

Oatlog’s FD indexes are indeed represented as hashbrown: :HashMap<Keys, Values>, for
some key and value columns where the value columns are uniquely determined through
the functional dependency. In practice functional dependencies are only derived from
actual egglog-language-level functions, so there is always a single value column which
also is the last column in the relation.

The hashbrown [33]/SwissTable [34] hashmap uses open addressing, storing both an
array of 8-bit integers and an array of key-value pairs. The 8-bit integer has 1 bit
indicating whether the slot is empty or a tombstone, while the remaining 7 bits come
from the hash of the key in the corresponding slot. Lookups use 128-bit SIMD against

the array of 8-bit integers to do filtered linear probing in the key-value array with a
1 _ 1
27 T 128

false positive rate.

Earlier in its development, Oatlog used static B+tree indexes [35], but we eventually
switched to hashbrown/SwissTable-based hashmaps. BTrees and related data structures
are generally efficient when there is some locality among accesses, which for example
makes them faster to construct, but Oatlog’s relational e-matching was in practice too

random, making BTrees significantly slower than hashmaps.

In the absence of a functional dependency, lookups on a subset of all columns may match
multiple values. A non-FD index should behave like a HashMap<Keys, Vec<Values>>, but
directly using that representation results in many individually allocated vectors. This is
expensive due to a 24-byte overhead per Vec<T> as as well as minimum allocation sizes.
This can partly be addressed with a custom allocator and/or a short string optimization,
but a more fundamental solution involves storing all Values in a single permuted list
with the HashMap pointing into it. Oatlog therefore implements non-FD indexes as in
Listing 20, with Values being sorted by their corresponding Key.

3.5.5 E-graph theory codegen

Building on the primitives of union-find, FD- and non-FD indexes, we will now con-
cretely show Rust code as generated by Oatlog. Listing 21 shows the egglog program and

// Constructed by
// 1. Sorting a list of (Key, Value).
// 2. Building the hashmap.
// 3. Shrinking the list by retaining only the Values.
struct IndexedSortedList<Key, Value> {
// (start, end), exclusive range
map: HashMap<Key, (u32, u32)>,
list: Vec<Value>,
}
Listing 20 : Oatlog’s representation of non-FD indexes, effectively HashMap<Key,

Vec<Value>> but without small allocations.
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the Theory struct definition generated from it, showing how the e-graph is represented
with a union-find, some indexes and some vectors of e-nodes pending insertion.

The function Theory: :new() initializes the theory, including initializing global variables
and executing various egglog commands hard-coded in the theory definition, but neither
of these are present in egglog program in Listing 21. The theory will be interacted with
by interleaving calls to step with insertions and queries whose helper functions are not
depicted in the listing.

Equality saturation involves repeatedly calling step. When doing this, apply rules
performs relational e-matching by reading from the various new/fd_index /nofd index
indexes, with rewrite rule actions creating e-classes in the union-find, merging e-classes
and pushing pending insertions to delta. The function canonicalize applies the pending
insertions, then resolves functional dependencies within every relation to a fixed point.
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a

//! (datatype Math
//! (Mul Math Math)
/7" (Add Math Math)

/7' )

//! (rewrite (Add a b) (Add b a))
(
(

//' (rewrite (Mul a b) (Mul b a))

//!' (rewrite (Add (Mul a b) (Mul a c)) (Mul a (Add b c)))
/7Y

s

//! Compiled in relaxed mode
// == E-GRAPH STRUCTURE ==

use oatlog::runtime::{self, *};
eclass wrapper ty!(Math);
// Both “Math® and “TimeStamp™ are newtypes around “u32".

#[derive(Debug, Default)]
struct AddRelation {
new: Vec<<Self as Relation>::Row>,
all: Vec<(Math, Math, Math, TimeStamp)>,
fd _index 0 1: runtime::HashMap<(Math, Math), (Math, TimeStamp)>,
nofd_index 0: runtime::IndexedSortedList<(Math,), (Math, Math, TimeStamp)>,
math_num uprooted at latest retain: usize,
}
#[derive(Debug, Default)]
struct MulRelation {
new: Vec<<Self as Relation>::Row>,
all: Vec<(Math, Math, Math, TimeStamp)>,
fd_index 0 1: runtime::HashMap<(Math, Math), (Math, TimeStamp)>,
nofd index 0: runtime::IndexedSortedList<(Math,), (Math, Math, TimeStamp)>,
nofd _index 0 2: runtime::IndexedSortedList<(Math, Math), (Math, TimeStamp)>,
nofd index 2: runtime::IndexedSortedList<(Math,), (Math, Math, TimeStamp)>,
math_num uprooted at latest retain: usize,
}
#[derive(Debug, Default)]
pub struct Delta {
mul : Vec<<MulRelation as Relation>::Row>,
add_: Vec<<AddRelation as Relation>::Row>,
}
#[derive(Debug, Default)]
struct Unification {
pub math : UnionFind<Math>,
}
#[derive(Debug, Default)]
pub struct Theory {
pub latest timestamp: TimeStamp,
pub delta: Delta,
pub uf: Unification,
pub mul_: MulRelation,
pub add : AddRelation,
}
impl Theory {
pub fn new() -> Self {
Self::default()
}
pub fn step(&mut self) {
self.apply rules();
self.canonicalize();

}
Listing 21 : Generated code for theory struct definitions, slightly simplified and re-
arranged.

3.5.6 Relational e-matching codegen

Section 3.4 has already discussed query planning as a worst-case-optimal Free Join with
heuristics, performed jointly to create a rewrite rule trie. Such a trie is lowered to a
tree of nested loops in the generated code, each performing a semi-join or a primary
join. Listing 22 shows generated code for apply rules, including the index-accessing
functions on the AddRelation. No-FD indexes iterate their outputs while FD indexes
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do direct hashmap lookups. Calling entry returns the e-class containing a given e-node,
creating a new e-class and inserting the e-node if not already present in the indexes
from a previous step.

This particular code was generated in Oatlog’s relaxed mode, which through symmetry
reduces the number of semi-naive variants of the distributive law from 3 to 2, as well
as causing additional insertions to uphold the invariant that an index that contains
(a,b,c) must also contain (b,a,c).

Finally, note that the indexes store timestamps, which are integers, incremented with
every call to canonicalize, that serve as a way to distinguish old from all tuples within
calls such as self.mul .iter old 2 to 0 1.
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// == E-MATCHING ==
impl Theory {
pub fn apply rules(&mut self) {
for (a_2, b_2, v5) in self.mul_.iter new() {
self.delta.insert mul((a_2, b 2, v5));
self.delta.insert mul((b_2, a_2, v5));
if self.mul_.check 0(a_2) {
for (v10, v11) in self.add .iter all 0 to 1 2(v5) {
for (c,) in self.mul_.iter all 0 2 to 1(a_2, v10) {
#[doc = "( rewrite ( Add ( Mul ab ) (Mulac) ) (Mul a ( Addbc) ) )"]
let (v12,) =
self.add_
.entry 0.1 to 2(b_2, c, &mut self.delta, &mut self.uf);
self.delta.insert mul((a_2, v12, v11));
self.delta.insert mul((v1l2, a 2, vl1l));
self.delta.insert add((c, b_2, v12));

}

for (a, b, v2) in self.add_.iter new() {
self.delta.insert add((a, b, v2));
self.delta.insert add((b, a, v2));
if self.mul_.check 2(a) {
for (a_4, c 2) in self.mul _.iter old 2 to 0 1(b, self.latest timestamp) {
for (b_4,) in self.mul_.iter old 0 2 to 1(a_4, a, self.latest timestamp) {
#[doc = "( rewrite ( Add (Mulab ) (Mulac ) ) (Mula ( Addbc) ) )"]
let (v19,) =
self.add_
.entry 0 1 to 2(b 4, c 2, &mut self.delta, &mut self.uf);
self.delta.insert mul((a_4, v19, v2));
self.delta.insert mul((v19, a 4, v2));
self.delta.insert add((c 2, b_4, v19));

}
}
impl AddRelation {
fn iter all 0 1 to 2(&self, x0: Math, x1: Math) -> impl Iterator<Item = (Math,)> + use<' > {
self.fd index 0 1
.get(&(x0, x1))
.into iter()
.copied()
.map(|(x2, _timestamp)| (x2,))

}

fn entry 0_1 to 2(
Sself,
x0: Math,
x1: Math,

delta: &mut Delta,
uf: &mut Unification,
) -> (Math,) {
if let Some((x2,)) = self.iter all 0 1 to 2(x0, x1).next() {
return (x2,);
}
let x2 = uf.math_.add eclass();
delta.add_.push((x0, x1, x2));
(x2,)
}
fn iter all 0 to 1 2(&self, x0: Math) -> impl Iterator<Item = (Math, Math)> + use<' > {
self.nofd_index_0
Liter((x0,))
.map(|(x1, x2, _timestamp)| (x1, x2))

}
Listing 22 : Generated code for e-matching, slightly simplified and re-arranged. Corre-
sponding iter/entry/check functions for MulRelation are elided.

3.5.7 Canonicalization codegen

Canonicalization involves inserting all tuples that have been stored as pending in delta,
then resolving any functional dependency violations that arise by merging e-classes.
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Finally, after this process has finished all indexes must contain exactly the tuples that
logically are stored in the relation.

Canonicalization can be implemented in amortized O(nlogn) time, with n being the
number of individual insertions, by using both FD and inverted indexes. The inverted
indexes would for a given e-class list all e-nodes containing it, which can then all be
removed from all indexes and replaced with canonicalized versions of the e-node. By
merging e-classes smaller-to-larger by e-node count in the union-find, a given e-class
would only be uprooted a logarithmic number of times and a round of canonicalization
would take only O(insertions - log(e-nodes)) time.

However, such canonicalization, although easy to prove asymptotically efficient, requires
maintaining the inverted index. It requires the index data structures to support efficient
point updates and is comparatively most efficient for few insertions into a large e-graph.
These restrictions affect performance adversely in practice, especially given that equality
saturation steps usually grow the e-graph exponentially, with insertions = O(e-nodes) in
any given step. Therefore, based on the performance profile of EqSat steps in practice,
Oatlog prefers data structures oriented for batched updates, where having operations
for example iterate the entire data structure is amortized and becomes faster than point
updates.

In practice, Oatlog splits the canonicalization phase into computing the functional
dependency fixed point using only FD indexes, then recreating all non-FD indexes.
This relaxation of non-FD index consistency means those indexes are updated fewer
times, which by itself is more efficient. Additionally, rebuilding non-FD indexes less
often increases the viability of using a sorted list rather than many small vectors or
individually allocated BTree nodes, significantly reducing memory fragmentation.

Concretely, canonicalization is as shown in Listing 23 implemented on top the three
functions update begin, update and update finalize.
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// == CANONICALIZATION ==
impl Theory {
pub fn canonicalize(&mut self) {
self.latest _timestamp.0 += 1;
self.mul_.clear new();
self.add_.clear new();
if !self.delta.has new inserts() && self.uf.num uprooted() == 0 {
return;
}
self.mul_
.update begin(&self.delta.mul_, &mut self.uf, self.latest timestamp);
self.add
.update begin(&self.delta.add , &mut self.uf, self.latest timestamp);
self.delta.mul_.clear();
self.delta.add .clear();

loop {
let mut progress = false;
progress |= self
.mul_
.update(&mut self.delta.mul , &mut self.uf, self.latest timestamp);
progress |= self
.add_

.update(&mut self.delta.add , &mut self.uf, self.latest timestamp);
if !progress {
break;

}

self.mul_

.update finalize(&mut self.uf, self.latest timestamp);
self.add

.update finalize(&mut self.uf, self.latest timestamp);
self.uf.reset num uprooted();

}
Listing 23 : Generated code for canonicalize, slightly simplified and re-arranged.

As shown in Listing 24, update begin performs multiple insertions by doing many
hashmap lookups, each inserting a single e-node or doing a FD union in case of a key
collision. Since unions are performed while doing insertions, each tuple is canonicalized
using find right before being inserted. The timestamp is only updated if the e-node
actually changes, minimizing the size of the new set.

fn update begin(
&mut self,
insertions: &[Self::Row],
uf: &mut Unification,
latest_timestamp: TimeStamp,

for &(mut x0, mut x1, mut x2) in insertions {
match self
.fd index 0 1
.entry((uf.math_.find(x0), uf.math_.find(x1)))

runtime: :HashMapEntry::0ccupied(mut entry) => {
let (y2, timestamp) = entry.get mut();
let old val = *y2;
let changed = (old_val != uf.math_.union mut(&mut x2, y2));
if changed {
*timestamp = latest timestamp;
}
}
runtime: :HashMapEntry::Vacant(entry) => {
entry.insert((uf.math .find(x2), latest timestamp));

}

}
Listing 24 : Generated code for AddRelation::update begin, slightly simplified and
re-arranged.
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As shown in Listing 25, update is called in a fixed point loop when canonicalizing,
linearly scanning the hashmap for uprooted e-nodes using retain which are pushed to
a vector of pending insertions. These insertions are then applied using update begin,
and the process repeated until all relations contain only up-to-date e-nodes in their FD

indexes.

The update fixed point loop makes Oatlog’s implementation of canonicalize quadratic
in the worst case, if for example an e-graph of n e-nodes has update called n times with
update begin in every iteration performing exactly one union. This, however, does not
occur in practice, with the update fixed point loop typically having a low single digit
number of iterations.

fn update(
&mut self,
insertions: &mut Vec<Self::Row>,
uf: &mut Unification,
latest_timestamp: TimeStamp,
) -> bool {
if self.math_num uprooted at latest retain == uf.math_.num uprooted() {
return false;
}
self.math_num uprooted_at_latest retain = uf.math_.num uprooted();
assert!(insertions.is empty());
self.fd index 0 1
.retain(]&(x0, x1), &mut (x2, _timestamp)| {
if uf.math .is root(x0) & uf.math .is root(x1l) & uf.math .is root(x2) {
true
} else {
insertions.push((x0, x1, x2));
false
}
3
self.update begin(&insertions, uf, latest timestamp);
insertions.clear();
true

}
Listing 25 : Generated code for AddRelation::update, slightly simplified and re-
arranged.

Finally, update finalize — as shown in Listing 26 — rebuilds the new vector and all
non-FD indexes, by comparing timestamps and repeatedly sorting a vector of e-class
tuples according to different comparators. The listing shows only the helper RowSort100
sorting tuples (a,b,c) by a, but for relations with multiple non-FD indexes self.all is
repeatedly sorted using different helpers.
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fn update finalize(&mut self, uf: &mut Unification, latest timestamp: TimeStamp) {
assert!(self.new.is empty());

self.new.extend(
self.fd _index 0 1
Liter()
filter map(](&(x0, x1), &(x2, timestamp))| {
if timestamp == latest timestamp {
Some((x0, x1, x2))
} else {
None
}
b,
)i
RadixSortable: :wrap(&mut self.new).voracious sort();
self.all.clear();
self.all.extend(
self.fd _index 0 1
Liter()
.map (| (&(x0, x1), &(x2, timestamp))| (x0, x1, x2, timestamp)),
)i

RowSort100::sort(&mut self.all);
unsafe {
self.nofd index 0.reconstruct(
&mut self.all,
| (x0, x1, x2, timestamp)| (x0,),
| (x0, x1, x2, timestamp)| (x1, x2, timestamp),
)i
}

self.math_num uprooted at latest retain = 0;
}

Listing 26 : Generated code for AddRelation: :update finalize, slightly simplified and
re-arranged.

The full code from which we in these sections have shown snippets as available in its
entirety in Appendix C.
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Evaluation

We evaluate Oatlog in two aspects: its compatibility with and its speedup relative to
egglog. The compatibility can in turn be divided into correctness and completeness,
both of which are evaluated using egglog’s test suite. A large fraction of egglog programs
require features that Oatlog does not support, but most such features can reasonably
be implemented within Oatlog’s architecture. Bridging this gap would allow Oatlog to
displace egglog in many use-cases that embed e-graphs into applications.

In performance terms, Oatlog achieves order-of-magnitude speedups for small e-graphs,
gradually shrinking to a 2x speedup at 10 e-nodes and egglog performance parity
beyond 107 e-nodes.

4.1 Egglog language support and correctness

We developed Oatlog alongside a few different kinds of tests. These are

e Property tests, where two implementations of a data structure or a function is fed
randomized data and the output compared between the two implementations. This
is for example used to verify that IndexSortedList<K, V>, which is a hashmap with
values pointing into a single allocated vector, behaves identically to a HashMap<K,
Vec<V>>.

e Snapshot tests, where various egglog programs are fed into the Oatlog compiler, with
the IRs and generated code being stored in version control and manually checked for
every commit.

o Compatibility tests, where Oatlog and egglog run the same egglog program and their
outputs are compared.

The compatibility tests are those most relevant to egglog compatibility and we therefore
focus on them here. In addition to the benchmark programs used in Section 4.2, the
compatibility tests run egglog’s test suite. Of its 93 tests,

e 14 are successful, while outputting an e-graph with a nonzero number of e-nodes,

e 6 are successful, but output an empty e-graph,

e 2 cause egglog to panic, and

e 71 require egglog features missing in Oatlog.

A successful test means that both egglog and Oatlog are able to run the program,
that every relation contains an equal number of e-nodes in both engines, and that this
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continues to hold for an additional 10 EqSat steps. In practice, this almost means that
egglog and Oatlog behave identically, with two significant caveats.

The first of these is that Oatlog does not implement rulesets, i.e. only running a few
queries at once, which prevents Oatlog from executing (check ..) statements that
are heavily used in tests, serving as assertions. Oatlog therefore entirely ignores these
statements, instead leveraging egglog to compare e-node counts. This is a resonable
approach only for e-graphs with a nonzero number of e-nodes, which is why the 5 empty
success cases should be considered more as skip than pass verdicts.

The second caveat, assuming that the 11 tests together with the benchmarks thoroughly
exercise the engine, is e-class numbering. Since egglog and Oatlog match rules and
perform canonicalization in different orders, the union-find will be issued make() and
union() operations in different orders and thus nominal e-class IDs will be different.
In fact, since both egglog in its nondeterministic mode and Oatlog iterate hashmaps,
e-class numbering is not even reproducible between two runs of the same engine due to
randomized hash functions. However, if the e-classes are only used as opaque identifiers
then their e-graphs are indistinguishable.

The missing features that prevent Oatlog from running 74 of the tests are primarily, in
descending order,

1. additional primitive types and operations (booleans, comparison functions, bigints),
2. non-union :merge, required for lattice-based computations,

3. containers, and

4. interpreter-oriented features such as CSV input and schema push/pop.

Among these, (1), (2) and (3) are all viable to implement within Oatlog’s architecture, in
increasing difficulty from easy to somewhat tricky. Egglog’s interpreter-oriented features
(4) are not reasonable implementation-wise or usability-wise in a non-interpreter archi-
tecture, but similar features could be surfaced in a different run-time API.

Finally, although it is only exercised in a few tests, Oatlog does not support query-
extract or even extraction in general. This, as well as the previously mentioned
unsupported features, is unsupported mostly because it is not necessary to demonstrate
the speedups that can be achieved compared to egglog, and focusing in implementing
them would distract from our ability to optimize Oatlog for performance within the
limited scope of a master’s thesis.

4.2 Benchmarks

Oatlog’s development has been guided by its performance on three microbenchmarks
— fuelN _math, math, and boolean adder — all of whose egglog code is available in
Appendix D.

e The boolean adder benchmark rewrites according to the laws of boolean algebra and
is initialized with a 10-bit ripple carry adder.

e The math benchmark is taken from the egglog test suite and served as the primary
performance comparison between egg and egglog in [6]. Its rewrite rules manipulate
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expressions in real numbers, particularly by rewriting integrals using integration
by parts.

o Integration by parts produces an output that is matched by its own pattern, making
the e-graph divergent. For this reason we also adapted the math benchmark into the
fuelN math benchmark, where the nesting count of integration by parts is limited to
a IN between 1 and 3.

The fuelN math benchmark is run to a fixed point while the others are run with a
specific step count. The fuelN math benchmark therefore is compiled using Oatlog’s
relaxed mode while the others use Oatlog’s strict mode.

The complete benchmark results are shown in Table 2. The same data is also plotted in
Figure 9, showing that Oatlog achieves very different speedups over egglog for different
e-graph sizes. Oatlog is competitive across the entire range, with 10-100x speedups
below 10% e-nodes, maintaining a large speedup down to about 2x at 10° e-nodes and
performing very similarly to egglog over 107 e-nodes.
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Figure 9 : Oatlog’s speedup over egglog as a function of the number of e-nodes in
the e-graph. Oatlog has a double-digit speedup for scenarios of less than a thousand
e-nodes, which gradually shrinks to closely approach egglog’s performance for e-graphs
of tens of millions of e-nodes.
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Table 2 : Microbenchmark results comparing egglog with Oatlog. The reported timings
are averages of continuous sampling for 10 seconds on an AMD Ryzen 5900X CPU,
with the 12 step rows being exactly two and one samples respectively for math and
boolean_ adder. Oatlog is compared with nondeterministic egglog since Oatlog internally
iterates hashbrown: :HashMaps.

benchmark e-nodes | egglog | Oatlog | speedup
fuell math, saturated 973 4.614 ms | 438.0 ps 10.54x
fuel2_math, saturated 1516 5.864 ms | 596.8 ps 9.83x
fuel3_math, saturated 50021 168.1 ms | 31.50 ms 5.34x

math, 0 steps 35 533.7 ps | 3.141 ps | 169.92x
math, 1 steps 69 653.3 ps | 7.197 ns | 90.77x
math, 2 steps 118 812.1 ps | 12.97 ns | 62.59x
math, 3 steps 208 990.0 ps | 23.12 ps | 42.82x
math, 4 steps 389 1.223 ms | 42.04 ps | 29.10x
math, 5 steps 784 1.605 ms | 86.52 ps 18.55x%
math, 6 steps 1576 2.257 ms | 214.1 ps 10.54x
math, 7 steps 3160 3.607 ms | 497.2 ps 7.25x
math, 8 steps 8113 6.270 ms | 1.115 ms 5.62x
math, 9 steps 28303 | 13.50 ms | 3.387 ms 3.99x
math, 10 steps 136446 | 55.34 ms | 15.35 ms 3.60x
math, 11 steps 1047896 | 436.3 ms | 174.7 ms 2.50x
math, 12 steps 15987528 | 8.297s | 4.733 s 1.75x
boolean adder, 0 steps 44 755.3 pns | 3.232 pns | 233.71x

boolean adder, 1 steps 106 891.2 pns | 6.715 ps | 132.72x
boolean adder, 2 steps 241 1.063 ms | 16.11 ps 65.96x
boolean_adder, 3 steps 511 1.402 ms | 40.02 ps | 35.03x
boolean_adder, 4 steps 727 2.033 ms | 87.96 ps 23.11x
boolean_adder, 5 steps 906 3.155 ms | 152.0 ps | 20.76x
boolean_adder, 6 steps 1332 4.338 ms | 259.0 us 16.75x
boolean_adder, 7 steps 2374 5.762 ms | 463.3 ps 12.44x
boolean_adder, 8 steps 5246 8.700 ms | 919.6 ps 9.46x
boolean_adder, 9 steps 15778 116.84 ms | 2.235 ms 7.54x
boolean_adder, 10 steps | 77091 | 44.51 ms | 9.049 ms 4.92x
boolean_adder, 11 steps | 854974 | 327.7 ms | 113.4 ms 2.89x
boolean adder, 12 steps | 24610667 | 157.2 s 140.0 s 1.12x

4.3 Performance discussion

Oatlog’s performance in comparison to egglog raises questions around why Oatlog is
faster and why the difference diminishes for large e-graphs. Answering this compre-
hensively is difficult and would require detailed consideration of both Oatlog’s and
egglog’s implementation details. Instead, we will highlight some of their similarities and
differences, before arguing that the convergence may be associated with both being
bottlenecked by L3 cache misses for large e-graphs.

Oatlog and egglog has some similarities, such as both

e storing and filtering explicit timestamps,
e using hashmaps for indexes,
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e producing worst-case optimal query plans,
but there are also differences, such as Oatlog

e executing queries as a trie rather than in mutual isolation,

o using flat indexes (effectively HashMap<A, &[(B, C)]> and HashMap<(A, B), C>) over
trie indexes (effectively a single HashMap<A, HashMap<B, C>>),

e exploiting invariant permutations for saturation benchmarks

6,581.18 msec task-clock:u # 1.000 CPUs utilized
22,285,537,449 cpu_core/cycles/u # 3.386 GHz
22,950,127,905 cpu_core/instructions/u

3,099,260,437 cpu_core/branches/u # 470.928 M/sec
83,206,333 cpu_core/branch-misses/u

6,392,915,130 L1-dcache-1loads:u # 971.394 M/sec
564,439,150 L1-dcache-1load-misses:u
290,365,095 LLC-1loads:u # 44.121 M/sec
95,887,579 LLC-load-misses:u

6,438,351,299 dTLB-1loads:u # 978.298 M/sec
134,767,626 dTLB-1load-misses:u

6.579040563 seconds time elapsed

5.095351000 seconds user
1.436860000 seconds sys

Listing 27 : perf stat output for math, 12 steps, with less relevant information elided.

Due to LLC-1loads and LLC-load-misses being unavailable on AMD, this was captured
from an Intel i7-12700H CPU.

With the command perf stat -ddd we can read a few relevant performance counters,
shown in Listing 27. We can see that there is very little instruction parallelism, with
only about 1 instruction completed per cycle. There are quite many branches but the
mispredict rate is low.

However, every third instruction is a memory load, and while the cache hit rates are
moderate, at 91% for L1, 48% for L2 and 33% for L3, that still leaves 14.6M L3
cache misses per second. On the other hand, if the same computer has its memory
benchmarked using sysbench memory --threads=1 --memory-access-mode=rnd --memory-
block-size=8 --memory-total-size=1G run, it achieves only 12.4M random accesses per
second.

This may indicate that Oatlog, for large e-graphs, is bottlenecked by L3 cache misses,
although the data cannot distinguish between e.g. spending 100% of the time serving
L3 cache misses sequentially or spending 50% of the time serving L3 cache misses in
parallel pairs. From the perspective of how Oatlog works, being bottlenecked by RAM
random access is largely expected. In flamegraphs of math, 12 steps, there is a roughly
equal split of samples attributable to sorting, hashmap writes, hashmap reads and
miscellaneous. With the size of the hashmaps generally being equal to the number of
e-nodes in a relation, these lookups are essentially always L3 cache misses for sufficiently
large e-graphs.
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fn step(&mut self) { // bulk insert
self.apply rules(); fn update begin(
self.canonicalize(); // BOTTLENECK &mut self,
} insertions: &[Self::Rowl],
uf: &mut Unification,
fn canonicalize(&mut self) { latest_ts: TimeStamp,
// no single bottleneck in this function ) {
self.mul_.update begin(..); for &(x0, x1, x2) in insertions {
self.add .update begin(..); match self
loop /*(until func-dep fixed point)*/ { .fd_index 0 1
self.mul .update(..); // BOTTLENECK HASHMAP LOOKUP
self.add .update(..); .entry((uf.find(x0), uf.find(x1)))
} {
self.mul_.update finalize(..); Occupied(mut entry) => {
self.add .update finalize(..); let (y2, ts) = entry.get mut();
} let old val = *y2;
if old val != uf.union mut(x2, y2) {
// recreate secondary indexes *ts = latest ts;
fn update finalize( }
&mut self, +
uf: &mut Unification, Vacant(entry) => entry.insert(
latest ts: TimeStamp, (uf.find(x2), latest ts)
) { ),
// recreate new }
assert!(self.new.is empty()); }
self.new.extend( }
self.fd index 0 1
Liter() // bulk find uprooted, then bulk insert
filter map (| (&(x0, x1), &(x2, ts))| fn update(
(ts == latest ts).then some((x0,x1,x2)) &mut self,
) uf: &mut Unification,
); latest ts: TimeStamp,
self.new.voracious sort(); // SORTING ) {
BOTTLENECK // (actually re-used allocation)
let mut insertions = Vec::new();
// recreate others by repeatedly sorting all self.fd _index 0 1l.retain(|
self.all.clear(); &(x0,x1),&mut(x2, )| {
self.all.extend( // BOTTLENECK UNION-FIND LOOKUP
self.fd index 0 1 let canon = uf.are roots(x0, x1, x2);
Liter() if lcanon {
.map (| (&(x0, x1), &(x2, ts))| ..), insertions.push((x0, x1, x2));
); }
// SORTING BOTTLENECK return canon;
RowSort100::sort(&mut self.all); });
// HASHMAP BUILDING BOTTLENECK self.update begin(&insertions, ..);
self.nofd_index 0.reconstruct(&mut }
self.all, ..);

// SORTING BOTTLENECK
RowSort010: :sort(&mut self.all);
// HASHMAP BUILDING BOTTLENECK
self.nofd index 1.reconstruct(&mut
self.all, ..);
}

Listing 28 : Oatlog’s generated code, significantly simplified and with its bottlenecks
annotated.

Oatlog’s heavy use of hashmaps can be made more clear by looking at its generated
code, which is shown in Listing 28. Effectively, the canonicalization phase performs a
hashtable access for every e-node insertion created by apply rules as well as every time
the canonical tuple of an e-node is changed due to a functional-dependency-triggered
union. Speeding up Oatlog is therefore not a matter of removing an accidental bottleneck
but rather about addressing the fundamental issue of expensive random access by doing
one of
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maintaining fewer indexes,

requiring fewer update() iterations to functional dependency fixed point,

having more compact hashtable memory, increasing cache hit rates,

increasing instruction-level parallelism for update begin(),

avoiding random access for canonicalization through a conceptual algorithmic
change, or

storing fewer e-nodes for the same computation, through a conceptual change to
the e-graph.
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Conclusion

We introduce Oatlog, a relational e-graph engine implementing the egglog language. By
combining a few novel techniques — such as trie query planning and invariant permuta-
tions — with solid performance-aware programming, Oatlog achives large speedups over
egglog, particularly for small and medium e-graphs.

Oatlog is implemented as a procedural Rust macro, effectively compiling EqSat theories
into a program. This is different from egglog, in that Oatlog is more focused on being
embeddable and is a ahead-of-time compiler rather than an interpreter. We find that
this has two large consequences.

The first consequence is that, at the cost of a multiple-second compilation time, Oatlog
does not experience hundreds of microseconds of overhead for theory initialization and
every EqSat step. This makes Oatlog more suitable for latency-critical or massively
parallel use of many small e-graphs, which one can find in per-function or per-basic-block
optimization within a compiler. However, this difference is reduced for large e-graphs,
where the interpreter’s overhead is amortized over the data plane.

The second consequence of an ahead-of-time architecture lies in the improved prototy-
pability and debuggability driven by reading and modifying the Rust code generated
by the e-graph compiler. This aspect simplifies performance engineering for Oatlog,
as one can easily separate the problem of determining what to do from how to do it,
in constrast to an interpreter where compiler complexity mixes with ABI concerns.
We could summarize our opinion of the AOT-compiler architectural choice as a way
of simplifying development and performance engineering at the cost of significantly
limiting dynamic rewrite rules and REPL use.

Oatlog supports two modes: strict and relaxed. Oatlog’s strict mode is step-by-step
equivalent to egglog modulo e-class renaming, providing essentially identical output
guarantees as egglog’s nondeterministic mode. Oatlog’s relaxed mode guarantees only
that the post-saturation e-graph is identical to renaming, allowing Oatlog to derive
invariant permutations that eliminate duplicate work while at the same time allowing
rules to run earlier and therefore reach saturation in fewer steps.

While our testing indicates Oatlog is generally correct, it is only able to run a fraction
of egglog programs, as illustrated by egglog’s test suite. This is a consequence of
performance work having taken precedence over compatibility work — allowing us to
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demonstrate a large speedup over the previous state of the art within the limited scope
of a master’s thesis.

We cannot pinpoint precisely why Oatlog is faster than egglog nor can we recommend
changes to egglog that would effectively bridge the gap. This is largely due to our limited
understanding of egglog’s implementation details and addressing it could be valuable
future work.

In particular, one large difference in implementation details between Oatlog and egglog
is the choice of flat vs trie indexes. Flat indexes — effectively HashMap<(A, B), C>— require
fewer lookups but have a larger working set while trie indexes — effectively HashMap<A,
HashMap<B, C>> — require less memory but more lookups. We find it likely that flat
indexes are superior when the e-graph is small enough to fit in some level of cache,
but trie indexes have the advantage of deferring the cache spill through their smaller
size. This is possibly the most interesting implementation detail, from a performance
perspective, to study further when comparing Oatlog to egglog.

5.1 Future work

Aside from studying how implementation details drive performance differences in Oatlog
and egglog, possible future work on Oatlog includes adding features to improve egglog
compatibility, smaller implementation improvements and larger potential changes to
e-graph engine design.

Oatlog’s egglog compatiblity can be improved by implementing

e Non-union :merge, which is a kind of functional dependency where rather than
f(..) =y and f(..) = z triggering a union of y and z, it replaces the e-node with a
different f(..) = merge(y, z). This can be used to maintain lower or upper bounds,
known bits of integers, etc. Computations leveraging :merge are called lattice-based
computations since their soundness relies on the merge function being part of a
mathematical semilattice. Examples of semilattices include the relation less-than-or-
equal with the function max or min, the divisibility relation with functions ged or
lem and the subset relation with union or intersection.

» Extraction, where low-cost expression trees or DAGs are derived from a (saturated)
e-graph.

e Rulesets, where Oatlog supports generating multiple query tries so that subsets of
rules can be run in isolation. This is particularly important since it is required to
implement check statements, which are heavily used in egglog’s test suite.

o Additional primitive types and their functions, such as booleans, bigints and com-
parisons.

o Containers, which are primitive-like accelerators for representing structures such as
lists, sets and maps, yet differ from primitives in that unions among their contents
can lead to containers becoming equal. The egglog language as introduced by [6]
does not support containers but egglog itself does.

Smaller changes that could further improve Oatlog’s performance include
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e Merging relations whose columns are permutations of each other, such as adjusting
all rewrite rules to refer to Add(c, b, a) rather than Sub(a, b, c) while adding an
implicit functionality a,b — ¢ on the Add relation.

o Tiered scheduling of rewrite rules. In a sense actions can be tiered into union
— which monotonically shrinks the e-graph, insert — which is bounded to
O (eclasses®Peration arity) and in particular must terminate, and finally entry which may
cause non-terminating rewrite steps. This has the potential to trigger unions earlier,
slowing the e-graph’s growth. Eqlog implements scheduling like this, doing insert
and union to a fixed point before executing entry [17].

e Improving query planning through cardinality estimation within the constraints of a
worst-case optimal join, rather than assuming that new < old < all with identically
sized relations.

e Memory compression of index and union-find data structures®.

o Optimized sorting beyond the current general-purpose radix sort [32]. In particular,
while a radix sort is likely optimal, one could possibly achieve a speedup by treating
e-classes as variable-width integers rather than 32-bit integers, with their width
determined by the logarithm of the largest e-class ID.

o Canonicalizing tuples within an index while rehashing. Currently, the bulk insertion
update_begin (see Listing 28) may trigger a rehash of the underlying index, in which
all of the stored tuples are moved around. A custom implementation that calls find()
while rehashing could possibly reduce the number of update iterations required to
canonicalize a relation.

o Eliminating unnecessary sorting within update finalize. If there are non-FD indexes
a — b,c and a,b — ¢, their construction involves sorting by a and (a, b) respectively,
but since a lexographic sort on (a,b) leaves the data already sorted by a, only the
latter sort is necessary.

Finally, we would like to suggest two larger ideas with the potential to more fundamen-
tally affect e-graph engine performance: accelerating associativity and sort-merge joins.

Associativity, (a +b) + ¢ =a+ (b+ ¢) and similarly for multiplication, is a large con-
tributor to the exponential growth of saturated e-graphs as a function of the size of the
initial expression. This is because if N items are added together like x; + 25 + ... + T,
or with any other associative and commutative operation, then there are 2V different
subsets that all in general must be represented with different e-classes. And beyond
this, there are 3%V different e-nodes that produce one of these sums by adding two of
the others. On the other hand, a container could store the entire addition tree as a
single multiset, and egglog programs could in general be sped up with their associative
operators transparently replaced with multisets. It is feasible that this can achieve
speedups, but efficiently removing the need to represent the 2%V subsets is nontrivial — it
is unclear what capability should be required from the multiset relation data structure
in order to allow an efficient implementation of the original rewrite rules. Finally, note

that other particularly expensive rewrites can be addressed in a similar manner, with

We tried to implement memory compression for union-find, but it is very difficult to combine with
performant random access.
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container types such as polynomials for the distributive law. In general one might call
this e-graphs modulo theories, in analogy to satisfiability modulo theories, and one
approach to achieving it is by restricting query planning to bottom-up e-matching [36].

Finally, a large fraction of Oatlog’s run time consists of hashmap accesses, which by
being random access use the memory subsystem extremely inefficiently. This is partic-
ularly true when the accesses result in L3 cache misses. An implementation relying on
sort-merge joins, where two relations can be scanned sequentially due to having indexes
already sorted by the join key, could significantly speed up e-matching and possibly also
index maintenance. At the same time, this requires more complex query planning and
could possibly require too many indexes and hence too much sorting to be beneficial
performance-wise.
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A

Distributive law example in many lan-
guages

This appendix shows code implementing a rule for the distributive law, (a +b) - ¢ =
a-c+b-c,in egglog, Eqlog, Rust pseudocode and SQL pseudocode. Note that Oatlog
implements the egglog language.

A.1 Egglog

In egglog, a rule is a list of premises followed by a list of actions to take when the
premises match some part of the database. Add, Mul and Const represent tables where
Add and Mul have columns for their inputs and their output and Const has a column for
its value and a column for its output.

(sort Math)

(function Add (Math Math) Math)
(function Mul (Math Math) Math)
(function Const (i64) Math)

(rule
( ; list of premises
(= e (Mul (Add a b) c))
)

( ; list of actions
(union e (Add (Mul a c) (Mul b c)))
)

A.2 Eqlog

Eqlog is similar, but the language is very desugared — almost already query planned. It
also lacks primitives, meaning it can not represent constants, primitive functions, etc.

type Math;

func add(Math, Math) -> Math;

func mul(Math, Math) -> Math;

// func const(i64) -> Math; not possible to express in eqlog

rule distributive law {
if e = mul(tO, c); // premise
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A. Distributive law example in many languages

if t0 = add(a, b); // premise

then t1 := mul(a, c)!; // action

then t2 := mul(b, c)!; // action

then e = add(tl, t2); // action
}

A.3 Rust

The above could be transformed into something like this Rust pseudocode,

for (t0, c, e) in tables.mul.iter() {
// index on tO to join Mul and Add tables
for (a, b, t0) in tables.add.index 2(t0) {
// actions
let t1 = tables.mul.insert new(a, c);
let t2 = tables.mul.insert new(b, c);
tables.add.insert existing(tl, t2, e);
}
}

A4 SQL

Since the queries can be seen as database queries, we can express them as pseudo-SQL.
The queries become quite complicated because SQL is not a great language to express
both reads and writes in the same query.

- The relevant detail here is that we can represent the Egraph

- as a table. There is no explicit "Eclass" table, the Eclass

- 1s just the relationship between rows in the database.
CREATE TABLE Add ( lhs Eclass, rhs Eclass, result Eclass);
CREATE TABLE Mul ( lhs Eclass, rhs Eclass, result Eclass);
CREATE TABLE Const ( num i64, result Eclass);

INSERT INTO add VALUES (tl1l, t2, e)
INSERT INTO mul VALUES (a, c, tl1), (b, c, t2)
JOIN (SELECT

tl = new_eclass(),

t2 = new eclass(),
)
SELECT

Add.lhs AS a,

Add.rhs AS b,

Mul.rhs AS c,

Mul.result as e
INNER JOIN Mul ON Add.result = Mul.lhs;
FROM Add
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Oatlog example — the quadratic for-
mula

This example proves that if £ = —b 4+ Vb2 — ¢ then z2? + 2bz + ¢ = 0. As evidenced by
the need to define e-node insertion helpers, Oatlog’s current run-time API is quite

unergonomic.
oatlog::compile egraph relaxed! (( Let's verify that this is a solution!
(datatype Math "
(Mul Math Math)
(Add Math Math) fn run(sink: &mut impl std::io::Write) {

(Sub Math Math)
(Const 164)
(Sqrt Math)

)

// constant propagation

(rewrite (Add (Const a) (Const b))
(Const (+ a b)))

(rewrite (Mul (Const a) (Const b))
(Const (* a b)))

(rewrite (Sub (Const a) (Const b))
(Const (- a b)))

// x+0=x, x*0=0, x*1=x, Xx-x=0
(rewrite (Add x (Const 0)) x)
(rewrite (Mul x (Const 0)) (Const 0))
(rewrite (Mul x (Const 1)) x)
(rewrite (Sub x x) (Const 0))

// a -b=a+ (-b)
(birewrite (Sub a b)
(Add a (Mul b (Const -1))))

// Mul and Add, commutativity and associativity
(rewrite (Mul a b) (Mul b a))

(rewrite (Mul (Mul a b) c¢) (Mul a (Mul b c)))
(rewrite (Add a b) (Add b a))

(rewrite (Add (Add a b) c) (Add a (Add b c)))

// distributivity
(rewrite (Mul x (Add a b))
(Add (Mul x a) (Mul x b)))

let mut theory = Theory::new();

macro_rules! make_helper {
($op:ident, $insert:ident, 1) => {
macro_rules! $op {
($azexpr) => {{
let ret = theory.make();
let row = ($a, ret);
theory.$insert(row);
ret
I3 H
}
+
($op:ident, $insert:ident, 2) => {
macro_rules! $op {
($a:expr, $b:expr) => {{
let ret = theory.make();
let row = ($a, $b, ret);
theory.$insert(row);
ret
1

+
}
make helper!(mul, insert_mul, 2);
make helper!(add, insert add, 2);
make helper!(sub, insert_sub, 2);
make helper!(sqrt, insert_sqrt, 1);
make helper!(constant, insert const, 1);

let b theory.make();
let ¢ = theory.make();

// sqrt(x)*sqrt(x) = x, unsound, but ok for us // x = sqrt(b”2 - c) - b
here let x = sub!(sqrt!(sub!(mul!(b, b), c)), b)
(rewrite (Mul (Sqrt x) (Sqrt x)) x)
)); // t = X2 + c + 2bx
let t = add!(add!(mul!(x, x), c), add!(mul!(b,
const HEADER: &str " x), mull(b, x)));

>> x"2 + 2bx + Cc =
>> (x+b)"2 = b"2 -
>> x = -b \\pm sqrt(b"2 - c)
(but let's actually say)
>> x = sqrt(b™2 - ¢c) - b

~ 0 o I

v

let zero = constant!(0);

writeln!(sink, "{HEADER}").unwrap();



B. Oatlog example — the quadratic formula

95 const ITERS: usize = 10;

96 let mut last = 0;

97 for i in 0..ITERS {

98 theory.step();

99

100 let size =
theory.get total relation_entry count();
101 writeln!(sink, "i={i}
size={size}").unwrap();

102

103 if theory.are equal(zero, t) {
104 writeln!(sink, "\nVerified!").unwrap();
105 return;

106 }

107

108 if last == size {

109 break;

110 }

111 last = size;

112 }

113 panic!("\nFailed to verify in {ITERS}
iterations..");

114 }

115

116 fn main() {

117 run(&mut std::io::stdout());

118 }

119

120 #[test]
121 fn test() {

122 let mut sink = Vec::new();

123 run(&mut sink);

124 let sink = String::from_utf8(sink).unwrap();
125 expect_test::expect! ([r#"

126

127 >> X2 + 2bx + ¢ =0

128 >> (x+b)"2 = b2 - ¢

129 >> x = -b \pm sqrt(b™2 - c)
130 (but let's actually say)
131 >> x = sqrt(b™2 - c) - b
132 Let's verify that this is a solution!
133

134 i=0 size=10

135 i=1 size=26

136 i=2 size=44

137 i=3 size=92

138 i=4 size=275

139 i=5 size=859

140 i=6 size=2303

141 i=7 size=1423

142

143 Verified!

144 "#]1)

145 .assert eq(&sink);

146 }



Full example of generated theory code

Egglog code is orders of magnitude more brief than the generated code that Oatlog
outputs. In this example, 7 lines of egglog is compiled into almost 500 lines of Rust,
even after slightly simplifying the generated code.

This code is the full example from which Section 3.5.5, Section 3.5.6 and Section 3.5.7
show snippets.

/7"

//! (datatype Math

//! (Mul Math Math)

//! (Add Math Math)

/7" )

//' (rewrite (Add a b) (Add b a))

//' (rewrite (Mul a b) (Mul b a))

//' (rewrite (Add (Mul a b) (Mul a c)) (Mul a (Add b c)))
7a

7a

//! Compiled in relaxed mode
// == E-GRAPH STRUCTURE ==

use oatlog::runtime::{self, *};
eclass wrapper ty!(Math);
// Both "Math® and “TimeStamp®™ are newtypes around "u32.

#[derive(Debug, Default)]

struct AddRelation {
new: Vec<<Self as Relation>::Row>,
all: Vec<(Math, Math, Math, TimeStamp)>,
fd index 0 1: runtime::HashMap<(Math, Math), (Math, TimeStamp)>,
nofd index 0: runtime::IndexedSortedList<(Math,), (Math, Math, TimeStamp)>,
math _num uprooted at latest retain: usize,

}

#[derive(Debug, Default)]

struct MulRelation {
new: Vec<<Self as Relation>::Row>,
all: Vec<(Math, Math, Math, TimeStamp)>,
fd _index 0 1: runtime::HashMap<(Math, Math), (Math, TimeStamp)>,
nofd index 0: runtime::IndexedSortedList<(Math,), (Math, Math, TimeStamp)>,
nofd index 0 2: runtime::IndexedSortedList<(Math, Math), (Math, TimeStamp)>,
nofd index 2: runtime::IndexedSortedList<(Math,), (Math, Math, TimeStamp)>,
math num uprooted at latest retain: usize,

}

#[derive(Debug, Default)]

pub struct Delta {

VI
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mul : Vec<<MulRelation as Relation>::Row>,
add : Vec<<AddRelation as Relation>::Row>,
}
#[derive(Debug, Default)]
struct Unification {
pub math : UnionFind<Math>,
}
#[derive(Debug, Default)]
pub struct Theory {
pub latest timestamp: TimeStamp,
pub delta: Delta,
pub uf: Unification,
pub mul : MulRelation,
pub add : AddRelation,
}
impl Theory {
pub fn new() -> Self {
Self::default()
}
pub fn step(&mut self) {
self.apply rules();
self.canonicalize();

}

// == E-MATCHING ==
impl Theory {
pub fn apply rules(&mut self) {
for (a_2, b 2, v5) in self.mul _.iter new() {
self.delta.insert mul((a_2, b 2, v5));
self.delta.insert mul((b_2, a 2, v5));
if self.mul_.check 0(a_2) {
for (v10, v11l) in self.add .iter all 0 to 1 2(v5) {
for (c,) in self.mul_.iter all 0 2 to 1(a_2, v10) {
#[doc = "( rewrite ( Add ( Mul a b ) ( Mul ac) )
let (v12,) =
self.add

.entry 0 1 to 2(b 2, ¢, &mut self.delta, &mut self.uf);

self.delta.insert mul((a 2, v12, v1l));
self.delta.insert mul((v1l2, a 2, v1l));
self.delta.insert add((c, b 2, v12));

}

}

for (a, b, v2) in self.add .iter new() {
self.delta.insert add((a, b, v2));
self.delta.insert add((b, a, v2));
if self.mul_.check 2(a) {

for (a_4, c 2) in self.mul_.iter old 2 to 0 1(b, self.latest timestamp) {

for (b_4,) in self.mul_.iter old 0 2 to 1(a_4, a,
self.latest timestamp) {
#[doc = "( rewrite ( Add ( Mul ab ) ( Mul a c ) )
bc)))"l
let (v19,) =
self.add

( Mul a ( Add

.entry 0 1 to 2(b_4, c 2, &mut self.delta, &mut self.uf);

self.delta.insertimulz(a74, v19, v2));
self.delta.insert mul((v19, a 4, v2));
self.delta.insert add((c 2, b 4, v19));



C. Full example of generated theory code

}

}
}
impl AddRelation {
fn iter all 0 1 to 2(&self, x0: Math, x1: Math) -> impl Iterator<Item = (Math,)> +
use<' > {
self.fd index 0 1
.get(&(x0, x1))
.into iter()
.copied()
.map(|(x2, timestamp)| (x2,))

}

fn entry 0 1 to 2(
&self,
x0: Math,
x1: Math,

delta: &mut Delta,
uf: &mut Unification,
) -> (Math,) {

if let Some((x2,)) = self.iter all 0 1 to 2(x0, x1).next() {
return (x2,);

}

let x2 = uf.math_.add eclass();

delta.add .push((x0, x1, x2));

(x2,)
}
fn iter all 0 to 1 2(&self, x0: Math) -> impl Iterator<Item = (Math, Math)> + use<' >
{
self.nofd index 0
Liter((x0,))
.map(](x1, x2, timestamp)| (x1, x2))
}
}
impl MulRelation {
fn iter all 0 to 1 2(&self, x0: Math) -> impl Iterator<Item = (Math, Math)> + use<' >
{

self.nofd index 0
.iter((x0,))
.map(|(x1, x2, timestamp)| (x1, x2))
}
fn check 0(&self, x0: Math) -> bool {
self.iter all 0 to 1 2(x0).next().is some()
}
fn iter all 0 2 to 1(&self, x0: Math, x2: Math) -> impl Iterator<Item = (Math,)> +
use<' > {
self.nofd index 0 2
Liter((x0, x2))
.map(|(x1, timestamp)| (x1,))

}

fn iter old 0 2 to 1(
&self,
x0: Math,
x2: Math,

latest timestamp: TimeStamp,
) -> impl Iterator<Item = (Math,)> + use<' > {
self.nofd index 0 2
.iter((x0, x2))
.filter map(move |(x1, timestamp)| (timestamp <
latest timestamp).then some((x1,)))

}

VIII
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fn iter all 2 to 0 1(&self, x2: Math) -> impl Iterator<Item = (Math, Math)> + use<

self.nofd index 2
Liter((x2,))
.map(](x0, x1, timestamp)| (x0, x1))

}

fn iter old 2 to 0 1(
&self,
x2: Math,

latest timestamp: TimeStamp,
) -> impl Iterator<Item = (Math, Math)> + use<' > {
self.nofd index 2
Liter((x2,))
.filter map(move |(x0, x1, timestamp)| {
(timestamp < latest timestamp).then some((x0, x1))
1)
}
fn check 2(&self, x2: Math) -> bool {
self.iter all 2 to 0 1(x2).next().is some()
}

// == CANONICALIZATION ==
impl Theory {
pub fn canonicalize(&mut self) {
self.latest timestamp.0 += 1;
self.mul_.clear new();
self.add .clear new();
if !self.delta.has new inserts() && self.uf.num uprooted() == 0 {
return;
}
self.mul_
.update begin(&self.delta.mul , &mut self.uf, self.latest timestamp);
self.add
.update begin(&self.delta.add , &mut self.uf, self.latest timestamp);
self.delta.mul _.clear();
self.delta.add .clear();

loop {
let mut progress = false;
progress |= self
.mul_
.update(&mut self.delta.mul , &mut self.uf, self.latest timestamp);
progress |= self
.add

.upd;te(&mut self.delta.add , &mut self.uf, self.latest timestamp);
if !progress {
break;

}

self.mul_
.update finalize(&mut self.uf, self.latest timestamp);
self.add
.update finalize(&mut self.uf, self.latest timestamp);
self.uf.reset num uprooted();
}
}
impl Relation for AddRelation {
type Row = (Math, Math, Math);
fn clear new(&mut self) {
self.new.clear();
}

fn iter new(&self) -> impl ' + Iterator<Item = Self::Row> {

>

IX
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self.new.iter().copied()

}
fn update begin(
&mut self,
insertions: &[Self::Row],
uf: &mut Unification,
latest timestamp: TimeStamp,
) {
for &(mut x0, mut x1, mut x2) in insertions {
match self
.fd index 0 1
.entry((uf.math_.find(x0), uf.math .find(x1)))
{
runtime: :HashMapEntry::Occupied(mut entry) => {
let (y2, timestamp) = entry.get mut();
let old val = *y2;
let changed = (old val != uf.math_.union mut(&mut x2, y2));
if changed {
*timestamp = latest timestamp;
}
}
runtime: :HashMapEntry::Vacant(entry) => {
entry.insert((uf.math .find(x2), latest timestamp));
}
}
}
¥
fn update(
&mut self,
insertions: &mut Vec<Self::Row>,
uf: &mut Unification,
latest timestamp: TimeStamp,
) -> bool {
if self.math _num uprooted at latest retain == uf.math_.num uprooted() {
return false;
}
self.math _num uprooted at latest retain = uf.math_.num uprooted();
assert!(insertions.is empty());
self.fd index 0 1
.retain(]|&(x0, x1), &mut (x2, timestamp)| {
if uf.math .is root(x0) & uf.math .is root(x1l) & uf.math .is root(x2) {
true
} else {
insertions.push((x0, x1, x2));
false
}
s
self.update begin(&insertions, uf, latest timestamp);
insertions.clear();
true
}

fn update finalize(&mut self, uf: &mut Unification, latest timestamp: TimeStamp) {
assert!(self.new.is empty());

self.new.extend(
self.fd index 0 1

Liter()
Lfilter map(| (&(x0, x1), &(x2, timestamp))| {
if timestamp == latest timestamp {
Some((x0, x1, x2))
} else {
None



C. Full example of generated theory code

}

1,
)i
RadixSortable::wrap(&mut self.new).voracious sort();
self.all.clear();
self.all.extend(

self.fd index 0 1
.iter()

.map (]| (&(x0, x1), &(x2, timestamp))| (x0, x1, x2, timestamp)),

);

RowSort100: :sort(&mut self.all);
unsafe {
self.nofd index 0.reconstruct(
&mut self.all,
| (x0, x1, x2, timestamp)| (x0,),
| (x0, x1, x2, timestamp)| (x1, x2, timestamp),
)
}

self.math_num uprooted at latest retain = 0;

impl Relation for MulRelation {

type Row = (Math, Math, Math);
fn clear new(&mut self) {
self.new.clear();

}
fn iter new(&self) -> impl ' + Iterator<Item = Self::Row> {
self.new.iter().copied()
}
fn update begin(
&mut self,
insertions: &[Self::Row],
uf: &mut Unification,
latest timestamp: TimeStamp,
) {
for &(mut x0, mut x1, mut x2) in insertions {
match self
.fd _index 0 1
.entry((uf.math_.find(x0), uf.math .find(x1)))
{
runtime: :HashMapEntry::0ccupied(mut entry) => {
let (y2, timestamp) = entry.get mut();
let old val = *y2;
let changed = (old val != uf.math_ .union mut(&mut x2, y2));
if changed {
*timestamp = latest timestamp;
}
}
runtime: :HashMapEntry::Vacant(entry) => {
entry.insert((uf.math_.find(x2), latest timestamp));
}
}
}
}
fn update(
&mut self,
insertions: &mut Vec<Self::Row>,
uf: &mut Unification,
latest timestamp: TimeStamp,
) -> bool {

if self.math_num_uprooted at_latest retain == uf.math_.num uprooted() {

X1
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return false;
}
assert!(insertions.is empty());
self.math _num uprooted at latest retain = uf.math_.num uprooted();
self.fd index 0 1
.retain(]&(x0, x1), &mut (x2, timestamp)| {
if uf.math .is root(x0) & uf.math .is root(x1l) & uf.math .is root(x2) {
true
} else {
insertions.push((x0, x1, x2));
false

1)
self.update begin(&insertions, uf, latest timestamp);
insertions.clear();
true
¥
fn update finalize(&mut self, uf: &mut Unification, latest timestamp: TimeStamp) {
assert!(self.new.is empty());
self.new.extend(
self.fd index 0 1

Liter()
Lfilter map(| (&(x0, x1), &(x2, timestamp))| {
if timestamp == latest timestamp {
Some((x0, x1, x2))
} else {
None
}
1.

);
RadixSortable: :wrap(&mut self.new).voracious sort();
self.all.clear();
self.all.extend(
self.fd index 0 1
.iter()
.map (| (&(x0, x1), &(x2, timestamp))| (x0, x1, x2, timestamp)),
);

RowSort100::sort(&mut self.all);
unsafe {
self.nofd index 0.reconstruct(
&mut self.all,
| (x0, x1, x2, timestamp)| (x0,),
| (x0, x1, x2, timestamp)| (x1, x2, timestamp),
)i

RowSortl0l::sort(&mut self.all);
unsafe {
self.nofd _index 0 2.reconstruct(
&mut self.all,
| (x0, x1, x2, timestamp)| (x0, x2),
| (x0, x1, x2, timestamp)| (x1, timestamp),
);

RowSort001l::sort(&mut self.all);
unsafe {
self.nofd_index_ 2.reconstruct(
&mut self.all,
| (x0, x1, x2, timestamp)| (x2,),
| (x0, x1, x2, timestamp)| (x0, x1, timestamp),

XII
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);
}

self.math _num uprooted at latest retain = 0;

}

// MISC
impl Delta {
fn has new inserts(&self) -> bool {
I(self.mul .is empty() && self.add .is empty())
}
pub fn insert mul(&mut self, x: <MulRelation as Relation>::Row) {
self.mul_.push(x);
}
pub fn insert add(&mut self, x: <AddRelation as Relation>::Row) {
self.add .push(x);
}
}
impl Unification {
fn num uprooted(&mut self) -> usize {
self.math_.num uprooted()
}
fn reset num uprooted(&mut self) {
self.math_.reset num uprooted();
}
}
impl EclassProvider<Math> for Theory {
fn make(&mut self) -> Math {
self.uf.math_.add eclass()
}
fn find(&mut self, t: Math) -> Math {
self.uf.math_.find(t)
}
fn union(&mut self, a: Math, b: Math) {
self.uf.math_.union(a, b);
}
}
impl std::ops::Deref for Theory {
type Target = Delta;
fn deref(&self) -> &Self::Target {
&self.delta
}
}
impl std::ops::DerefMut for Theory {
fn deref mut(&mut self) -> &mut Self::Target {
&mut self.delta
}

XIIT



Benchmarks

Both of the math and boolean adder benchmarks grow to very large sizes and are bench-
marked by measuring the time required to instantiate the theory, including constructing
globals etc, then taking some number of EqSat steps. The math benchmark is made
saturating for the benchmarks fuelN math with N =1,2,3 by adding an additional
argument of type Fuel to Integral, which initially is (Fuel (Fuel (Fuel (ZeroFuel))))
for the N = 3 case, with one level of nesting removed for each application of integration
by parts. This limits nested integration by parts to N levels, leading the e-graph to
saturate at a reasonable number of e-nodes.

D.1 Math

(datatype Math
(Diff Math Math)
(Integral Math Math)

(Add Math Math)
(Sub Math Math)
(Mul Math Math)
(Div Math Math)
(Pow Math Math)
(Ln Math)

(Sqrt Math)

(Sin Math)
(Cos Math)

(Const i64)
(Var String)
)

(rewrite (Integral (Sin x) x) (Mul (Const -1) (Cos x)))
(rewrite (Sub a b) (Add a (Mul (Const -1) b)))
(rewrite (Diff x (Cos x)) (Mul (Const -1) (Sin x)))

(rewrite (Add
(rewrite (Mul

a b) (Add b a))

a b) (Mul b a))
(rewrite (Add a (Add b c)) (Add (Add a b) c))
(rewrite (Mul a (Mul b c)) (Mul (Mul a b) c))
(rewrite (Add a (Const 0)) a)
(rewrite (Mul a (Const 0)) (Const 0))
(rewrite (Mul a (Const 1)) a)
(rewrite (Mul a (Add b c)) (Add (Mul a b) (Mul a c)))
(rewrite (Add (Mul a b) (Mul a c)) (Mul a (Add b c)))

(rewrite (Mul (Pow a b) (Pow a c)) (Pow a (Add b c)))
(rewrite (Pow x (Const 1)) x)

XIV



D. Benchmarks

37
38
39
40
41
42
43
44
45

X))
46
47
48
49
50
51
52

53

1
2
3
4
5
6
7
8

9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39

z)))
40
41
42
43
44

45
46
47
48
49

(Mul a b) x) (Sub (Mul a (Integral b x)) (Integral (Mul (Diff x a) (Integral b

(rewrite (Pow x (Const 2)) (Mul x x))

(rewrite (Diff x (Add a b)) (Add (Diff x a) (Diff x b)))

(rewrite (Diff x (Mul a b)) (Add (Mul a (Diff x b)) (Mul b (Diff x a))))
(rewrite (Diff x (Sin x)) (Cos x))

(rewrite (Integral (Const 1) x) x)

(rewrite (Integral (Cos x) x) (Sin x))

(rewrite (Integral (Add f g) x) (Add (Integral f x) (Integral g x)))
(rewrite (Integral (Sub f g) x) (Sub (Integral f x) (Integral g x)))
(rewrite (Integral

x)))

(Integral (Ln (Var "x")) (Var "x"))

(Integral (Add (Var "x") (Cos (Var "x"))) (Var "x"))

(Integral (Mul (Cos (Var "x")) (Var "x")) (Var "x"))

(Diff (Var "x") (Add (Const 1) (Mul (Const 2) (Var "x"))))

(Diff (Var "x") (Sub (Pow (Var "x") (Const 3)) (Mul (Const 7) (Pow (Var "x") (Const 2)))))

(Add (Mul (Var "y") (Add (Var "x") (Var "y"))) (Sub (Add (Var "x") (Const 2)) (Add (Var "x") (Var
"x"))))
(Div (Const 1) (Sub (Div (Add (Const 1) (Sqrt (Var "z"))) (Const 2)) (Div (Sub (Const 1) (Sqrt (Var
"z"))) (Const 2))))

D.2

Boolean adder

; https://byjus.com/maths/boolean-algebra-laws/

(datatype Math

)

(rew
(rew

(rew
(rew

(rew
(rew

(rew
(rew

(rew
(rew
(rew

(rew
(rew
(rew

(And Math Math)
(Or Math Math)
(Xor Math Math)
(Not Math)

(HalfAddSum Math Math)
(HalfAddCarry Math Math)
(FullAddSum Math Math Math)
(FullAddCarry Math Math Math)

(Var String)
(True)
(False)

rite
rite

(And x (True)) x)
(And x (False)) (False))

(0Or x (False)) x)
(0Or x (True)) (True))

rite
rite

(Xor x (False)) x)
(Xor x (True)) (Not x))

rite
rite

rite
rite

(And x x) x)
(0r x x) x)

rite
rite
rite

(And x (Not x)) (False))
(0Or x (Not x)) (True))
(Xor x (Not x)) (True))

rite
rite
rite

(And x y) (And y x))
(0r x y) (Or y x))
(Xor x y) (Xor y x))

(birewrite (And x (Or y z)) (Or (And x y) (And x

(rew
(rew

rite (And x (Or x y)) x)
rite (Or x (And x y)) x)

; can not be a bi-rewrite because of a lack of
forall in egglog

(rew

rite (Not (Not x)) x)

(birewrite (Not (And x y)) (Or (Not x) (Not y)))
(birewrite (Not (Or x y)) (And (Not x) (Not y)))
(birewrite (Not (Xor x y)) (Xor x (Not y)))

50
51
52

(birewrite (Xor x y) (Xor (Not x) (Not y)))

; could be bi-rewrite,

but that would be inverse

constant propagation...

53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
(And
71
72
73
74
75
76
77
78
79
80
81
82
83
84
85
86
87
88
89
90
91
92
93
94
95
96
97
98

(rewrite
(rewrite
(rewrite
(rewrite

(rewrite
(rewrite
(rewrite
(rewrite

(rewrite
(rewrite
(rewrite
(rewrite

(rewrite
(rewrite
a b)))

(rewrite
(rewrite

(let s0
(let cO

(let sl
(let c1

(let s2
(let c2

(let s3
(let c3

(let s4
(let c4

(let s5
(let ¢5

(let s6
(let c6

(let s7
(let c7

(let s8

(And (True) (True)) (True))

(And (False) (True)) (False))
(And (True) (False)) (False))
(And (False) (False)) (False))

(Or (True) (True)) (True))
(Or (False) (True)) (True))
(Or (True) (False)) (True))
(0Or (False) (False)) (False))

(Xor
(Xor
(Xor
(Xor

(True) (True)) (False))
(False) (True)) (True))
(True) (False)) (True))
(False) (False)) (False))

(FullAddSum x y z) (Xor x (Xor y z)))
(FullAddCarry a b ¢) (Or (And c (Xor a b))

(HalfAddSum x y) (Xor x y))
(HalfAddCarry x y) (And x y))

(HalfAddSum (Var "x0") (Var "y0")))
(HalfAddCarry (Var "x0") (Var "y0")))

(FullAddSum c0@ (Var "x1") (Var "yl1l")))
(FullAddCarry c0 (Var "x1") (Var "yl1")))

(FullAddSum cl1 (Var "x2") (Var "y2")))
(FullAddCarry cl (Var "x2") (Var "y2")))

(FullAddSum c2 (Var "x3") (Var "y3")))
(FullAddCarry c2 (Var "x3") (Var "y3")))

(FullAddSum c3 (Var "x4") (Var "y4")))
(FullAddCarry c3 (Var "x4") (Var "y4")))

(FullAddSum c4 (Var "x5") (Var "y5")))
(FullAddCarry c4 (Var "x5") (Var "y5")))

(FullAddSum c5 (Var "x6") (Var "y6")))
(FullAddCarry c5 (Var "x6") (Var "y6")))

(FullAddSum c6 (Var "x7") (Var "y7")))
(FullAddCarry c6 (Var "x7") (Var "y7")))

(FullAddSum c7 (Var "x8") (Var "y8")))

XV



D. Benchmarks
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(let

(let
(let

(let
(let

XVI

c8 (FullAddCarry c7 (Var "x8") (Var "y8")))

s9 (FullAddSum c8 (Var "x9") (Var "y9")))
c9 (FullAddCarry c8 (Var "x9") (Var "y9")))

s10 (FullAddSum c9 (Var "x10") (Var "yl10")))
cl0 (FullAddCarry c9 (Var "x10") (Var "yl10")))
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